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Abstract
Safe offline reinforcement learning (RL) requires
optimizing policies within the support of static
datasets while satisfying strict safety constraints.
Although recent latent generative policies achieve
strong empirical performance, they rely heavily
on implicit regularization and lack systematic
control over distributional shift during policy im-
provement. In this work, we propose a geomet-
ric control framework that leverages the bijective
structure of conditional normalizing flows to pro-
vide a tractable mechanism to regulate distribu-
tional deviation of the policy. By constraining
divergence in the latent base space, we derive
tractable upper bounds on the induced Wasser-
stein distance and total variation of the policy dis-
tribution, establishing an analyzable connection
between latent geometry and downstream behav-
iors. This insight motivates a decoupled architec-
ture: a flow prior shapes a feasibility-weighted la-
tent manifold using Hamilton–Jacobi reachability
signals, while a latent refiner performs geometri-
cally constrained optimization directly in the base
space. Across multiple safe RL benchmarks, our
method achieves consistently low violation rates
with competitive returns, highlighting the benefits
of structured geometric regularization.

1. Introduction
Safe offline reinforcement learning (RL) aims to learn poli-
cies that maximize return while satisfying stringent safety
constraints using only static datasets, without online interac-
tion (Levine et al., 2020). This setting poses a fundamental
dual challenge: policies must improve beyond the behavior
policy to achieve higher returns, yet strictly adhere to the
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Figure 1. Overview of the proposed method. An encoder maps
(s, a) into a safety-dense latent embedding. A conditional normal-
izing flow prior pϕ(z|s) induced by u ∼ N (0, I) serves as the
prior, providing exact forward/inverse transforms between the base
and latent spaces; a decoder then reconstructs actions a from z.
At inference, three refiners (safety, reward, and a shared refiner)
operate in the base Gaussian space to adjust samples toward high-
density, in-support regions—maximizing return while suppressing
OOD actions and enforcing safety constraints.

underlying data support to avoid out-of-distribution (OOD)
actions that can trigger catastrophic safety violations (Fu-
jimoto et al., 2019; Kumar et al., 2020). While training
from logs enables deployment in safety-critical domains
such as robotics (Kalashnikov et al., 2018; Wu et al., 2024),
autonomous driving (Kiran et al., 2021; Zhang et al., 2025),
and industrial control (Yu et al., 2025; Wang et al., 2025),
the tension between policy improvement and distributional
shift remains a central bottleneck (Kushwaha et al., 2025;
Wu et al., 2024).

State-of-the-art approaches increasingly rely on latent gen-
erative models to capture complex, multi-modal behavior
distributions. Prominent examples include conditional vari-
ational autoencoders (CVAEs) (Zhou et al., 2021; Fujimoto
et al., 2019; Koirala et al., 2024) and, more recently, dif-
fusion models (Wang et al., 2022; Hansen-Estruch et al.,
2023; Zheng et al., 2024). Although empirically effective,
these methods typically impose OOD regularization implic-
itly—through reconstruction objectives, weighted sampling,
or support constraints (Kostrikov et al., 2021; Chen et al.,
2022). Moreover, dominant paradigms such as diffusion
models lack tractable likelihoods, making it mathematically
difficult to explicitly quantify and regulate how policy up-
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Table 1. Representative generative latent(-space) policy methods for offline (safe) RL.

Method Backbone Safety-aware? Likelihood OOD control

PLAS (Zhou et al., 2021) CVAE No Approx. Implicit (latent manifold)
LSPC (Koirala et al., 2024) CVAE Yes Approx. Implicit (bounded latent)
LDGC (Venkatraman et al., 2023) Diffusion No Implicit Implicit (batch-constrained)
FISOR (Zheng et al., 2024) Diffusion Yes Implicit Implicit (HJ-weighted data)
CNF (Akimov et al., 2022) Flow No Exact Implicit (bounded latent)
GSCO (ours) Flow Yes Exact Explicit (base-space reg)

dates deviate from the learned data manifold. As a result,
safety guarantees often rely on heuristic tuning or conser-
vative penalties rather than principled, controllable mecha-
nisms (Xu et al., 2022; Liu et al., 2023b).

In this work, we argue that principled geometric control can
be critical for principled and analyzable regulation of policy
deviation. We leverage the unique properties of conditional
normalizing flows (NFs) (Algren et al., 2023; Zhai et al.,
2024)—namely, their bijectivity and exact likelihood evalua-
tion—to establish a direct and tractable connection between
latent-space divergence and downstream policy shift. Specif-
ically, by constraining divergence in the latent base space,
we derive upper bounds on the induced Wasserstein distance
and total variation of the policy distribution (Lemma 4.2
and Corollary 4.3), transforming the challenge of OOD con-
trol into a measurable and controllable constraint on latent
geometry.

Building on this insight, we propose GSCO (Geometric
Safe COntrol), a framework that decouples safety-aware
manifold modeling from policy optimization. A flow-based
prior learns a feasibility-weighted latent manifold shaped
by Hamilton–Jacobi (HJ) reachability signals (Bansal et al.,
2017; Fisac et al., 2018), concentrating density on empiri-
cally safe regions. Policy improvement is then performed
through geometrically constrained refinement in the latent
base space using decoupled objectives for reward optimiza-
tion, safety shaping, and deviation regularization. Impor-
tantly, the invertible structure of the representation maintains
consistency with the deviation analysis throughout refine-
ment, enabling stable multi-objective optimization under
purely offline supervision.

Our main contributions are:

• We formulate safe offline RL as a geometric control
problem in a bijective latent space, and derive tractable
bounds linking base-space divergence to action-space
distributional shift.

• We propose a decoupled architecture that integrates
feasibility-shaped flow representations with structured
latent refinement to jointly address reward optimiza-
tion, safety enforcement, and OOD control.

• We demonstrate strong empirical performance on stan-

dard safe offline benchmarks, achieving consistently
low violation rates with competitive returns.

2. Related Works
Offline safe RL aims to learn constraint-satisfying policies
from fixed datasets without risky online interaction. Early
methods incorporate penalty or Lagrangian terms into value
learning, such as CPQ (Xu et al., 2022), BCQ-Lag (Fuji-
moto et al., 2019), and BEAR-Lag (Liu et al., 2023a). Other
approaches adopt distribution-correction techniques, e.g.,
COptiDICE (Lee et al., 2022), which model constrained
stationary distributions. Sequence models such as CDT (Liu
et al., 2023b) and SaFormer (Zhang et al., 2023b) encode
safety via cost-aware conditioning in Decision Transformer
frameworks. These methods typically enforce soft con-
straints and may allow occasional violations.

More recent work (Yu et al., 2022; Ganai et al., 2024; Lu
et al., 2025) leverages Hamilton–Jacobi reachability to pro-
vide stricter state-wise safety guarantees. In parallel, another
line of research learns generative policies or latent manifolds
to encourage safe behavior. For example, LSPC (Koirala
et al., 2024) learns a cost-sensitive latent policy using a
CVAE prior, while FISOR (Zheng et al., 2024) combines
diffusion-based behavior modeling with HJ-based feasibility
guidance. While these methods achieve strong empirical
safety, their generalization to OOD states is typically han-
dled implicitly through the expressivity of the generative
model or support constraints, and remains challenging in
practice (Zhou et al., 2021; Akimov et al., 2022; Chen et al.,
2022). Table 1 summarizes representative generative ap-
proaches, with further discussions in Appendix A.1.

Our method unifies these directions by combining a flow-
based latent policy with explicit base-space geometric reg-
ularization, and by using HJ reachability not as a hard fil-
ter but as a feasibility signal to shape the latent geometry,
yielding provable upper bounds on policy deviation in total
variation.

3. Preliminaries
Safe Offline Reinforcement Learning. Safe RL is for-
mulated as a constrained Markov decision process (CMDP)
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M = (S,A, T, r, h, γ), where h(s) ≤ 0 indicates safety.
In the offline setting, learning is performed from a fixed
dataset D collected by a behavior policy πβ . The objective
is to maximize return while controlling safety violations and
policy-induced distributional shift:

max
π

E[V πr ] s.t. E[V πh ] ≤ ℓ, DKL(π∥πβ) ≤ ε. (1)

where V πr (s) = Eπ
[∑∞

t=0 γ
tr(st, at) | s0 = s

]
is the

reward value function and V πh (s) = Eπ
[∑∞

t=0 γ
tI(h(st) >

0) | s0 = s
]

denotes the expected cumulative violation
indicator. The KL constraint acts as a surrogate measure
of distributional shift relative to the data policy. We focus
on the strict zero-violation regime (ℓ = 0), which motivates
explicit geometric control of policy deviation.

Normalizing Flows. Normalizing flows (Kobyzev et al.,
2020) define bijective mappings between a base distribu-
tion u ∼ N (0, I) and a latent variable z = fϕ(u; cond).
The log-density is given by the change-of-variables formula
(derivation is deferred to Appendix B.1)

log pϕ(z | cond) = log p(u) + log
∣∣∣det ∂u

∂z

∣∣∣, (2)

enabling exact likelihood evaluation and tractable inverse
mappings. We exploit this bijective geometry to propagate
base-space divergence to action-space distributional shift
with explicit bounds.

Feasibility-Based Safety Signal. We estimate a feasibil-
ity value following Hamilton–Jacobi reachability (Bansal
et al., 2017; Yu et al., 2022). Let h(s) denote the signed
constraint. The feasibility value measures the worst-case
violation along a future trajectory:

Vh(s) = min
π

Eπ[max
t≥0

h(st) | s0 = s]. (3)

Vh(s) is approximated using the discounted Bellman-style
backup Qh(s, a) ≈ (1−γ)h(s)+γE[max{h(s), Vh(s′)}];
details are deferred to Appendix B.2.

4. Methodology
Building on the geometric perspective introduced in Sec-
tion 1, we formulate safe offline RL as geometrically con-
strained optimization within a learned latent manifold. In-
stead of directly regulating policy deviation in the high-
dimensional, multi-modal action space, we leverage the
bijective structure of conditional normalizing flows to de-
fine a structured base space where distributional shift admits
explicit and tractable control.

As illustrated in Figure 1, the framework decomposes into
two stages. First, a flow-based prior learns a latent manifold

that captures the support of empirically feasible behaviors
through feasibility-aware density shaping (Sec. 4.1). Sec-
ond, policy improvement is performed by optimizing trajec-
tories directly in the frozen base space, guided by decoupled
safety and reward objectives and bounded by the derived
geometric deviation guarantees (Sec. 4.2, Appendix B). This
decoupling enables stable policy improvement while sup-
pressing out-of-distribution drift.

4.1. Geometric Density Modeling via Bijective Flows

To enable principled control of out-of-distribution shift, we
construct a structured latent manifold that captures the sup-
port of empirically feasible behaviors. Rather than directly
regulating policy updates in the high-dimensional action
space, we employ a conditional normalizing flow to define
a bijective mapping between the action manifold A and
a tractable base space U = Rd equipped with a standard
Gaussian measure µ = N (0, I). This bijection allows dis-
tributional variation in the base space to be propagated to
action-space deviation with explicit bounds, forming the
geometric foundation of our approach.

Manifold Support Estimation via Weighted ELBO.
The model consists of a flow prior pϕ(z|s), a posterior en-
coder qψ(z|s, a), and a deterministic decoder πθ(a|s, z). To
bias the learned manifold toward feasible regions of the data
distribution, we optimize a feasibility-weighted variational
objective:

LELBO = EDEqψ [−w(s, a) log πθ(a|s, z)]
+ β ED[w(s, a)DKL(qψ∥pϕ)] .

(4)

where w(s, a) is the feasibility advantage score derived
from the auxiliary safety critic. The following lemma gives
a precise variational interpretation of this objective in the
special case β = 1.

Lemma 4.1 (Feasibility-Weighted Variational Modeling).
Let p̃D(s, a) = w(s, a)pD(s, a)/Zw, where Zw =
EpD [w(s, a)], and define

Pψ(s, a, z) = p̃D(s, a)qψ(z|s, a),
Qϕ,θ(s, a, z) = p̃D(s)pϕ(z|s)πθ(a|s, z).

For fixed weights and β = 1,

Z−1
w LELBO = DKL(Pψ∥Qϕ,θ)− Ep̃D [log p̃D(a|s)]. (5)

Thus, minimizing LELBO is equivalent, up to a model-
independent constant, to minimizing a valid matched-joint
KL divergence. For β ̸= 1, Eq. (4) is used as a feasibility-
weighted variational loss with scaled posterior-prior reg-
ularization, not as an exact KL projection. The proof is
provided in Appendix B.3.
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Base-Space Density Shaping. While the weighted ELBO
encourages the flow to capture the feasible support, it does
not control the geometry of the base-space density. We
therefore introduce an additional regularization term that
aligns high-value feasible actions with high-density regions
of the base distribution:

Lshape = ED

[
Ifeas(s, a) · e

Ar(s,a)
βr ·

∥∥∥f−1
ϕ (z|s)

∥∥∥2
2

]
, (6)

where f−1
ϕ denotes the exact inverse flow mapping from

latent code to the base variable. This objective encourages
feasible high-reward regions to concentrate near the high-
density modes of the base distribution, yielding a smoother
and better-conditioned optimization landscape for subse-
quent refinement.

Full Objective. We summarize the flow module’s objec-
tive as:

Lflow = LELBO+Lshape+λH
(
H0−Eqψ [− log qψ(z | s, a)]

)
+
,

(7)
where the final term softly enforces a minimum posterior
entropy to prevent mode collapse.

Frozen Decoder and Deviation Decomposition. We con-
sider the setting where the decoder πθ is fixed, so that the
geometric mapping induced by the flow and decoder re-
mains invariant during downstream optimization. Under
this assumption, policy deviation admits the following de-
composition.
Lemma 4.2 (Deviation Decomposition). Let Πθ(·|s) denote
the refined policy distribution and π0(·|s) the pushforward
of N (0, I) through the frozen flow and decoder. Assume a
bounded density ratio between π0 and the behavior policy
on the data support. Then for any state s,

DKL

(
Πθ(·|s) ∥πβ(·|s)

)
≤

DKL

(
qu(·|s) ∥N (0, I)

)
+ C(s).

(8)

where C(s) = logRθ(s) under a mild bounded density-
ratio assumption between π0 and πβ . The proof follows
from the data-processing inequality and bijectivity (Ap-
pendix B.4).

Lemma 4.2 shows that policy deviation from the data dis-
tribution can be regulated by directly controlling the diver-
gence of the refined base distribution. This converts devi-
ation control in the action space into a tractable constraint
in the latent base space, which we exploit in the refinement
stage.

4.2. Geometrically Constrained Base-Space Refinement

Given the feasibility-shaped latent manifold constructed in
Sec. 4.1, we perform policy improvement by optimizing

directly in the base space U . Unlike action-space perturba-
tions, base-space updates preserve the manifold geometry
induced by the bijective flow and the frozen decoder, en-
abling principled control of distributional shift.

Geometric Motivation & Deviation Bounds. Since the
flow is invertible and the decoder is fixed, any change in the
base distribution qu induces a deterministic and bounded
shift in the resulting policy distribution. This connection
is formalized in the following corollary, which motivates
explicitly regulating base-space divergence to control OOD
risk.

Corollary 4.3 (A Sufficient Bound on Induced Distribution
Shift). Let π = Ts#fϕ#qu be the refined policy and π0 =
Ts#fϕ#N be the base policy, where N is the standard
Gaussian. Let Lg denote a (local) Lipschitz constant of the
composite mapping on the learned manifold. Then for any
state s (proof in Appendix B.5),

W2(π, π0) ≤ Lg
√
2DKL(qu ∥N ), (9)

TV(π, πβ) ≤
√

1
2DKL(qu ∥N ) + TV(π0, πβ). (10)

Thus, DKL(qu∥N ) identifies the theoretical control target;
in practice, we use the surrogate in Eq. (13) to encourage
small base-space shift.

Decomposed Refinement Principle. Policy improvement
must simultaneously satisfy three competing objectives: (i)
increasing reward, (ii) maintaining feasibility, and (iii) re-
maining within the high-density manifold region to avoid
out-of-distribution behavior. Optimizing these objectives
with a single monolithic update is unstable and often leads
to conflicting gradients. We therefore decompose refine-
ment into three semantic latent fields, each specializing in
one aspect of the objective: a reward field, a safety field,
and a geometric regularization field.

Sequential Latent Updates. Starting from u0 ∼ N (0, I),
we perform T refinement steps in the base space. At each
step, safety correction is applied first, followed by reward
improvement and a lightweight invertible geometric projec-
tion:

uht = ut + fh(s, ut),

urt = uht + fr(s, u
h
t ),

ut+1 = gη(u
r
t |s).

Here fh corrects unsafe deviations, fr promotes reward
improvement, and the shared field gη regularizes the refined
sample toward the base geometry.

Let ā(s, uT ) denote the decoded mean action and reuse the
critics (Qr, Vr) and (Qh, Vh). Each field is trained using a
dedicated objective.
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(i) Reward field.

Lr = ED
[
wr(s, a) ∥ā(s, uT )− a∥22

]
, (11)

where wr(s, a) = exp
(
[Qr(s, a) − Vr(s)]/βr

)
· Ifeas em-

phasizes high-advantage actions while restricting updates to
feasible regions.

(ii) Safety field.

Lh = ED
[
ϕ(Qh(s, ā)−Vh(s))+wh(s, a) ∥ā−a∥22

]
, (12)

where wh(s, a) = exp
(
− [Qh(s, a) − Vh(s)]/βh

)
· Ifeas,

and ϕ(·) is a soft penalty. The first term suppresses the
predicted violations, while the second anchors refinement
to empirically safe data.

(iii) Shared geometric field. To explicitly align refinement
with the base-space divergence in Corollary 4.3, we parame-
terize the shared field as a single conditional affine coupling
layer uT = gη(u

′
T | s), where u′T denotes the output after

reward and safety updates. This extremely lightweight in-
vertible map enables exact evaluation of the local volume
change via the log-determinant of the Jacobian.

We regularize the shared field by penalizing the induced
base-space density shift:

Lreg = 1
2∥uT ∥

2
2− log|det∇gη(u′T | s)|+λprox∥uT −u′T ∥22.

(13)
The Gaussian energy and log-determinant terms penalize
large-norm base samples and local volume expansion in-
duced by the invertible projection, while the proximal term
limits distortion of the reward- and safety-guided proposal.
Importantly, Lreg is a tractable surrogate for the base-space
divergence appearing in Corollary 4.3, rather than an exact
estimator of DKL(qu∥N ). Directly estimating the density
of the refined distribution qu is costly and unstable in high
dimensions. The surrogate is therefore designed to encour-
age moderate base-space shift in a lightweight way that
is geometrically aligned with the deviation analysis, while
remaining fully decoupled from the reward and safety ob-
jectives.

Refiner Objectives and Guarantees. The three losses
define complementary refinement objectives: reward im-
provement, safety correction, and geometric regularization.
For compact notation, we summarize their weighted combi-
nation as

Lref = λrLr + λhLh + λregLreg. (14)

This formulation converts constrained policy improvement
into a regularized base-space optimization problem and pro-
vides a principled characterization of policy deviation. Ap-
pendix B.6 derives upper bounds on the reward and cost
policy gaps under standard regularity assumptions, quanti-
fying the sensitivity of downstream performance and safety
to base-space regularization.

4.3. Practical Implementation

We employ expectile regression to obtain in-sample, asym-
metric value estimates that bias learning toward high-value
actions without querying out-of-distribution actions, follow-
ing standard in-support value estimation practice in offline
RL (Kostrikov et al., 2021). Specifically, Vr is trained via
asymmetric expectile regression and Qr is bootstrapped
toward Vr:

LVr = E(s,a)∼D
[
ρτr
(
Qr(s, a)− Vr(s)

)]
, (15)

LQr = E(s,a,s′)∼D

[(
Qr(s, a)− Q̂r(s, a)

)2]
, (16)

where ρτ (u) = |τ − 1{u < 0}|u2 denotes the expectile
loss and Q̂r(s, a) = r(s, a) + γVr(s

′) is the TD target. As
summarized in Appendix D and Alg. 1, training proceeds
in two stages. First, we jointly train the reward and safety
critics together with the flow prior and decoder using offline
transitions and the objectives in Sec. 4.1, establishing a
feasibility-shaped latent manifold. Second, we freeze this
base model and train the latent refiners in the base space
using the objectives in Sec. 4.2. All components are trained
purely offline from the fixed dataset. At inference time, we
sample u ∼ N (0, I), apply the expert refiner for T steps to
obtain uT , and decode through the frozen flow and decoder
to obtain the final action. Additional implementation details
are provided in Appendix D.

5. Experiments
Experiment Setup. We evaluate the proposed
method against several strong offline safe RL base-
lines across three widely-used benchmark environments:
Safety-Gymnasium (Ji et al., 2023), Bullet-Safety-
Gym (Gronauer, 2022) and Safe Metadrive (Li et al.,
2022) from the DSRL suite (Liu et al., 2023a). We adopt
normalized return and normalized cost as evaluation
metrics, which we refer to as “reward” and “cost” for clarity
and brevity. We set a uniform cost limit of 10 for all tasks.

Baselines. We compare our approach against five repre-
sentative baselines: (1) BCQL (Fujimoto et al., 2019): A
batch-constrained Q-learning with an adaptive Lagrangian
penalty on constraint violations. (2) CPQ (Xu et al., 2022):
A Q-learning method that penalizes unsafe and out-of-
distribution state–action pairs. (3) CDT (Liu et al., 2023b):
A transformer-based offline safe RL method that learns cost-
conditioned action generators for constraint enforcement.
(4) LSPC (Koirala et al., 2024): A latent safety-constrained
approach that uses a conditional variational autoencoder to
model safety in the latent space. (5) FISOR (Zheng et al.,
2024): A feasibility-guided method that uses a diffusion
model for policy sampling.
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Table 2. Performance Comparison on DSRL benchmark. ↑ means the higher the better, ↓ means the lower the better. Note: Bold: safe
policy; Gray: unsafe policy; Bold blue: best safe policy; Bold: second best safe policy

Task BCQL CPQ CDT FISOR LSPC GSCO (ours)

reward ↑ cost ↓ reward ↑ cost ↓ reward ↑ cost ↓ reward ↑ cost ↓ reward ↑ cost ↓ reward ↑ cost ↓
Safety-Gymnasium

CarButton1 0.16 4.20 0.13 2.44 0.21 1.60 -0.04 0.58 -0.15 0.58 -0.06 0.15
CarButton2 0.07 3.47 0.17 7.05 0.13 1.58 -0.01 0.22 -0.03 0.59 -0.03 0.98
CarPush1 0.09 0.56 -0.14 0.80 0.31 0.40 0.26 1.23 0.21 0.13 0.13 0.56
CarPush2 0.06 0.61 0.10 5.66 0.19 1.30 0.16 0.71 0.04 1.37 0.07 0.87
CarGoal1 0.13 0.90 0.22 0.79 0.66 1.21 0.42 0.88 0.23 0.71 0.22 0.36
CarGoal2 0.13 2.38 0.17 3.10 0.48 1.25 0.06 0.06 0.11 0.50 0.03 0.13

AntVel 0.29 2.08 -0.31 0.00 0.98 0.39 0.90 0.00 0.91 0.02 0.91 0.01
HalfCheetahVel 1.04 7.06 0.08 2.56 0.97 0.55 0.88 0.00 0.86 0.18 0.89 0.00

SwimmerVel 0.29 4.10 0.31 2.66 0.67 1.47 0.01 0.01 0.47 1.26 0.46 0.59

Safety-Gym Avg 0.25 2.82 0.08 2.78 0.51 1.08 0.29 0.40 0.29 0.59 0.29 0.31

Bullet-Safety-Gym
AntRun 0.05 4.63 0.13 0.01 0.69 1.24 0.45 0.76 0.94 1.46 0.60 0.13
BallRun 0.35 0.20 0.85 13.67 0.88 0.86 0.14 0.00 0.08 0.00 0.21 0.00
CarRun 0.75 2.51 0.75 0.52 0.99 1.47 0.80 0.00 0.75 0.22 0.84 0.00

DroneRun 0.65 0.71 0.26 0.44 0.71 0.60 0.41 0.57 0.62 1.34 0.55 0.00
AntCircle 0.61 1.42 0.00 0.00 0.46 2.74 0.23 0.00 0.40 0.78 0.41 0.27
BallCircle 0.79 1.20 0.40 4.37 0.79 1.64 0.45 0.00 0.29 1.83 0.42 0.00
CarCircle 0.64 1.80 0.49 4.48 0.70 1.20 0.34 0.00 0.28 0.04 0.53 0.00

DroneCircle 0.68 1.19 -0.27 1.29 0.59 1.56 0.60 0.00 0.66 1.37 0.59 0.10

Bullet-SG Avg 0.57 1.71 0.33 3.10 0.73 1.41 0.43 0.17 0.50 0.88 0.52 0.07

Safe MetaDrive
Easysparse 0.94 9.25 -0.05 0.15 0.25 0.15 0.41 0.50 0.74 1.55 0.40 0.04
Easymean 0.99 7.22 -0.06 0.00 0.42 0.25 0.43 0.67 0.70 0.68 0.35 0.07
Easydense 0.20 1.76 -0.06 0.16 0.35 1.17 0.52 1.26 0.74 1.48 0.35 0.02

Mediumsparse 0.94 2.83 -0.08 0.12 0.78 1.24 0.43 0.08 0.97 0.79 0.63 0.34
Mediummean 0.70 4.45 -0.07 0.16 0.72 2.74 0.36 0.02 0.92 0.89 0.71 0.54
Mediumdense 0.76 3.90 -0.08 0.10 0.70 2.62 0.51 0.39 0.87 0.88 0.36 0.04

Hardsparse 0.49 3.16 -0.05 0.10 0.26 0.46 0.33 0.24 0.52 1.32 0.30 0.01
Hardmean 0.29 3.80 -0.05 0.15 0.20 0.61 0.27 0.01 0.41 0.57 0.33 0.08
Harddense 0.42 2.95 -0.04 0.12 0.22 1.38 0.30 0.26 0.53 1.63 0.36 0.19

MetaDrive Avg 0.64 4.37 -0.06 0.12 0.45 1.18 0.40 0.38 0.71 1.09 0.42 0.15

Main Results Table 2 summarizes results on Safety-
Gymnasium, Bullet-Safety-Gym, and Safe MetaDrive.
Overall, our method learns safe policies with competitive
returns. BCQL uses a Lagrangian trade-off but often fails
to meet safety constraints; CPQ is more conservative and
improves safety at the cost of reward; and CDT, though
capable of high returns via target conditioning, tends to vio-
late safety more frequently. FISOR and LSPC are strong
baselines with distinct characteristics. FISOR produces
uniformly safe but slightly conservative policies via feasibil-
ity guidance, while LSPC is more aggressive—seeking the
most rewarding action in a learned safe latent space—which
may exhibit reduced robustness under OOD states/actions.
Our GSCO trains safety and shared refiners to concentrate
probability mass in high-density regions of the encoder’s
latent space, which encourages actions to remain in better-

supported regions and empirically correlates with improved
safety. GSCO performs strongly on Safe MetaDrive and
Bullet-Safety-Gym, and is mildly conservative on Safety-
Gymnasium due to limited overlap between high-reward
and low-cost regions, which complicates hard-constrained
optimization. Even so, it enforces safety effectively, achiev-
ing consistently lower violation rates than the second-best
method (e.g., 0.31 vs. 0.40 in Safety-Gymnasium, 0.10
vs. 0.88 in Bullet-Safety-Gym, and 0.15 vs. 0.38 in Safe
MetaDrive) while maintaining strong performance.

6. Ablation Study and Analysis
Justification of Each Refiner. A core challenge in safe
RL is reconciling reward maximization with safety con-
straints, which often induce competing optimization direc-
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Figure 2. Example visualization of the refiner principle on CarRun. Each panel shows the 2D action space (velocity on the horizontal
axis, steering angle on the vertical), where background colors indicate (a) feasibility (darker is safer), (b) reward (lighter is higher), and
(c) decoder log-density (lighter is higher). The black cross is the base action from the flow prior, and colored curves (H, R, SH) show
the refinement trajectories in base space, with triangles marking the final refined actions toward safer, higher-return, and data-supported
regions.

Table 3. Ablations on HJ reachability.

Task w/o HJ GSCO
r ↑ c ↓ r ↑ c ↓

AntRun 0.64 1.25 0.60 0.13
BallRun -0.10 6.56 0.21 0.00
CarRun 0.95 0.01 0.84 0.00
DroneRun 0.12 0.00 0.55 0.00
AntCircle 0.38 0.27 0.41 0.27
BallCircle 0.34 0.00 0.42 0.00
CarCircle 0.60 0.04 0.53 0.06
DroneCircle 0.56 0.67 0.59 0.10

tions. Figure 2 illustrates this tension on a fixed state from
the CarRun task. Each panel visualizes the 2D action
space (velocity vs. steering), where the background color
encodes (a) feasibility Qh(s, a) (darker is safer), (b) reward
value Qr(s, a) (lighter is higher return), and (c) decoder
log-density log πθ(a | s) (lighter indicates higher density).
In this state, high-reward and high-safety regions are largely
disjoint and misaligned with the decoder’s high-density re-
gion. As a result, the reward and safety refiners may pro-
duce conflicting updates that push the latent action toward
low-density regions, increasing OOD risk and destabilizing
refinement. The shared refiner mitigates this issue by ex-
plicitly regularizing refinement in the base space, effectively
constraining trajectories to remain near the high-density
manifold. This corresponds to regularizing the base-space
energy, which is aligned with the theoretical control target in
our geometric analysis. In practice, it acts as a stabilizing co-
ordinator, damping overly aggressive updates and mediating
conflicts between reward, safety, and data density objec-
tives. Together, the three refiners form a complementary
decomposition: reward drives improvement, safety enforces
feasibility, and the shared refiner ensures geometric consis-
tency and stable in-distribution optimization.

HJ-feasibility Function. We first assess the benefit of in-

corporating HJ reachability by replacing the feasibility func-
tion with a cost value function. states/actions whose cost
falls below the empirical 75th percentile of zero-violation
samples are treated as feasible and used for flow training,
while refiner training is unchanged; we denote this variant
as w/o HJ. As reported in Table 3, this heuristic thresholding
yields noisier feasibility estimates, which in turn leads to
higher evaluation costs and lower returns than the HJ-based
approach. In contrast, HJ reachability propagates safety con-
straints through the dynamics, which is robust to sampling
noise and uneven cost distributions. The results indicate
that structured HJ reachability is crucial for stable constraint
satisfaction in offline settings.

The Order of Refinement. We compare four refiner sched-
ules on four tasks (BallCircle, CarRun, AntCircle,
DroneCircle) to assess how sensitive GSCO is to the re-
finer order: two fixed orders (H→R→SH and R→H→SH),
a random permutation, and a “No refine” baseline that sam-
ples directly from the flow prior. The results in Figure 3
show that all refiner variants substantially improve normal-
ized return over No refine, confirming the benefit of latent
refinement. Across all tasks, H→R→SH and R→H→SH
achieve clearly higher return than no refinement baseline
with low normalized cost, while the random-order variant
is intermediate but with larger variability. We also observe
a consistent trade-off pattern: H→R→SH generally yields
lower cost with a strong but slightly lower return, whereas
R→H→SH attains the highest return at the price of higher
cost. This supports our design choice of using a fixed sched-
ule with the shared refiner applied last so that it can consis-
tently regularize and coordinate the preceding safety and
reward updates.

Reversed Expectile for Feasibility Function. The re-
versed expectile parameter τh controls the conservativeness
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Figure 3. Effect of refiner order on normalized reward (left) and cost (right) across four tasks. Each group of bars corresponds to four
refinement schedules (H→R→SH, R→H→SH, Random, No refine), with error bars showing one standard deviation.

Table 4. Ablations on the prior used.

Task Gaussian Prior Flow Prior
r ↑ c ↓ r ↑ c ↓

CarButton1 -0.05 1.54 -0.06 0.15
CarButton2 -0.03 1.26 -0.03 0.98
CarPush1 0.17 0.91 0.13 0.56
CarPush2 0.01 1.59 0.07 0.87
CarGoal1 0.16 0.33 0.22 0.36
CarGoal2 0.05 0.86 0.03 0.13

of the feasibility critic and therefore shapes the learned safe
region. We sweep different values of τh to quantify the
discrepancy between the HJ-based feasibility estimates and
the empirical safe set extracted from the offline dataset. A
smaller τh places more weight on lower Qh values, yielding
a more pessimistic estimate of Vh and consequently shrink-
ing the induced feasible set {s | Vh(s) ≤ 0}. This bias is
expected to favour high precision but low recall with respect
to the true safe set. Conversely, a larger τh produces a more
optimistic critic, expanding the feasible region and trading
precision for recall. Table 5 confirms this trend on both
CarRun and AntCircle: recall consistently increases
with τh, while precision decreases. The trade-off is signif-
icantly more pronounced on AntCircle, whose safety
boundary is more complex and harder to approximate from
offline data. This suggests that tasks with more fragmented
or nonlinear safe regions require a moderately optimistic
critic (larger τh) to achieve adequate coverage of feasible
states, whereas simpler tasks can tolerate more conservative
settings.

Other Ablations. We further examine the effect of the
prior. As a comparison, we train a variant that replaces
our flow-based prior with a Gaussian prior and report re-
sults in Table 4. The flow prior yields generally higher
returns while maintaining low costs, suggesting that the con-
ditional invertible mapping provides a more structured and
state-dependent latent geometry than an isotropic Gaussian
prior. This supports our design choice of using a normal-

Table 5. Sensitivity of the HJ-based feasibility classifier to the ex-
pectile parameter τh. Recall/precision are computed on the offline
buffer by treating steps from zero-cost trajectories as ground-truth
safe.

Task Metric τh

0.6 0.7 0.8 0.9 0.95

CarRun Recall 0.32 0.39 0.54 0.76 0.85
Precision 0.76 0.68 0.51 0.24 0.21

AntCircle Recall 0.04 0.08 0.27 0.79 0.88
Precision 0.78 0.42 0.06 0.05 0.05

izing flow not only for likelihood evaluation, but also for
shaping a base space in which safety-aware refinement can
be performed more reliably. We also study the number of
refinement steps T at inference on CarCircle. We fix the
refinement order: the safety expert is applied first, and the
shared expert last. This design reflects our latent geometry—
density concentrates on safety rather than reward—so early
safety refinement places trajectories in high-density feasible
regions before reward-oriented improvement. Intermediate
refiners alternate between safety and reward experts, while
the final shared refiner regularizes the resulting proposal
toward the learned base geometry. As shown in Figure 4,
increasing T reveals a clear trade-off: additional refinement
steps enable more gradual latent-space corrections and can
improve reward, whereas a large T may amplify variance
and reduce stability. An intermediate value such as T = 3
provides a favorable reward–safety trade-off.
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Figure 4. Ablation on the number of refinement steps.
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Table 6. Direct OOD measurements on representative tasks. We report the state-conditioned OOD rate and OOD distance, both computed
with respect to the same local feasible support extracted from the offline dataset. Lower is better for both metrics.

Task FISOR LSPC GSCO (ours)
OOD rate ↓ OOD dist ↓ OOD rate ↓ OOD dist ↓ OOD rate ↓ OOD dist ↓

BallCircle 0.146 0.203 0.014 0.188 0.023 0.114
CarPush1 0.071 0.303 0.035 0.246 0.024 0.222
MediumDense 0.113 0.345 0.086 0.351 0.033 0.238

OOD and Latent-Shift Measurements. To directly as-
sess whether geometric regularization reduces practical
action-space shift, we measure action-space OOD with re-
spect to the feasible support of the offline dataset, defined by
transitions from zero-violation trajectories. For each policy
action, we compute its distance to actions associated with
the k nearest feasible dataset states:

dfeasD (s, a) = min
(si,ai)∈N feas

k (s)
∥ā− āi∥2.

We report the mean feasible-support distance and the OOD
action rate

Pr
[
dfeasD (s, π(s)) > τfeas

]
,

where τfeas is calibrated as a high quantile (0.95) of the same
local feasible-support distance distribution. We additionally
quantify latent prior shift using normalized Gaussian-fit
KL and sliced W2. Gaussian-fit KL measures how far the
empirical mean and covariance of qu deviate from those
of the standard Gaussian, while sliced W2 compares their
projected distributions along random directions. The former
captures moment-level mismatch, whereas the latter also
detects non-Gaussian discrepancies. All metrics directly
assess the deviation controlled by Lreg, and lower values
are better.
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Figure 5. Effect of geometric regularization on latent prior shift.
(a) Normalized Gaussian-fit DKL/d. (b) Normalized sliced W2.
Each curve is normalized by its value at λreg = 0. Geometric
regularization consistently reduces deviation from the Gaussian
prior, with diminishing gains at larger weights.

Table 6 shows that GSCO achieves the lowest OOD rate and
distance across all representative tasks, keeping its actions
closer to the feasible dataset support than FISOR and LSPC.
Consistently, Figure 5 shows that introducing Lreg reduces
both Gaussian-fit DKL/d and sliced W2, with the largest
gains at small positive weights. These results demonstrate
that GSCO controls action-space OOD while keeping the
refined base distribution close to its Gaussian prior.

7. Conclusion
We presented GSCO, a geometric framework for safe of-
fline reinforcement learning that regulates policy improve-
ment through a bijective latent representation. By learning
a feasibility-aware flow prior and performing structured
refinement in the base space, GSCO decouples reward im-
provement, safety correction, and geometric regularization.
Our analysis identifies base-space divergence as a theo-
retical control target for downstream policy shift, while
the implemented regularizer provides a lightweight surro-
gate for suppressing practical action-space drift. Experi-
ments across standard safe offline RL benchmarks show
that GSCO achieves low violation rates and competitive
reward–safety trade-offs.

Several limitations remain. First, GSCO relies on feasibility
estimation from purely offline data, which can be challeng-
ing when cost signals are sparse or safety boundaries are
complex. Second, the current evaluation focuses on low-
dimensional state benchmarks; extending the method to
image-based or other high-dimensional observations would
require learned representations whose quality may affect
both feasibility estimation and geometric regularization.
Third, in harder control tasks, the limited overlap between
high-reward and low-cost behaviors can make the method
conservative. Future work includes adaptive refinement
schedules, more principled manifold-shaping objectives,
and scalable representation learning for high-dimensional
safe offline RL.

Impact Statement
This paper presents work whose goal is to advance the field
of machine learning, particularly in safe offline reinforce-
ment learning. There are many potential societal conse-
quences of this line of research, including both positive
applications in safety-critical decision-making systems and
potential misuse if deployed without appropriate safeguards.
While our method is designed to reduce out-of-distribution
policy shift and safety violations in offline learning, it should
not be viewed as a substitute for system-level validation,
monitoring, and domain-specific safety certification before
real-world deployment. We do not believe that this work
raises specific ethical concerns beyond those commonly
associated with reinforcement learning research.

9



Geometric Control of Out-of-Distribution Shift in Safe Offline RL

References
Akimov, D., Kurenkov, V., Nikulin, A., Tarasov, D., and

Kolesnikov, S. Let offline rl flow: Training conservative
agents in the latent space of normalizing flows. arXiv
preprint arXiv:2211.11096, 2022.

Algren, M., Golling, T., Guth, M., Pollard, C., and Raine,
J. A. Flow away your differences: conditional normal-
izing flows as an improvement to reweighting. arXiv
preprint arXiv:2304.14963, 2023.

Alles, M., Becker-Ehmck, P., van der Smagt, P., and Karl, M.
Constrained latent action policies for model-based offline
reinforcement learning. Advances in Neural Information
Processing Systems, 37:70381–70405, 2024.

Bansal, S., Chen, M., Herbert, S., and Tomlin, C. J.
Hamilton-jacobi reachability: A brief overview and re-
cent advances. In 2017 IEEE 56th Annual Conference
on Decision and Control (CDC), pp. 2242–2253. IEEE,
2017.

Chen, X., Ghadirzadeh, A., Yu, T., Wang, J., Gao, A. Y., Li,
W., Bin, L., Finn, C., and Zhang, C. Lapo: Latent-variable
advantage-weighted policy optimization for offline rein-
forcement learning. Advances in Neural Information
Processing Systems, 35:36902–36913, 2022.

Chow, Y., Nachum, O., Faust, A., Duenez-Guzman, E.,
and Ghavamzadeh, M. Lyapunov-based safe policy
optimization for continuous control. arXiv preprint
arXiv:1901.10031, 2019.

Csiszár, I. and Shields, P. C. Information theory and statis-
tics: A tutorial. Foundations and Trends in Communica-
tions and Information Theory, 1(4):417–528, 2004.

Fisac, J. F., Akametalu, A. K., Zeilinger, M. N., Kaynama,
S., Gillula, J., and Tomlin, C. J. A general safety frame-
work for learning-based control in uncertain robotic sys-
tems. IEEE Transactions on Automatic Control, 64(7):
2737–2752, 2018.

Fu, J., Kumar, A., Nachum, O., Tucker, G., and Levine,
S. D4rl: Datasets for deep data-driven reinforcement
learning. arXiv preprint arXiv:2004.07219, 2020.

Fujimoto, S., Meger, D., and Precup, D. Off-policy deep
reinforcement learning without exploration. In Interna-
tional conference on machine learning, pp. 2052–2062.
PMLR, 2019.

Ganai, M., Gao, S., and Herbert, S. L. Hamilton-jacobi
reachability in reinforcement learning: A survey. IEEE
Open Journal of Control Systems, 3:310–324, 2024.

Gronauer, S. Bullet-safety-gym: A framework for con-
strained reinforcement learning. Technical report, media-
TUM, 2022.

Gulrajani, I., Ahmed, F., Arjovsky, M., Dumoulin, V., and
Courville, A. C. Improved training of wasserstein gans.
Advances in neural information processing systems, 30,
2017.

Han, X., Afifi, H., and Marot, M. Elapse: Expand latent
action projection space for policy optimization in offline
reinforcement learning. Neurocomputing, 631:129665,
2025.

Hansen-Estruch, P., Kostrikov, I., Janner, M., Kuba, J. G.,
and Levine, S. Idql: Implicit q-learning as an actor-
critic method with diffusion policies. arXiv preprint
arXiv:2304.10573, 2023.

Ji, J., Zhang, B., Zhou, J., Pan, X., Huang, W., Sun, R.,
Geng, Y., Zhong, Y., Dai, J., and Yang, Y. Safety gymna-
sium: A unified safe reinforcement learning benchmark.
Advances in Neural Information Processing Systems, 36:
18964–18993, 2023.

Kalashnikov, D., Irpan, A., Pastor, P., Ibarz, J., Herzog,
A., Jang, E., Quillen, D., Holly, E., Kalakrishnan, M.,
Vanhoucke, V., and Levine, S. Scalable deep reinforce-
ment learning for vision-based robotic manipulation. In
Proceedings of The 2nd Conference on Robot Learning,
volume 87 of Proceedings of Machine Learning Research,
pp. 651–673. PMLR, 2018.

Ki, D., Oh, J., Shim, S.-W., and Lee, B.-J. Prior-guided
diffusion planning for offline reinforcement learning. Ad-
vances in Neural Information Processing Systems, 38:
59790–59820, 2026.

Kiran, B. R., Sobh, I., Talpaert, V., Mannion, P., Al Sal-
lab, A. A., Yogamani, S., and Pérez, P. Deep reinforce-
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A. Extended Discussions on Related Works
A.1. Generative Latent-Space Offline RL Methods

A growing line of offline RL methods learns policies in a low-dimensional latent action or trajectory space induced by
a generative model. These approaches typically fit a conditional generative model on offline data and optimize a latent
policy whose outputs are decoded back to actions, thereby constraining policy search to a data-supported manifold and
reducing OOD actions. PLAS (Zhou et al., 2021) and its CVAE-based extensions, such as LAPO (Chen et al., 2022)
and ELAPSE (Han et al., 2025), enhance this framework by shaping the latent distribution to emphasize high-return
behaviors and mitigate collapse. In the model-based setting, C-LAP (Alles et al., 2024) learns a latent action state-space
model and constrains imagined rollouts to remain within the latent prior, providing implicit conservatism. Latent diffusion
approaches (Venkatraman et al., 2023) extend this idea to trajectory-level latent spaces, enabling policy optimization over
semantically structured latent trajectories. Flow-based generative policies have also been explored; CNF (Akimov et al.,
2022) trains a normalizing flow over actions and reduces OOD actions by bounding the base distribution under a frozen
decoder. CPED (Zhang et al., 2023a) explicitly estimates the behavior density using a flow-GAN and constrains policy
updates within high-density regions. For safe offline RL, LSPC (Koirala et al., 2024) encodes latent safety constraints with
a CVAE and regularizes the latent policy using a safety critic, though it still relies on ELBO training and support-based
constraints. Prior-guided diffusion planning (PG) (Ki et al., 2026) is also closely related in motivation, as it mitigates offline
RL distributional shift by guiding diffusion-based planning with a learned prior in latent space. However, PG is designed
for general offline RL and primarily regularizes diffusion sampling through the learned prior. In contrast, GSCO targets
safe offline RL, where policy improvement must jointly balance reward, feasibility, and support preservation. Moreover,
GSCO uses an invertible flow with exact likelihood and a base-space geometric regularizer, yielding a direct mechanism for
monitoring and suppressing action-space shift during refinement.

Compared with these generative latent(-space) policy methods, GSCO differs along four complementary dimensions,
summarized here and in Table 1 in the main text.

1. Task scope and safety objective. Prior flow-based methods such as CNF (Akimov et al., 2022) do not target safe offline
RL. GSCO lies in the same flow-based family but is instantiated for hard-constrained safe offline RL with near-zero
violation, rather than for unconstrained or budgeted objectives.

2. Generative backbone and likelihood. CVAE-, flow-, and diffusion-based policies all exploit latent manifolds, but
flows are invertible and admit exact likelihoods. With a Gaussian base, GSCO can monitor a base-space KL divergence
and propagate it into bounds on action/policy deviation (TV/W2) and OOD mass, providing an analyzable and tunable
surrogate notion of conservatism not available to ELBO-trained CVAEs (Zhou et al., 2021; Chen et al., 2022; Han et al.,
2025) or multi-step latent diffusion models (Venkatraman et al., 2023). This also differs from prior-guided diffusion
planning (Ki et al., 2026), which guides an implicit diffusion sampler with a learned prior rather than using an invertible
likelihood model.

3. OOD-control mechanism. CNF reduces OOD by making the flow’s base uniform-bounded and freezing the de-
coder (Akimov et al., 2022), but does not explicitly control policy deviation. GSCO instead (a) retains a Gaussian base
whose divergence provides an analyzable control target for policy shift and (b) performs feasibility-guided density
shaping on the base (using the flow’s inverse). Together, this makes conservatism measurable and systematically
regulatable, while keeping policy search within empirically safe, high-density regions.

4. Training and inference protocol. Safe offline RL couples reward, safety, and OOD control. Instead of relying on a
single entangled loss, GSCO employs ordered small-step refiners in the base space with a frozen decoder—Safety →
Reward → Shared—so updates remain in-support and locally constrained. This protocol tightly links safety, reward,
and OOD suppression, exposes a clear trade-off handle, and avoids the instability of lumping all terms into one gradient.

A.2. Additional Discussion on Hard and Soft Constraint

Hard vs. soft formulations. In safe RL, a hard (state-wise) safety constraint requires that the policy never leaves the safe
set. Let h : S→R encodes a state constraint and c(s) = max{h(s), 0} is the induced cost. A hard constraint enforces

h(st) ≤ 0, at ∼ π(· | st), ∀t ∈ N, (17)
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which can equivalently be written as a zero-violation cost condition

c(st) = 0, at ∼ π(· | st), ∀t ∈ N. (18)

By contrast, soft or budgeted constraints are typically expressed at the level of expected cumulative cost. Given a cost limit
l > 0, the constraint is

Eτ∼π
[ ∞∑
t=0

c(st)
]
≤ l or Eτ∼π

[ ∞∑
t=0

γtc(st)
]
≤ l, (19)

and the policy is allowed to incur nonzero instantaneous violations as long as the long-term budget is respected. Recent
work further extends this perspective to real-time budgeted safety, where the agent must adapt to dynamically specified cost
budgets in the offline setting (Lin et al., 2023), as well as to risk- and distributionally-robust variants (Chow et al., 2019;
Kushwaha et al., 2025).

Design philosophies and use cases. Hard and soft formulations reflect different safety philosophies rather than a strict
ordering of capability. Hard/near-zero-violation methods (Fisac et al., 2018; Yu et al., 2022; Zheng et al., 2024; Zhao et al.,
2023) target scenarios where every violation corresponds to an unacceptable safety breach (e.g., collisions, irreversible
damage, or regulatory violations); here, the emphasis is on characterizing and staying inside the feasible region. Budgeted
or soft methods (Le et al., 2019; Lee et al., 2022; Liu et al., 2023b), in contrast, model cost as an allocatable resource:
small, occasional violations are acceptable if they enable substantially better task performance, which is appropriate for
risk-sensitive but non-safety-critical domains or applications with tunable risk budgets.

Our framework intentionally follows the hard / near-zero-violation viewpoint: we are interested in safe offline RL settings
where violations correspond to genuine safety failures, and thus focus on maximizing return while keeping state-wise safety
rates close to 100%. We view budgeted-safety approaches as complementary rather than competing; in principle, similar
generative latent-space and flow-based techniques could be adapted to budgeted formulations by conditioning critics and
refiners on a dynamic cost budget, which we leave as an interesting direction for future work.

B. Theoretical Analysis
In this section, we provide the missing proofs for the theoretical results to support or validate the proposed method.

B.1. Derivation of the Flow density

Normalizing flows model complex distributions by transporting samples from a simple base density through an invertible
transformation. In the conditional setting, let u ∼ p0(u) denote a latent variable drawn from a base distribution, typically
N (0, I), and define z = fϕ(u; cond), where fϕ(·; cond) is a bijective mapping parameterized by ϕ and conditioned on an
external variable cond (e.g., a state or context).

Because the map is invertible for fixed cond, the inverse u = f−1
ϕ (z; cond) is well defined. To obtain the conditional density

pϕ(z | cond), we apply the change-of-variables formula for differentiable bijections:

p(z) = p0
(
f−1(z)

)
·
∣∣∣∣det ∂f−1(z)

∂z

∣∣∣∣ = p0(u) ·
∣∣∣∣det ∂f(u)∂u

∣∣∣∣−1

, (20)

where the second equality follows from the inverse function theorem. In our conditional setting we thus have

pϕ(z | cond) = p0(u) ·
∣∣∣∣det ∂u∂z

∣∣∣∣ , u = f−1
ϕ (z; cond). (21)

Using ∂u
∂z =

(
∂z
∂u

)−1
, we can express the inverse Jacobian in terms of the forward transformation:∣∣∣∣det ∂u∂z

∣∣∣∣ = ∣∣∣∣det ∂fϕ(u; cond)∂u

∣∣∣∣−1

. (22)

Substituting this identity back into the density expression gives

pϕ(z | cond) = p0(u) ·
∣∣∣∣det ∂fϕ(u; cond)∂u

∣∣∣∣−1

, u = f−1
ϕ (z; cond). (23)
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Taking logarithms yields the exact log-likelihood of the conditional flow:

log pϕ(z | cond) = log p0(u) + log

∣∣∣∣det ∂u∂z
∣∣∣∣ , u = f−1

ϕ (z; cond), (2)

which corresponds to Eq. 2 in the main text.

In practice, the Jacobian determinant is computed analytically using affine coupling layers, whose triangular structure
reduces the log-determinant to a sum of layerwise log-scale outputs. This makes the likelihood term efficient to compute
while preserving the exactness afforded by the invertibility of the flow.

When the transformation is a composition of L conditional bijections,

u0 ∼ p0, uℓ = fℓ(uℓ−1; cond), ℓ = 1, . . . , L, z = uL, (24)

The change-of-variables formula yields

log pϕ(z | cond) = log p0(u0) +

L∑
ℓ=1

log

∣∣∣∣det ∂uℓ−1

∂uℓ

∣∣∣∣ , (25)

where each term uses the inverse Jacobian of layer fℓ. Equivalently, this can be written as the negative sum of forward
log-determinants,

log pϕ(z | cond) = log p0(u0)−
L∑
ℓ=1

log

∣∣∣∣det ∂fℓ(uℓ−1; cond)

∂uℓ−1

∣∣∣∣ , (26)

which is the form implemented in practice when accumulating the density term across multiple flow layers.

B.2. Feasibility-based Value Function

The state-wise zero-violation requirement in Eq. 1 calls for a trajectory-level safety signal rather than a purely per-
step expected cost. Hamilton–Jacobi (HJ) reachability (Bansal et al., 2017) from safe control provides exactly such a
representation through signed safety functions and value-based certificates, and has been shown to be effective for enforcing
hard constraints in recent safe RL studies (Fisac et al., 2018; Yu et al., 2022). Following this line, we cast the hard constraint
into a pair of feasibility value functions based on Definition B.1 that we can learn from offline data and then use as a unified
signal for policy generation and refinement.

Definition B.1 (Optimal feasible value functions). Let h : S → R be a signed safety function with h(s) ≤ 0 denoting
safety, and let T (·|s, a) denote the transition kernel. For a policy π, trajectories are generated by at ∼ π(·|st) and
st+1 ∼ T (·|st, at). The optimal state-wise and action-wise feasibility values are defined by

V ⋆h (s) := min
π

Eπ,T
[
max
t∈N

h(st) | s0 = s

]
, (27)

Q⋆h(s, a) := min
π

Eπ,T
[
max
t∈N

h(st) | s0 = s, a0 = a, at≥1 ∼ π(·|st)
]
. (28)

Here the expectation is over policy randomness and stochastic transitions. Thus, V ⋆h (s) ≤ 0 indicates the existence of a
policy whose expected worst-case violation from s is non-positive, and Q⋆h(s, a) ≤ 0 gives the corresponding action-wise
feasibility condition. In offline settings, these quantities can be approximated by a discounted feasible Bellman operator.

Definition B.2 (Feasible Bellman operator). For γ ∈ (0, 1) and any Q : S ×A → R, define VQ(s) := minaQ(s, a). The
feasible Bellman operator is

(P⋆Q)(s, a) := (1− γ)h(s) + γ Es′∼T (·|s,a) [max{h(s), VQ(s′)}] . (29)

This operator is a γ-contraction under the sup norm and admits a unique fixed point Q⋆h,γ , with V ⋆h,γ(s) = minaQ
⋆
h,γ(s, a).

As γ ↑ 1, the discounted fixed point approaches the HJ-style feasibility values in Definition B.1 under standard regularity
assumptions. The proof is deferred to Appendix B.2.1.
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We parameterize (Qh, Vh) with neural networks. To avoid extrapolation errors that arise from querying actions outside the
data support (Fujimoto et al., 2019), we approximate Qh(s, ·) by reversed expectile regression and train Qh with a one-step
target that uses Vh in place of mina′ Qh(s

′, a′):

LVh = E(s,a)∼D
[
ρrevτh

(
Qh(s, a)− Vh(s)

)]
, (30)

LQh = E(s,a,s′)∼D

[(
(1− γ)h(s) + γmax{h(s), V tgt

h (s′)} −Qh(s, a)
)2]

. (31)

where ρrevτ (u) =
∣∣τ − 1{u > 0}

∣∣u2 and V tgt
h is a slowly updated target network. The reversed expectile with τh∈(0.5, 1)

down-weights overly optimistic Qh values and sharpens the zero level set Vh ≈ 0, while the target network stabilizes
bootstrapping.

B.2.1. PROOF OF DEFINITION B.2.

For a fixed γ ∈ (0, 1) and we define Vi(s) := minaQi(s, a) for i ∈ {1, 2}. Then for any (s, a),∣∣(P⋆Q1)(s, a)− (P⋆Q2)(s, a)
∣∣ = γ

∣∣∣Es′[max{h(s), V1(s′)} −max{h(s), V2(s′)}
]∣∣∣

≤ γ Es′
∣∣V1(s′)− V2(s

′)
∣∣. (32)

Since Vi(s′) = mina′ Qi(s
′, a′) and the pointwise min is 1-Lipschitz,

∣∣V1(s′)−V2(s′)∣∣ ≤ supa′ |Q1(s
′, a′)−Q2(s

′, a′)| ≤
∥Q1 −Q2∥∞. Taking the supremum over (s, a) yields

∥P⋆Q1 − P⋆Q2∥∞ ≤ γ ∥Q1 −Q2∥∞, (33)

so P⋆ is a γ-contraction under the sup norm. By Banach’s fixed-point theorem, there exists a unique fixed point Q⋆h,γ and
we set V ⋆h,γ(s) := minaQ

⋆
h,γ(s, a).

To connect to the undiscounted HJ-style values, assume h is bounded. Let γn ↑ 1 and consider the fixed points Q⋆h,γn .
Because {Q⋆h,γn}n is uniformly bounded and P⋆ is continuous in γ, any limit point Q† satisfies, for all (s, a),

Q†(s, a) = lim
n→∞

[
(1− γn)h(s) + γn Es′

[
max{h(s),min

a′
Q⋆h,γn(s

′, a′)}
]]

= Es′
[
max{h(s),min

a′
Q†(s′, a′)}

]
.

(34)

This is the dynamic programming equation for the HJ-style (statewise zero-violation) feasibility values; hence Q† = Q⋆h
and V † = minaQ

†(·, a) = V ⋆h . Therefore Q⋆h,γ → Q⋆h and V ⋆h,γ → V ⋆h as γ ↑ 1.

B.3. Proof of Lemma 4.1

Recall the feasibility-weighted variational objective:

LELBO = E(s,a)∼pD
[
w(s, a)Ez∼qψ(z|s,a)[− log πθ(a|s, z)]

]
+ β E(s,a)∼pD [w(s, a)DKL(qψ(·|s, a)∥pϕ(·|s))] .

(35)

Define the normalized feasibility-weighted empirical distribution

p̃D(s, a) =
w(s, a)pD(s, a)

Zw
, Zw = EpD [w(s, a)].

Let p̃D(s) be its state marginal and p̃D(a|s) = p̃D(s, a)/p̃D(s). For the case β = 1, dividing by the positive constant Zw
gives

Z−1
w LELBO = E(s,a)∼p̃DEz∼qψ [− log πθ(a|s, z)]

+ E(s,a)∼p̃D [DKL(qψ(·|s, a)∥pϕ(·|s))]

= E(s,a)∼p̃DEz∼qψ
[
log

qψ(z|s, a)
pϕ(z|s)πθ(a|s, z)

]
.

(36)
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Now define two joint distributions over (s, a, z):

Pψ(s, a, z) = p̃D(s, a)qψ(z|s, a),

Qϕ,θ(s, a, z) = p̃D(s)pϕ(z|s)πθ(a|s, z).

Both are normalized joint distributions, assuming πθ(·|s, z) denotes the normalized reconstruction likelihood, or the
corresponding conditional measure induced by the decoder. Then

DKL(Pψ∥Qϕ,θ) = EPψ
[
log

p̃D(s, a)qψ(z|s, a)
p̃D(s)pϕ(z|s)πθ(a|s, z)

]
= EPψ

[
log

qψ(z|s, a)
pϕ(z|s)πθ(a|s, z)

]
+ Ep̃D [log p̃D(a|s)] .

(37)

Therefore,
Z−1
w LELBO = DKL(Pψ∥Qϕ,θ)− Ep̃D [log p̃D(a|s)] . (38)

The second term depends only on the fixed weighted empirical distribution and is independent of (ϕ, ψ, θ). Thus, for fixed
weights and β = 1, minimizing LELBO is equivalent, up to a positive scale factor and a model-independent additive constant,
to minimizing the valid matched-joint KL divergence DKL(Pψ∥Qϕ,θ).

For β ̸= 1, the objective can be decomposed as

Z−1
w LELBO = DKL(Pψ∥Qϕ,θ)− Ep̃D [log p̃D(a|s)]

+ (β − 1)E(s,a)∼p̃D [DKL(qψ(·|s, a)∥pϕ(·|s))] .
(39)

Hence, for general β, the objective should be interpreted as a feasibility-weighted variational loss with a scaled posterior-prior
regularizer, rather than as an exact matched-joint KL projection. This clarification affects only the interpretation of the
objective and does not change the algorithm or empirical results.

B.4. Proof of Lemma 4.2

We prove the lemma in two steps: first by decomposing the KL divergence using the chain rule, and second by bounding the
geometric divergence using the properties of the normalizing flow and the frozen decoder. We assume that, for each state s,
the pushforward prior policy π0(·|s) is absolutely continuous with respect to the behavior policy πβ(·|s) on the effective
support of interest, and that there exists a finite constant Rθ(s) <∞ such that

π0(a|s)
πβ(a|s)

≤ Rθ(s), ∀a ∈ supp(π0(·|s)). (40)

Under this assumption, the mismatch term in Lemma 4.2 satisfies C(s) = logRθ(s).

Step 1: Decomposition. Let π = Πθ(·|s), π0 = π0(·|s), and πβ = πβ(·|s) denote the refined policy, the base policy (flow
prior), and the behavior policy, respectively. Using the chain rule for KL divergence (assuming absolute continuity and
bounded support), we have:

DKL(π ∥πβ) = DKL(π ∥π0) + Ea∼π
[
log

π0(a)

πβ(a)

]
. (41)

Let Rθ(s) := supa
π0(a|s)
πβ(a|s) be the supremum density ratio on the data support. We can bound the second term:

Ea∼π
[
log

π0(a)

πβ(a)

]
≤ logRθ(s) =: C(s). (42)

Thus, DKL(π ∥πβ) ≤ DKL(π ∥π0) + C(s).
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Step 2: Geometric Bound via DPI. Now we bound the term DKL(π ∥π0). Recall our generative process: u → z =
fϕ(u) → a = Ts(z). * Bijectivity: Since fϕ is a diffeomorphism (bijective flow), the KL divergence is invariant under this
transformation: DKL(qz ∥ pϕ) = DKL(qu ∥N ). * Data Processing Inequality (DPI): The decoder Ts is a deterministic (or
stochastic) mapping. By the Data Processing Inequality for f -divergences (Csiszár & Shields, 2004), applying a mapping
cannot increase the divergence:

DKL(π ∥π0) = DKL(Ts#qz ∥Ts#pϕ) ≤ DKL(qz ∥ pϕ). (43)

Combining Step 1 and Step 2, and substituting DKL(qz ∥ pϕ) = DKL(qu ∥N ), we obtain:

DKL(π ∥πβ) ≤ DKL(qu ∥N ) + C(s). (44)

B.5. Proof of Corollary 4.3

We prove the bounds for the Wasserstein distance and the Total Variation (TV) divergence separately. Let u ∼ qu be the
refined base distribution and u0 ∼ N (0, I) be the prior. Let z = fϕ(u; s) and a = gθ(z; s) denote the flow and decoder
mappings, respectively.

1. Wasserstein Bound. Fix a state s and let γ = N (0, I). Define

qz = fϕ#qu, pϕ = fϕ#γ,

and let
Gs := gθ(·; s) ◦ fϕ, π = Gs#qu, π0 = Gs#γ.

Since fϕ is a diffeomorphism, the KL divergence is invariant under the change of variables:

DKL(qz∥pϕ) = DKL(qu∥γ). (45)

Assume that Gs is globally LG-Lipschitz. The contraction of the Wasserstein distance under Lipschitz pushforwards gives

W2(π, π0) ≤ LGW2(qu, γ). (46)

Talagrand’s T2 inequality for the standard Gaussian yields

W2(qu, γ) ≤
√
2DKL(qu∥γ). (47)

Combining the above inequalities with (45), we obtain

W2(π, π0) ≤ LG
√
2DKL(qu∥γ) = LG

√
2DKL(qz∥pϕ). (48)

If fϕ and gθ(·; s) are respectively Lf - and Lg-Lipschitz, then LG ≤ LgLf .

2. Total Variation and OOD Probability. By the triangle inequality, the deviation from the behavior policy is bounded
by:

TV(π, πβ) ≤ TV(π, π0) + TV(π0, πβ). (49)

To bound the first term, we use Pinsker’s inequality:

TV(π, π0) ≤
√

1
2DKL(π∥π0). (50)

By the Data Processing Inequality (DPI) for f -divergences, applying the deterministic decoder mapping gθ cannot increase
the KL divergence. Combined with the flow invariance (Eq. 45), we have:

DKL(π∥π0) ≤ DKL(qz∥pϕ) = DKL(qu∥N ). (51)

Thus, TV(π, π0) ≤
√

1
2DKL(qu∥N ). Finally, for any measurable OOD region O, by the definition of total variation

distance, π(O)− πβ(O) ≤ TV(π, πβ). Substituting the bounds completes the proof:

π(O) ≤ πβ(O) +
√

1
2DKL(qu∥N ) + TV(π0, πβ). (52)
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Remark on Lipschitz Continuity. The Wasserstein bound relies on a (local) Lipschitz constant Lg of the composite
decoder–flow mapping on the learned manifold. Such a constant always exists on any compact subset by continuity of
neural networks. In principle, Lg can be upper-bounded or regularized via standard techniques in generative modeling, such
as spectral normalization (Miyato et al., 2018) or gradient penalties (Gulrajani et al., 2017), although we do not attempt to
numerically certify this quantity in this work. Accordingly, the bound is used to characterize the monotonic dependence
of downstream policy deviation on the base-space divergence DKL(qu∥N ), rather than to compute certified numerical
deviation radii.

Independence of Update Order. We note that the derived bounds depend solely on the divergence of the final refined base
distribution qu, regardless of the specific optimization trajectory or the order of expert updates used to reach it. Consequently,
the theoretical guarantees hold for any valid refinement scheme (sequential, parallel, or averaged) provided the final latent
energy is bounded.

B.6. Policy Gap and Comparison with Prior Performance Bounds

We derive explicit performance bounds that relate the reward and cost gaps between the refined policy and the flow prior (or
behavior policy) to the base-space KL regularizer used in GSCO. These results formally justify minimizing the base-space
energy.

Preliminaries. Let π denote the final refined policy, π0 the flow prior policy (base policy), and πβ the behavior policy.
We assume rewards and costs are bounded as |r(s, a)| ≤ Rmax and |c(s, a)| ≤ Cmax. We write Jr(π) := E[

∑
t≥0 γ

trt]

and Jh(π) := E[
∑
t≥0 γ

tct] for the expected reward and cost return under π. Let dπρ0 be the discounted state-visitation
distribution. For a reference policy π′, we define the advantage functions Aπ

′

r (s, a) = Qπ
′

r (s, a)− V π
′

r (s) and Aπ
′

h (s, a) =

Qπ
′

h (s, a)− V π
′

h (s).

Lemma B.3 (Performance difference via TV). For any two policies π and π′, the performance difference is bounded by the
total variation (TV) divergence:

∣∣Jr(π)− Jr(π
′)
∣∣ ≤ 2Rmax

(1− γ)2
sup
s

TV
(
π(·|s), π′(·|s)

)
. (53)

An analogous bound holds for the safety cost Jh with Rmax replaced by Cmax.

Proof. The equalities are the standard performance-difference lemma obtained by unrolling the Bellman equations and
telescoping the resulting series.

For the inequality, bounded rewards imply |V π′

r (s)| ≤ Rmax/(1− γ) and |Qπ′

r (s, a)| ≤ Rmax/(1− γ) for all (s, a), hence∣∣Aπ′

r (s, a)
∣∣ ≤ 2Rmax/(1− γ). Moreover, for every s we have Ea∼π′(·|s)[A

π′

r (s, a)] = 0, so

∣∣∣Ea∼π(·|s)Aπ′

r (s, a)
∣∣∣ = ∣∣∣Ea∼π(·|s)Aπ′

r (s, a)− Ea∼π′(·|s)A
π′

r (s, a)
∣∣∣ ≤ 2

Rmax

1− γ
TV
(
π(·|s), π′(·|s)

)
, (54)

where we used the standard inequality |Epf−Eqf | ≤ 2∥f∥∞TV(p, q). Plugging this bound into the performance-difference
lemma and taking the supremum over s yields

∣∣Jr(π)− Jr(π
′)
∣∣ ≤ 1

1− γ
Es∼dπρ0 qu

[
2
Rmax

1− γ
TV
(
π(·|s), π′(·|s)

)]
≤ 2Rmax

(1− γ)2
sup
s

TV
(
π(·|s), π′(·|s)

)
. (55)

The bound for Jh follows by replacing Rmax with Cmax.

Proposition B.4 (Policy gap under base-space KL control). Assume that the refined base latent distribution qu(·|s) satisfies
a uniform KL constraint against the Gaussian prior:

DKL

(
qu(·|s) ∥N (·)

)
≤ εbase for all s, (56)
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where εbase is the base-space KL radius. Let ∆β := sups TV
(
π0(·|s), πβ(·|s)

)
denote the fixed modeling mismatch between

the flow prior and the behavior policy. Then the refined policy satisfies the following bounds:∣∣Jr(π)− Jr(π0)
∣∣ ≤ 2Rmax

(1− γ)2

√
1
2 εbase, (P1)

∣∣Jh(π)− Jh(π0)
∣∣ ≤ 2Cmax

(1− γ)2

√
1
2 εbase, (P2)

∣∣Jr(π)− Jr(πβ)
∣∣ ≤ 2Rmax

(1− γ)2
(√

1
2 εbase +∆β

)
, (P3)

∣∣Jh(π)− Jh(πβ)
∣∣ ≤ 2Cmax

(1− γ)2
(√

1
2 εbase +∆β

)
. (P4)

Proof. 1. Bounding the gap to the Flow Prior (π0). By Lemma B.3, it suffices to control sups TV(π, π0). Recall that
π = Ts#(fϕ#qu) and π0 = Ts#(fϕ#N ), where Ts is the frozen decoder. First, by Pinsker’s inequality:

TV(π, π0) ≤
√

1

2
DKL(π∥π0). (57)

Next, we relate the policy KL to the base KL. Since the flow fϕ is bijective, DKL(fϕ#qu∥fϕ#N ) = DKL(qu∥N ). By the
Data Processing Inequality (DPI), the deterministic decoder Ts cannot increase the KL divergence:

DKL(π∥π0) = DKL(Ts#fϕ#qu∥Ts#fϕ#N ) ≤ DKL(qu∥N ) ≤ εbase. (58)

Combining these yields TV(π, π0) ≤
√

1
2εbase. Substituting this into Lemma B.3 proves (P1) and (P2).

2. Bounding the gap to the Behavior Policy (πβ). By the triangle inequality for TV distance:

TV(π, πβ) ≤ TV(π, π0) + TV(π0, πβ). (59)

From the step above, TV(π, π0) ≤
√

1
2εbase. By definition, TV(π0, πβ) ≤ ∆β . Thus, sups TV(π, πβ) ≤

√
1
2εbase +∆β .

Plugging this into Lemma B.3 proves (P3) and (P4).

Discussion: Tunable Control vs. Uncontrolled Error. The above results highlight the theoretical advantage of our
framework. Eqs. (P1)–(P4) make the role of εbase transparent: by constraining the refined base distribution qu to stay within
a KL ball around the Gaussian prior (via Lreg), we directly bound the performance and safety shift. This provides a tunable
mechanism for balancing conservatism and optimality.

In contrast, related works like LSPC (Koirala et al., 2024) derive bounds based on fixed approximation errors. For instance,
LSPC shows:

V π
⋆

r (ρ0)− V πr (ρ0) ≤
2Rmax

(1− γ)2

(√
ε′1
2

+

√
ε′2
2

)
, (60)

where ε′1, ε
′
2 are inherent errors of the CVAE and value estimators. While similar in form, our εbase is a control variable (a

regularization parameter) rather than a fixed system error. This distinction is crucial: GSCO allows practitioners to explicitly
trade off conservatism against optimality by tuning the tightness of the base-space constraint, a capability grounded in the
bijective geometry of the flow.

Remark (On the KL surrogate in base-space regularization). In practice, we do not explicitly estimate or optimize the
true base-space divergence DKL(qu∥N ), which would require density estimation over the refined distribution qu and can be
computationally costly and sensitive in high dimensions. Instead, we employ a lightweight density-shift surrogate induced
by the invertible shared projection, consisting of a quadratic base energy, the associated change-of-variables log-determinant
term, and a proximal stabilizer. This surrogate is not equivalent to the KL divergence in general. However, under mild
regularity conditions (e.g., when the refined samples remain concentrated and do not exhibit extreme outliers), this surrogate
provides a coarse notion of dispersion relative to the Gaussian prior and empirically stabilizes refinement. The KL-based
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(a) Safety Gymnasium (b) Metadrive (c) Bullet Safety Gym

Figure 6. Example visualization from the simulation environments used in our experiments.

analysis therefore serves as a motivating geometric interpretation and provides qualitative guidance on how base-space
regularization affects downstream policy deviation, rather than implying that the surrogate exactly minimizes DKL(qu∥N ).

For Gaussian reference measures, penalizing the quadratic energy together with the volume-change correction suppresses
large-norm samples and excessive expansion in typical refinement regimes, which is qualitatively consistent with maintaining
a moderate distributional shift.

C. Environment Details
In this section, we describe our experimental framework and implementation of the proposed method, including benchmark
and datasets, task descriptions, evaluation metrics, and training details.

C.1. Benchmark Details

We use the Datasets for Safe Reinforcement Learning (DSRL) benchmark suite (Liu et al., 2023a) to train and eval-
uate our method as well as all baselines. DSRL provides 38 offline datasets spanning multiple safe RL environments
(Safety-Gymnasium, Bullet-Safety-Gym, and Safe MetaDrive) with varying difficulty levels. These datasets follow a
D4RL-style (Fu et al., 2020) API and include detailed cost signals in addition to reward returns. For the baselines, we adopt
the authors’ official implementations and default hyperparameters when available (especially for FISOR and LSPC). For
other methods (BCQL / BCQ-Lag, CPQ, CDT), we use the OSRL framework’s implementations and settings to ensure fair
comparison.

C.2. Task Descriptions

We evaluate GSCO on three standard safe offline RL benchmark suites. Figure 6 shows representative task visualizations.

Safety-Gymnasium. Safety-Gymnasium (Ji et al., 2023) is a MuJoCo-based safe RL benchmark with continuous-control
agents such as Car, Ant, HalfCheetah, and Swimmer. We use tasks including Goal, Button, Push, Circle, and Velocity, which
combine locomotion or navigation objectives with safety constraints such as obstacle avoidance, collision costs, and velocity
limits.

Bullet-Safety-Gym. Bullet-Safety-Gym (Gronauer, 2022) provides PyBullet-based continuous-control safety tasks with
agents such as Ball, Car, Drone, and Ant. The evaluated tasks include Run and Circle variants, where agents must complete
locomotion objectives while avoiding unsafe contacts or boundary violations under different physics dynamics.

Safe MetaDrive. Safe MetaDrive (Li et al., 2022) evaluates safe driving policies in procedurally generated road environ-
ments. The tasks require continuous steering and acceleration control while respecting driving-related safety constraints,
including collision avoidance, lane keeping, and road-boundary violations. Compared with the other suites, these tasks
introduce more structured driving scenarios and a stronger reward–safety trade-off.
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(a) CarPushGymnasium (b) MediumMean (c) BulletCarRun

Figure 7. Example visualization of the dataset used in our experiments.

C.3. Dataset Visualization

We further present the distribution of offline trajectories in the cost–return space across three representative environments, as
shown in Figure 7. In the CarPush task from Safety-Gymnasium, the reward distribution is narrow and low, while the cost
spans a wide range. This results in a weak correlation between reward and safety: most trajectories incur high costs even
when achieving only modest returns, making strict constraint satisfaction particularly challenging. In the MediumMean
task from Safe MetaDrive, the reward exhibits distinct discrete bands, each associated with a specific cost level. This reflects
mode-switching behaviors and a strong reward–cost coupling; although feasible trajectories exist, achieving high reward
under tight cost limits requires careful selection among these behavioral clusters. The CarRun task from Bullet Safety Gym
demonstrates a smoother trade-off frontier, where reward gradually increases with cost, forming a continuous and diverse
distribution. While safe, high-reward trajectories remain sparse, the presence of mid-reward, intermediate-cost episodes
renders this dataset more amenable to constrained policy optimization compared to the other two.

C.4. Evaluation Metrics

We evaluate all methods using normalized reward return and normalized cost return, following standard practice in offline
RL benchmarks such as D4RL (Fu et al., 2020) and recent safe RL works (e.g., CDT (Liu et al., 2023b), LSPC (Koirala
et al., 2024), FISOR (Zheng et al., 2024)). The normalized reward is defined as

Rnorm =
Rπ − rmin(T )

rmax(T )− rmin(T )
, (61)

where Rπ is the return of policy π, and rmax(T ), rmin(T ) are the maximum and minimum returns in the dataset.

The normalized cost is computed as

Cnorm =
Cπ
κ+ ϵ

, (62)

where Cπ is the total cost, κ is the cost limit (set to 10 for all tasks), and ϵ is a small constant for numerical stability.

D. Training Details
For all baseline methods, we adopt their default hyperparameter configurations. To ensure a fair comparison across all
methods, we set the rollout length for each task to match the maximum number of allowed interaction steps. The cost limit
for the baselines is set to 10 for all tasks. The common key hyperparameters used for our method and baselines are shown
in Table 7. Table 8 lists other key hyperparameters used for GSCO. We apply the same configuration across all tasks and
environments without per-task tuning. The shared geometric refiner is implemented as a single conditional affine coupling
layer with a lightweight MLP.

The pseudocode for GSCO is provided in Algorithm 1. All experiments were conducted on eight NVIDIA RTX 6000 Ada
Generation GPUs, each with 48 GB of memory. Each experiment is run with 3 random seeds, and results are averaged over
10 evaluation episodes per seed.
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Table 7. Model Configuration Parameters

Parameter CPQ BCQ-L CDT LSPC FISOR GSCO

Common Settings:
Training steps 1× 106

Batch size 512
Discount factor 0.99
Activate function ReLu

Algorithm-Specific Settings:
Hidden layer size 256 256 256 256 256 256
Soft update rate (τ ) 0.005 0.005 0.005 0.005 0.001 0.001
Cost limit 10 10 10 – – –

Learning Rates (×10−3):
Actor learning rate 1.0 1.0 0.1 0.3 0.3 0.3
Critic learning rate 1.0 1.0 0.1 0.3 0.3 0.3

Table 8. Hyperparameters of GSCO.

Parameter Value

Reward Expectile τr 0.9

Target temperature 3

Value temperature 5

Advantage weight clip (reward) (−∞, 100]

Advantage weight clip (cost) (−∞, 150]

Refine steps T 3

Refiner loss weight λr, λh, λsh 1,1,0.5

D.1. Computational Cost

Architectural simplicity of the flow prior. The normalizing-flow prior in GSCO is intentionally lightweight. We use a
RealNVP-style coupling architecture with affine transformations, whose Jacobian is triangular; hence the log-determinant
can be computed in linear time in the latent dimension, without matrix inversion, Hessian computation, inner optimization,
or fixed-point iterations. Forward and inverse mappings share the same coupling layers and require only standard first-order
neural-network evaluations. Combined with a moderate latent dimension and a small number of coupling layers, this design
keeps the flow prior numerically stable and computationally practical while still providing exact likelihoods and invertible
latent transformations.

Comparison with representative baselines. Table 9 compares GSCO with representative baselines under the same
hardware and evaluation setup. GSCO has higher per-step training time than FISOR and LSPC, mainly due to its additional
base-space refinement and flow evaluation, but it remains faster than CDT. Its memory footprint is comparable to the strongest
generative baselines, and its inference latency remains within a practical range: lower than FISOR under sequential single-
action generation, though higher than the lightweight LSPC policy. Overall, GSCO introduces a moderate computational
cost for explicit geometric refinement, while remaining practical for offline training and deployment.

E. Additional Experiments
Safe-trajectory analysis. Table 10 complements the average-cost results with the fraction of evaluation trajectories that
remain violation-free. For the MetaDrive tasks, a trajectory is considered safe if it contains neither a vehicle crash nor an
out-of-road event. GSCO achieves a safe ratio of 1.00 on both CarRun and CarCircle, while improving the normalized
reward over FISOR from 0.79 to 0.84 and from 0.33 to 0.53, respectively. On CarButton1, GSCO substantially reduces
the normalized cost from 0.54 (FISOR) and 0.59 (LSPC) to 0.15, although this improvement is accompanied by a modest
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Table 9. Compute comparison of GSCO and representative baselines under the same hardware/setup. Training time is wall-clock time per
optimization step. Inference latency is reported per action; for methods measured with sequential single-action generation, the per-action
value is obtained by dividing the total time of a fixed batch by the batch size.

Method Train time / step (s) Peak memory (GB) Infer. latency / action (ms)

FISOR 0.022 1.703 2.664
LSPC 0.036 2.976 0.375
CDT 0.092 1.954 1.270
GSCO (ours) 0.067 2.659 1.714

Table 10. Comparison on representative tasks using reward, cost, and safe ratio. All results are averaged over 20 evaluation trajectories.
The safe ratio denotes the fraction of trajectories with zero safety violation. Higher reward and safe ratio are better; lower cost is better.

Task FISOR LSPC GSCO (ours)
reward ↑ cost ↓ safe ratio ↑ reward ↑ cost ↓ safe ratio ↑ reward ↑ cost ↓ safe ratio ↑

CarRun 0.79 0.00 1.00 0.77 0.17 0.55 0.84 0.00 1.00
CarCircle 0.33 0.00 1.00 0.29 0.06 0.90 0.53 0.00 1.00
CarButton1 -0.03 0.54 0.00 -0.12 0.59 0.10 -0.06 0.15 0.10
CarButton2 0.01 0.26 0.25 -0.04 0.55 0.00 -0.03 0.98 0.10
EasyMean 0.41 0.49 0.05 0.64 0.66 0.00 0.35 0.07 0.45
HardSparse 0.31 0.27 0.15 0.50 1.23 0.00 0.30 0.01 0.90

reduction in reward. CarButton2 remains a challenging case: GSCO attains a nonzero safe ratio, but exhibits higher average
cost than both baselines. The largest safety gains appear on the MetaDrive tasks. On EasyMean and HardSparse, GSCO
reduces normalized cost to 0.07 and 0.01 and increases the safe ratio to 0.45 and 0.90, respectively, albeit with some reward
degradation. These results indicate that the geometric refinement mechanism can substantially improve trajectory-level
safety, while also exposing the expected reward–safety trade-off on more difficult tasks.

Table 11. Decoder and refiner ablations.

(a) Frozen vs. alternating decoder

Task Reward Cost

CarRun (frozen) 0.84 0.00
CarRun (alter.) 0.79 0.00
AntCircle (frozen) 0.41 0.57
AntCircle (alter.) 0.69 1.31

(b) Refiner optimization strategy on
AntCircle

Refiner Deisgn Reward Cost

Decoupled 3-refiners 0.41 0.57
Single unified refiner 0.27 0.24
Averaged 3-refiners 0.44 0.62

Decoder freezing ablation. Freezing the decoder is a core modeling choice
in our method: the theoretical coupling between the latent prior and the
refiner—and the resulting bounds on action and policy shift—critically rely
on the decoder remaining fixed. Allowing the decoder to change would
break this coupling and make both the analysis and the interpretation of the
refinement steps much less clear. To quantify how much performance is
potentially sacrificed by this restriction, we compare our default “frozen
decoder” training with an alternative scheme where the refiner and decoder
are updated in alternating phases. The result is shown in Table 11a. On the
simpler task CarRun, the two variants achieve very similar performance:
with a frozen decoder, we obtain a reward of 0.84 at zero cost, while al-
ternating updates yield a reward of 0.79, also at zero cost. On the more
challenging AntCircle task, alternating updates increase the reward from
0.41 to 0.69, but at the price of a higher cost (from 0.57 to 1.31). Thus, while
partially unfreezing the decoder can improve returns on complex tasks, it
does so by relaxing safety, whereas the frozen-decoder variant preserves our
theoretical guarantees and achieves tighter cost control.

Ablation on refiner optimization strategy. We further investigate whether
the three-refiner architecture is really necessary, or whether one can obtain
similar behavior by changing only the optimization scheme while keeping the same total loss. On AntCircle, we fix
the loss weights (λr, λh, λsh) and compare our default design—three decoupled refiners (H, R, SH) optimized sequen-
tially—with two alternatives (Table 11b): (i) a single unified refiner, which directly optimizes the sum of the three refiner
losses, and (ii) an averaged 3-refiner update, where we still learn three refiners but average their latent updates before
applying a single step to the base code.

The results show that the three-refiner design is crucial for obtaining a good reward–cost trade-off. The unified refiner
collapses to an conservative solution (reward 0.27, cost 0.24): because a single set of parameters must simultaneously
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satisfy safety, reward, and regularization objectives, the gradients from these components frequently conflict, and the
optimizer converges to a compromise that prioritizes low cost but fails to exploit high-return directions. By contrast, the
averaged-update variant achieves a higher reward, but only at the expense of a substantially higher cost. More importantly,
averaging the three update directions into a single step no longer preserves the compositional invertible coupling structure,
and therefore the log-determinant of the resulting transformation cannot be computed exactly as the sum of the individual
refiners’ log-determinants. Our sequential (H→R→SH) updates achieve a more favorable balance, with a reward of (0.41)
and a cost of (0.57), that cannot be reproduced by a single averaged update. Thus, the sequential design not only yields
a better reward–safety trade-off, but also retains the structural properties required by our theoretical analysis. Overall,
these results indicate that separating the safety, reward, and shared refiners—each with its own parameters and update
direction—is more effective than either collapsing them into a single refiner or naively averaging their updates.

Algorithm 1 GSCO Training (Two-Stage)

Require: Offline dataset D
1: Init critics (Qr, Vr), (Qh, Vh); flow pϕ; decoder πθ; refiners {Rs, Rr, Rsh}

2: Stage 1: Critic and flow pretraining
3: while not convergedcritics do
4: Sample minibatch (s, a, r, c, s′) ∼ D
5: // Critic updates
6: Update safety critics (Qh, Vh) by HJ-style backup ▷ Eq. 31, Eq. 30
7: Update reward/value critics (Qr, Vr) by TD / advantage targets ▷ Eq. 16, Eq. 15
8: end while
9: while not convergedflow do

10: Sample minibatch (s, a, r, c, s′) ∼ D, draw zq ∼ qψ(z | s, a)
11: // Flow prior and decoder
12: Compute weighted ELBO, density-shaping, and entropy terms ▷ Eqs. (4)–(6)
13: Update pϕ, qψ and πθ using flow objective Lflow ▷ Eq. (7)
14: end while

15: Stage 2: Latent refiner training (freeze base model)
16: Freeze pϕ, qψ , and πθ; use target critics for refiner losses.
17: while not convergedref do
18: Sample minibatch (s, a, r, c, s′) ∼ D and draw u0 ∼ N (0, I).
19: Apply sequential base-space refinement:

uh = u0 + fh(s, u0), ur = uh + fr(s, uh), uT = gη(ur|s).

20: Update the safety refiner fh using Lh ▷ Eq. (12)
21: Update the reward refiner fr using Lr ▷ Eq. (11)
22: Update the shared geometric refiner gη using Lreg ▷ Eq. (13)
23: end while
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