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Abstract
The distortion–perception (D–P) tradeoff is a fun-
damental phenomenon of Bayesian inverse prob-
lems, which characterizes the inherent tension
between distortion performance and perceptual
quality. Enabling flexible traversal of the D-P
tradeoff at inference time is crucial for practical
applications. Despite the recent success of diffu-
sion models in zero-shot inverse problem solving,
efficient and principled strategies for D-P traver-
sal in diffusion-based inverse algorithms remain
inadequately characterized. In this paper, we pro-
pose a stage-wise framework for realizing D-P
traversal using a single diffusion model in zero-
shot inverse problems. Our proposed method,
termed MAP-RPS, starts with an MAP estima-
tion stage that approximates the MMSE solution
and provides a low-distortion initialization, fol-
lowed by a re-noised posterior sampling stage that
progressively improves perceptual quality. We
provide theoretical analyses for both stages, estab-
lishing the validity and effectiveness of the pro-
posed design. Furthermore, we extend MAP-RPS
to the latent space, yielding LMAP-RPS, which
enjoys broader applicability by leveraging large-
scale pre-trained latent diffusion backbones. Ex-
tensive experiments demonstrate that MAP-RPS
and LMAP-RPS enable more effective D-P traver-
sal on various tasks, while also exhibiting strong
performance as efficient solvers for real-world
inverse problems.

1. Introduction
Bayesian inverse problems are fundamental to a wide range
of scientific and engineering applications, where the goal
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is to faithfully reconstruct original signals from degraded
observations. In recent years, diffusion models (Sohl-
Dickstein et al., 2015; Ho et al., 2020; Kingma et al., 2021)
have emerged as a powerful class of generative methods.
Their remarkable capability to capture complex data pri-
ors enables zero-shot solutions to various inverse problems
without task-specific retraining (Kawar et al., 2022; Chung
et al., 2023; Song et al., 2023; Rout et al., 2023; Song
et al., 2024; Rout et al., 2024; Mardani et al., 2024; Zhang
et al., 2024a; 2025a;b; Alkhouri et al., 2025). Consequently,
diffusion-based inverse algorithms have achieved state-of-
the-art (SOTA) performance across diverse applications,
including image restoration (Lugmayr et al., 2022), signal
separation (Mariani et al., 2024), medical imaging (Song
et al., 2022), and compressed sensing (Elata et al., 2024).

Solving inverse problems is intrinsically constrained by the
well-known distortion–perception (D-P) tradeoff (Blau &
Michaeli, 2018; Freirich et al., 2021). Distortion perfor-
mance measures sample-wise reconstruction fidelity under
full-reference metrics, which is typically quantified by dis-
tances in Euclidean space. In contrast, perception perfor-
mance reflects the visual or perceptual quality of recon-
structions and is commonly characterized by discrepancies
between the distributions of reconstructed and real signals.
It has been theoretically established that distortion and per-
ception objectives are inherently in tension, implying that
improving one often necessitates a degradation of the other.

Motivated by these developments, there has been a growing
interest in adjusting the D–P tradeoff at inference time be-
yond merely designing diffusion-based inverse algorithms
in order to accommodate diverse practical requirements.
Several studies have empirically observed that adjusting the
number of sampling steps (Whang et al., 2022; Delbracio &
Milanfar, 2023; Ren et al., 2023; Yue et al., 2024; Luo et al.,
2024; Zhussip et al., 2024; Cohen et al., 2025), performing
sample averaging (Whang et al., 2022; Li et al., 2024a), or
tuning certain algorithmic hyperparameters (Mardani et al.,
2024; Zhang et al., 2024a) can partially control the tradeoff.
More recently, Wang et al. (2025) propose a variance-scaled
posterior sampling strategy that modulates the injected noise
level together with careful hyperparameter calibration, and
establish theoretical guarantees under Gaussian posterior
assumptions. However, despite these advances, principled
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and computationally efficient mechanisms for traversing the
D-P tradeoff remain inadequately characterized in diffusion-
based zero-shot inverse algorithms.

To tackle this challenge, we propose a stage-wise framework
to realize D-P traversal with a single pretrained diffusion
model. Specifically, the first stage employs a maximum a
posteriori (MAP) estimator to approximate the minimum
mean squared error (MMSE) solution, serving as a low-
distortion starting point. Then the second stage progres-
sively reduces the perception error via a re-noised poste-
rior sampling strategy. We term this two-stage framework
MAP-RPS, and provide theoretical analyses for both stages,
demonstrating its effectiveness in enabling D-P traversal.
Furthermore, we extend MAP-RPS to latent-space diffusion
models, yielding an algorithm termed LMAP-RPS, which
enjoys broader applicability by leveraging powerful pre-
trained latent diffusion backbones.

We compare MAP-RPS and LMAP-RPS with existing D-P
traversal methods across various image inverse problems.
The results demonstrate that our approaches more closely
approximate the ideal D-P curve, providing a novel perspec-
tive for realizing D-P traversal in zero-shot inverse problems
with pretrained diffusion models. Moreover, the proposed
framework can also serve as a practical inverse algorithm.
We further evaluate LMAP-RPS on near–real-world inverse
problems using the MS-COCO dataset. Compared with
existing latent diffusion–based inverse algorithms, LMAP-
RPS achieves superior performance with even lower com-
putational complexity, highlighting its strong practical po-
tential and providing new insights into the design of ef-
ficient diffusion-based inverse algorithms in the future.
Codes for reproducing our experiments are available at
https://github.com/weigerzan/MAP RPS.

2. Backgrounds
2.1. Diffusion models

Diffusion models (Sohl-Dickstein et al., 2015; Ho et al.,
2020; Kingma et al., 2021) consist of a forward diffusion
process and a corresponding reverse process. The forward
process gradually perturbs data drawn from a target distri-
bution pX0

= pX into standard Gaussian noise N (0, I),
while the reverse process aims to invert this corruption by
transforming noise back into data samples. In this work, we
focus on variance-preserving (VP) diffusion models, where
the forward process is described by the following stochastic
differential equation (SDE):

dxt = f(t)xtdt+ g(t)dwt, t ∈ [0, T ], x0 ∼ pX0
, (1)

where f(t) = d log
√
αt

dt and

g2(t) =
d(1− αt)

dt
− 2

d log
√
αt

dt
(1− αt).

Here wt denotes the standard Wiener process, and αt are
monotonically decreasing hyperparameters satisfying α0 =
1 and αT = 0.

The forward SDE admits the following reverse-time SDE
with identical joint distribution (Song et al., 2021b):

dxt =
(
f(t)xt−g2(t)∇xt log pt(xt)

)
dt+g(t)dwt, (2)

where xT ∼ N (0, I), wt is the reverse-time Wiener pro-
cess, and∇xt

log pt(xt) denotes the (Stein) score function
(Chwialkowski et al., 2016; Liu et al., 2016). In practice,
the score function can be approximated by a neural net-
work sθ(xt, t) trained via score matching. Moreover, the
reverse SDE admits an equivalent probability flow ordinary
differential equation (ODE) that shares the same marginal
distributions (Song et al., 2021a;b):

dxt

dt
= f(t)xt −

1

2
g2(t)∇xt

log pt(xt). (3)

By numerically solving either the reverse-time SDE (2) or
the probability flow ODE (3), one can generate samples
from the original data distribution.

2.2. Diffusion-based zero-shot inverse problem solvers

The goal of an inverse problem is to recover an unknown
signal from degraded observations. Let X ∈ Rnx and
Y ∈ Rny denote random variables representing the signal
and the observation, respectively. The observation model
induces a likelihood pY |X(y | x) through

y = A(x) + σyn, (4)

where n ∼ N (0, I), σy is the standard deviation of the
additive noise, andA denotes a (possibly non-invertible and
non-linear) degradation operator. Given an observation y,
inverse problems amount to estimating the original x, or
equivalently constructing an estimator pX̂|Y that approxi-
mates the posterior distribution pX|Y or its relevant statistics.
By Bayes’ rule, the posterior distribution is given by

pX|Y (x | y) ∝ pX(x)pY |X(y | x), (5)

where the likelihood pY |X(y | x) is explicitly determined
by the observation model. As diffusion models have demon-
strated remarkable capability in modeling complex data
priors pX(x) (Song et al., 2021b; Dhariwal & Nichol, 2021;
Rombach et al., 2022; Li & Yan, 2024), they provide a
principled framework for solving inverse problems in a
zero-shot manner without retraining on task-specific paired
data. Recent studies (Kawar et al., 2022; Chung et al.,
2023; Song et al., 2023; Rout et al., 2023; Song et al., 2024;
Rout et al., 2024; Mardani et al., 2024; Zhang et al., 2024a;
2025a;b; Alkhouri et al., 2025) have shown that diffusion-
based methods achieve strong performance across a wide
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range of inverse problems, including image super-resolution,
denoising, deblurring, and inpainting.

One of the dominant paradigms for diffusion-based inverse
problem solving is posterior sampling, which aims to draw
samples directly from the posterior distribution pX|Y . Fol-
lowing the score-based formulation, the reverse-time SDE
for posterior sampling is given by (Song et al., 2021b)

dxt=
(
f(t)xt−g2(t)∇xt

log pt(xt|y)
)
dt+g(t)dwt, (6)

with xT ∼ pT (xT | y). Note that the posterior score
function admits the following decomposition:

∇xt log pt(xt |y)=∇xt log pt(xt)+∇xt log pt(y |xt), (7)

where the prior score ∇xt log pt(xt) is provided by a pre-
trained diffusion model. Existing diffusion-based posterior
sampling methods differ primarily in how they approxi-
mate the likelihood term ∇xt

log pt(y | xt) under various
assumptions. For example, DPS (Chung et al., 2023) ap-
proximates the likelihood term by

pt(y | xt) ≃ p(y | x̂0), (8)

where

x̂0 =
1√
αt

(xt + (1− αt)∇xt log pt(xt)) , (9)

which follows Tweedie’s formula (Efron, 2011). The re-
sulting approximation error is shown to be bounded by the
Jensen gap (Chung et al., 2023). In the sequel, we denote a
reasonable approximation of the posterior score by

sθ(xt,y, t) ≃ ∇xt
log pt(xt | y). (10)

2.3. The distortion-perception tradeoff

In image restoration, it has long been observed that im-
proved distortion metrics (e.g., RMSE or PSNR) do not
necessarily translate into better perceptual quality. This phe-
nomenon was formally characterized by Blau and Michaeli
(2018) and termed the distortion-perception tradeoff (also
known as the perception-distortion tradeoff). Specifically,
the distortion-perception (D-P) function is defined as

D(P ) = min
pX̂|Y
{E(x,x̂)∼pXX̂

[∆(x, x̂)] : dp(pX , pX̂) ≤ P},

where pXX̂ is the joint distribution induced by pX|Y and
pX̂|Y , and we assume that X and X̂ are conditionally inde-
pendent given Y . Here ∆(·, ·) denotes a distortion measure,
while dp(·, ·) measures the discrepancy between probability
distributions. A key property of the D-P function is that
it is monotonically non-increasing, implying that improv-
ing perceptual quality may incur a degradation in distortion
performance, and vice versa.

Dror et al. (2021) provided a detailed analysis of the D-P
function when the distortion metric is the mean squared
error (MSE) and the perception metric is the Wasserstein-2
(W2) distance. For two probability measures µ, γ ∈ P(Rn),
the W2 distance is defined as

W 2
2 (µ, γ) = inf

ν∈Π(µ,γ)

∫
∥x− x̂∥2dν(x, x̂), (11)

where

Π(µ, γ) =
{
ν ∈ P(R2n) : P1#ν=µ, P2#ν=γ

}
, (12)

which denotes the set of all couplings between µ and γ.
Here P1 and P2 are the projections onto the first and last n
coordinates, respectively, and f# denotes the pushforward
measure induced by a measurable mapping f . Under this
setting, Dror et al. (2021) showed that the MSE-W2 tradeoff
admits a closed-form characterization:

D(P ) = D∗ + [(P ∗ − P ) ∨ 0]2, (13)

where ∨ denotes the maximum operator and

D∗ = E∥X −XMMSE∥2, P ∗ = W2 (pX , pXMMSE) . (14)

Here XMMSE = E[X | Y ] is the MMSE estimator cor-
responding to the lower-right endpoint of the D-P curve.
Moreover, an estimator achieving D(P ) for any given P
can be constructed as

X̂P =

(
1− P

P ∗

)
X̂0 +

P

P ∗XMMSE, (15)

where X̂0 is an estimator achieving D(0), which corre-
sponds to the upper-left endpoint of the D-P curve. This
immediately provides a principled way to traverse the D-P
curve via linear interpolation between a perceptually opti-
mal estimator and the MMSE solution. In this work, we
focus on such MSE-W2 tradeoff.

3. Stage-wise distortion-perception traversal
with diffusion models

In this section, we propose a two-stage framework for D-P
traversal, termed MAP-RPS. In the first stage, we employ
MAP estimation to approximate the MMSE solution, cor-
responding to the optimal distortion point, and we provide
the approximation error bound together with an efficient im-
plementation. In the second stage, we reintroduce noise to
the MAP solution and perform posterior sampling, and the-
oretically show that the perception quality can be controlled
by adjusting the re-noising timestep. Moreover, we present
a latent-space variant of our method, termed LMAP-RPS,
which further improves the generality and applicability of
the proposed framework.
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3.1. Stage 1: MMSE approximation for strongly
log-concave posteriors

We first aim to approximate the optimal distortion point,
which corresponds to the MMSE estimator under the MSE
criterion. Recall that computing the MMSE estimator for
an arbitrary posterior distribution requires evaluating the
posterior mean XMMSE = E[X | Y ]. Although diffusion-
based posterior sampling methods can, in principle, generate
samples from the posterior distribution, accurately estimat-
ing the posterior mean typically requires a large number
of samples. This becomes particularly costly for zero-shot
diffusion-based inverse problem solvers, as each sample
often entails hundreds of neural network evaluations. To ad-
dress this challenge, we analyze posteriors that are strongly
log-concave and establish an approximation error bound
for using the MAP estimator XMAP as a surrogate for the
MMSE solution. Building on this analysis, we further de-
velop an efficient diffusion-based algorithm to obtain the
MAP estimate.

The strong log-concavity of a probability measure is defined
as follows.

Definition 3.1. A probability measure p(x) is said to be µ-
strongly log-concave if its negative log-density − log p(x)
is µ-strongly convex, i.e.,

−∇2 log p(x) ⪰ µI, (16)

for all x in the support of p.

Strong log-concavity implies unimodality and induces sharp
concentration of measure around the global mode. It has
been validated that approximating the posterior of inverse
problems using strongly log-concave distributions is feasible
and theoretically well-grounded (Bohr & Nickl, 2024). This
assumption is also intuitive for general image restoration
tasks, where a unique or dominant “ground-truth” image
typically exists, implying that the posterior distribution is
highly concentrated and approximately unimodal.

Under this condition, Theorem 3.2 establishes an explicit
bound on the expected error incurred when approximating
the MMSE estimator by the MAP estimator.

Theorem 3.2. Assume that the posterior distribution pX|Y
is µ-strongly log-concave and satisfies

µ ≥ 2π
(
sup pX|Y

)−nx/2
, (17)

for almost every realization of Y . Then the MAP approxi-
mation for the MMSE estimator satisfies

E∥XMAP −XMMSE∥ ≤
√

nx/µ, (18)

and moreover,

E∥X −XMAP∥2 ≤ D∗ +
nx

µ
, (19)

where nx denotes the dimension of X , and D∗ is the optimal
distortion error achieved by the MMSE estimator.

All proofs for this section are deferred to Appendix B. The-
orem 3.2 indicates that the expected error incurred by ap-
proximating the MMSE estimator with the MAP estimator
is bounded by O

(
n
1/2
x

)
. We note that in many practical

inverse problems, the posterior distribution is highly con-
centrated, corresponding to a large strong log-concavity
parameter µ. In this regime, the approximation error can be
further tightened, which supports the adoption of the MAP
estimator as a principled surrogate for the MMSE solution.
We note that though the theoretical analysis relies on the
strong log-concavity assumption, empirical observations
in Appendix E.1 indicate that the proposed approximation
remains effective even in more general settings.

Solving the MAP problem is substantially less computation-
ally demanding than computing the MMSE. By Bayes’ rule,
the MAP estimate can be written as

xMAP = argmax
x

log pY |X(y|x) + log pX(x). (20)

The likelihood term log pY |X(y | x) is explicitly tractable
and reduces to an ℓ2 term with Gaussian observation noise.
Consequently, the MAP objective admits gradient-based op-
timization that relies solely on the prior score∇x log pX(x).

Given a pretrained diffusion model that provides an esti-
mation of the score function∇xt log pt(xt), the following
theorem establishes a tractable approximation of the prior
gradient.
Theorem 3.3. Assume that, for some t1 and rt1 , the condi-
tional distribution satisfies

pX0|Xt1
(x0 | xt1) ∝ N (E(X0 | Xt1 = xt1), r

2
t1I), (21)

then the gradient of the log-prior follows

∇x log pX(x) =
1− αt1

r2t1
√
αt1

EpXt1
|X0

(xt1
|x)∇xt1

log pt1(xt1).

Theorem 3.3 provides a practical way to estimate the gra-
dient of the log-prior using a diffusion model, thereby en-
abling MAP inference via stochastic gradient-based opti-
mization. We note that the assumption (21) underlying
Theorem 3.3, which has also been adopted in prior work
(e.g., (Song et al., 2023)), is approximately satisfied when
either the timestep t1 is sufficiently small or the prior pX(x)
is well dominated by a unimodal Gaussian with high prob-
ability. Empirically, we observe that choosing a small t1
already leads to accurate MAP estimates in practice. Further
discussion of this assumption is provided in Appendix F.1.

Together, the above results complete Stage 1 and yield a
tractable approximation of the MMSE estimator, providing
a low-distortion starting point for subsequent D-P traversal.
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3.2. Stage 2: Traversing the D-P curve via re-noised
posterior sampling

In Stage 2, we traverse the D-P curve by first injecting noise
into the MAP estimate obtained in Stage 1 up to a pre-
scribed timestep t0, and then performing posterior sampling
from the resulting initialization to improve perception qual-
ity. The motivation stems from the observation that vanilla
diffusion-based posterior sampling draws samples following
XPS ∼ pX|Y (x | y), whose marginal distribution satisfies
pXPS

= pX almost everywhere. Consequently, the poste-
rior sampling estimator achieves optimal perception error
as W2(pX , pXPS

) = 0. By controlling the re-noising time
t0, our method enables a continuous interpolation between
the MAP estimator and the posterior sampling estimator. In
particular, when t0 = T , the proposed procedure recovers
standard diffusion-based posterior sampling.

To analyze the evolution of the perception metric during
Stage 2, we introduce the following notation. Let T (s, t)#
denote the pushforward operator associated with the forward
SDE (1) from s to t, for any s < t. Similarly, let T̃ (t, s;y)#
denote the pushforward operator induced by the posterior
sampling SDE (6) from t to s conditioned on the observation
y. We impose the following assumptions on the approximate
posterior score function sθ(xt,y, t).

Assumption 3.4. We assume

(A.1) there exists a global constant Ls such that sθ is one-
sided Ls-Lipschitz with respect to its first argument;

(A.2) there exists a finite constant ϵscore such that the
weighted posterior score estimation error satisfies∫ T

0

g2(r) (αr)
1
2−Ls ∆1/2

r dr ≤ ϵscore,

where

∆r := Epr(xr|y)
∥∥∇xr

log pr(xr | y)− sθ(xr,y, r)
∥∥2;

(A.3) all regularity conditions imposed in Kwon et al. (2022)
hold for pX|Y and its associated SDE.

Then the following theorem establishes an upper bound on
the W2 distance in the re-noised posterior sampling stage.

Theorem 3.5. Denote the estimator obtained by the pro-
posed re-noised posterior sampling scheme as

p0→t0→0(x | y) := T̃ (t0, 0;y)# T (0, t0)# δ(x− xMAP),

and let p0→t0→0(x) denote the marginal distribution ob-
tained by integrating out y. Then under the assumptions
of Theorem 3.2 and Assumption 3.4, the W2 distance is
bounded as follows:

W2(pX , p0→t0→0(x)) ≤ (αt0)
1−Ls

√
2nx

µ
+ ϵscore.

Algorithm 1 MAP-RPS

Require: Observation y, measurement operator A, re-
noising time t0, timestep for gradient computing t1,
approximated posterior score sθ, iterations of optimiza-
tion N , step size γ

Ensure: Reconstructed sample x̂0

1: Stage 1: MAP estimation
2: Initialize x(0)

3: for n = 0, . . . , N − 1 do
4: Calculate stochastic gradient gn for x(n) following

Theorem 3.3 and (4).
5: x(n+1) ← x(n) + γgn.
6: end for
7: Set xMAP ← x(N)

8: Stage 2: Re-noised posterior sampling
9: Initialize xt0 ∼ T (0, t0)#δxMAP

10: for t = t0, . . . , 1 do
11: Update xt−1 by one Euler–Maruyama step of the

posterior sampling SDE (6)
12: end for
13: return x̂0 ← x0

The upper bound in Theorem 3.5 consists of an exponential
decay term controlled by αt0 , and an accumulated posterior
score estimation error. When the posterior score is estimated
with sufficient accuracy, the W2 distance is dominated by
the exponential term, which leads to the following corollary.

Corollary 3.6. If Ls < 1, the upper bound in Theorem 3.5
is monotonically decreasing with respect to t0.

Corollary 3.6 implies that the perception error can be con-
trolled by adjusting the re-noising timestep t0: increasing t0
reduces the W2 distance. We note that the monotonic decay
of the upper bound relies on a Lipschitz constant smaller
than 1. Such an assumption is commonly adopted in a wide
range of generative models, such as Wasserstein GANs (Ar-
jovsky et al., 2017) and Contractive Residual Flows (Papa-
makarios et al., 2021), as well as in several Bayesian inverse
problem solvers such as Proximal Gradient RED (Reehorst
& Schniter, 2018).

For solving the posterior sampling SDE, any existing pos-
terior sampling algorithm can be employed, such as DPS
(Chung et al., 2023), ΠGDM (Song et al., 2023), or even
more general inverse problem solvers, as most of them can
be unified under the posterior sampling framework (Daras
et al., 2024; Zhang et al., 2025b). Further discussion on
the choice and rationale of different posterior samplers is
provided in Appendix E.3. Taken together, we achieve the
MAP-RPS method accompanied by theoretical analysis and
a practical implementation. The pseudocode of the algo-
rithm is presented in Algorithm 1.
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Figure 1. Distortion–Perception tradeoff of different algorithms on FFHQ.

3.3. MAP-RPS in latent space

In this section, we extend the proposed MAP-RPS frame-
work to latent diffusion models, referred to as LMAP-RPS.
Latent diffusion models introduce an encoder E and a de-
coder D to establish a mapping between the original data
space and a lower-dimensional latent space in which a diffu-
sion model is trained. We denote Z ∈ Rd the latent variable
mapped from X by the encoder E and z a realization.

The overall procedure of LMAP-RPS follows the same struc-
ture as MAP-RPS. The key difference lies in that both the
MAP optimization and the subsequent re-noised posterior
sampling are carried out in the latent space and then mapped
back to the data space via the decoder. In particular, the
latent likelihood term needs to be approximated as

log pY |Z(y | z) ≈ log pY |X(y | D(z)), (22)

which applies the decoder output as a point estimate of pX|Z ,
enabling the observation y to impose an explicit constraint
on the latent variable.

We defer the complete theoretical guarantee for LMAP-RPS

to Theorem C.2 and Theorem C.3 in Appendix C. Implemen-
tation in the latent space endows LMAP-RPS with broader
applicability, as most large-scale pretrained diffusion mod-
els are currently trained in latent spaces (e.g., text-to-image
models). We demonstrate the practical potential of LMAP-
RPS in the experiments section.

4. Experiments
In this section, we first evaluate the D-P traversal of MAP-
RPS and LMAP-RPS, and then validate the effectiveness of
LMAP-RPS on near-real-world image inverse problems.

4.1. Distortion–Perception traversal on FFHQ

We follow prior works (Wang et al., 2025; Ohayon et al.,
2021) to evaluate D-P traversal on the FFHQ256 dataset
(Karras et al., 2019). A total of 100 images are randomly
sampled from the test set. The comparison methods include
VSDPS (Wang et al., 2025), a pixel space diffusion model-
based approach, and PSCGAN (Ohayon et al., 2021), a

6
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Table 1. Quantitative comparison on near-real-world inverse problems on MS-COCO. LMAP-RPS (0) and LMAP-RPS (600) denote our
LMAP-RPS algorithm with t0 = 0 and t0 = 600, respectively. Bold indicates the best result, and underline indicates the second-best.

Inpainting SR 4× Deblur Aniso

Method PSNR↑ SSIM↑ LPIPS↓ FID↓ PSNR↑ SSIM↑ LPIPS↓ FID↓ PSNR↑ SSIM↑ LPIPS↓ FID↓

Latent-DPS 27.08 0.7502 0.3252 101.05 24.27 0.6588 0.3566 90.82 24.22 0.6376 0.3838 117.23
ReSample 26.19 0.7302 0.3359 105.76 24.70 0.6761 0.3642 91.43 25.18 0.6507 0.3654 85.16
PSLD 26.64 0.7170 0.3620 83.08 24.20 0.6411 0.3892 100.96 23.26 0.5009 0.5394 138.19
STSL 26.39 0.7268 0.3545 121.04 24.72 0.6685 0.3920 105.60 23.86 0.5867 0.4526 124.94
LDIR 27.29 0.7709 0.3568 115.04 25.01 0.6973 0.4137 122.17 24.66 0.6749 0.4419 151.00
Latent-DCDP 26.71 0.7488 0.3189 72.05 22.79 0.5380 0.5252 183.22 25.39 0.6746 0.3535 81.27
Latent-DMAP 27.50 0.7875 0.3078 89.21 23.57 0.6286 0.3721 93.33 25.49 0.7039 0.3944 122.62
Latent-DAPS 26.81 0.7407 0.3385 74.24 22.43 0.4496 0.5132 181.31 24.06 0.6302 0.4323 136.19
Latent-SITCOM 28.06 0.7950 0.3097 81.16 24.09 0.6299 0.4402 141.22 26.28 0.7244 0.3550 106.35

LMAP-RPS (0) 28.14 0.7989 0.2769 61.35 25.03 0.6999 0.3888 107.57 26.42 0.7322 0.3504 90.80
LMAP-RPS (600) 27.22 0.7615 0.3084 92.23 24.49 0.6827 0.3505 87.20 25.59 0.6948 0.3503 85.01

CS 2× HDR Nonlinear Deblur

Method PSNR↑ SSIM↑ LPIPS↓ FID↓ PSNR↑ SSIM↑ LPIPS↓ FID↓ PSNR↑ SSIM↑ LPIPS↓ FID↓

Latent-DPS 21.57 0.6567 0.3912 139.85 22.67 0.6612 0.3999 117.96 22.15 0.5803 0.4281 133.63
ReSample 21.82 0.6753 0.3806 113.36 22.61 0.7259 0.3666 111.89 23.00 0.6030 0.4157 129.93
PSLD 21.57 0.6642 0.4011 119.91 – – – – – – – –
STSL 19.92 0.6052 0.4410 174.21 20.45 0.5656 0.4638 211.78 21.39 0.5384 0.4639 163.77
LDIR 19.79 0.5712 0.4127 134.53 21.22 0.6317 0.4491 142.87 23.13 0.6307 0.4550 171.53
Latent-DCDP 20.54 0.6563 0.3834 129.78 23.31 0.6827 0.3789 117.87 22.88 0.5989 0.4225 140.32
Latent-DMAP 20.96 0.6784 0.3866 143.56 22.93 0.6902 0.3892 113.28 21.68 0.5893 0.4770 172.23
Latent-DAPS 19.50 0.5444 0.5204 208.00 22.81 0.6988 0.4000 109.66 21.62 0.5292 0.5006 197.71
Latent-SITCOM 19.74 0.5727 0.5074 210.49 23.26 0.7046 0.3911 123.49 22.06 0.6001 0.4669 188.24

LMAP-RPS (0) 22.87 0.7340 0.3498 113.06 25.86 0.7425 0.3595 108.79 24.27 0.6599 0.3942 119.43
LMAP-RPS (600) 22.90 0.7341 0.3497 113.58 23.06 0.6796 0.3944 116.08 24.29 0.6614 0.3933 118.69

conditional GAN-based baseline. For VSDPS and MAP-
RPS, we employ the pretrained diffusion model from Chung
et al. (2023); for LMAP-RPS, we use the checkpoint from
Rombach et al. (2022).

Four inverse problems are considered: (1) denoising with
noise standard deviation σy = 0.3 (with respect to the data
range [0, 1], hereafter the same); (2) 4× super-resolution
with σy = 0.1; (3) 50% random inpainting with σy = 0.1;
and (4) anisotropic deblurring with σy = 0. We note that
PSCGAN was originally trained only for the denoising task
with σy = 0.3 on FFHQ at 128× 128 resolution. To ensure
a fair comparison, we fine-tune PSCGAN for 100 epochs
on the target resolution, noise level, and task. We denote
PSCGAN-A and PSCGAN-z as the variants obtained by
sample averaging and controlling the input noise variance,
respectively (Ohayon et al., 2021). For VSDPS, the step
size is carefully adjusted for each variance scale to ensure a
monotonic tradeoff. For MAP-RPS and LMAP-RPS, we fix
t1 = 10 and t1 = 50, respectively. Further implementation
details are provided in Appendix D.

Figure 1 presents the
√

FID-RMSE curves obtained by the

five algorithms. Both MAP-RPS and LMAP-RPS consis-
tently lie closer to the lower-left corner across all tasks,
indicating that they achieve a more favorable D-P tradeoff
across diverse tasks and noise levels. Figure 2 further visu-
alizes representative reconstruction results, and additional
visualizations can be found in Appendix G. We note that,
in most cases, MAP-RPS slightly outperforms LMAP-RPS,
which is consistent with previous findings that pixel-space
algorithms often outperform their latent-space counterparts
(Zhang et al., 2025a; Alkhouri et al., 2025). This is likely
due to the fact that pixel-space diffusion avoids potential
information loss and approximation errors introduced by the
decoder of the VAE. More ablation studies and discussions
are postponed to Appendix E and F due to space constraints.

4.2. Inverse problem solving on MS-COCO

We further evaluate the proposed framework as a general-
purpose inverse algorithm on near-real-world image inverse
problems on MS-COCO (Lin et al., 2014). Stable Diffusion
v1.5 (Rombach et al., 2022) is adopted as the backbone
latent diffusion model. To adapt the images to the input
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Figure 2. Visualizations of MAP-RPS and LMAP-RPS with varying t0.

Table 2. Inference time on MS-COCO (seconds per image).

Method Inp SR 4× CS 2× HDR

Latent-DPS 242 250 240 241
ReSample 1102 1205 1327 1104
PSLD 262 273 265 –
STSL 444 457 463 457
LDIR 294 303 295 293
Latent-DCDP 110 224 334 110
Latent-DMAP 283 294 284 284
Latent-DAPS 464 475 485 464
Latent-SITCOM 269 211 342 280

LMAP-RPS (0) 45 23 68 89
LMAP-RPS (600) 189 172 213 230

resolution, we first filter the test set to retain only images
with both height and width greater than 512 pixels, then
resize the shorter side to 512 pixels and apply center crop-
ping. 100 images are randomly sampled for evaluation from
the filtered set. We consider six widely adopted inverse
problems, including four linear tasks (50% random inpaint-
ing, 4× super-resolution, anisotropic deblurring, and 2×
compressed sensing) and two nonlinear tasks (high dynamic
range reconstruction and nonlinear deblurring). For all tasks,
Gaussian observation noise with σy = 0.05 is added.

We evaluate the performance of LMAP-RPS with two fixed
re-noising timesteps: t0 = 0, corresponding to directly de-
coding the MAP estimate, and t0 = 600. The timestep for
computing the prior gradient is fixed at t1 = 50. By default,
Latent-DPS (Song et al., 2024) is used for the posterior sam-
pling stage, except for the anisotropic deblurring task, where
we employ Latent-DCDP (Li et al., 2024b). Comparisons
are performed against nine recent SOTA latent diffusion-

based inverse algorithms: Latent-DPS (Song et al., 2024),
ReSample (Song et al., 2024), PSLD (Rout et al., 2023),
STSL (Rout et al., 2024), LDIR (He et al., 2023), Latent-
DCDP (Li et al., 2024b), Latent-DMAP (Xu et al., 2025),
Latent-DAPS (Zhang et al., 2025a), and Latent-SITCOM
(Alkhouri et al., 2025). For all methods, the classifier-free
guidance weight is fixed at 1.5, and other key hyperparame-
ters are optimized via grid search on two validation images
to ensure competitive performance.

We report two distortion metrics (PSNR and SSIM (Wang
et al., 2004)) and two perception metrics (LPIPS (Zhang
et al., 2018) and FID (Heusel et al., 2017)) as evaluation
criteria. Table 1 presents the quantitative performance
of LMAP-RPS and comparison baselines. LMAP-RPS
achieves SOTA results across nearly all tasks and metrics.
Table 2 also summarizes part of the computational overhead
for all algorithms. LMAP-RPS at t0 = 0 is significantly
faster than all baselines, and remains comparatively efficient
at t0 = 600, highlighting its computational efficiency. Qual-
itative results are postponed to Appendix G. Notably, even
at t0 = 0, the pure MAP outputs already achieve highly
competitive performance, indicating that diffusion-based
inverse problem solving may not always require iterative
annealing schedules. Employing a single fixed timestep
suffices to achieve strong performance.

We note that on some tasks, such as random inpainting and
HDR, LMAP-RPS with large t0 may degrade both distortion
and perception metrics. This behavior is task-dependent:
in these experiments on MS-COCO, the observation noise
is σy = 0.05, which is smaller than the noise level used
in the D-P traversal experiments. Such a low-noise setting
induces a more concentrated posterior, making distortion

8
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and perception metrics more aligned.

5. Conclusion
In this paper, we propose MAP-RPS, a stage-wise method
for traversing the distortion-perception tradeoff in zero-shot
inverse problems using a single diffusion model. The ap-
proach first employs MAP estimation to approximate the
MMSE solution, providing a low-distortion initialization,
and then progressively improves perceptual performance
through a re-noised posterior sampling stage. Extensive
experiments demonstrate that the proposed MAP-RPS algo-
rithm, along with its latent-space counterpart LMAP-RPS,
achieves closer approximations to optimal tradeoff and at-
tains SOTA performance on practical inverse problems.

Limitations and future work. Our theoretical analysis
indicates that MAP-RPS and LMAP-RPS inevitably incur
approximation errors when approaching the optimal tradeoff
curve. Specifically, in Stage 1, approximating the MMSE
solution with the MAP estimate is more accurate when the
posterior is approximately unimodal, while its effectiveness
for complex multimodal posteriors requires further inves-
tigation. The upper bound in Theorem 3.2 is established
under strongly log-concave posteriors, and extending the
analysis to more general posterior distributions remains an
important direction for future work. Meanwhile, Stage 2
in this paper mainly relies on DPS and its variants, which
introduce additional estimation errors in the posterior score.
It would be promising to incorporate asymptotically con-
sistent posterior sampling methods (Xu & Chi, 2024) into
Stage 2 to further improve the D-P traversal of MAP-RPS.
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brunn-minkowski and prékopa-leindler theorems, includ-
ing inequalities for log concave functions, and with an
application to the diffusion equation. Journal of func-
tional analysis, 22(4):366–389, 1976.

Chung, H., Sim, B., and Ye, J. C. Come-closer-diffuse-
faster: Accelerating conditional diffusion models for in-
verse problems through stochastic contraction. In Pro-
ceedings of the IEEE/CVF conference on computer vision
and pattern recognition, pp. 12413–12422, 2022.

Chung, H., Kim, J., Mccann, M. T., Klasky, M. L., and
Ye, J. C. Diffusion posterior sampling for general noisy
inverse problems. In The Eleventh International Confer-
ence on Learning Representations, 2023. URL https:
//openreview.net/forum?id=OnD9zGAGT0k.

Chwialkowski, K., Strathmann, H., and Gretton, A. A kernel
test of goodness of fit. In International conference on
machine learning, pp. 2606–2615. PMLR, 2016.

Cohen, E., Achituve, I., Diamant, I., Netzer, A., and Habi,
H. V. Efficient image restoration via latent consistency
flow matching. arXiv preprint arXiv:2502.03500, 2025.

Daras, G., Chung, H., Lai, C.-H., Mitsufuji, Y., Ye, J. C.,
Milanfar, P., Dimakis, A. G., and Delbracio, M. A survey
on diffusion models for inverse problems. arXiv preprint
arXiv:2410.00083, 2024.

Delbracio, M. and Milanfar, P. Inversion by direct it-
eration: An alternative to denoising diffusion for im-
age restoration. Transactions on Machine Learning
Research, 2023. ISSN 2835-8856. URL https://

9

https://openreview.net/forum?id=28Essvtvkw
https://openreview.net/forum?id=28Essvtvkw
https://openreview.net/forum?id=OnD9zGAGT0k
https://openreview.net/forum?id=OnD9zGAGT0k
https://openreview.net/forum?id=VmyFF5lL3F
https://openreview.net/forum?id=VmyFF5lL3F


Stage-wise Distortion–Perception Traversal in Zero-shot Inverse Problems with Diffusion Models

openreview.net/forum?id=VmyFF5lL3F. Fea-
tured Certification, Outstanding Certification.

Deng, J., Dong, W., Socher, R., Li, L.-J., Li, K., and Fei-Fei,
L. Imagenet: A large-scale hierarchical image database.
In 2009 IEEE conference on computer vision and pattern
recognition, pp. 248–255. Ieee, 2009.

Dhariwal, P. and Nichol, A. Diffusion models beat gans
on image synthesis. Advances in neural information
processing systems, 34:8780–8794, 2021.

Dornbusch, J., Pfarr, E., Vasluianu, F.-A., Werner, F., and
Timofte, R. A simple combination of diffusion models
for better quality trade-offs in image denoising. In Pro-
ceedings of the Computer Vision and Pattern Recognition
Conference, pp. 895–904, 2025.

Efron, B. Tweedie’s formula and selection bias. Journal
of the American Statistical Association, 106(496):1602–
1614, 2011.

Elata, N., Michaeli, T., and Elad, M. Adaptive compressed
sensing with diffusion-based posterior sampling. In Eu-
ropean Conference on Computer Vision, pp. 290–308.
Springer, 2024.

Freirich, D., Michaeli, T., and Meir, R. A theory of the
distortion-perception tradeoff in wasserstein space. Ad-
vances in Neural Information Processing Systems, 34:
25661–25672, 2021.

He, L., Yan, H., Luo, M., Luo, K., Wang, W., Du, W., Chen,
H., Yang, H., and Zhang, Y. Iterative reconstruction based
on latent diffusion model for sparse data reconstruction.
arXiv preprint arXiv:2307.12070, 6(7):16, 2023.

Heusel, M., Ramsauer, H., Unterthiner, T., Nessler, B., and
Hochreiter, S. Gans trained by a two time-scale update
rule converge to a local nash equilibrium. Advances in
neural information processing systems, 30, 2017.

Ho, J., Jain, A., and Abbeel, P. Denoising diffusion proba-
bilistic models. Advances in neural information process-
ing systems, 33:6840–6851, 2020.

Karras, T., Laine, S., and Aila, T. A style-based generator
architecture for generative adversarial networks. In Pro-
ceedings of the IEEE/CVF conference on computer vision
and pattern recognition, pp. 4401–4410, 2019.

Kawar, B., Elad, M., Ermon, S., and Song, J. Denoising
diffusion restoration models. Advances in neural infor-
mation processing systems, 35:23593–23606, 2022.

Kingma, D., Salimans, T., Poole, B., and Ho, J. Varia-
tional diffusion models. Advances in neural information
processing systems, 34:21696–21707, 2021.

Kwon, D., Fan, Y., and Lee, K. Score-based generative
modeling secretly minimizes the wasserstein distance.
Advances in Neural Information Processing Systems, 35:
20205–20217, 2022.

Li, G. and Yan, Y. A score-based density formula, with ap-
plications in diffusion generative models. arXiv preprint
arXiv:2408.16765, 2024.

Li, T., Feng, H., Wang, L., Zhu, L., Xiong, Z., and Huang,
H. Stimulating diffusion model for image denoising via
adaptive embedding and ensembling. IEEE Transactions
on Pattern Analysis and Machine Intelligence, 2024a.

Li, X., Kwon, S. M., Liang, S., Alkhouri, I. R., Ravishankar,
S., and Qu, Q. Decoupled data consistency with diffu-
sion purification for image restoration. arXiv preprint
arXiv:2403.06054, 2024b.

Lin, T.-Y., Maire, M., Belongie, S., Hays, J., Perona, P., Ra-
manan, D., Dollár, P., and Zitnick, C. L. Microsoft coco:
Common objects in context. In European conference on
computer vision, pp. 740–755. Springer, 2014.

Liu, Q., Lee, J., and Jordan, M. A kernelized stein discrep-
ancy for goodness-of-fit tests. In International conference
on machine learning, pp. 276–284. PMLR, 2016.

Loshchilov, I. and Hutter, F. Decoupled weight decay reg-
ularization. In International Conference on Learning
Representations, 2019. URL https://openreview.
net/forum?id=Bkg6RiCqY7.

Lugmayr, A., Danelljan, M., Romero, A., Yu, F., Timofte,
R., and Van Gool, L. Repaint: Inpainting using denoising
diffusion probabilistic models. In Proceedings of the
IEEE/CVF conference on computer vision and pattern
recognition, pp. 11461–11471, 2022.

Luo, X., Xie, Y., Qu, Y., and Fu, Y. Skipdiff: Adaptive skip
diffusion model for high-fidelity perceptual image super-
resolution. In Proceedings of the AAAI Conference on
Artificial Intelligence, volume 38, pp. 4017–4025, 2024.

Mardani, M., Song, J., Kautz, J., and Vahdat, A. A vari-
ational perspective on solving inverse problems with
diffusion models. In The Twelfth International Confer-
ence on Learning Representations, 2024. URL https:
//openreview.net/forum?id=1YO4EE3SPB.

Mariani, G., Tallini, I., Postolache, E., Mancusi, M., Cosmo,
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Appendix
In the appendix, we provide additional discussions and technical details that are omitted from the main paper due to space
limitations. Appendix A provides a more detailed discussion of strategies for navigating the D–P tradeoff in diffusion-based
inverse problem solving, and clarifies how our work differs from and complements existing approaches. Appendix B
presents detailed proofs of Theorems 3.2, 3.3, and 3.5 related to MAP-RPS. Appendix C derives the formal error bound for
LMAP-RPS, establishing its theoretical soundness. Appendix D provides comprehensive experimental details, including
inverse problem settings and all hyperparameter configurations. Appendix E provides additional experimental results and
comparisons, as well as further discussions on closely related methods. Appendix F includes ablation studies and a more
thorough analysis of the observed empirical behaviors. Finally, Appendix G presents further qualitative visualization results.

A. More related works
Since the formal introduction of the D-P tradeoff, a growing body of work has investigated how to explicitly traverse the
D–P curve while solving inverse problems. Whang et al. (2022) identify two generic mechanisms for controlling the D-P
tradeoff: sample averaging and adjusting the number of sampling steps. The idea of sample averaging is conceptually
straightforward. If an algorithm is capable of drawing samples from the posterior distribution pX|Y , it achieves zero
perception error P = 0, and the MMSE estimator can be asymptotically approximated by averaging an increasing number of
samples. Consequently, using fewer samples typically results in lower perception error but higher distortion error, whereas
increasing the number of samples improves distortion quality at the cost of higher perception error. The second mechanism
relies on controlling the number of discretization steps of the reverse SDE. It is commonly argued that each sampling
step injects additional stochasticity, which enhances sample diversity but increases distortion error. As a result, reducing
the number of sampling steps tends to lower distortion while sacrificing perception due to reduced randomness, whereas
more steps improve perception at the expense of distortion performance. Both strategies have been applied and empirically
validated in subsequent studies. For example, the steps controlling method appears in Delbracio & Milanfar (2023), Ren
et al. (2023), Yue et al. (2024), Luo et al. (2024), Zhussip et al. (2024), and Cohen et al. (2025), while sample averaging is
adopted in Li et al. (2024a). We note that sample averaging is computationally expensive for diffusion-based zero-shot
inverse algorithms, as each sample typically requires hundreds of iterative steps. Meanwhile, adjusting the number of
sampling steps is often heuristic. In Appendix F.4, we further explore the compatibility of the proposed MAP-RPS with
both strategies.

In the context of zero-shot diffusion-based inverse algorithms, some works have empirically observed that tuning certain
algorithmic hyperparameters enables partial control over the D-P tradeoff. For example, Mardani et al. (2024) and Zhang
et al. (2024a) report that adjusting the learning-rate hyperparameter in super-resolution tasks affects the PSNR-LPIPS
tradeoff, while Zhang et al. (2025b) achieve D-P traversal by reweighting the loss term of learnable high-order solvers. More
recently, several works have begun to address the D-P tradeoff from a more principled perspective. Dornbusch et al. (2025)
leverage the theoretical MSE-W2 tradeoff in the denoising task and proposes to linearly combine a better-perception solution
and a low-distortion solution. The key idea is to treat a single-step solution as a low-distortion estimator, while using the full
trajectory solution as an estimator with low perception error. Another representative approach is VSDPS (Wang et al., 2025),
which provides a more theoretically grounded mechanism for controlling the D-P tradeoff. From the perspective of mean
propagation (Xue et al., 2024), VSDPS rescales the noise variance in posterior sampling and considers the following SDE:

dxt =
(
f(t)xt − g2(t)∇xt

log pt(xt|y)
)
dt+ ηg(t)dwt, (23)

where η is a variance scaling factor. When η = 1, the process reduces to standard posterior sampling and yields low
perception error, while when η = 0, the dynamics degenerate toward the posterior mean. It is shown that (Wang et al., 2025)
when the posterior distribution is Gaussian and the discretization step size tends to zero, varying η enables traversal of the
optimal D-P curve. In practice, the posterior score is typically approximated using DPS, and VSDPS often requires jointly
tuning the step size ξ in DPS together with η to achieve a desirable tradeoff.

The proposed MAP-RPS and LMAP-RPS adopt a different perspective from VSDPS. Our methods first approximate one
endpoint of the D-P curve, namely the optimal distortion solution, and then gradually transition toward improved perceptual
quality. This philosophy is conceptually more related to sample averaging, which starts from the optimal perception solution
and moves towards lower distortion. We note that our approaches are significantly more computationally efficient. In
the worst case, they require only a single MAP estimation procedure and one full posterior sampling process, without
repeatedly drawing samples. This is particularly advantageous since repeated sampling is expensive for diffusion-based
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inverse algorithms.

B. Theoretical analysis for MAP-RPS
B.1. Assumptions and lemmas

We first collect and restate all assumptions required for the theoretical analysis of MAP-RPS.

Assumption B.1. We assume the following conditions:

(B.1.1) The posterior distribution pX|Y admits a µ-strongly log-concave density. That is, for all x,

−∇2
x log pX|Y (x | y) ⪰ µI. (24)

Moreover, we assume

µ ≥ 2π(sup pX|Y )
−nx/2, (25)

uniformly for all realizations of Y .

(B.1.2) There exists a global constant Ls such that the approximate posterior score sθ is one-sided Ls-Lipschitz with
respect to its first argument, i.e.,

∥sθ(x1,y, t)− sθ(x2,y, t)∥2 ≤ Ls∥x1 − x2∥2, (26)

for all x1,x2 ∈ supp(Xt).

(B.1.3) There exists a universal constant ϵscore such that the weighted score estimation error is bounded as∫ T

0

g2(r) (αr)
1
2−Ls [Epr(xr|y)∥∇xr log pr(xr|y)− sθ(xr,y, r)∥2]1/2dr ≤ ϵscore. (27)

(B.1.4) There exist t1 and rt1 such that

pX0|Xt1
(x0 | xt1) ∝ N

(
EpX0|Xt1

(x0 | xt1) , r
2
t1I

)
. (28)

(B.1.5) We further assume that all regularity conditions imposed in Kwon et al. (2022) hold for the posterior distribution
pX|Y and its associated SDE. These conditions ensure the basic well-posedness of the SDE solution.

Now we present several technical lemmas useful for our analysis. We begin with the following lemma (Brascamp & Lieb,
1976) that characterizes a fundamental property of strongly log-concave densities.

Lemma B.2. (Brascamp & Lieb, 1976) Suppose that − log p(x) is twice continuously differentiable and strongly convex.
Then for any test function h, the following inequality holds:

E|h(x)− E(h(x))|2 ≤ E
[
∇h(x)T

(
∇2(− log p(x))

)−1∇h(x)
]
. (29)

The next lemma establishes a differential equation governing the evolution of the W2 distance along the posterior sampling
SDE, which is a posterior-sampling counterpart of Proposition 2 in Kwon et al. (2022).

Lemma B.3. (Kwon et al., 2022). Let pt(·,y) denote the solution of the forward diffusion SDE (1) with initial condition
x0 ∼ pX|Y (x | y), and let qt(·,y) denote the solution of the posterior sampling SDE (6) where the posterior score is
approximated by sθ. Under Assumption (B.1.2) and (B.1.5), the following inequality holds:

− d

dt
W2(pt, qt) ≤

(
f(t) + Lsg

2(t)
)
W2(pt, qt) + g2(t)∆t, (30)

where

∆t = [Ept∥∇xt log pt(xt | y)− sθ(xt,y, t)∥2]1/2. (31)
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The following lemma is adapted from Theorem 1 in Kwon et al. (2022). We extend the result to a general time t and provide
explicit coefficients for the VP setting.

Lemma B.4. Let qt0(xt0 | y) be an initial distribution at timestep t0. Consider solving the reverse-time SDE from qt0 using
sθ as an approximation of the posterior score, then under Assumption (B.1.2) and (B.1.5),

W2

(
pX|Y (x | y), T̃ (t0, 0,y)#qt0(xt0 | y)

)
≤ (αt0)

1
2−Ls W2(pt0(xt0 | y), qt0(xt0 | y)) +

∫ t0

0

g2(r) (αr)
1
2−Ls ∆rdr.

(32)

Proof. Under the VP setting, we have∫ t

0

(
f(r) + Lsg

2(r)
)
dr =

∫ t

0

d log
√
αr + Ls

∫ t

0

(d(1− αr)− (1− αr)d logαr) = log
√
αt − Ls logαt. (33)

Then by Lemma B.3, the Wasserstein distance W2(pt, qt) satisfies

− d

dt

(
W2(pt, qt)α

1
2−Ls

t

)
≤ g2(t)α

1
2−Ls

t ∆t. (34)

Integrating both sides from 0 to t0 yields

−W2 (pt0(xt0 | y), qt0(xt0 | y))α
1
2−Ls

t0 +W2

(
pX|Y (x | y), T̃ (t0, 0,y)#qt0(xt0 | y)

)
α

1
2−Ls

t0 ≤
∫ t0

0

g2(r)α
1
2−Ls
r ∆rdr.

(35)

Noting that α0 = 1 and rearranging the terms completes the proof.

The following lemma shows that the W2 distance is contractive under convolution with an independent random variable.

Lemma B.5. Let X and X̂ be two random variables, and let Z be a random variable independent of both X and X̂ . Then

W2

(
pX+Z , pX̂+Z

)
≤W2

(
pX , pX̂

)
. (36)

Proof. For any coupling
(
X, X̂

)
∼ π ∈ Π

(
pX , pX̂

)
, we can construct a new coupling

(X + Z, X̂ + Z) ∼ π ∈ Π
(
pX+Z , pX̂+Z

)
(37)

by exploiting the independence of Z from (X, X̂). With this coupling, we have∫
∥X1 −X2∥2dπ(X1, X2) = EZ

∫
∥X + Z − (X̂ + Z)∥2dπ(X, X̂) =

∫
∥X − X̂∥2dπ(X, X̂). (38)

Since the construction holds for arbitrary coupling π ∈ Π
(
pX , pX̂

)
, taking the infimum yields

W2

(
pX+Z , pX̂+Z

)
≤ inf

π∈Π(pX ,pX̂)

∫
∥X1 −X2∥2dπ(X1, X2) = inf

π∈Π(pX ,pX̂)

∫
∥X − X̂∥2dπ

(
X, X̂

)
= W2

(
pX , pX̂

)
.

(39)

This completes the proof.

B.2. Proof of Theorem 3.2

Proof. Under Assumption (B.1.1), we have

∇2
x(− log pX|Y (x | y)) ⪰ µI. (40)
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Let fi(x) = ⟨ei,x⟩, where ei denotes the i-th canonical basis vector. Applying Lemma B.2 yields

EpX|Y |⟨ei, X − E(X | Y )⟩|2 ≤ E
[
e⊤i

1

µ
Iei

]
=

1

µ
. (41)

Summing over all coordinates gives

EpX|Y ∥X −XMMSE∥2 =

nx∑
i=1

EpX|Y |⟨ei, X − E(X | Y )⟩|2 ≤ nx

µ
. (42)

where XMMSE = E[X | Y ]. Now we denote the MAP solution by xMAP = argmaxx pX|Y (x | y). Then under the strong
log-concavity, we have

pX|Y (x | y) ≤ pX|Y (xMAP | y) exp
(
−µ

2
∥x− xMAP∥2

)
. (43)

Conditioning on a realization of Y , the squared distance between the MAP and MMSE estimators can be bounded as

∥XMAP −XMMSE∥2 =

∥∥∥∥XMAP −
∫

XpX|Y dX

∥∥∥∥2 ≤ ∫
∥XMAP −X∥2pX|Y dX

≤ sup pX|Y

∫
∥XMAP −X∥2 exp

(
−µ

2
∥X −XMAP∥2

)
dX

=
nx

µ
sup pX|Y (2π/µ)

nx/2

≤nx

µ
, (44)

where the last inequality follows from Assumption (B.1.1). Taking expectations yields

E∥XMAP −XMMSE∥ ≤
√
nx/µ. (45)

Finally,

E∥X −XMAP∥2 = E∥X −XMMSE∥2 + E∥XMMSE −XMAP∥2 ≤ D∗ +
nx

µ
, (46)

which completes the proof.

B.3. Proof of Theorem 3.3

Proof. The gradient of the log prior can be written as

∇x log pX(x) =
1

pX(x)

∫
pXt1

(xt1)∇xpX|Xt1
(x | xt1)dxt1

=

∫
pXt1

|X(xt1 | x)∇x log pX|Xt1
(x | xt1)dxt1 . (47)

Under Assumption (B.1.4), we have

∇x log pX|Xt1
(x | xt1) = −

1

r2t1

(
x− EpX|Xt1

[x | xt1 ]
)
= − 1

r2t1

(
x− xt1 + (1− αt1)∇ log pt1(xt1)√

αt1

)
. (48)

Combining (47) and (48) and noting that

pXt1
|X(xt1 | x) = N

(
xt1 ;

√
αt1x, (1− αt1) I

)
, (49)

we obtain

∇x log pX(x) =− 1

r2t1
EpXt1

|X(xt1 |x)

(
x− xt1 + (1− αt1)∇ log pt1 (xt1)√

αt1

)
=

1− αt1

r2t1
√
αt1

EpXt1
|X(xt1

|x)[∇ log pXt1
(xt1)]. (50)

This completes the proof.
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B.4. Proof of Theorem 3.5

Proof. We first consider the MAP point-mass distribution

pXMAP|Y (x | y) = δ(x− xMAP). (51)

By the definition of W2 distance and Theorem 3.2, we have

W 2
2 (pXMAP|Y , pX|Y ) = Ex∼pX|Y ∥x− xMAP∥2 = ∥xMAP − xMMSE∥2 + Ex∼pX|Y ∥x− xMMSE∥2 ≤

2nx

µ
, (52)

where the last inequality follows from (42) and (44).

Note that the forward diffusion operator T (0, t0)# acts as a linear scaling by
√
αt0 , followed by a convolution with an

independent Gaussian random variable. By Lemma B.5, we obtain

W2

(
T (0, t0)#pXMAP|Y , T (0, t0)#pX|Y

)
≤

√
2αt0nx

µ
. (53)

Applying Lemma B.4 yields

W2

(
pX|Y (x | y), p0→t0→0(x | y)

)
≤ (αt0)

1−Ls
√
2nx/µ+

∫ t0

0

g2(r) (αr)
1
2−Ls ∆rdr ≤ (αt0)

1−Ls
√

2nx/µ+ ϵscore,

(54)

for any y. Finally, this bound implies the existence of a transport plan between pX and p0→t0→0(x) induced by the optimal
conditional transport between pX|Y and p0→t0→0(x | y), whose cost is bounded by

(αt0)
1−Ls

√
2nx/µ+ ϵscore. (55)

This concludes Theorem 3.5.

C. Theoretical analysis for LMAP-RPS
C.1. Formal assumptions and error bounds

Consider a latent-space formulation of the inverse problem. Let Z ∈ Rd denote the latent random variable associated with
the data X where d ≪ nx is the latent dimensionality, and let z denote a realization of Z. We assume that Z and X are
related through an encoder–decoder pair, where the encoder E : Rnx → Rd maps data to latent representations and the
decoder D : Rd → Rnx maps latent variables back to the data space. The latent-space MMSE estimator is defined as
ZMMSE = E[Z | Y ], and the latent-space MAP estimator is given by ZMAP = argmaxZ pZ|Y . We impose the following
assumptions throughout the theoretical analysis of LMAP-RPS.

Assumption C.1. We assume the following conditions:

(C.1.1) For any realization y of Y , the posterior distribution pZ|Y (· | y) admits a µ-strongly log-concave density. Moreover,
we assume the strong log-concavity parameter satisfies

µ ≥ 2π(sup pZ|Y )
−d/2. (56)

(C.1.2) The decoder D : Rd → Rnx is LD-Lipschitz continuous, i.e., for any z1, z2 ∈ supp(Z),

∥D(z1)−D(z2)∥2 ≤ LD∥z1 − z2∥2. (57)

(C.1.3) The decoder D exactly pushes forward the latent posterior to the data posterior, i.e.,

D#pZ|Y = pX|Y , (58)

almost everywhere for any realization of Y .
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(C.1.4) There exists a global constant Ls such that the approximated posterior score in latent space, sθ(zt,y, t), is one-sided
Ls-Lipschitz with respect to its first argument, namely,

∥sθ(z1,y, t)− sθ(z2,y, t)∥2 ≤ Ls∥z1 − z2∥2, (59)

for any z1, z2 ∈ supp(Zt).

(C.1.5) There exists a universal constant ϵscore such that the weighted latent-space score estimation error is bounded by∫ T

0

g2(r) (αr)
1
2−Ls [EpZr|Y (zr|y)∥∇zr

log pZr|Y (zr | y)− sθ(zr,y, r)∥2]1/2dr ≤ ϵscore. (60)

(C.1.6) All regularity conditions in Kwon et al. (2022) are assumed to hold on the posterior distribution pZ|Y and its
associated SDE.

Then the following theorem provides an error bound for the MAP stage in LMAP-RPS.
Theorem C.2. Under Assumption C.1, we have

E∥D(ZMAP)−XMMSE∥ ≤ 2LD
√
d/µ, (61)

and

E∥X −D(ZMAP)∥2 ≤ D∗ + 4L2
D
d

µ
. (62)

Analogous to Theorem 3.5, let p0→t0→0(z | y) denote the estimator obtained from re-noised posterior sampling in the latent
space, and define

p̃0→t0→0(x) = Ey∼pY
[D#p0→t0→0(z | y)]. (63)

Theorem C.3 provides the upper bound on W2 distance for LMAP-RPS.
Theorem C.3. Under Assumption C.1, we have

W2(pX , p̃0→t0→0(x)) ≤ LD(αt0)
1−Ls

√
2d/µ+ LDϵscore.

C.2. Proof of Theorem C.2

Proof. Following an argument analogous to the proof of Theorem 3.2 in Section B.2, we obtain

∥ZMAP − ZMMSE∥2 ≤
d

µ
sup

(
pZ|Y

)(2π

µ

)d/2

≤ d

µ
. (64)

as well as

E∥Z − ZMMSE∥2 ≤
d

µ
. (65)

By Assumption (C.1.2), we have

E∥D(ZMAP)−D(ZMMSE)∥2 ≤ L2
D
d

µ
. (66)

Moreover, by Assumption (C.1.3), it follows that

∥XMMSE −D(ZMMSE)∥2 =∥E[D(Z) | Y ]−D(ZMMSE)∥2 ≤ E[∥D(Z)−D(ZMMSE)∥2 | Y ]

≤ L2
DE

[
∥Z − ZMMSE∥2 | Y

]
≤ L2

D
d

µ
. (67)

Thus

E∥D(ZMAP)−XMMSE∥ ≤ E∥D(ZMAP)−D(ZMMSE)∥+ E∥D(ZMMSE)−XMMSE∥ ≤ 2LD

√
d

µ
, (68)

which completes the proof.
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Table 3. Hyperparameters for MAP-RPS on FFHQ.

Parameter Description Denoising SR 4× Inpainting 50% Deblur Aniso
(σy = 0.3) (σy = 0.1) (σy = 0.1) (σy = 0)

η0 Initial step size for MAP optimization 0.5 0.5 0.5 0.5
ηmin Minimum learning rate for cosine annealing 10−5 10−5 10−5 10−5

N Number of MAP optimization iterations 60 300 400 200
w Weight of the prior gradient term 2.0 0.25 0.7 0.02
glikelihood Likelihood formulation ∥y −A(x)∥22 ∥y −A(x)∥22 ∥y −A(x)∥22 ∥y −A(x)∥22
t1 Time step for prior gradient estimation 10 10 10 10
t0 Re-noising timesteps used to reproduce Figure 1 {0, 25, 50, 75, 100} {0, 100, 200, 300, 400} {0, 25, 50, 75, 100} {0, 25, 50, 75, 100}
PS method Posterior sampling method in RPS stage DPS (ξ = 1.0) DPS (ξ = 1.0) DPS (ξ = 1.0) DPS (ξ = 2.0)

Table 4. Hyperparameters for LMAP-RPS on FFHQ.

Parameter Description Denoising SR 4× Inpainting 50% Deblur Aniso
(σy = 0.3) (σy = 0.1) (σy = 0.1) (σy = 0)

η0 Initial step size for MAP optimization 0.5 0.5 0.5 0.5
ηmin Minimum learning rate for cosine annealing 10−5 10−5 10−5 10−5

N Number of MAP optimization iterations 70 60 120 100
w Weight of the prior gradient term 0.6 0.25 0.3 0.001
glikelihood Likelihood formulation ∥y −A(D(z))∥22 ∥y −A(D(z))∥22 ∥y −A(D(z))∥22 ∥y −A(D(z))∥22
t1 Time step for prior gradient estimation 50 50 50 50
t0 Re-noising timesteps used to reproduce Figure 1 {0, 200, 400, 600, 800} {0, 200, 400, 600, 800} {0, 200, 400, 600, 800} {0, 25, 50, 75, 100}
PS method Posterior sampling method in RPS stage Latent-DPS (ξ = 0.015) Latent-DPS (ξ = 0.08) Latent-DPS (ξ = 0.05) PSLD (ξ = 0.04)

C.3. Proof of Theorem C.3

Proof. The proof follows the same strategy as Section B.4. In particular, we obtain

W2(pZ|Y , p0→t0→0(z | y)) ≤ (αt0)
1−Ls

√
2d/µ+

∫ t0

0

g2(r) (αr)
1
2−Ls ∆rdr, (69)

where

∆r = [EpZr|Y ∥∇zr log pZr|Y (zr | y)− sθ(zr,y, r)∥2]1/2. (70)

By Assumption (C.1.2), we have

W2(D#pZ|Y ,D#p0→t0→0(z | y)) ≤ LDW2(pZ|Y , p0→t0→0(z | y)), (71)

which holds as for any coupling π ∈ Π(pZ|Y , p0→t0→0(z | y)), we may construct the pushforward coupling

π̃ = π ◦
[
D 0
0 D

]−1

∈ Π(D#pZ|Y ,D#p0→t0→0(z | y)), (72)

which satisfies∫
∥X1 −X2∥2dπ̃(X1, X2) =

∫
∥D(Z1)−D(Z2)∥2dπ(Z1, Z2) ≤ L2

D

∫
∥Z1 − Z2∥2dπ(Z1, Z2). (73)

Considering Assumptions (C.1.3) and (C.1.5), we obtain

W2(pX|Y ,D#p0→t0→0(z | y)) = W2(D#pZ|Y ,D#p0→t0→0(z | y)) ≤ LD (αt0)
1−Ls

√
2d/µ+ LDϵscore. (74)

Since the bound holds for any realization y, we may further construct a transport plan between the marginals pX and
Ey∼pY

[D#p0→t0→0(z | y)] by averaging the optimal conditional couplings between pX|Y and D#p0→t0→0(z | y). Thus,
we conclude.

19



Stage-wise Distortion–Perception Traversal in Zero-shot Inverse Problems with Diffusion Models

Table 5. Hyperparameters of LMAP-RPS on MS-COCO for super-resolution, inpainting, and anisotropic deblurring.

Parameter Description SR 4× Inpainting 50% Deblur Aniso

η0 Initial step size in MAP stage 2.0 2.0 2.0
ηmin Minimum learning rate in cosine annealing 10−2 10−2 10−2

N Number of MAP optimization iterations 100 200 200
w Weight of the prior term 0.15 0.3 0.1
glikelihood Likelihood formulation ∥y −A(D(z))∥22 ∥y −A(D(z))∥22 ∥y −A(D(z))∥22
t1 Time step for prior gradient estimation 50 50 50
PS method Posterior sampling method in RPS stage Latent-DPS (ξ = 0.1) Latent-DPS (ξ = 0.01) Latent-DCDP (lr = 0.1, iters= 100)

Table 6. Hyperparameters of LMAP-RPS on MS-COCO for compressed sensing, HDR reconstruction, and nonlinear deblurring.

Parameter Description CS 2× HDR Nonlinear Deblur

η0 Initial step size in MAP stage 0.5 2.0 2.0
ηmin Minimum learning rate in cosine annealing 10−2 10−2 10−5

N Number of MAP optimization iterations 300 400 500
w Weight of the prior term 0.005 0.005 0.002
glikelihood Likelihood formulation ∥y −A(D(z))∥2 ∥y −A(D(z))∥2 ∥y −A(D(z))∥2
t1 Time step for prior gradient estimation 50 50 50
PS method Posterior sampling method in RPS stage Latent-DPS (ξ = 1.5) Latent-DPS (ξ = 0.5) Latent-DPS (ξ = 1.5)

D. Experimental and implementation details
D.1. Inverse problem implementations

All inverse problem implementations follow DDRM (Kawar et al., 2022) and DPS (Chung et al., 2023). Specifically,
for inpainting, we apply a random mask with a missing ratio of 50% independently sampled for each pixel. For 4×
super-resolution, we use 4× 4 averaging pooling as the downsampling operator. For anisotropic deblurring, we employ
Gaussian blur kernels whose standard deviations along the two spatial directions are set to 20 and 1, respectively. For 2×
compressed sensing, we adopt the Walsh-Hadamard transform (Wang & Zhao, 2016) with a sampling rate of 50%. For high
dynamic range reconstruction, we use the following pixel-wise observation function:

f(xi) =


−1, 2xi ≤ −1,
2xi, −1 < 2xi < 1,

1, 2xi ≥ 1.

(75)

For nonlinear deblurring, we employ the neural network-based blurring kernel from Tran et al. (2021).

For all noisy inverse problems, the noise standard deviation used in diffusion-based methods is multiplied by a factor of 2 to
match the input scaling of diffusion models. For example, in the denoising experiments of the D-P tradeoff with a noise
standard deviation of 0.3, the actual noise added to data in [−1, 1] range has a standard deviation of 0.6. Similarly, for all
inverse problems on the MS-COCO dataset, the effective noise standard deviation added to the observations is 0.1.

D.2. Implementation details for MAP-RPS and LMAP-RPS

For MAP estimation in Stage 1, we optimize the objective using the AdamW optimizer (Loshchilov & Hutter, 2019) for N
iterations with an initial learning rate η0. A cosine annealing learning rate schedule is employed with a minimum learning
rate ηmin. For linear measurements A, we initialize MAP-RPS and LMAP-RPS using the pseudoinverse solution A†y and
its encoded version E(A†y), respectively. For HDR reconstruction, the initialization is set to y/2 and E(y/2), and for
nonlinear deblurring, we directly use y and E(y) as initializations.

To compute the gradient of the log-prior term, we follow Theorem 3.3 and estimate its stochastic gradient as

gx,prior =
1− αt1

r2t1
√
αt1

∇ log pXt1
(xt1), xt1 ∼ N

(√
αt1x, (1− αt1)I

)
. (76)

20



Stage-wise Distortion–Perception Traversal in Zero-shot Inverse Problems with Diffusion Models

For diffusion models parameterized via the standard ϵ-prediction formulation, the score term is further approximated as

∇ log pXt1
(xt1) ≈ −

1√
1− αt1

ϵθ(xt1 , t1). (77)

We note that the prior gradient in (76) involves a parameter rt1 , which can be interpreted as a weighting factor balancing the
prior term and the likelihood term. For clarity and simplicity, we therefore introduce a single scalar weight w to absorb all
constant coefficients in the prior gradient and the likelihood term. Since the observation noise is assumed to be Gaussian,
the gradient of the log-likelihood is

∇x log pY |X(y | x) ∝ −∇x∥y −A(x)∥22. (78)

Combining (76) and (78), the stochastic gradient used for MAP optimization is

gx ≈ −∇x∥y −A(x)∥22 − wϵθ

(√
αt1x+

√
1− αt1ϵ, t1

)
, ϵ ∼ N (0, I). (79)

Similarly, for LMAP-RPS, the stochastic gradient in the latent space is given by

gz ≈ −∇z∥y −A(D(z))∥22 − wϵθ

(√
αt1z+

√
1− αt1ϵ, t1

)
, ϵ ∼ N (0, I). (80)

Note that the likelihood term used in (80) corresponds to a single-point approximation of the marginal likelihood in the
latent space, i.e.,

∇z log p(y | z) ≈ ∇z log p
(
y | x

)∣∣∣
x=D(z)

, (81)

which implicitly assumes a single point estimation of pX|Z . This approximation introduces a slight bias compared to the
exact marginalization over x, but enables a highly efficient and scalable implementation in practice.

We observe that, for certain inverse problems, directly using the MSE (78) as the likelihood term can lead to severe numerical
instability during optimization. We note that in the implementations of several prior works (Chung et al., 2023; Mardani
et al., 2024; Zhang et al., 2025a), the ℓ2 norm ∥y − A(x)∥2 is used in place of the squared error to improve stability.
Following this practice, we adopt the ℓ2 loss as the likelihood term for compressed sensing, HDR reconstruction, and
nonlinear deblurring tasks on MS-COCO.

For Stage 2, we use DPS (Chung et al., 2023) and Latent-DPS (Song et al., 2024) by default, both of which involve a
step-size hyperparameter denoted by ξ. For the anisotropic deblurring task in the DP-tradeoff experiments, we employ
PSLD (Rout et al., 2023), whose step size is also denoted by ξ for consistency. For the anisotropic deblurring task on
MS-COCO, we use Latent-DCDP (Li et al., 2024b), where the optimizer is AdamW with a learning rate of 0.1 and the
number of optimization iterations is set to 100.

D.3. Detailed hyperparameters settings

All hyperparameter tuning is performed on the first two test samples, following common practice in prior work. For all
baseline methods, we fix the sampling timesteps according to the recommended values in the original papers, and then
conduct a task-by-task grid search for the remaining hyperparameters, including the step size, the number of optimization
steps, and other method-specific parameters. For LMAP-RPS, we only tune the hyperparameters in the LMAP stage, while
the RPS stage directly adopts the optimal hyperparameters of the corresponding posterior sampling method. This tuning
protocol largely ensures that all baseline methods are evaluated under their recommended sampling settings and achieve
strong performance on each task.

The complete hyperparameter configurations for MAP-RPS and LMAP-RPS in the DP-tradeoff experiments on FFHQ are
reported in Table 3 and Table 4, respectively. The detailed hyperparameter settings for the inverse problem experiments on
MS-COCO are provided in Table 5 and Table 6. All FFHQ experiments are conducted on a single NVIDIA RTX 3090 GPU,
while all MS-COCO experiments are conducted on an NVIDIA RTX A800 GPU.

E. Additional results and comparisons
E.1. Results on more challenging tasks

Note that the MAP approximation to the MMSE estimator used in Stage 1 is theoretically accurate primarily when the
posterior distribution is approximately unimodal. In the presence of multimodal posteriors, the validity of the MAP stage is
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Figure 3. The performance of LMAP-RPS on 8× super-resolution, 4× compressed sensing and 128 × 128 box inpainting on FFHQ
(σy = 0.1).

no longer covered by Theorem 3.2 or Theorem C.2. To further evaluate the proposed method under challenging settings,
we consider inverse problems with substantially more severe degradations, which are expected to induce more complex
posterior structures.

The considered tasks include 8× super-resolution, 4× compressed sensing, and 128× 128 box inpainting on FFHQ with
σy = 0.1. The corresponding D-P curves obtained by the proposed LMAP-RPS are shown in Figure 3. Representative
visualizations are provided in Figure 14. Across all these tasks, LMAP-RPS achieves satisfactory distortion-perception
tradeoffs.

Moreover, we further evaluate on 128×128 box inpainting on ImageNet (Deng et al., 2009), where the posterior distribution
is expected to deviate more significantly from the unimodal assumption due to the increased complexity and diversity of
the dataset. The resulting D-P curve of LMAP-RPS is shown in Figure 4. Notably, LMAP-RPS still achieves a favorable
distortion-perception tradeoff even when the posterior may exhibit highly multimodal structures. Visualizations are provided
in Figure 5. We can observe that at t0 = 0, i.e., the optimal distortion point, the reconstructions appear more averaged and
may even collapse to background content. In contrast, at t0 = 800, the reconstructions are closer aligned with posterior
sampling and become substantially more realistic and detailed, albeit with larger deviations from the ground truth.

These experiments demonstrate that the proposed method can generalize to more challenging tasks beyond the strong
log-concavity regime, and can remain effective even under potentially multimodal posteriors. Qualitatively, although
the approximation error may become larger beyond the log-concave setting and is no longer theoretically bounded as in
Theorem 3.2, using MAP estimation as an approximation to MMSE may still be practically effective for a broader class of
posteriors due to its computational simplicity and compatibility with diffusion models. We acknowledge that the theoretical
mechanism underlying its effectiveness in more complex tasks, especially under highly multimodal posteriors, remains
underexplored. We leave further theoretical analysis and the design of improved approximations of the MMSE solution for
complex multimodal posteriors to future work.

E.2. Comparison with more pixel-space inverse algorithms

Here, we further compare MAP-RPS with existing pixel-space inverse algorithms, including DDNM (Wang et al., 2023),
DPS (Chung et al., 2023), RED-diff (Mardani et al., 2024), DMPS (Meng & Kabashima, 2025), DiffPIR (Zhu et al., 2023),
DAPS (Zhang et al., 2025a), and SITCOM (Alkhouri et al., 2025). We evaluate all methods on 50% random inpainting,
anisotropic deblurring, and 4× super-resolution using the FFHQ dataset. For all tasks, Gaussian observation noise with
σy = 0.05 (with respect to the data range [0, 1]) is applied. For MAP-RPS, we adopt DDNM for the renoised posterior
sampling stage and report performance for both t0 = 0 and t0 = 300. The results are presented in Table 7. MAP-RPS
consistently outperforms competing methods on both distortion and perceptual metrics.

Similar to LMAP-RPS, we also observe cases in inpainting where the distortion and perceptual metrics of MAP-RPS
improve or deteriorate simultaneously, as discussed in Section 4.2. We note that the underlying mechanism is similar: under

22



Stage-wise Distortion–Perception Traversal in Zero-shot Inverse Problems with Diffusion Models

11 12 13 14 15 16√
FID ↓

0.115

0.120

0.125

0.130

0.135

R
M

SE
↓

Inpainting 128 box on ImageNet (σy = 0.1)

LMAP-RPS

Figure 4. D-P curve of LMAP-RPS on 128× 128
box inpainting on ImageNet with σy = 0.1.

x y t0 = 0 t0 = 200 t0 = 400 t0 = 600 t0 = 800

In
pa

in
tin

g 
(1

28
×

12
8 

B
ox

)

LMAP-RPS

Figure 5. Visualizations of LMAP-RPS on 128× 128 box inpainting on ImageNet
with varying t0s.

Table 7. Quantitative comparison for pixel-space inverse algorithms on FFHQ. MAP-RPS (0) and MAP-RPS (300) denote our MAP-RPS
algorithm with t0 = 0 and t0 = 300, respectively. Bold indicates the best result, and underline indicates the second-best.

Inpainting SR 4× Deblur Aniso

Method PSNR↑ SSIM↑ LPIPS↓ FID↓ PSNR↑ SSIM↑ LPIPS↓ FID↓ PSNR↑ SSIM↑ LPIPS↓ FID↓

DDNM 33.56 0.9173 0.1511 58.07 29.76 0.8430 0.2191 80.47 28.80 0.8235 0.2431 88.53
DPS 33.10 0.9065 0.1380 39.77 27.11 0.7626 0.2337 69.80 24.49 0.6871 0.3065 90.64
RED-diff 28.50 0.7648 0.3161 103.10 27.72 0.7762 0.3261 98.31 26.90 0.6675 0.4427 123.97
DMPS 27.93 0.8338 0.2293 89.91 28.09 0.7989 0.2653 97.05 26.01 0.7452 0.3082 111.64
DiffPIR 30.73 0.8586 0.2363 97.45 27.56 0.7772 0.3041 114.19 25.47 0.7188 0.3473 120.30
DAPS 30.46 0.7788 0.2394 61.54 28.76 0.7833 0.2767 77.38 27.70 0.7649 0.2942 86.68
SITCOM 30.04 0.7677 0.2541 78.84 27.14 0.6590 0.3578 108.59 24.70 0.5433 0.5053 155.80

MAP-RPS (0) 34.84 0.9025 0.1626 47.68 31.56 0.8568 0.2387 68.57 29.06 0.8217 0.2888 93.86
MAP-RPS (300) 35.84 0.9429 0.1103 36.48 30.70 0.8652 0.1778 56.87 28.84 0.8259 0.2319 75.37

random inpainting with low additive noise, the posterior distribution becomes more concentrated, making distortion and
perceptual metrics more aligned and primarily determined by the accuracy of the inverse algorithm. Unlike the phenomenon
in Table 1, both the distortion and perceptual metrics of MAP-RPS at t0 = 300 are better than those at t0 = 0. This is
because we apply DDNM in the RPS stage, which introduces smaller estimation errors at small ts, benefiting from the
absence of additional decoder errors in pixel-space diffusion models.

E.3. Compatibility with different posterior samplers.

In our experiments, we primarily use DPS and Latent-DPS as the posterior sampling method in Stage 2. It is worth noting
that the theoretical analysis of Stage 2 does not rely on a specific posterior sampling algorithm, and thus our framework
can be combined with any reasonable posterior sampler. To further examine this compatibility, we evaluate MAP-RPS on
denoising with σy = 0.3, using DPS, ΠGDM, and DMPS as the posterior sampler, respectively. The results are shown in
Figure 6a. The D-P curves remain consistently reasonable across different samplers, while the final accuracy depends on the
quality of the underlying sampler.

One may note that recent studies suggest that the update rule of DPS and its variants may be closer to a so-called “local
MAP” update rather than exact posterior sampling (Xu et al., 2025), which can be formulated as

Xt−1 ∼ δ (X − argmax p(Xt−1 | Xt,y)) . (82)

We emphasize that such a local MAP update is generally not equivalent to the global MAP solution (Zhang et al., 2025c).
Moreover, despite this interpretation, DPS-type methods have been empirically shown to achieve competitive or even
superior FID compared with many mainstream inverse algorithms. This makes them suitable choices for Stage 2 of
MAP-RPS, where the goal is to gradually steer the solution toward a region with lower perceptual error.

We also acknowledge that more accurate posterior samplers may further improve the D-P traversal of MAP-RPS, especially
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Figure 6. Comparison with different posterior samplers and initialization methods.

asymptotically consistent posterior sampling methods (Xu & Chi, 2024). Since our Stage 2 is not restricted to a particular
sampler, integrating these methods into MAP-RPS and developing a more refined theoretical understanding are promising
directions for future work.

E.4. Alternative Stage 1 estimators.

The MAP solver proposed in Stage 1 provides an efficient way to obtain an accurate MAP estimate, as justified by
Theorem 3.3. In this section, we further examine whether other inverse algorithms, especially those that can be interpreted
as MAP or MMSE approximations, can also serve as the Stage 1 estimator.

Specifically, we compare our method with RED-diff (Mardani et al., 2024), RMP-RPS (Xue et al., 2025), and DMAP (Xu
et al., 2025). RED-diff can be viewed as MAP estimation since it uses a point-mass distribution δ(x− x0) as the variational
distribution. Thus minimizing the KL divergence reduces to searching for a high-probability point. RMP-RPS attempts to
propagate the MMSE solution at each timestep to approximate the posterior mean, which is accurate when the posterior is
a unimodal Gaussian. We note that both RMP-RPS and our proposed MAP approximation can be regarded as practical
approximations to the MMSE solution under appropriate assumptions. In addition, we include DMAP because it enforces
the so-called “local MAP” update, which is closely related in name to MAP estimation. However, we emphasize again that
local MAP does not generally converge to the global MAP solution. We refer to (Zhang et al., 2025c) for further discussion.

We evaluate these alternatives on denoising tasks with σy = 0.3, using each method as the candidate Stage 1 estimator. The
resulting D-P curves are shown in Figure 6b. Our proposed estimator achieves the best D-P tradeoff. Moreover, RED-diff,
RMP-RPS, and DMAP typically require 400-1000 NFEs, whereas our Stage 1 MAP solver only uses 60 NFEs for denoising,
demonstrating a clear computational advantage.

E.5. Differences from CCDF.

One may note that CCDF (Chung et al., 2022) also adopts a two-stage framework, where an initial reconstruction is followed
by a renoised posterior sampling stage. Despite this superficial similarity, MAP-RPS differs fundamentally from CCDF in
its objective, theoretical focus, and implementation.

First, the two methods are designed for different purposes. CCDF aims to accelerate inverse problem solving by skipping
a large number of diffusion timesteps. Accordingly, it is typically evaluated with a small number of sampling steps,
e.g., starting from t = 100. In contrast, MAP-RPS is designed to traverse the distortion-perception tradeoff. Its Stage 2
intentionally performs posterior sampling from progressively larger noise levels, so that the solution can be steered toward
lower perceptual error. This difference in objective is essential: CCDF seeks faster reconstruction, whereas MAP-RPS seeks
controllable D-P traversal.

Second, the theoretical analyses focus on different quantities. CCDF mainly analyzes the ℓ2 reconstruction error in the
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Figure 7. Comparison between CCDF and MAP-RPS under the same zero-shot setting on FFHQ.

posterior sampling stage, while our analysis focuses on the perceptual error, measured by W2, in the RPS stage. One may note
that CCDF also discusses different diffusion processes. These processes mainly correspond to different parameterizations of
the drift and diffusion terms. Since such parameterizations are equivalent up to appropriate weighting factors, our analysis
can be adapted to these diffusion processes as well.

Third, the implementations are different. CCDF relies on an additionally trained network to provide the initialization,
thereby reducing the NFEs required by diffusion sampling. In contrast, MAP-RPS uses the same diffusion prior to compute
the Stage 1 MAP estimate, without introducing any extra network. This is important for the setting considered in this
work, where only a pretrained diffusion model is assumed to be available. Moreover, training such an initialization network
typically requires task-specific paired data, which is not consistent with the zero-shot setting.

Finally, we provide an empirical comparison with CCDF under a unified setting, where only a single diffusion model is
available and pseudo-inverse initialization is applied for CCDF. The resulting D-P curves are shown in Figure 7. We observe
that CCDF generally benefits from more sampling steps in both distortion and perception metrics, whereas MAP-RPS yields
a clear tradeoff between RMSE and FID. This further confirms the fundamental difference between the two methods.

E.6. Comparison under the same NFEs.

One source of the efficiency advantage of LMAP-RPS is that it can operate with relatively few NFEs. Though we have used
the recommended NFEs for each baseline in the main experiments to ensure their best performance, we further compare all
methods under the same computational budget. Specifically, we evaluate on FFHQ inpainting and anisotropic deblurring
tasks, where LMAP-RPS with t0 = 0 uses 200 MAP optimization iterations for both tasks. We therefore reduce the NFEs
of all baselines to 200 for a fair comparison. The results are reported in Table 8. Under the same computational budget,
LMAP-RPS with t0 = 0 still achieves competitive performance, with a clear advantage especially in distortion metrics.
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Table 8. Comparison under the same computational budget on MS-COCO inpainting and anisotropic deblurring. All methods use 200
NFEs.

Method NFEs Inpainting Deblurring

PSNR↑ SSIM↑ LPIPS↓ FID↓ PSNR↑ SSIM↑ LPIPS↓ FID↓
Latent-DPS 200 21.89 0.5527 0.4512 202.64 17.40 0.3860 0.5310 316.23
Resample 200 24.20 0.6464 0.3722 162.58 24.63 0.6267 0.3978 98.46
PSLD 200 25.23 0.6595 0.4118 131.45 23.19 0.6123 0.4566 130.54
STSL 200 27.66 0.7772 0.3058 91.53 22.00 0.5325 0.4785 167.41
LDIR 200 27.94 0.7880 0.3116 78.44 26.00 0.7228 0.3769 107.70
Latent-DCDP 200 26.91 0.7650 0.3205 80.48 25.46 0.6927 0.3842 106.60
Latent-DMAP 200 27.18 0.7636 0.3276 101.18 24.71 0.6718 0.4246 136.67
Latent-DAPS 200 25.90 0.6941 0.3955 104.29 23.69 0.5851 0.4555 139.05
Latent-STICOM 200 26.99 0.7527 0.3743 126.07 23.59 0.6271 0.4661 184.46

LMAP-RPS (0) 200 28.14 0.7989 0.2769 61.35 26.42 0.7322 0.3504 90.80
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Figure 8. The performance of MAP-RPS and LMAP-RPS on the denoising task (σy = 0.3) on FFHQ with varying t1.

F. Ablation studies
F.1. Influence of t1 on the MAP estimation

In Theorem 3.3, we approximate the stochastic gradient of the prior term using a fixed diffusion time step t1. Note that
Theorem 3.3 relies on the following assumption:

pX0|Xt1
(x0|xt1) ∝ N

(
E [X0|Xt1 = xt1 ] , r

2
t1I

)
. (83)

This assumption is generally only an approximation for arbitrary data distributions, and becomes more accurate when either
t1 is sufficiently small, or when the local structure of X0 is dominated by a unimodal Gaussian component. Consequently,
one would prefer to choose a small t1 for gradient estimation. However, as pointed out in Zhang et al. (2024b), the learned
score function exhibits a singularity at t = 0, which makes network approximation increasingly inaccurate as t → 0.
Therefore, to balance the validity of (83) and the accuracy of the learned score, t1 should be chosen to be small but not
excessively close to zero.

This choice is reflected in all our experiments, where we set t1 = 50 for LMAP-RPS and t1 = 10 for MAP-RPS. We further
investigate the effect of varying t1 by reporting the RMSE and FID performance on the denoising task with σy = 0.3 on
FFHQ. The results are shown in Figure 8. As t1 approaches zero, the performance of both MAP-RPS and LMAP-RPS
degrades sharply, which can be attributed to the large approximation error caused by the singularity at t = 0. On the other
hand, when t1 becomes larger, the performance of MAP-RPS deteriorates significantly, particularly in terms of RMSE,
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Figure 9. The performance of MAP-RPS and LMAP-RPS on the inpainting task (σy = 0.1) on FFHQ with varying w.
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Figure 10. The performance of MAP-RPS and LMAP-RPS on the super-resolution task (σy = 0.1) on FFHQ with varying t0.

while LMAP-RPS exhibits a much milder degradation. This behavior aligns with our expectations: the VAE latent space is
typically well modeled as a mixture of Gaussians, and in many regions it is dominated by a single Gaussian mode. This
property closely matches the approximate validity of the assumption in Theorem 3.3, explaining why larger diffusion times
do not introduce substantial estimation error for LMAP-RPS.

F.2. Influence of the weight w

In the implementation of the MAP stage, we introduce a weighting parameter w in Eqs. (79) and (80) to bal-
ance the prior gradient and the likelihood gradient. Here we study how perturbations of w affect the per-
formance of the MAP stage. We conduct experiments on the inpainting task with σy = 0.1 on FFHQ.
For MAP-RPS, we vary w ∈ {0.3, 0.4, 0.5, 0.6, 0.7, 0.8, 0.9, 1.0}, while for LMAP-RPS we consider w ∈
{0.1, 0.15, 0.20, 0.25, 0.30, 0.35, 0.40, 0.45, 0.5, 0.6}. The results are shown in Figure 9.

For both MAP-RPS and LMAP-RPS, RMSE and FID exhibit a U-shaped trend as w varies, initially decreasing and then
increasing. A moderately chosen w provides a better balance between observation consistency and the diffusion prior,
leading to improved reconstruction quality. We note that the optimal FID and optimal RMSE are not achieved at the same
value of w: the value of w minimizing FID is consistently smaller than that minimizing RMSE. This can be attributed to
the fact that a smaller w places more emphasis on the data fidelity term ∥y −A(x)∥2, which may cause the algorithm to
slightly overfit the noise. Such overfitting can increase sample diversity, thereby reducing FID within a certain range.
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Figure 11. D-P curves of MAP-RPS and DPS with sample averaging.

F.3. Performance with a full range of t0

Here we present a more comprehensive analysis of how RMSE and FID vary with respect to t0 for both MAP-RPS and
LMAP-RPS. We consider t0 ∈ {0, 100, 200, 300, 400, 500, 600, 700, 800, 900, 1000} on the 4× super-resolution task on
FFHQ, and the results are shown in Figure 10. We observe that FID exhibits a desirable and consistent decreasing trend for
t0 ≤ 500, while this trend does not persist with larger t0. In particular, as t0 → T , FID no longer improves and even slightly
increases.

This behavior is also substantiated by our theoretical results in (54) and (69). Specifically, the derived upper bound on the
W2 distance consists of two terms. The first term exhibits a decay in (αt0)

1−Ls , which dominates the improvement in FID
when t0 ≤ 500. The second term represents the cumulative estimation error of the posterior score as∫ t0

0

g2(r) (αr)
1
2−Ls [Epr(·|y)∥sθ −∇ log pr(· | y)∥2]1/2dr. (84)

Though this term is bounded by ϵscore under our assumptions, it is monotonically increasing with respect to t0. In particular,
we note that commonly used posterior score estimation methods, such as DPS and PSLD, tend to be more accurate at smaller
diffusion timesteps t. As a result, when t0 → T , the accumulated posterior score estimation error becomes non-negligible
and may offset the improvement brought by the decaying αt0 term. Consequently, the overall performance, as measured by
FID, may saturate or slightly degrade for large t0.

Therefore, in practice, it is sufficient to set t0 to a moderate value, typically around 500, as also adopted in our inverse
problem experiments on MS-COCO. This choice not only achieves a favorable D-P tradeoff, but also improves efficiency
since it avoids computing the full posterior sampling chain.
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Figure 12. D-P curves of MAP-RPS and DPS with reduced discretization steps.

F.4. Combining with empirical strategies

Here we investigate the possibility of combining MAP-RPS with empirical strategies discussed in Appendix A, namely
sample averaging and reducing the number of discretization steps. We select the MAP-RPS with an appropriate t0 that
achieves the best FID as the base algorithm and apply the two strategies on top of it. For comparison, we apply the same
techniques to DPS, and use the D-P curves of MAP-RPS and VSDPS as baselines. The results of sample averaging are
shown in Figure 11, where we denote the resulting methods as MAP-RPS-A and DPS-A, respectively. The results obtained
by reducing the number of discretization steps are shown in Figure 12, and the corresponding methods are denoted as
MAP-RPS-s and DPS-s.

We observe that sample averaging leads to noticeable improvements for both methods, enabling a relatively favorable D-P
tradeoff. However, this improvement comes at the cost of a significantly increased computational burden. When the number
of samples ranges from M = 1 to 32, the runtime required to reconstruct a single image using MAP-RPS-A and DPS-A
is reported in Table 9. In particular, DPS-A requires nearly 30 minutes to process a single image when M = 32, which
is prohibitively expensive. Even MAP-RPS-A typically takes around 10 minutes under the same settings. In contrast, the
original MAP-RPS can achieve a competitive D-P tradeoff within a few seconds, highlighting its superior efficiency.

Reducing the number of discretization steps yields only limited benefits for both MAP-RPS and DPS. In most cases, this
strategy enables tradeoffs only within a narrow range, and when the number of steps becomes too small, the RMSE of both
methods actually increases. We note that approaches that achieve a D-P tradeoff by reducing discretization steps are mostly
based on conditional diffusion models (Delbracio & Milanfar, 2023; Ren et al., 2023; Yue et al., 2024; Luo et al., 2024;
Zhussip et al., 2024; Cohen et al., 2025), where the observation is injected as a condition. This observation injection allows
effective restoration with relatively few sampling steps. In contrast, for zero-shot inverse problems, where no observation is
injected into the neural network, an insufficient number of posterior sampling steps typically fails to ensure high-quality
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Figure 13. The performance of MAP-RPS and LMAP-RPS on the inpainting task (σy = 0.1) on FFHQ with varying N .

Table 9. Runtime scaling of MAP-RPS-A and DPS-A with respect to M (seconds per image).

Task Method M = 1 M = 2 M = 4 M = 8 M = 16 M = 32

Inpainting
MAP-RPS-A 20 35 70 140 280 560
DPS-A 58 118 236 472 944 1888

SR 4× MAP-RPS-A 32 59 118 236 472 944
DPS-A 60 122 244 488 976 1952

Deblur Aniso
MAP-RPS-A 14 21 42 84 168 336
DPS-A 59 122 244 488 976 1952

Denoising
MAP-RPS-A 8 15 30 60 120 240
DPS-A 59 120 240 480 960 1920

reconstructions.

F.5. Influence of the optimization iterations N

Figure 13 illustrates the effect of the number of optimization steps N in the MAP stage on both LMAP-RPS and MAP-RPS,
evaluated on the inpainting task on FFHQ with σy = 0.1. When N is small, the performance of both methods degrades due
to under-optimization. As N increases, the performance of MAP-RPS quickly stabilizes, indicating that it converges reliably
to a neighborhood of the MAP solution. In contrast, LMAP-RPS exhibits a different behavior when N becomes large, where
the RMSE gradually increases while the FID continues to decrease. We attribute this phenomenon to the approximation of
the likelihood term in (80), which introduces a bias such that the optimal solution does not exactly coincide with the true
MAP estimate. As a result, LMAP-RPS tends to slightly overfit the observation noise, leading to enhanced sample diversity
and consequently a further reduction in FID, as discussed in Appendix F.2.

F.6. Complete runtime comparison on MS-COCO

Table 10 reports the complete runtime comparison of eleven algorithms across six inverse problems on MS-COCO. LMAP-
RPS exhibits a significant efficiency advantage at t0 = 0, which mainly stems from the fact that the latent-space MAP
stage only requires 100–500 optimization steps. When t0 = 600, LMAP-RPS additionally performs 600 steps of posterior
sampling; however, the overall computational cost remains relatively low. As a result, its runtime is still faster than most
competing methods, and is only slightly slower than Latent-DCDP and Latent-DPS in certain cases.

30



Stage-wise Distortion–Perception Traversal in Zero-shot Inverse Problems with Diffusion Models

Table 10. Runtime comparison on MS-COCO dataset (seconds per image).

Method Inpainting SR 4× Deblur Aniso CS 2× HDR Nonlinear Deblur

Latent-DPS 242 250 239 240 241 245
ReSample 1102 1205 1155 1327 1104 1962
PSLD 262 273 265 265 – –
STSL 444 457 454 463 457 460
LDIR 294 303 297 295 293 305
Latent-DCDP 110 224 111 334 110 122
Latent-DMAP 283 294 287 284 284 287
Latent-DAPS 464 475 466 485 464 510
Latent-SITCOM 269 211 348 342 280 358

LMAP-RPS (0) 45 23 44 68 89 125
LMAP-RPS (600) 189 172 187 213 230 263

G. More visualization results
Here we present additional qualitative results. The D–P traversal results of MAP-RPS and LMAP-RPS on four inverse tasks
on FFHQ are shown in Figures 15, 16, 17, and 18, together with those of VSDPS, PSCGAN-A, and PSCGAN-z. In addition,
qualitative comparisons between LMAP-RPS and nine other inverse methods on MS-COCO are presented in Figures 19 and
20.
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Figure 14. Samples obtained by LMAP-RPS with varying t0 on 8× super-resolution, 4× compressed sensing and 128 × 128 box
inpainting on FFHQ (σy = 0.1).
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Figure 15. Visualizations of D-P traversal of MAP-RPS, LMAP-RPS, VSDPS, PSCGAN-A, and PSCGAN-z on the denoising task
(σy = 0.3) on FFHQ.
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Figure 16. Visualizations of D-P traversal of MAP-RPS, LMAP-RPS, VSDPS, PSCGAN-A, and PSCGAN-z on the inpainting task
(σy = 0.1) on FFHQ.
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Figure 17. Visualizations of D-P traversal of MAP-RPS, LMAP-RPS, VSDPS, PSCGAN-A, and PSCGAN-z on the anisotropic deblurring
task (σy = 0.0) on FFHQ.
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Figure 18. Visualizations of D-P traversal of MAP-RPS, LMAP-RPS, VSDPS, PSCGAN-A, and PSCGAN-z on the super-resolution task
(σy = 0.1) on FFHQ.
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Figure 19. Qualitative comparison of eleven inverse algorithms on inpainting, super-resolution, and anisotropic deblurring on MS-COCO.
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Figure 20. Qualitative comparison of eleven inverse algorithms on compressed sensing, high dynamic range reconstruction, and nonlinear
deblurring on MS-COCO.
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