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Abstract

On-device Al has gained significant attention for
enabling efficient, low-latency inference on edge
devices. However, tight resource constraints on
these platforms make the deployment of accurate
and lightweight deep learning models challenging.
In particular, advanced activation functions (AFs)
like Swish and GELU often incur high inference
overhead due to the lack of hardware fast-paths
for exponentiation and division, restricting edge-
ML applications to simple AFs like ReLU, limit-
ing model accuracy. To address this, we propose
FFCC, a compiler that automatically generates
efficient approximations of AFs through floating-
point reinterpretation. These functions do not
require hardware fast-paths, meaning they remain
fast on edge devices, but are accurate enough to be
used as post-training drop-ins. FFCC takes a spec-
ification of AFs using basic floating-point opera-
tors and applies derivation rules to lower these ex-
pressions into efficient instruction sequences. Our
experiments show that FFCC provides fast approx-
imations of AFs, achieving order-of-magnitude
speed-ups over accurate baselines on Arm M7,
Aarch64 and Intel platforms. Using ConvNeXt as
an example, we demonstrate how these activation-
level gains translate to end-to-end speed-ups, and
do not result in significant loss of model accuracy.

1. Introduction

On-device Al has emerged as a promising paradigm for
efficient, low-latency, low-costs and privacy-preserving in-
ference (Moon et al., [2024; Wang et al., [2025). By exe-
cuting models locally, on-device Al reduces network de-
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Figure 1. Fraction of per-layer flops dedicated to activations as a
function of input-dimension. Models that fit on embedded devices
(red region) also suffer from missing fast-paths in hardware. This
seems counter-intuitive as overhead quickly diminishes for large
models (green region).

pendence and avoids transmitting sensitive data to remote
servers. It has been widely adopted in Internet-of-Things
applications (Menshchikov et al., 2021} Li et al., [2018)), au-
tonomous driving (Liang et al.,[2022;|Gong et al.| |2023)), and
medical devices (Tuli et al.,|2020; Mock et al.,[2023). How-
ever, the stringent compute and memory constraints of edge
devices require models to be lightweight, with substantially
reduced parameter counts and FLOPs.

The academic community has explored a wide range of ac-
tivation function (AF) designs in order to solve problems
with learning instability around the zero point commonly
observed in ReLU. For example, GELU (Hendrycks & Gim-
pel,2023)) and SiLU (Elfwing et al., 2018)) have been widely
adopted in Transformer-based architectures (Radford et al.
2023} Dosovitskiy, 2020; [Liu et al.| 2021} Zhao et al.} [2023)),
while in convolutional neural networks, functions such as
Swish (Ramachandran et al.l [2017)) and SMU (Biswas et al.,
2021) have shown notable improvements in accuracy, es-
pecially for lightweight models (Seo et al., 2024). These
advanced activation functions are efficient for training and
inference on modern accelerators (e.g., GPUs).

However, when deployed to resource-constrained devices,
such AFs often introduce non-negligible inference overhead
due to the lack of dedicated hardware fast-paths, for e.g.
exponentiation. As illustrated in the relative com-
putational cost of activation functions becomes increasingly
significant as the total model size decreases. In particular,
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Table 1. Commonly used activation functions and their characteristics

Name ‘ Expression Typical Usage Expensive Operations
ReLU ReLU(z) = max(0, x) CNNs -

ReLU6 ReLU6(z) = min(6, max(0, z)) CNNs -
SiLU/Swish | SiLU(z) = 7= EfficientNet, YOLO div, exp
GELU GELU(z) = 0.5z - (1 + erf(227%%))  Transformers div, erf (tanh, exp)
Softmax Softmax(z;) = =*_=; Transformers exp

Softplus Softplus(z) = logzl +e%) VAE models log, exp

SiL.U incurs much higher latency compared to ReLU, with
the gap widening in ultra-lightweight networks, where the
activation overhead can reach or exceed 50% for small sizes
(input dimensions of 64 and smaller). Such overhead makes
application of advanced AFs impractical for on-device mod-
els, leading to a dilemma between accuracy and efficiency.

Both hardware (Reggiani et al. 2025} |Nilsson et al.| [2014;
Meher, |2010) and software (Schraudolphl |1999; Perini &
Reitz, |2018; Moroz et al., 2022} Wulfert et al., 2024) ap-
proximations have been proposed for reducing the activation
overhead without sacrificing accuracy. However, these ap-
proaches either require specialized hardware support or a
manually designed effort tailored to specific AFs. For exam-
ple, Flex-SFU (Reggiani et al.,|2025)) leads to an increase of
5.9% in chip area for hardware support. This lack of gener-
ality limits their applicability, thus hindering the exploration
of novel AF designs for on-device models, and requires
entirely new hardware, which comes with additional costs.

To address this challenge, we propose FFCC (Fast Floating-
point Compiler), a hardware-aware compiler that automat-
ically generates efficient approximations for a wide range
of activation functions, without requiring special hardware.
FFCC introduces a domain-specific language (DSL) that al-
lows users to express activation functions using a set of basic
operators. It then applies symbolic derivation rules to lower
the computation graph into efficient instruction sequences,
leveraging floating-point bit reinterpretation for efficient yet
accurate approximation. To further minimize approximation
error, FFCC optimizes constants used in the approximation
through a search-based tuning process. By performing ap-
proximation generation and optimization, FFCC eliminates
the need for manual designs or specialized hardware.

We evaluate the performance of FFCC on three different
activation functions, performing accuracy tests which show
that our activation functions are an order of magnitude more
accurate than existing software approximations like h-swish.
We further explore the speedup that our activation functions
achieve, showing 13 — 26 x improvement in speed over ex-
act alternatives on embedded and mobile hardware. Finally,
we look at ConvNeXt as a case study, evaluating end-to-

end accuracy to show that FFCC’s GELU approximation
is accurate enough to be used as a drop-in post-training re-
placement and provides a measurable performance increase.

We make the following contributions: (1) A tool for auto-
matically applying cast-based optimizations to generate fast-
but-accurate approximations, which we use to (2) provide
fast approximations for the commonly used swish/SiLU,
Tanh, and GeLU activation functions. Further, we show
that (3) These functions are accurate enough to be used as a
post-training drop-in replacement.

2. Background and Motivation

There have been extensive improvements made to machine
learning activation functions over the last 10 years. However,
not all models can make use of these advances due to the
prohibitively expensive computations required to calculate
some of these functions. Activation functions play a crucial
role in deep learning models by introducing non-linearity
into the network, enabling it to learn complex patterns and
representations from data, and have been exhaustively stud-
ied. [Table 1] summarizes the mathematical definitions of the
most widely used activation functions.

In 2015, ReLU was by far the most widely-used activation
function (Andri et al.l|2025)) because it is computationally ef-
ficient — but research has moved on because it suffers from
problems like dying neurons. |Seo et al.|(2024) demonstrates
that replacing ReLU with smoother alternatives generally
results in increased model accuracy. Large parts of machine
learning have since switched away from ReLU, with GeLU
and SiLU being the most popular activation functions for
transformer-based architectures today (Andri et al., [2025)
and softmax features in attention mechanisms.

However, modern activation functions involve computing
results of expensive functions such as exponentiation, log-
arithm and even the error function. These operations lack
native hardware support on edge devices, leading to non-
negligible inference overhead when used. Only in these
extremely compute-constrained environments have we seen
ReLU persist as an activation function, as the better alterna-



Faster Activation Functions at the Edge for Post-Training Speedups

tives do not perform well enough.

Various works have been done to find suitable replacements
that perform well on-edge hardware. The most well-known
approach is Hardswish (or h-swish) (Howard et al., [2019)
as part of MobileNet v3, which uses ReLU 6(x)/3 — 0.5
to very roughly approximate o (x). In this paper, we will
present an alternative to h-swish that makes use of the bit-
level representations of floating-point numbers to achieve a
more accurate approximation that is as fast as h-swish.

3. Approximations Based On
Bit-Representations

At the heart of FFCC are two approximations that provide
piecewise-linear approximations of log, x and 2% with just
one multiply-accumulate and one bit-casting operation. To
understand how we derive these approximations, we will
introduce the IEEE floating-point format, formalize what
it means to perform a bit-cast from such a floating-point
format to an integer, how these operations can be used to
generate approximations, and finally, how such approxima-
tions can be tuned to minimize error.

3.1. Floating Point Representation

Floating-point numbers are typically represented using the
IEEE 754 standard, which encodes a number using three
components, including a sign bit (s), an exponent (k), and a
mantissa (m). These three (integer) values are combined to
produce a floating-point number according to this formula:

fp(s, k,m) = —1°2=B(1 + m/L) 1))

Here B is the exponent bias and L is the scaling factor for
the mantissa, which are both dependent on the bit-width of
the floating-point type.

For any floating-point number z, the three values (s, k, m)
can be calculated with the help of a helper value e (signify-
ing the raw value of the exponent) as follows:

e(z) = [log, 7]

1 forz <O
s(z) = .
0 otherwise

2
k(z) =e(z)+ B

x — 2¢(®)
m(x) = o)
To shed some light on the value of m, it can be thought
of as a way to interpolate between different exponents.
When m = 0 the value of the float is a whole power-of-
two (—1°25=B) as m approaches L, the result approaches

-B
1) 277 (1 + m/L)
lo[1]o[o]o[o[1]000[1]1]0]0]0[0[0]0]0[0[0]0[0[0]0[0[0]0[0]0]0]0]

0 132-B
1) - 2 -(1+0.375) = 44

Figure 2. Encoding of the number 44 as an IEEE 32-bit floating-
point number, separated into sign, exponent, and mantissa parts.

the next power-of-two: —152¢*1=5B and m = 0.5L sits
half-way in between these two values.

3.2. Casting to Integers

The 32-bit single-precision format (float32) allocates 1 bit
for the sign, 8 bits for the exponent (with B equals to 127),
and 23 bits for the mantissa (with L equals to 223). These
fields are encoded in memory in the order (s, k, m), result-
ing in the highest bit as the sign-bit, followed by 8 bits of
biased exponent, and 23 bits of mantissa (See [Figure 2).
The final bit-pattern for any 32-bit float = can therefore be
described as the following integer consisting of the three
parts (s, k,m):

intse(7p) = s(2)2%" + k()22 + m(z)
x — 2¢(@)
x — 2¢@)
Ce(@)

= 5(x)2% + (|logy 2| + B)L +

= s(z)2% + (|logy 2] + B + )L

3

Notably, for positive values (when s = 0), the integer-
representation of a floating-point number is simply
(llog, 2| + B + 252°) L. Dividing by constant L and sub-

26
tracting B, we are left with |log, = | + "”;36 .

We can see that the first part is an integer approximation of
log, z, while the second part interpolates between values
(as m goes 0..L, m/L goes 0..1). We can hence formu-
late that the integer representation of a floating-point value
approximates its log,.

int(x) ~ (logy z + B)L

int(x) 4

logy =z ~ - B

We can now understand the positive-value restriction, as
log, is defined for positive values only. Hence, this approxi-
mation is only sensible for positive floating-point values.

We will call this operation of changing the interpretation of
the underlying bits bit-casting.
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3.3. Casting to Float

From here, we can quickly convince ourselves that the
floating-point representation of an integer value approxi-
mates exponentiation with base 2. One way is to consider
that bit-casting from float to int and back to float will not
change the underlying value of the bits. Since the first op-
eration — re-interpreting a float as an integer — provides an
approximation of log,, the bit-cast back must be the inverse
of this operation. We can come to a similar conclusion when

rewriting

Casting to float provides the following approximation:

Where x;,,; reminds us that x is an integer value.

3.4. Derivatives

Seeing as we are attempting to use these approximations in
the framework of machine learning, having a more formal
specification of these operators and their derivatives might
prove useful. For this, we focus on the “happy path” of
positive, normal floating-point numbers, as this keeps the
formulae much neater. Extending this to the full range of
floating-point numbers is outside the scope of this work.

To find the derivatives, we rewrite [Equation 3|into a union
of affine functions of the form c;x + c3. Each segment

corresponds to one exponent value, hence this union is over
the set of E of possible exponents (in the 32-bit case E =
{-B,...,28 - B -1}

tp() = |J {zk—B (% . 1) |z € [Lk, L(k + 1))}

keE
int(z) = kEJE{L (2% +k+B- 1) |z € [2k,2k+1)}

(6)

The derivatives of these piecewise-affine functions are then
these piecewise-constant functions:

k—B
v = U {5 loelzh o+ 1)

int'(z) = | J {; |z € [2k72k+1)}

keE

)

For the 32-bit case, L = 223 and B = 127, and hence
the derivatives are further simplified to 2150 and 223—F
respectively. Plugging these definitions into PyTorch then
allows us to leverage Torch’s autograd for various tasks.

Large
Mean-Squared
Error

Constant
Difference

Small —— Original Function
Mean-Squared
Error L

Figure 3. Subtracting a small € ~ 0.045 from x increases approxi-
mation accuracy.

Approximation
Tuned
Approximation

3.5. Accuracy

While the approximations of [Equation 4|and [Equation 5|are
correct, they consistently under-/ and over-approximate (for
the log, and 27 case, respectively). We can reduce the error
significantly by offsetting the curve by a small amount, sim-
ply by changing the bias value B slightly. In the exponenti-
ation approximation, subtracting 0.045 from B, the error is

roughly halved (see[Figure 3). A better approximation could
hence be formulated as 2% = fp(L(B — 0.045 + Zjnt))-

The process of picking the “best” constant is referred to as
constant tuning, and usually aims to minimize maximum
relative error. Notably, (Kadlec) |2010) found that tuning
this constant in isolation does not necessarily yield the low-
est error when the approximation is used as part of a larger
expression. Kadlec found that a holistic optimization of all
constants in the final program is able to reduce maximum
relative error by 2.7 over the approach of just looking at
the bitcast. His final constants are found by exhaustively
searching all values around previously found candidates.

4. Implementation

We present FFCC, a compiler to compile exact activation
functions into approximations, leveraging approximations
introduced in FFCC is written in Python and
has a Static-Single-Assignment (SSA) based intermediate
representation (IR) with a simple greedy rewriting engine,
similar to other DSLs (Fehr et al., 2025; [Bisbas et al., [2024;
Van Delm et al., 2026)).

FFCC’s pipeline is split into stages as outlined in[Figure 4]
where the code is first normalized, then approximations
are applied, then magic constants are tuned for accuracy,
and finally the code is converted into the needed target
representation (PyTorch, Numpy, LLVM).

In addition to publishing FFCC as an open-source tool at
github.com/AntonLydike/ffcc, we provide a de-
tailed breakdown of each step in the following sections.
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nn.Module

During Training:

self.act = nn.SiLUQ)

FFCC Pipeline:

Input Expression Normalize Optimize
1/(1 + exp(-x)) 1/(1+2/(-1.44x)) 1/(1+fp(L(B-&-1.44x))
Output Function .
. Tune Normalize (2)
FastSiLU(nn.Module) ~—— 1/(1+£p(a’-bx) ~— 1/(1+fp(a-bx)

nn.Module

At Inference: éé]l.f.act = FastSiLU()

Figure 4. FFCC facilitates generation of fast approximations of
activation functions for use at inference time on embedded devices
through a simple pipeline consisting of small individual pattern
rewrites and a constant-tuning phase.

4.1. Normalization and Constant Folding

The provided expression might not immediately make a
good candidate for approximation. We therefore rewrite the
expression into a more suitable form to expose the most
“surface area” for potential approximations. FFCC applies
a number of reduction rules to bring the expression into a
canonical form. Both simple rewrites, suchas A + — xto
A - x,as well as more complex operations, such as can-
celling factors in divisions, are applied to the intermediate
representation.

These rules are much more aggressive than the rules of
traditional compilers. As we do not maintain perfect ac-
curacy, we can perform aggressive rewrites that influence
final program accuracy. The most important normalizations
ensure that logarithms and exponentiations are in base-2
form, which we achieve with the following identities:

logy () = 2228)

~ logy(b) ®
- 210g2(b)a:

We also perform constant-folding as part of our simplifi-
log, ()

Toga (<)
can calculate ¢ = 1/log,(e) = 0.693. .. and simplify the

expression to clog, ().

cation. For example, after rewriting In(x) +— we

The result of the normalization pass is a heavily simpli-
fied intermediate representation that makes approximation
opportunities clear.

Table 2. Rewrite rules based on[Equation 5{and [Equation 4

Match Replace With Condition

24 fp(L(B — e+ A))
log,(A) % — B+«

A input-dependent
A input-dependent

x/(1 +fp(L(B — €1) — logz (€)e2Lx)

096 097 098 099 1.00 1.01 1.02 1.03 1.04
£,€1+0.04

Figure 5. Adjusting the two constants present in this approximation
of SiL U and plotting the resulting mean-squared-error provides a
smooth surface for gradient-descent-based optimizations.

4.2. Applying Approximations

At this stage, the intermediate representation (IR) contains
base-2 logarithms and exponentiations. The compiler now
replaces instances of these with our approximations based

on simple peephole-rewrites (see [Table 2). Before applying
approximations, we ensure that the inner term A is input-

dependent. For increased accuracy (See [subsection 3.3),
small constant offsets (¢) are present in the inserted code.
These values are marked as “tunable” in the IR.

After the approximations are inserted, another round of nor-
malization and constant folding follows. The constants in-
troduced during the approximation step can often be merged
with surrounding values. This constant-folding process
keeps track of “tunable” attributes on constants and pre-
serves them throughout. These annotations are then used in
the next step to fine-tune constants for maximum accuracy.

4.3. Constant Optimization

The approximations we generate contain annotations mark-
ing the location of tunable constants. To optimize these pa-
rameters, we use an approach specifically aimed at machine-
learning applications that minimizes the mean-squared er-
ror of an approximation around zero. We use PyTorch to
perform gradient descent on the parameters to find an op-
timal solution to this problem, relying on the derivatives
from [subsection 3.4]to guide the gradient descent through
the optimization space. The loss landscape of a SiLU-
approximation containing two tunable parameters is shown

in This process is quick to perform, as the start
values for these constants are close to optimal.
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4.4. Lowering

The final step is to convert the FFCC IR to externally usable
code. For this, we provide multiple output formats. FFCC
can generate either PyTorch Modules (Ansel et al.,|2024) or
Numpy expressions of the approximated function. FFCC
also provides an additional direct-to-LLLVM conversion that
generates LLVM-IR (Lattner & Adve, 2004).

5. Evaluation

We demonstrate that our approximations enable edge-
deployment of more complex activations by achieving order-
of-magnitude speedups over exact implementations, which
translate into end-to-end gains for real-world architectures
without sacrificing significant model accuracy.

Activation Micro-Benchmarks: We establish the relative
performance of ReLLU to more advanced SiLLU, GELU, and
tanh activation functions on three architectures, demonstrat-
ing significant speedups over SOTA implementations.

End-to-End Analysis: We provide an in-depth performance
breakdown of the ConvNeXt architecture, showing per-stage
speedups gained by replacing its GELU with our functions.

Model Accuracy Assessment: We characterise the accu-
racy of our approximations and show that they preserve
model accuracy in most cases, with a discussion of the limi-
tations and possible mitigations.

5.1. Our Approximations

Our experiments use three different activations, SiLU,
GELU and tanh, to showcase the ability of FFCC to gener-
alise past a single activation. FFCC automatically generated
PyTorch modules for these functions, as shown in
For the GELU implementation we use the approximation
GELU(x) = zo(1.702x), introduced in the original pa-
per (Hendrycks & Gimpel, [2023).

5.2. Edge Performance Microbenchmarks

We demonstrate that our approximations represent a signifi-
cant shift in the performance of activation functions at the
edge, cutting overhead of activations such as SiLU, GELU
or tanh to just 15 — 16% of their original cost on low-power
edge devices, and by up to 26 x on higher-power mobile
chips. Our benchmarks compare activations on three dif-
ferent platforms: an Arm Cortex-M7 based STM Nucleo
dev-board (STM32F722ZE MCU), a Snapdragon 8 Elite
Gen 4, and a laptop-class Intel i7-1260p. All experiments
were compiled with clang using ~-03 —-ffast-math and
appropriate march flags.

Our cycle-accurate measurements on the Arm M7 platform
demonstrate that our approximations are able to cut the

Listing 1 PyTorch modules generated with FFCC.
int32, float32

from torch import nn,

class FastSiLU (nn.Module) :
def forward(self, x):
v0 = (x * —12104087.0 + 1064873152.0)
vl = vO0.type (int32) .view (float32)
return x / (1 + vl)

class FastGELU (nn.Module) :
def forward(self, x):
v0 = (x = —21513938.0 + 1064888768.0)
vl = vO.type (int32) .view (float32)
return x / (1 + vl)

class FastTanh (nn.Module) :
def forward(self, x):
v0 = (x + 24192124.0 + 1064872640.0)
vl = vO0.type (int32) .view (float32)

Arm M7 aarch64 i7-1260P
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Figure 6. Micro-Benchmarks confirm large speedups of our ap-
proximations (green) over exact baselines (orange) on various
architectures, moving performance closer to embedded activations
such as ReLU. Additionally, we significantly outperform another
SOTA implementation of SiLU taken from llama.cpp (blue).

overhead associated with exact implementations from about
130 cycles down to less than 24, a reduction to just 15—16%
of the original cycle counts. On the Snapdragon and Intel
chips, our speedups in wall time are even larger (15 — 22x),
where we even outperform a hand-tuned inline-assembly
implementation of SiLU that is shipped in ggml (llama.cpp)
by 23%. Our large speedups on Intel are partly due to the
nature of the shared integer/floating-point register file of

AVX2, making bit-casting operations a no-op (Figure 6).

5.3. End-to-End ConvNeXt Experiments

In order to demonstrate that these activation-level speedups
translate to the model-level, we perform an in-depth eval-
uation of the ConvNeXt (Liu et al., 2022)) model families.
The ConvNeXt architecture is centered around blocks of
depth-wise and point-wise convolutions. These blocks are
organised into four stages, with spatial resolution decreasing
and channel count increasing between stages. Each block
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aarch64

i7-1260P

i9-14900KS

femto tiny
B RelU s Fast GELU

Figure 7. When replacing the exact GELU in ConvNeXt with
our approximation, we see speedups across architectures (orange)
in most stages of the ConvNeXt architecture. Replacing GELU
with ReLLU (blue) shows that our approximations almost reach
perofrmance parity with the fastes edge activation.

consists of a depth-wise convolution, normalisation, point-
wise convolution (expansion), GELU activation, another
point-wise convolution (squeezing) and residuals. This is
representative of typical SOTA model architectures, where
activations are a relatively small fraction of total FLOPs.

We perform an in-depth analysis of the per-stage activation
overhead of smaller ConvNeXt models (the Femto and Tiny
classes) on aarch64 (Snapdragon 8 Elite Gen 4) and two
intel-based CPUs. In our experiment we replace the exact
GELU of ConvNeXt with our approximation to gauge the
speedups unlocked by our activation. We also evaluate with
ReLU to obtain data for peak achievable speedup.

For the Femto model, we demonstrate speedups of around
1.2x to 1.37x concentrated around stages 1-3 with no
changes to the last stage. The larger “Tiny”” model reduces
overall speedups as expected, as a larger percentage of flops
is spent on the convolutions. Here we only gain significant
speedups in Stage 1, where we observe around 1.19x to

1.37x speedups

When comparing the speedups gained by ReLU to what is
already achieved by our approximations, we can see that
we capture most of the available headroom available by
switching activation functions (Figure 7). While switching
to ReLU would result in additional speedups, it comes with
significant drawbacks, such as requiring complete model-
retraining, which our activations avoid.

5.4. Approximation Error

We show that the approximations we generate are gener-
ally able to replicate the broader structure of the activation
functions to a much higher degree than previous work (e.g.,
Hardswish). Our generated approximations demonstrate a
high degree of accuracy compared to using functions like
Hardswish to approximate SiL.U.

shows the accuracy of our approximations (orange
dots) overlaid on the original functions (in gray). We have

also plotted hardswish (which can be seen as an approxima-
tion of SiLU) and ReL.U for comparison. shows
a log-plot of the actual function errors, where we can see
that FFCC’s generated approximations are nearly always
within 0.01 of the true function, compared to approxima-
tions like h-swish, which are frequently between 0.01 and
0.1 in absolute error.

To fine-tune the constants, we used PyTorch to perform
gradient descent as outlined in [subsection 4.3] using Adam
optimizer with an initial learning rate of 1e6, with StepLR
v = 0.1 and a step size of 400, training for 1000 epochs.
Using MSE Loss over 1e6 samples between —6 and 6 as
our criterion. We achieved final loss of 5.67e—6 for SiLU,
6.1e—6 for GeLu and 8.82e—6 for tanh.

5.5. Post-Training Approximation

We now show that FFCC-generated approximations can be
used as post-training replacements with minimal losses to
model accuracy in most cases. We focus on SiLU as a case
study here. For each benchmark, we train one model with
Hardswish and one with exact SiLU. We then construct a
third model by replacing SiLU with FastSiLU while reusing
the same trained weights. Thus, SiLU and FastSiLU differ
only in the deployed activation implementation.

All models are trained and evaluated on an NVIDIA A30
GPU following (DeVries & Taylor,[2017): an initial learning
rate of 0.1, divided by 5 at epochs 60, 120, and 160, for
200 epochs, with batch size 128, weight decay 5e—4, and
Nesterov momentum 0.9.

We evaluate MobileNetV2 (Sandler et all, 2019), Shuf-

fleNetV2 2018), DenseNet-121
[2018), ResNet-18 2015), and SqueezeNet
2016)), together with the image classification,
keyword spotting, and anomaly detection networks from
MLPerf Tiny v1.1 (Banbury et all,[2021). We do not train di-
rectly with FastSiLU; instead, we keep the training pipeline
unchanged and treat the approximation as an implementa-
tion detail of the deployment runtime.

reports the results. In 7 out of 8 models, Fast-
SiLU preserves accuracy with no observable drop compared
with exact SiLU. The only failure case is the MLPerf Tiny
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(a) Plotting our approximations (orange) against exact baselines
(gray) shows that they accurately reproduce the original functions.

(b) Absolute error plots showing errors not exceeding 0.019 over the
entire domain, almost an order-of-magnitude less than Hardswish.

Figure 8. Accuracy and Error plots for our activations after constant tuning reveal very close matches to the reference implementations.

Table 3. Comparison of activation functions across different bench-

Anomaly Detection model, an auto-encoder whose activa- TOSS >
marks. Best results for each benchmark are highlighted in bold.

tions span a much wider numerical range. In this case,
the approximation becomes numerically unstable, similar

. o . . Model SiLU  Fast-SiLU  H-Swish

to post-training quantization failures when activations fall
outside the well-approximated range. DenseNet-121 74.0 74.0 72.1

o . . MobileNet-V2 69.1 69.5 67.6
Th1.s limitation can howeve'r be. mlt{gatf:d with ra.nge—sa’fe ResNet-18 75.4 75.4 740
variants. For exp-based activations in single precision, in- ShuffleNet-V2 70.8 71.1 703
st.ablhty oceurs outs.lde the numerically safe range of the SqueezeNet 69.7 69.8 69.6
bit-cast approximation, roughly below -74 and above 74.
FFCC could emit guards based on the asymptotic behav- Image Class. 83.84 83.86 78.24
ior of the target activation. For example, for SiLU, which Kw Spotting 83.36 83.42 82.95
approaches 0 as x — —oo and = as © — +o00, FFCC Anomaly Detect. ~ 91.94 nan 90.51

could generate if (x < -74) return 0; if (x
> 74) return x; return act (x);.Such guards
would add a small overhead while preventing overflow or
underflow. We leave systematic range-safe code generation

Table 4. ImageNet accuracy of ConvNeXt models before and after
replacing exact GELU with the FFCC-generated approximation.

and activation-distribution-aware replacement policies to Model Metric GELU FastGELU
future work. ConvNeXt-Tiny Top-1 82.1 82.0
Finally, Hardswish performs worse than SiLU and FastSiLU ConvNeXt-Tiny Top-5 95.9 95.9
across most benchmarks. While useful when models are ConvNeXt-Femto  Top-1 77.4 772
trained with it, Hardswish is less suitable as a general post- ConvNeXt-Femto  Top-5 93.6 93.5

training replacement for SiLU. In contrast, FastSiLU closely
preserves the original activation and can be applied after
training with minimal impact on accuracy.

5.6. ConvNeXt Accuracy Deep-Dive

Our accuracy results for ConvNeXt (Liu et al.|[2022) below
confirm that we maintain model accuracy on modern model
architectures too. In our experiment we take a pre-trained
ConvNeXt model and show that replacing GELU with our
generated approximation yields minor impacts on model ac-
curacy overall. ConvNeXt-Tiny sees a Top-1 accuracy drop
of 0.1 percentage points (pp) while Top-5 accuracy remains
unchanged. ConvNeXt-Femto sees a drop in accuracy of

0.2pp (Top-1), and 0.1pp (Top-5) (Table 4). Our ConvNeXt
results demonstrate that we can apply our approximations
to real-world models, where we trade a minimal loss in
accuracy (< 0.2pp) for a significant gain in speedup.

We also evaluate how constant tuning affects end-to-end
accuracy. Our compiler tunes constants holistically for the
entire expression, rather than just the exponentiation is iso-
lation. As |Kadlec|shows, foregoing holistic tuning has a
profound impact on accuracy. We measured ConvNeXt Top-
1 accuracy with two versions of our activations, one tuned
holistically, and one where the exponentiation is tuned in
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isolation. Performing the holistic tuning gained between
0.1 (Tiny) and 0.3 percentage points (Femto) of accuracy.
Since this tuning is performed once during the deployment
process, it introduces no model runtime overhead and can
essentially be considered “free accuracy”.

6. Related Work

6.1. Bitcasting for Approximation

Using the bit-casting numbers to seed approximations
has been common knowledge, especially in graphics-
programming circles, and was most famously used in Quake
IIT’s fast-inverse-square-root implementation (id Software,
1999). This approach of approximating the square root has
been extensively studied in the literature since then (Lomont}
2003; Kadlec, [2010; Muller, [2020; Walczyk et al.| 2021}
Kusaka & Tanakal, [2022; [Moroz et al., [2022).

Within machine learning, (Gustafsson & Hellman, 2021
explores a manual method to approximate arithmetic opera-
tions such as addition, multiplication, division, and taking
the square root, skipping over primitives useful for machine
learning. They do show this method working for other data
types such as bfloat16, tf32, and DLfloat. (Schraudolph,
1999) presents a manual approach based on a C macro for
performing exponentiation on doubles and floats that em-
ploys bit-casting techniques. There is work applying this
technique to exponential linear units (ELUs) (Qiumei et al.,
2019), but these approaches have not been generalized.

There is ongoing work in providing custom hardware for
accelerating activation functions on the edge (Reggiani et al.
2025k INilsson et al., 2014; Meher, [2010; [Wuraola et al.|
2021]), trading of chip area for speed. However, this requires
the production of custom chips, significantly impacting the
cost of deployment. Directions here are split, with some
work, such as (Reggiani et al.| 2025)), working with existing
activations to allow the re-use of training infrastructure, and
other work (Wuraola et al.,|2021) providing a whole new
family of activations which requires the development of new
training infrastructure as well.

6.2. Compilers for Inference Acceleration.

There has been a surge in machine learning compilers and
frameworks to accelerate neural network inference and train-
ing. Systems such as TVM (Chen et al.,2018)) and its suc-
cessors (Zheng et al.|[2020; |[Feng et al., 2022; Bi et al.,[2023)
enable inference acceleration through automated schedule
search and backend-specific code generation. In parallel, Py-
Torch 2.0 (Ansel et al.}[2024)) introduces compi 1e, which
leverages TorchInductor to lower high-level models into
optimized kernels for efficient inference execution. Tri-
ton (Tillet et al., 2019) further exposes a compiler-based
programming model for custom GPU kernels, enabling fine-

grained performance tuning at the operator level. Mean-
while, MLIR (Lattner et al.| 2021)) provides a multi-level in-
termediate representation that underpins many modern infer-
ence compilers, facilitating operator fusion and cross-layer
optimization across abstraction boundaries. Complemen-
tary to these efforts, a line of fusion-based works (Zheng
et al} 2022; Wu et al.| [2025) focus on combining opera-
tors to reduce memory traffic and kernel launch overhead.
These methods are orthogonal to the approach presented
here because they focus on optimizing compute and memory
patterns while preserving the operational semantics.

7. Conclusion

This paper introduces FFCC, a tool for generating accurate,
fast and hardware-aware approximations for activation func-
tions. The FFCC compiler uses bit-casting to efficiently
and accurately approximate common machine-learning op-
erations like log and exp, without the need for hardware-
implemented fast-paths.

We evaluate the generated activation functions for accu-
racy, showing that they are within 0.019 of the com-
pletely accurate versions, which enables them to be used
as drop-in replacements without incurring significant losses
in model accuracy in most cases (between 0 to 0.2 per-
centage points). Micro-Benchmarks demonstrate order-of-
magnitude speedups across architectures for our activations
compared to exact implementations and even beat hand-
tuned kernels from llama.cpp by 23 x. Finally, we demon-
strate that the results of these micro-benchmarks translate
to real-world speedups on the ConvNeXt family of models.

FFCC thus enables the edge-deployment of activation func-
tions that were previously deemed to exceed the compute-
budgets of most edge devices, without requiring fundamen-
tal changes to model architectures or edge-hardware.

Impact Statement

This work represents an improvement to the kinds of
machine-learning models that can be run on edge devices.
This can enable more people to access models at lower
costs, but since the methods presented in this paper are fun-
damentally model-agnostic, questions around responsible
use remain with downstream adopters of these methods.
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