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Abstract

Federated Learning (FL) often suffers from de-
graded generalization under statistical hetero-
geneity, where client updates systematically de-
viate from the global objective. While recent
Sharpness-Aware Minimization (SAM) methods
promote locally flat solutions, they implicitly as-
sume that local flatness transfers to the global
model, which generally does not hold under het-
erogeneous data distributions. This mismatch
gives rise to a flatness discrepancy induced by
misaligned loss landscapes. To address this is-
sue, we propose FedScar, a federated optimization
framework that explicitly corrects heterogeneity-
induced geometric inconsistency. FedScar main-
tains a history-accumulated geometric bias to cap-
ture persistent curvature skew across clients, and
employs a variance-aware injection mechanism
to steer local updates toward regions that are flat
with respect to the global objective. We provide
a theoretical interpretation of FedScar as a Split-
Dual ADMM formulation, which jointly enforces
parameter consensus and geometric alignment.
Extensive experiments under severe heterogene-
ity demonstrate that FedScar consistently reduces
flatness discrepancy and improves generalization
over state-of-the-art methods, without incurring
additional communication overhead. The source
code is available at https://github.com/
Ultraman6/FedScar.
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1. Introduction

Federated Learning (FL) has established itself as a corner-
stone paradigm for privacy-preserving machine learning,
enabling distributed edge devices to collaboratively train a
global model without exposing raw data (McMahan et al.,
2017; Kairouz et al., 2021). Despite its promise, the practi-
cal deployment of FL is fundamentally challenged by statis-
tical heterogeneity (Li et al., 2020), where the divergence
between local and global data distributions causes client op-
timization trajectories to drift significantly from the global
objective. While classic variance-reduction methods like
SCAFFOLD (Karimireddy et al., 2020) effectively mitigate
first-order parameter drift to accelerate convergence, they
largely overlook the critical second-order landscape prop-
erties that govern generalization. Recent studies (Solans
et al., 2024; Sun et al., 2023b) reveal that under severe het-
erogeneity, standard federated averaging tends to converge
to sharp minima characterized by with high curvature and is
extremely sensitivity to weight perturbations. This geomet-
ric fragility leads to catastrophic performance degradation
when the global model is deployed to unseen clients or
novel distributions, marking a critical bottleneck for robust
federated optimization.

To address this generalization collapse, Sharpness-Aware
Minimization (SAM) (Foret et al., 2021a) and its federated
variants (e.g., FedSAM (Qu et al., 2022)) have been in-
troduced to simultaneously minimize loss value and loss
sharpness. However, these methods rely on a perilous im-
plicit assumption: that local flatness achieved on private
data automatically transfers to global flatness. We argue
that under non-IID distributions, this assumption fundamen-
tally breaks down. Since each client optimizes for its own
local basin, the aggregated global model often lands on a
sharp ridge or saddle point sandwiched between disjoint
local optima, rather than in a truly flat global basin. We
term this structural misalignment the Flatness Discrepancy.
Existing solutions either ignore this discrepancy, resulting
in suboptimal generalization, or attempt to fix it by transmit-
ting heavy auxiliary variables or Hessian approximations
(e.g., FedLESAM (Fan et al., 2024a)), incurring prohibitive
communication and computation overheads that negate the
efficiency benefits of FL.

How do we resolve this discrepancy without imposing extra
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system costs? Our central insight is that the divergence be-
tween local and global optimal perturbation directions is not
merely ephemeral stochastic noise, but reflects a structural,
accumulable geometric bias induced by persistent data het-
erogeneity. Unlike random variance which can be averaged
out over rounds, this geometric bias follows a traceable tra-
jectory embedded in the optimization history, systematically
steering the model towards sharp regions. Consequently,
we posit that Flatness Discrepancy should be modeled as a
learnable latent variable. This perspective transitions the
optimization paradigm from stochastic variance mitiga-
tion to structural bias rectification, allowing us to correct
local optimization directions using historical information to
precisely align with the global geometry.

Guided by this perspective, we propose FedScar (Federated
Sharpness and Control variate Regularization), a novel
framework that transcends standard local flatness seeking.
Formulated via a Split-Dual ADMM approach, FedScar ex-
plicitly maintains a history-accumulated dual variable to
capture and rectify the persistent geometric skew. By in-
jecting this estimated bias into the local objective, FedScar
dynamically steers client updates toward regions that satisfy
both local flatness and global alignment, effectively mod-
ulating the local landscape topology to match the global
objective. Furthermore, a variance-aware update rule adap-
tively regulates the correction intensity, ensuring stable con-
vergence even under severe heterogeneity without incurring
any additional communication overhead.

Our main contributions are summarized as follows:

* We propose FedScar, a novel framework that character-
izes Flatness Discrepancy as a learnable geometric bias.
By employing a history-accumulated dual-variable mech-
anism, FedScar simultaneously corrects first-order pa-
rameter drift and second-order geometric misalignment
without extra communication costs, offering a scalable
solution for heterogeneous FL.

* We provide a theoretical interpretation of FedScar under
a Split-Dual ADMM (Alternating Direction Method of
Multipliers) formulation, proving that it jointly optimizes
global parameter consensus and geometric smoothness
with a convergence rate of O(1/+/T)), matching state-of-
the-art non-convex rates.

* We conduct extensive experiments on CIFAR-10 and
CIFAR-100 under diverse heterogeneity settings. Results
demonstrate that FedScar consistently reduces flatness
discrepancy and outperforms state-of-the-art methods, in-
cluding FedSAM, FedGF, and FedLESAM, particularly
in extreme non-IID scenarios.

Conflict of Interest Disclosure. The authors declare that
they have no associated financial conflicts of interest or
competing interests regarding the publication of this paper.

2. Preliminaries and Motivation
2.1. Federated Optimization and Heterogeneity

We consider a standard Federated Learning setting with

N clients. The goal is to minimize the global empiri-

cal risk function f(w): min,cga f(w) = vazl pi fi(w),

where p; is the weight of client ¢ (usually p; = “%‘ ), and
fi(w) = Eeup, [6(w; §)] is the local expected loss on the
private dataset D;. In standard FedAvg (McMahan et al.,
2017), clients perform multiple steps of Stochastic Gradient
Descent (SGD) locally to minimize f;(w). However, due to
the statistical heterogeneity (Non-IID data), the local data
distribution D; differs from the global distribution D. Con-
sequently, the local optimum w; = arg min f;(w) diverges
from the global optimum w* = argmin f(w). This dis-
crepancy leads to the well-known client drift phenomenon
(Karimireddy et al., 2020), where the aggregation of local
updates > p; V f; (w) accurately estimates the global gradi-
ent V f (w) only when the model w is synchronized. Once
clients perform multiple local updates, the accumulated drift
causes the global model to suffer from slow convergence
and unstable optimization trajectories.

2.2. Sharpness-Aware Minimization in FL.

Beyond convergence speed, the generalization capability of
the trained global model is of paramount importance. Clas-
sical Empirical Risk Minimization (ERM) in FL tends to
converge to sharp minima, which are sensitive to data pertur-
bations and generalize poorly to unseen clients (Caldarola
et al., 2022). To address this, Sharpness-Aware Minimiza-
tion (SAM) (Foret et al., 2021a) aims to minimize both the
loss value and the loss sharpness. The global SAM objective
is defined as: min,, L5 (w) £ max|,<, f(w + €) &
f(w) + max¢|,<, €' Vf(w), where p is the perturbation
radius. Existing works like FedSAM (Qu et al., 2022) di-
rectly apply SAM to local objectives, solving the following
surrogate problem: min,, Zfil Pi Max||e, |,<p fi(w + €).
In this formulation, each vclie(nt) 1 computes a local optimal
fi(w

perturbation €} (w) ~ PTS Tl based on its local geome-

try to perform updates.

2.3. From Flatness Discrepancy to Geometric Bias

While FedSAM (Qu et al., 2022) introduces seeking flat
minima into FL, it overlooks the geometric misalignment
arising from heterogeneity. Ideally, perturbations should
align with the global gradient (¢* o V f(w)). However,
clients compute perturbations using local gradients (e} o
V fi(w)). Due to non-IID data, €} diverges from €*, creating
a gradient approximation bias where aggregated updates
fail to target the global flat minimum. To quantify this, we
analyze the Flatness Discrepancy Ar (Lee & Yoon, 2024)
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Table 1. Comparison of different algorithms.

Research work ‘ Flatness Flatness Discrepancy Bytes FLOPS
FedSAM v X 1x 2X
FedSpeed v X 1x 2%
FedSMOO v X 2x 2x
FedLESAM v X 1x 1x
FedGMT v X 1.5%x 1.33x
FedScar (Ours) v v 1.5% 1x

and decompose it into two consistency components:

N
max f(w + €) — pimax fi(w + ¢
< lell ( ) ; lleill ( )>

Ay =

llel

Perturbed Loss Discrepancy

N
- (f(w) - me(w) .

Original Loss Discrepancy

ey

Since the FL objective implies f(w) =~ Y p;fi(w), the
Original Loss Discrepancy vanishes. The discrepancy is
thus dominated by the Perturbed Loss Discrepancy, prov-
ing that consistency in the original loss does not guarantee
consistency in the perturbed landscape.

We attribute this perturbed discrepancy to the Geometric
Bias BY°°(w) £ € — €*. By Taylor expansion, the diver-
gence in the update direction is approximated as:
Vii(w+e) = Vii(w+ ) + V2 (w)BI(w). ()
Geometric Drift

This derivation reveals that standard updates are corrupted
by a Geometric Drift term dependent on local Hessians and
heterogeneity. Crucially, this bias is structural rather than
random, exhibiting temporal correlations that necessitate a
history-accumulated correction mechanism.

Empirical Flatness Discrepancy. As computing optimal
perturbations is intractable, we propose an efficient empir-
ical metric to monitor discrepancy. Inspired by (Li et al.,
2025a), we quantify the Empirical Flatness Discrepancy
A(ft) by comparing the loss of the aggregated model against
the local models:

N N
AP 2 va:fi(wt) - sz‘fi(wgt)) - 3)
i=1 i=1
Intuitively, a large Agf-) indicates that the aggregated model
w? sits on a sharp peak, while a small value implies con-
vergence to a consistent, flat basin. We rigorously link this
metric to Hessian-based sharpness in Appendix B. FedScar
does not attempt to recover the exact global perturbation
direction. Instead, it estimates a persistent bias subspace
that correlates with heterogeneity-induced curvature skew.

To validate our motivation, Figure 1 analyzes the correlation
between landscape metrics and test accuracy. While abso-
lute Flatness (Fig. 1b) shows negligible correlation (Pearson
r=0.009) with performance, Flatness Discrepancy (Fig. 1a)
exhibits a strong negative correlation (r = —0.716). This
stark contrast serves as empirical evidence that optimizing
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Figure 1. Correlation between generalization performance and
Flatness Discrepancy. The experiment is conducted on CIFAR-10
under a highly heterogeneous setting (Dirichlet distribution with
« = 0.01 and label imbalance ratio 0.5).

global sharpness is not equivalent to minimizing discrep-
ancy: as shown in Fig. 1b, models can achieve desirable
low sharpness yet yield poor generalization, confirming
that Flatness Discrepancy captures a distinct geometric mis-
alignment that standard sharpness metrics fail to detect.
Unlike baselines (e.g., FedSAM, FedGamma) that suffer
from severe misalignment, FedScar consistently achieves
the lowest discrepancy and highest accuracy. Finally, Ta-
ble 1 summarizes that while most methods ignore flatness
discrepancy or incur high overheads (e.g., 2x FLOPS in
FedSMOO), FedScar uniquely optimizes geometric align-
ment with minimal communication (1.5x Bytes) and no
computational overhead (1 x FLOPS).

3. Related Work

Statistical Heterogeneity and Client Drift. Statistical het-
erogeneity constitutes a fundamental hurdle in FL, inducing
client drift where local updates diverge from the global ob-
jective (Karimireddy et al., 2020). Classic solutions like
FedProx (Li et al., 2020) mitigate this via proximal con-
straints, while advanced optimizers such as SCAFFOLD
(Karimireddy et al., 2020) and FedDyn (Acar et al., 2021)
explicitly correct drift using control variates and dynamic
regularization. Recently, FedInit (Sun et al., 2023b) pro-
posed a stage-wise relaxed initialization strategy to revise
local divergence without extra communication costs. How-
ever, these approaches primarily focus on first-order param-
eter drift, overlooking the critical second-order geometric
inconsistency. FedScar distinguishes itself by employing a
unified dual-variable framework to simultaneously rectify
both parameter drift and geometric bias.

Flat Minima Seeking in FL. Seeking flat minima has
emerged as a promising direction to enhance generaliza-
tion in FL. Adapting Sharpness-Aware Minimization (SAM)
(Foret et al., 2021b), algorithms like FedSAM (Qu et al.,
2022) and FedASAM (Caldarola et al., 2022) encourage
clients to find flat minima within their local neighborhoods.
Despite improving local flatness, recent studies identify a
critical flatness discrepancy (Lee & Yoon, 2024; Fan et al.,
2024b), where locally flat landscapes fail to translate to
global flatness due to significant distribution shifts. Unlike
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these methods that optimize local geometry in isolation,
FedScar acknowledges this disconnect and introduces a
mechanism to explicitly rectify local perturbation directions,
ensuring alignment with the global loss landscape.

Flatness Consistency in FL. To ensure flatness consis-
tency across clients, recent efforts attempt to incorporate
global sharpness information. Methods like FedGamma
(Dai et al., 2024) and FedSMOO (Sun et al., 2023a) syn-
chronize curvature via global momentum or ADMM, while
FedLESAM (Fan et al., 2024b) and FedGMT (Li et al.,
2025b) utilize historical trajectories to approximate global
perturbations. However, these strategies often incur high
communication overheads or rely on implicit regulariza-
tion that falters under extreme heterogeneity. In contrast,
FedScar models geometric mismatch as a learnable, history-
accumulated bias. By correcting curvature misalignment
via a cost-effective, variance-aware mechanism, FedScar
achieves superior global consistency without imposing addi-
tional uplink communication burdens.

4. Methodology

We propose FedScar, a Split-Dual ADMM framework de-
signed to explicitly minimize Flatness Discrepancy by de-
coupling parameter drift from geometric drift. Unlike pre-
vious approaches that treat these errors indistinguishably,
FedScar enforces both first-order parameter consistency
and second-order geometric consistency through a history-
accumulated bias correction mechanism.

4.1. Split-Dual ADMM Formulation

To address the misalignment between local and global loss
landscapes, we reformulate the federated optimization prob-
lem as a bi-level constrained optimization. We impose two
distinct constraints: one for parameter alignment (w; = 2)
and another for geometric alignment (G(w;) =~ G(z)),
where G(-) denotes the geometric property such as the local
curvature direction. To solve this, we construct a general-
ized Augmented Lagrangian by splitting the dual variables
into two vectors: h; (Drift Dual) to manage the parame-
ter constraint, and b; (Bias Dual) to manage the geometric
constraint. The formulation is defined as:

- 8
£FedScar = Zpl (fl(wz) -+ 5”101 — Z”2
=1

+mmwm+miawmﬁ,m

where 3 is a penalty parameter and ¢(b;) maps the geo-
metric bias. Here, h; acts as the standard control variate
to correct mean drift, while b; serves as a dedicated cor-
rector for the geometric bias BY°°. Explicitly separating
these dual roles decouples the minimization of the loss func-

tion from the regulation of landscape curvature, ensuring
that parameter consensus and geometric alignment are satis-
fied simultaneously without optimization conflicts. FedScar
solves this min-max saddle point problem via alternating
Primal Minimization during local training and Dual Ascent
during server aggregation.

4.2. Heterogeneity-Aware Geometric Bias Estimation

A core innovation of FedScar is the adaptive estimation
of the geometric bias b;. Since the intensity of geometric
misalignment fluctuates with data heterogeneity, we intro-
duce a Heterogeneity-Sensitive Perturbation Scale X(*) to
dynamically control the correction strength. At the end of

round ¢, the server quantifies system-wide heterogeneity by
()

[

calculating the weighted dispersion of local updates Aw
relative to the global update Afytl)obal = witt — '

[0 t t
20 =2 57 A — Al )
i€ At

where A(®) is the set of active clients and « is a scaling
hyperparameter. This metric serves as an indicator of the
global landscape properties; a larger value implies signifi-
cant trajectory divergence among clients, suggesting a sharp
global landscape that necessitates increased geometric cor-
rection intensity.

Leveraging this scale, we employ a Variance-Weighted Up-
date Mechanism to estimate b;. The server utilizes the drift

direction vector vgt) = A(gtlobal - Awl(t) scaled by ¥(*):

(®)
(t+1) (t) ) . Uy

b; — b, + % 7\|u§t)||2+e’ (6)
where v € [0,1) is a forgetting factor. This update rule
ensures that b; incorporates both the precise orientation
(v;/||vi]|) and the severity (X)) of historical drifts. Unlike
instantaneous gradient estimates susceptible to stochastic
noise, this accumulation mechanism acts as a low-pass filter,
isolating the structural geometric bias inherent to the local
data distribution.

Functionally, b; serves as a geometric memory that encodes
subspaces exhibiting curvature inconsistency between local
and global objectives. By accumulating the divergence vec-
tor v;, b; identifies trajectories where local minima deviate
from the global consensus. Consequently, the term —(w, b;)
imposes a directional penalty, elevating the optimization
landscape along these conflicting paths to constrain the so-
lution space toward basins that simultaneously satisfy local
flatness and global geometric alignment.

4.3. Consistency-Regularized Optimization Loop

With the estimated bias, FedScar executes a consistency-
regularized optimization loop comprising local training and
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global closure.

Local Optimization. Client i initializes w; o = w' and
minimizes the specific FedScar objective:

Irgnfi(w) 2 fi(w) + §||w —w'||? o

+ B{w, hy) + (w, b — b;).

The gradient used for SGD is g; r, = V fi(w; 1) + B(w; k —
wt) + Bhi + (b — b;). Here, the term (b — b;) acts as a
geometric counter-force. Mathematically, this term alters
the local optimization landscape, redirecting the trajectory
from sharp local minima towards regions that are conducive
to global aggregation, thereby reducing the flatness discrep-
ancy.

Global Aggregation and Closure. After K local steps, the
server performs a two-stage aggregation to close the ADMM
loop. First, the drift dual h; is updated via dual ascent to

capture the accumulated parameter drift: hgtﬂ) — hgt) +

1 t_ . (t+1)
WgK(w wi

model z (denoted as w*1) by solving V. Lredscar = O:

). Second, the server updates the global

N
1
Wt wagg + 11987 D (= b;). (8)
j=1

This step completes the optimization loop by integrating
the collective geometric information encoded in the dual
residuals, ensuring the global model evolves towards the
intersection of local flat regions.

5. Theoretical Analysis

In this section, we analyze the convergence of global crite-
rion and flatness discrepancy on FedScar.

5.1. Convergence Analysis

we analyze the convergence properties of FedScar by the
theoretical frameworks of recent Federated SAM studies
(Quetal., 2022; Li et al., 2025a), we establish that FedScar
achieves a convergence rate of O(1/+/T)) under non-convex
settings, while effectively mitigating the error terms induced
by geometric heterogeneity. To facilitate the analysis, we
adopt the following standard assumptions regarding the
objective functions and data heterogeneity.

Assumption 5.1 (L-Smoothness). The local objective func-
tions f;(w) and the global objective f(w) are differentiable
and L-smooth. Specifically, for all z,y € R? and i €
{1,..., N}, theinequality |V f;(x)—V fi(y)|| < L||z—y||
holds. This assumption implies that the Hessian matrices
are bounded, i.e., || V2 fi(w)|| < L.

Assumption 5.2 (Unbiased Gradient and Bounded Vari-
ance). The stochastic gradient oracle g;(w; &) accessed by

client ¢ serves as an unbiased estimator of local full gradient,
satisfying E¢[g;(w; §)] = V f;(w). Furthermore, the vari-
ance of the stochastic gradient is bounded by a non-negative
constant o2, such that E¢[||g; (w; &) — V f;(w)]]?] < o2.

Assumption 5.3 (Bounded Heterogeneity). The statisti-
cal heterogeneity among clients is bounded. We assume
there exist constants G > 0 and H > 0 such that for all
w, the gradient dissimilarity satisfies <; Zfil IV fi(w) —
Vf(w)|]> < G2, and the Hessian dissimilarity satisfies
+ Zfil V2 fi(w) — V2 f(w)||> < H?. The latter ensures
that the geometric bias remains controllable.

Assumption 5.4 (Bounded Perturbation Radius). The
perturbation radius p used in the local SAM updates is
chosen to be sufficiently small. Specifically, we require
p < ¢/ L for some constant ¢ < 1. This condition ensures
that the perturbed loss landscape remains within the valid
region of the first-order Taylor approximation, limiting the
approximation error of the perturbation direction.

Remark. Bounding Hessian dissimilarity is indispensable
for distributed curvature optimization (Safaryan et al., 2022;
Crane & Roosta, 2022). By Taylor expansion, the diver-
gence between local and global SAM updates decomposes
into gradient drift and second-order perturbation drift, mak-
ing cross-client Hessian bounds strictly necessary to control
the latter. Furthermore, this assumption avoids unrealis-
tic dimension-dependent penalties. Because SAM penal-
izes the spectral norm rather than the trace (Wen, 2023)
and inherently induces low-rank curvature structures (An-
driushchenko & Flammarion, 2023), the empirical Hessian
variance remains exceptionally small and fundamentally
dimension-free. These theoretical properties rigorously
ground our subsequent convergence guarantees.

Theorem 5.5 (Convergence of FedScar). Let Assumptions
5.1 through 5.4 hold. Suppose the learning rate satisfies
n < ﬁ, where K is the number of local steps. For a total
of T' communication rounds, the sequence of global models

{w'}I_, generated by FedScar satisfies:

4A R o?
. t\]12 < 272 »
E{Omu}_l}]EHVf(w )* < JKT +0 <—K> + O (P’ K>*Earift) »
©)

where Ap = f(w°) — f* is the initial function value gap,
and Egrift £ G2 4 02, which explicitly accounts for the
impact of data heterogeneity (G*) and stochastic gradient
variance (o2) on the client drift.

-----

Remark. The presence of the O(n2K?Eyyipt) term in
Theorem 5.5 captures the raw accumulation of client drift
prior to step-size substitution. This formulation mathemati-
cally isolates the structural advantage of FedScar. Standard
analyses of FedSAM often report post-substitution bounds
yielding an apparent O(v/K) dependence. However, under
strictly aligned step-size scaling n = O(1/(K+/T)), the
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term n? K2 reduces to O(1/T), ensuring that the asymp-
totic convergence rate does not degrade with larger local
steps K. The fundamental superiority of FedScar lies in
the constant coefficient preceding the heterogeneity term
G2. While standard FedSAM accumulates uncorrected geo-
metric drift scaling with G2, FedScar actively cancels this
bias via the history-accumulated dual variable b;, leading
to a strictly tighter convergence bound and enabling greater
convergence efficiency.

5.2. Convergence Analysis of Flatness Discrepancy

To theoretically elucidate why FedScar surpasses the limi-
tations of standard SAM-based methods, we derive a con-
vergence bound for the Flatness Discrepancy A x. Unlike
prior works (e.g., FedGF (Lee & Yoon, 2024)) that bound
this discrepancy by a static heterogeneity constant 03, our
analysis explicitly models the dynamics of the bias correc-
tion variable b;. We define the Residual Geometric Bias at
round ¢ as ¥, 2 LSOV (|D(w') — (b% — BY)[|?, where
D;(w') = VE;(w') — VF (w?) represents the gradient drift.

Theorem 5.6 (Bias-Corrected Discrepancy Convergence).
Under Assumptions 5.1-5.3, and assuming the dual variable
b; is updated with a forgetting factor v € (0, 1), the Flatness
Discrepancy of FedScar at round T' satisfies:

4L%n%0?

Ar(w") <O (U\l/\/fz) +p- \/(1 - %)Taﬁ +

Decaying Geometric Misalignment

Optimization Noise

(10)

where 1 is the learning rate, 03 is the initial data hetero-
geneity, and 012 is the stochastic gradient variance.

Remark. The analysis of the second term in Eq. (10) reveals
a critical distinction in convergence behavior for vy € (0, 1].
For standard FedSAM, the discrepancy is dominated by a
static, irreducible heterogeneity term p - o, derived directly
from the base recursion. In stark contrast, FedScar explicitly
introduces a geometric contraction factor (1 — ~/2)7 to the
heterogeneity variance 03. This theoretically proves that
FedScar actively dissolves the impact of statistical hetero-
geneity over time. Consequently, the discrepancy asymptoti-
cally converges to a minimal noise floor governed strictly by
optimization variance, successfully eliminating the persis-
tent geometric misalignment inherent to uncorrected SAM.

6. Experiments
6.1. Experimental Setup

Datasets and Models. To adapt to different complexity lev-
els, we employ a customized CNN architecture for CIFAR-
10 and ResNet-8 for CIFAR-100. Both architectures replace
Batch Normalization with Group Normalization (GN) to

mitigate statistical instability in non-IID settings. Further
details regarding model architectures and dataset statistics
are provided in Appendix F.

Heterogeneous Partition Strategy. We simulate realistic
federated scenarios with severe heterogeneity in both label
distribution and data quantity. Specifically, we partition
data among N = 100 clients using a Dirichlet distribution
Dir(«a) to simulate feature skew, and apply a log-normal
distribution to sample sizes to simulate quantity imbalance.

Baselines and Implementation. We compare FedScar
against a broad spectrum of SOTA algorithms, categorized
into two groups: (1) Traditional FL focusing on client drift
or statistical diversity (FedAvg, SCAFFOLD, FedDyn, and
FedlInit); and (2) SAM-based FL targeting geometric flat-
ness (FedSAM, FedGamma, FedSmoo, FedLesamd, and
FedGMT). We simulate a federated system with 100 clients
over 500 communication rounds, utilizing an SGD optimizer
with momentum. Details are available in Appendix F.

6.2. Performance Evaluation

Analysis on Best Generalization. As detailed in Table 2,
FedScar consistently establishes the highest generalization
upper bound across varying complexities. While perfor-
mance gaps are moderate under mild heterogeneity, Fed-
Scar distinctly dominates as statistical divergence intensi-
fies. Specifically, on CIFAR-10 with extreme heterogeneity
(Dir 0.01, p = 10%), FedScar achieves a peak accuracy of
78.42%, outperforming FedAvg and FedSAM by over 7%.
This advantage scales to the complex CIFAR-100 bench-
mark; under the highly skewed Pathological setting, FedScar
(49.67%) surpasses the state-of-the-art FedGMT (48.57%)
and significantly leads FedAvg (39.90%). These results con-
firm that by explicitly correcting geometric bias, FedScar
effectively navigates saddle points to locate superior optima
even under severe data non-IIDness.

Analysis on Generalized Stability. Beyond peak perfor-
mance, the mean accuracy (over the final 50 rounds) high-
lights convergence stability. Traditional baselines suffer
from severe oscillation in heterogeneous settings; for in-
stance, on CIFAR-10 (Dir 0.01), FedSAM collapses from a
peak of 71.18% to a mean of 63.42%, exposing its inability
to stabilize against gradient noise. In stark contrast, Fed-
Scar maintains a minimal peak-to-mean gap (e.g., 78.42%
vs. 77.24%), demonstrating robust resistance to client drift.
This resilience persists in CIFAR-100 (Pat 20), where Fed-
Scar sustains a mean accuracy of 48.57%, outperforming
FedGMT (47.92%) and FedSAM (37.20%). The data veri-
fies that FedScar’s history-accumulated correction mitigates
variance from sparse sampling (p = 10%), anchoring the
global model in flat, stable basins.

Analysis on Efficiency. Figure 2 illustrates the efficiency
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Table 2. Test accuracy on CIFAR-10 and CIFAR-100 benchmarks. We report Max Acc. / Last-50 Mean Acc. under various heterogeneity
settings (Dirichlet &« = {1.0,0.1,0.01} and Pathological K = {10, 20} classes/client) and participation rates p € {10%, 20%}.

Method | Dir 1.0 \ Dir 0.1 \ Dir 0.01 \ Pat 10 \ Pat 20
[ p=10% | p=20% | p=10% | p=20% | p=10% p=20% | p=10% | p=20% [ p=10% | p=20%
Dataset: CIFAR-10
FedAvg 771717579 | 77.48/76.48 | 76.33/71.69 | 76.42/73.86 | 71.00/63.20 | 73.71/68.72 | 80.51/79.18 | 80.54/79.85 | 75.34/66.44 | 77.32/71.27
Scaffold 78.04/77.41 | 78.95/78.33 | 77.75/75.94 | 78.03/77.04 | 73.54/69.69 | 75.51/73.78 | 81.67/81.22 | 82.12/81.85 | 76.99/73.13 | 77.62/74.83
FedDyn 78.29/77.96 | 79.34/78.98 | 77.79/76.88 | 78.39/77.69 | 74.98/72.55 | 76.87/74.97 | 81.81/81.33 | 82.27/82.06 | 78.58/74.68 | 79.81/77.41
FedInit 77.85/77.12 | 78.41/77.65 | 77.03/75.91 | 78.20/76.62 | 74.26/71.83 | 77.07/74.10 | 81.07/80.55 | 81.68/81.14 | 77.33/75.04 | 80.02/77.14
FedSAM 77.97176.62 | 78.29/77.34 | 76.38/72.29 | 76.93/74.39 | 71.18/63.42 | 73.73/68.80 | 81.20/79.89 | 81.43/80.69 | 75.94/67.07 | 77.53/72.18
FedGamma | 79.02/78.34 | 79.46/78.96 | 77.95/76.34 | 78.58/77.61 | 73.57/69.97 | 75.71/73.93 | 82.46/81.93 | 82.68/82.40 | 77.49/74.41 | 78.16/75.86
FedLesamd | 79.00/78.42 | 79.38/79.04 | 78.30/77.40 | 78.96/78.38 | 75.24/72.67 | 77.23/75.64 | 82.28/81.70 | 82.56/82.16 | 78.77/75.86 | 79.84/78.75
FedSMOO | 79.60/79.04 | 80.67/80.04 | 78.85/77.71 | 78.99/78.41 | 75.54/72.81 | 77.97/76.26 | 82.88/82.52 | 82.69/82.51 | 79.18/77.01 | 80.45/79.32
FedGMT 80.31/79.83 | 81.70/80.82 | 80.17/79.49 | 80.17/80.18 | 76.65/75.28 | 77.99/77.19 | 83.84/83.26 | 84.02/83.81 | 79.87/78.28 | 79.51/78.35
FedScar 81.36/80.82 | 81.41/80.96 | 80.51/79.88 | 80.96/80.35 | 78.42/77.24 | 78.75/78.05 | 84.58/84.13 | 84.22/84.01 | 80.91/79.85 | 81.88/81.25
Dataset: CIFAR-100
FedAvg 444174341 | 45.83/45.01 | 40.99/39.01 | 43.31/42.32 | 37.87/35.19 | 40.31/39.03 | 44.08/41.74 | 45.62/44.63 | 39.90/37.01 | 42.25/41.11
Scaffold 47.81/4691 | 49.81/49.20 | 44.48/43.57 | 46.20/45.61 | 42.04/40.82 | 44.04/42.97 | 47.72/46.86 | 49.36/48.59 | 44.57/43.60 | 46.65/45.79
FedDyn 4793714724 | 49.23/48.70 | 46.02/44.69 | 47.62/46.81 | 43.57/42.49 | 45.44/44.22 | 48.38/47.29 | 50.21/49.92 | 46.56/44.93 | 47.16/46.09
FedInit 46.05/45.24 | 48.32/47.59 | 44.30/43.33 | 45.41/44.70 | 42.69/41.42 | 43.29/42.14 | 47.24/4591 | 48.07/46.88 | 45.88/44.17 | 45.45/44.12
FedSAM 45.10/44.17 | 46.20/45.25 | 41.01/39.32 | 43.51/42.49 | 37.98/35.56 | 40.37/39.06 | 44.27/42.11 | 45.65/44.79 | 40.23/37.20 | 42.57/41.36
FedGamma | 47.85/46.91 | 49.02/48.46 | 44.49/43.35 | 46.25/45.37 | 42.24/40.96 | 44.41/43.50 | 49.06/47.46 | 49.64/49.02 | 45.16/43.95 | 46.82/45.70
FedLesamd | 48.75/48.04 | 49.80/48.92 | 46.24/45.48 | 47.68/46.81 | 43.94/42.65 | 4591/45.12 | 49.34/48.18 | 51.01/50.10 | 46.71/45.26 | 48.55/47.18
FedSMOO | 49.34/48.67 | 50.28/49.61 | 46.33/45.52 | 48.13/47.31 | 44.00/43.08 | 45.93/45.19 | 49.70/48.52 | 51.09/50.47 | 46.94/45.77 | 48.61/47.42
FedGMT 49.92/49.35 | 50.86/50.25 | 48.05/47.56 | 48.91/48.44 | 46.18/45.50 | 46.49/46.03 | 51.55/50.98 | 52.77/52.34 | 48.57/47.92 | 49.69/49.15
FedScar 50.78/50.21 | 52.15/51.81 | 48.60/47.92 | 50.05/49.46 | 46.57/45.78 | 47.70/47.04 | 53.01/51.92 | 53.63/53.24 | 49.67/48.57 | 50.77 / 50.10
(a) CIFAR10 (b) CIFAR100 Table 3. Ablation study on the effectiveness of key components in
500 P e D001 (Acc = 07) @ Dir0.01 (Acc = 0.35) FedScar. We report Max Acc. / Last-50 Mean Acc. on CIFAR-10.
/& Diod(Acc = 075) & Dir0.1 (Acc = 0.39)
b D {hoo = 070 bd *| D {hoe = 049 Components Heterogeneity (CIFAR-10)
400 4 . ADMM | Hist. Bias. | Adaptive p Dir 1.0 Dir 0.1 Dir 0.01
° ° < X X X 7717717579 | 76.33/71.69 | 71.18/63.20
e . * ] pe X v X 78.91/78.47 | 78.52/77.70 | 75.94/74.50
é 300  « . ) X v v 79.48/79.06 | 79.08/78.27 | 76.70 / 74.82
5 P ‘ P oo v x x 79.07/78.71 | 77.89/77.29 | 75.29/73.40
é ‘,‘ % —— fedgamma . e —— fedgamma v v X 80.32/79.93 | 79.29/78.82 | 77.92/76.72
2 200 Pl — fotom — fetom v v v 81.36/80.82 | 80.51/79.88 | 78.42/77.24
5 ° 0// —— fedlesamd —— fedlesamd
a fedsam e y fedsam .
$7 e ||| # — i forming FedDyn (42.68%) and FedGMT (43.99%) by lever-
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Figure 2. Efficiency Trade-off on CIFAR Benchmarks.

trade-off on CIFAR benchmarks. As shown, FedScar con-
sistently occupies the bottom-left Pareto frontier, demon-
strating superior efficiency in both dimensions. By explic-
itly correcting geometric bias, FedScar significantly reduces
communication rounds compared to FedAvg. Crucially, it
overcomes the computational bottleneck of standard SAM-
based variants, achieving a remarkable total training time.

6.3. Robustness Evaluation

To ensure a rigorous stress test, we restrict the evaluation
to the strongest competitors identified in the main bench-
marks: FedDyn (traditional FL) and FedGMT (SAM-based
FL). This selection ensures FedScar is evaluated against the
performance upper bounds of existing solutions, verifying
that its resilience is a substantial advantage rather than a
marginal improvement.

Impact of Participation Rate. As shown in Figure 3, we
evaluate resilience to gradient sparsity by varying partic-
ipation from 5% to 40%. In the challenging 5% regime,
FedScar maintains a robust 45.27%, significantly outper-

aging the historical stabilizer b; to mitigate estimator vari-
ance. This dominance persists even in the information-rich
40% setting, where FedScar achieves a peak of 50.14%,
consistently surpassing the strongest baselines.

Impact of Local Epochs. In Figure 4, increasing F from 1
to 5 generally improves accuracy by allowing better local
training. However, setting E' too large (e.g., £ = 10) typi-
cally triggers severe client drift, causing the local models to
overfit the heterogeneous data and diverge from the global
objective. While FedDyn and FedGMT suffer from perfor-
mance degradation at £ = 10 (dropping to 72.54% and
74.80% respectively), FedScar exhibits superior resilience,
maintaining a high convergence accuracy of 76.00%.

Robustness to Sharpness. To verify convergence to flat-
ter minima, we evaluate test accuracy on CIFAR-10 (Dir
0.01) under varying perturbation scales p, as shown in Fig-
ure 5. In terms of Local Sharpness (Fig. 5(a)), standard
SAM variants degrade rapidly as perturbation increases;
notably, FedSAM’s accuracy drops to 41.93% at p = 0.3.
In stark contrast, FedScar exhibits exceptional robustness,
maintaining 67.17% accuracy—outperforming the strongest
baseline (FedSMOO) by over 17%. This superiority extends
to Global Sharpness (Fig. 5(b)): FedScar consistently dom-
inates across all scales, retaining 55.78% accuracy even
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Figure 3. Robustness to participation rates on CIFAR-100 Dir 0.01.
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Figure 4. Robustness to local update steps (£) on CIFAR-10.

at the extreme perturbation of p = 3.0, significantly surpass-
ing FedLESAMD (43.25%).

Ablation Study. To verify the distinct contribution of each
algorithmic component, we conduct an ablation study on
CIFAR-10 by incrementally incorporating the Split-Dual
ADMM framework, Historical Perturbation (geometric bias
b;), and Adaptive p into the baseline. The results in Ta-
ble 3 reveal several key insights. First, simply applying
the ADMM framework significantly alleviates client drift
compared to the baseline, improving the Last-50 accuracy
in the extreme Dir 0.01 setting from 63.20% to 73.40%.
This confirms the efficacy of the auxiliary variable h; as a
drift control variate. Second, the introduction of Historical
Perturbation provides a substantial performance boost. No-
tably, adding it to the ADMM raises accuracy to 76.72%,
demonstrating that correcting the update direction with his-
torical geometric information is crucial for navigating sharp
landscapes. Finally, FedScar further integrates Adaptive p,
achieves the best overall performance (77.24% in Dir 0.01).

6.4. Flatness Analysis

To validate geometric superiority, we quantify landscape
sharpness via the Largest Principal Eigenvalue (LPF) and
Hessian Trace on CIFAR-10 (p = 10%). Table 4 reveals a
strong negative correlation between curvature and accuracy.
Under moderate heterogeneity (Pat 10), FedScar achieves
the lowest Trace and highest accuracy. This advantage is
amplified in the extreme Pat 2 setting: while FedAvg con-
verges to sharp minima (LPF > 1.1) and FedGMT retains
high curvature, FedScar reduces the Trace by ~ 40% to
603.08 with a minimal LPF of 0.3420. Together with the
lowest gradient norm, these metrics confirm that FedScar’s
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»’\
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Figure 5. Robustness to perturbation scales (p) on CIFAR-10

history-aware correction successfully steers optimization
toward flatter.

To examine the geometric quality of converged solutions,
we visualize the loss landscapes on CIFAR-100 following
(Lietal., 2018), as shown in Figure 6. Standard SAM-based
methods (FedSAM, FedGAMMA) settle into sharp minima
with steep walls (Fig. 6(a)-(b)), indicating high sensitivity
to statistical heterogeneity. While FedGMT alleviates some
curvature, it still lacks global smoothness. In stark contrast,
FedScar (Fig. 6(f)) converges to a flatter and wider basin.

6.5. Sensitivity Analysis of the Forgetting Factor

The forgetting factor -y in FedScar controls the crucial trade-
off between the instantaneous local geometric drift and the
history-accumulated global bias. To thoroughly understand
its optimization dynamics, we conduct a sensitivity analysis
on CIFAR-10 to evaluate how the optimal choice of ~.

Impact of Data Heterogeneity. Table 5 evaluates FedScar
across varying Dirichlet settings (o € {0.01,0.1,1.0}), re-
vealing that the optimal ~ is strongly coupled with data
heterogeneity. Under mild heterogeneity (o« = 1.0), local
objectives naturally align with the global landscape, mak-
ing the algorithm insensitive to v and favoring a moderate
retention rate (y = 0.8). Conversely, severe heterogeneity
(a = 0.01) distorts local optimization paths, necessitating
a larger forgetting factor (y = 0.92). This higher retention
of historical geometric information acts as a robust anchor,
preventing the model from overfitting to skewed local curva-
tures and rigorously preserving global landscape alignment.

Impact of Local Epochs. Furthermore, we investigate the
relationship between the optimal forgetting factor and the
number of local epochs E. As demonstrated in Table 6,
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Table 4. Flatness and generalization of converged model analysis on CIFAR-10 with participation rate p = 10%. We compare the
landscape sharpness metrics (LPF and Hessian Trace) under Moderate (Pat 10) and Severe (Pat 2) Heterogeneity.

Pat 10 (Moderate Heterogeneity)

Pat 2 (Severe Heterogeneity)

Method LPF] Trace| ValNorm| ValAcct TestAcct | LPF] Trace] ValNorm | ValAcct TestAcc?
FedAvg 0.3706  2357.2 33.06 90.88 78.82 1.1773  2294.1 15.61 66.57 63.80
Scaffold 03397 2166.4 2.0258 95.19 80.90 1.1005 15225 94.41 78.81 73.15
FedlInit 0.2241 17532 1.0695 97.62 80.23 0.7218  1521.0 53.95 82.01 73.51
FedDyn 0.2122  1665.6 1.2258 98.47 81.26 0.6920 1385.1 2.6380 85.51 76.51
FedSAM 0.1131 10514 2.4529 90.86 79.11 0.6907 12974 5.1226 67.06 64.05
FedGamma | 0.0841  740.79 1.6656 95.01 81.84 0.6247  1256.8 4.4253 76.88 71.95
FedLesamd | 0.0702  687.62 0.9123 98.96 81.84 0.5260 1169.1 3.8102 82.93 74.06
FedSMOO | 0.0539 661.66 0.8312 98.81 82.72 0.4931 1011.2 2.3297 86.53 77.23
FedGMT 0.0534 534.19 0.6449 99.23 83.18 0.3884 1007.4 2.2516 87.73 78.85
FedScar 0.0524  437.72 0.5787 99.81 84.84 0.3420  603.08 1.5973 88.94 80.24

i mm [m Table 5. Sensitivity of ~y to data heterogeneity (o)) on CIFAR-10.
ﬂ il \ Format: Max/Mean Acc (%).

n Heterogeneity () v=0.8 v=0.9 v =0.92

Dirichlet 0.01 78.05/76.87 78.42/77.24 78.63/77.52

D | -« Dirichlet 0.1 80.09/79.16  80.51/79.88 80.58/79.54

- Dirichlet 1.0 81.37/80.89 81.36/80.82 79.59/79.21

(a) FedSAM (b) FedGAMMA (¢) FedLESAMD

A
-

T >SS

(d) FedSMOO (e) FedGMT (f) FedScar

Figure 6. Loss landscape visualization on CIFAR-100.
increasing local updates from &/ = 1 to & = 10 causes
local trajectories to drift further from the global geometry
in both parameter and curvature spaces. To counteract this
amplified geometric bias, a larger forgetting factor is re-
quired. Specifically, while a smaller v = 0.8 is sufficient
for stabilizing single-step local updates (& = 1), extending
the local steps to ' = 10 shifts the optimal parameter to
~ = 0.92. This confirms that retaining more historical in-
formation is essential for stabilizing extended local training,
as it consistently pulls local updates toward flatter global
minima and mitigates the accumulated directional bias.

Impact of Sparse Participation. A common concern re-
garding stateful federated algorithms is their applicability to
cross-device scenarios where client participation is typically
highly sparse and intermittent. In FedScar, the geometric
bias is inherently data-dependent and structurally stable over
time. When a client is inactive, its state variables h; and
b; are stored locally and directly reused upon rejoining the
federation. To validate the robustness of this stateful tracker
under intermittent sampling, we evaluate the optimal for-
getting factor across varying numbers of active clients per
round (N € {5,10,20}). As summarized in Table ??, the
optimal  remains highly stable and consistently centers
around v = 0.9 regardless of the participation sparsity. This
confirms that the history-accumulated geometric bias does

Table 6. Sensitivity of «y to local epochs (£) on CIFAR-10. Format:
Max/Mean Acc (%).

Local Epochs (E) v=0.8 v=20.9 v =0.92

E=1 74.85/73.30 73.67/72.31 72.66/71.73
E=5 80.09/79.16  80.51/79.88  80.58/79.54
E=10 79.27/77.59  80.01/78.46  80.66/79.70

Table 7. Sensitivity of v to active clients (/V) on CIFAR-10. For-
mat: Max/Mean Acc (%).

Active Clients (V) v=0.8 v=0.9 v =0.92

N=5 78.11/75.99 77.85/76.20 77.67/76.06
N =10 80.09/79.16  80.51/79.88 80.58/79.54
N =20 80.57/79.98  80.96/80.35 80.43/80.04

not overfit to sampling noise, ensuring stable convergence
and landscape alignment even when the global aggregation
relies on a severely restricted subset of clients.

7. Conclusion

In this paper, we identify Flatness Discrepancy as a fun-
damental bottleneck restricting generalization in heteroge-
neous Federated Learning. To address this, we propose Fed-
Scar, a unified framework that explicitly rectifies geometric
bias via history-accumulated dual variables. Theoretical
analysis and empirical results demonstrate that FedScar ef-
fectively aligns local landscapes with the global objective,
guiding optimization toward flatter minima. Consequently,
FedScar achieves superior robustness against severe het-
erogeneity and sparse participation while maintaining high
efficiency, establishing it as a scalable solution for practical
federated optimization.
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This work bridges the critical gap between theoretical Fed-
erated Learning and robust real-world deployment. By
explicitly correcting the geometric misalignment caused
by data heterogeneity, FedScar ensures that global models
remain stable and generalizable, which is vital for high-
stakes applications like precision medicine and financial
risk control where reliability is paramount. Furthermore,
its communication-efficient design unlocks the potential
for large-scale edge intelligence on resource-constrained
devices. Conceptually, this research inspires a paradigm
shift in federated optimization: moving from passively sup-
pressing statistical noise to actively rectifying learnable ge-
ometric bias, offering a new roadmap for building resilient
distributed Al systems.
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A. Comprehensive Notation Table

To facilitate reading and ensure mathematical clarity, we summarize the frequently used symbols and their corresponding
definitions in Table 8.

Table 8. Summary of frequently used notations.

Symbol  Description

N Total number of participating clients in the federated system
Di Aggregation weight of client ¢
T Total number of global communication rounds
K (or E) Number of local update steps (or epochs) per communication round
f(w) Global empirical risk objective function
fi(w) Local expected loss function on the private dataset of client ¢
w? Global consensus model parameters at communication round ¢
wfk Local model parameters of client ¢ at local step % during round ¢
z The global consensus variable in the Split-Dual ADMM formulation
h; The local drift dual variable tracking first-order parameter deviation
b The history-accumulated dual variable tracking second-order geometric bias
By The theoretical geometric bias defined as the perturbation direction divergence
p Perturbation radius used in local Sharpness-Aware Minimization
B Penalty parameter governing the strength of the proximal ADMM term
Forgetting factor controlling the retention of historical geometric bias
»® Heterogeneity-sensitive perturbation scale at round ¢
n Local learning rate
Ar Theoretical Flatness Discrepancy metric
A(ft) Empirical Flatness Discrepancy metric at round ¢
G? Upper bound on the cross-client gradient dissimilarity
H? Upper bound on the cross-client Hessian dissimilarity

B. Derivation of Empirical Flatness Discrepancy

In this section, we provide the rigorous derivation linking the theoretical Flatness Discrepancy defined in FedGF (Lee &
Yoon, 2024) to the empirical calculation implemented in our code. We adopt the analytical technique from FedGMT (Li
et al., 2025a) (specifically Appendix C.2), employing Taylor expansion to approximate the loss difference.

B.1. Theoretical Definition

Original Flatness Discrepancy A r is defined as the gap between global sharpness and average local sharpness:

Ar £ (max fw' +e€) ) sz ( max filw" +¢) — fi(wt)>~ (11)

llell<p lleall <

Directly computing the worst-case perturbation max, is computationally expensive. However, we observe that sharpness is
intrinsically related to the loss degradation caused by weight deviation.

B.2. Derivation via Taylor Expansion (Following FedGMT C.2)

In our implementation, we calculate the Empirical Flatness Discrepancy A7 as the difference between the global loss and
the aggregated local losses after local training:

N
Ar=|fw') =Y pifitw)]. (12)
=1

12
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To justify this, let us analyze the term f(w!) — > p; fl( ) Recall that f(w') = 3 p; fi(w?). Thus, we can rewrite the
discrepancy as the weighted sum of local loss gaps:

ﬁ:pi (fz-(wt) - fi(wi”)) ‘ . (13)

Following the derivation style of Equation (18) in FedGMT Appendix C.2, we apply the Taylor expansion of f;(w?) around

Ay =

the local model wgt). Let Aw; = w! — wgt) be the negative of the local update.
filw") = fiwf? + Awy) (14)
1
~ fi (wgt)) +Vfi (wgt))TAwi + §ijv2fi(w§t))Awi. (15)

Rearranging the terms to represent the loss gap:

Fiwt) = fiw®) % V)T @ = w) + 2wt~ 0l TV i) '~ wf) (16)

Term A: First-order

Term B: Second-order
Analysis of Terms:

(t

* Term A (Gradient Norm): At the end of local training, the local model w; ) has converged towards a local minimum,

implying V f; (wl@) ~ 0. Thus, the first-order term is negligible compared to the second-order term.

* Term B (Hessian/Flatness): This term is the quadratic form of the Hessian V2f. It represents the local curvature
(sharpness) projected onto the direction of the client drift (w? wgt)).

Substituting this back into Eq. (12) and taking the expectation (weighted sum):

Ay~

sz( w' = )TV fi(w(" )(wt—wft))>‘ (17)

1
inAWQﬁ w2 - ot = w2 a8)
Here, || V2 fi||2 is the spectral norm of the Hessian, which is the precise formulation of Loss Sharpness.

C. Detailed Derivation of Geometric Bias Correction

In this section, we provide the rigorous mathematical derivation for the heterogeneity-sensitive geometric bias update rules
defined in Eq. (5) and Eq. (6). Our analysis relies on the first-order Taylor expansion of the loss function and the recursive
accumulation property of the proposed update mechanism.

C.1. Derivation of the Geometric Drift Direction

We first establish the relationship between the historical drift trajectory vl@ and the ideal geometric bias 37°. Recall that

the optimal perturbation in SAM is derived by solving max | ,<, f(w + €). Using the first-order Taylor expansion around
w:

fw+e) = f(w)+ e Vf(w).
The optimal perturbation €*(w) is the solution to the dual norm problem:

 Vi(w)
LIV )l

13

e (w) (19)
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Similarly, for client ¢, the local optimal perturbation is €} (w) = p% The geometric bias is defined as the deviation:

BI“(w!) = €} (') — € (')
.U 0

IVfitw)llz [V (w2
Now, consider the local update process. During local training of K steps, client ¢ accumulates gradients. Let w; 3 be the
model at local step k. The total update Awgt) is

K-1
Bul? =~ =0 3 Vo
k=0

K—-1
nZ V fi(w') + V2 fi(w") (wi ), — w'))
k=0

K—1
= —KnV fi(w") — nV2fi(w Z (wip —w

k=0
(b) " 2
X —KnVfi(w') +On), 21
where (a) uses Taylor expansion of the gradient, and (b) assumes learning rate 7 is sufficiently small such that second-order
terms are negligible. Similarly, the effective global update (if computed on global data) would be Ag(]l)obal —KnV f(w?).

®

The drift trajectory vector v; ’ in FedScar is defined as:

NI

global —
~ —KnV f(w') — (~KnV fi(w"))
= Kn (Vfi(w') = Vf(u"). 22

By normalizing vl@, and assuming ||V f;|| = ||V f]| locally (bounded gradient dissimilarity), we derive the directional

alignment with Eq. (20):
o Kn(Vfi(w') = V(wh)
[0, EnllVfi(w) = Vf(w')]2
B (w)

N TRgeer (23)
187 (w)ll2
This proves that the normalized drift trajectory provides an accurate estimation of the geometric bias direction.
C.2. Recursive Expansion of Bias Accumulation (Eq. 17)
We verify the memory property of the bias update rule. The update rule in Eq. (6) is:
bt = bV 4 2O (24)

where @Et) = vi(t)/ ( ||’u§t) | + €). We recursively expand this term to explicitly show the accumulation of historical geometric

information, similar to the momentum accumulation in standard optimization.
bt = D 4 =05

= (7 4 250 4 3050

S I S Gl St S S O

t
— 1O 4 3 AR @), (25)
j=0
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Assuming initialization bgo) = 0, we obtain:

(t+1 Z 'yt ioLowne . {)l(j) . (26)

J= 0Dr:cay Factor INeNsity pjrection

This derivation confirms that b; is not merely an instantaneous estimate, but an exponentially weighted moving average
(EWMA) of the geometric bias. The term v¥~7 ensures that recent geometric drifts contribute more to the correction, while
the scale XU adaptively weights the contribution based on the heterogeneity intensity at round j.

C.3. Derivation of the Heterogeneity Scale (Eq. 16)

Finally, we justify the perturbation scale X(*), The objective is to scale the correction vector to counteract the geometric drift
term V2 f;(w)B?“°. Let the local curvature be bounded by L (Lipschitz smoothness). The norm of the geometric drift is:

IGeoDrift; | = [|V2 fi(w) (e — €)ll2
< max [[V2fi(w")l2 - [le — €]z

QL LV fi(wh) = Vf ()]s @27)

Using the relationship derived in Eq. (21) that V f;(w?) ~ —KinAwgt), we substitute the gradients with model updates:

. 1w NG
||GeoDrift; || < L - H—KAUJZ- - ( KnAglobal ,

Lo
= e ldw” = Al 28)

To obtain a robust global estimator for the current round, we aggregate this drift intensity across all active clients i € A®).
We define the expectation of the drift magnitude as:

. L
;. [[[GeoDrift ] o« K—nEiNMHAw = Agupanll2

K?] |A(t Z HA’LU global ||2 (29)
i€ A

Absorbing the constants Kin and the scaling factor into the hyperparameter «, we arrive at the definition of ¥(¥):
« t
Z(t) = N Z ”sz( ) - globalH2 (30)
i€ A

This derivation shows that ©(*) acts as a computable proxy for the average Hessian-weighted geometric drift intensity,
utilizing the observable variance of model updates to scale the bias correction without requiring explicit Hessian computation.

D. Convergence Analysis
D.1. Preliminaries and Assumptions

Notations. We consider the distributed optimization problem min,,cga f(w) = Zf;l p; fi(w), where N is the number
of clients and p; > 0 denotes the aggregation weight such that 5" p; = 1. Let w® denote the global model parameters
at communication round ¢. We denote the optimal global parameters as w* = arg min,, f(w) and the optimal value as
f* = f(w*). In the analysis of FedScar, we analyze the convergence behavior of the sequence {w!}Z_,. We use || - || to
denote the Euclidean norm (L2 norm) for vectors and the spectral norm for matrices.

To facilitate the theoretical analysis of FedScar under non-convex settings, we introduce the following standard assumptions
commonly adopted in the literature of Federated Learning and Sharpness-Aware Minimization (e.g., SCAFFOLD, FedSAM,
FedGMT).
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Assumption 1 (L-Smoothness). Each local objective function f;(w) is differentiable and L-smooth. That is, for all
z,y € R%andi € {1,..., N}, the following inequality holds:

IV fi(z) =V i)l < Lijz -y (31)

This assumption implies that the Hessian of the local loss is bounded, i.e., ||[V2f;(w)|| < L. Furthermore, the global
objective f(w) is also L-smooth. This property is essential for ensuring the validity of the Taylor expansion used in deriving
the geometric bias and for bounding the descent magnitude in each step.

Assumption 2 (Unbiased Gradient and Bounded Variance). The stochastic gradient oracle g;(w; &) accessed by client ¢
is an unbiased estimator of the true local gradient V f; (w), satisfying E¢[g; (w; §)] = V fi(w). Moreover, the variance of the
stochastic gradient is bounded by o2:

Ee (lgi(w; €) = VHi(w)IIP] <o?, Vi w. (32)
This assumption controls the noise introduced by mini-batch sampling, which is a standard requirement for stochastic
optimization analysis.

Assumption 3 (Bounded Heterogeneity and Geometric Divergence). To characterize the non-IID nature of the data, we
assume the dissimilarity between local and global gradients is bounded. Specifically, there exist constants G > 0 such that
for all w:

N
DIV fi(w) - Vi) < G2, (3)
=1

Furthermore, distinct from standard FL analysis, FedScar addresses the geometric mismatch. We assume that the divergence
of the local perturbation directions (or equivalently, the geometric bias) is bounded. Given the relationship between
geometric bias and gradient heterogeneity derived in Appendix C, this is implicitly covered by the gradient dissimilarity
bound. However, to explicitly handle the second-order terms in SAM, we assume the Hessian variance is bounded by a
constant H:

N
IV i) — 92 f(w) P < B 34
=1

Assumption 4 (Bounded Perturbation Radius). The perturbation radius p in the local SAM updates is chosen to be
sufficiently small. Specifically, we assume p <  for some constant ¢ < 1. This ensures that the perturbed loss remains
within the valid region of the first-order Taylor approximation, allowing us to approximate the perturbed gradient V f; (w + €)
as Vf;(w) + V2 f;(w)e with negligible higher-order error terms.

D.2. Auxiliary Lemmas

In this section, we provide key lemmas that characterize the behavior of the local updates and the stability of the auxiliary
variables in FedScar. These lemmas serve as the building blocks for the main convergence theorem.

Lemma 1 (Bounded Local Dissimilarity / Client Drift). Under Assumptions 1-4, let ) be the learning rate satisfying

n < ﬁ. For any client ¢ and any local step k& € {0,..., K — 1}, the expected squared distance between the local model

w ;. and the starting global model w' is bounded by:
E [[lwi, —w'|’] <5Kn* (6 + G* + B?), (35)

where B? is the bound on the magnitude of the auxiliary variables (proven in Lemma 2).

Proof. Recall the local update rule in FedScar (using SGD on the corrected objective):

wf,kﬂ = wg,k - Wvﬁ(wfk)
=wi, —n (Vfilw] ) + B(w), —w') + Bhi + (b' — b)) . (36)

Let Al = w!, —w' Then AL, ., = Al —ng; ., where g; 1, is the effective gradient. We bound the norm of the update
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at step k:
. 2
]E”wzt',kﬂ - wt||2 =E Z —NYij
j=0
k
<n(k+1) Z Ellgi ;||* (by Cauchy-Schwarz inequality). 37
§=0

Now we explicitly expand the norm of the effective gradient g; ;:

= 2
Ellgi;|I* = B[V fiw; ;) + B(w] ; — w') + Bhi + (6" b)|
< 3E[V fi(w; j)I* + 387°Ew; ; — w'||?
+3E|Bh; + (0" = b)|I*  (using [la+b+c|* < 3(all* + [[b]* + [|c]*)). (38)
Using the bounded variance assumption (E||V fi(w)|* < 02 4 ||V f;(w)||?) and smoothness, we can bound the gradient

term. However, for the purpose of the drift bound, a coarser bound using the heterogeneity assumption suffices. Let
M? = sup, ||Bh; + (b — b;)||* be the bound on correction terms.

k
Ellw! oy —w'|> <K Y BE|V fi(w];)I* + 36°E|| AL |1 +3M7) . (39)
7=0

For sufficiently small 7 and 3, the recursive term 332n? K ||Af j |? is contractive. The dominant terms are the gradient
variance and the heterogeneity/bias corrections. Thus, summing up the contributions:

E [[lwf ), — w'|] < O(K*n’0®) + O(K**G?) + O(K*n* M?). (40)
Simplifying the constants yields the statement in Lemma 1. (]

Lemma 2 (Stability of Geometric Bias Correction). The geometric bias vector bgt) updated via Eq. (6) remains bounded
for all ¢, provided the forgetting factor v € [0, 1) and the drift is bounded. Specifically:

Emax
7)) < e, 1)
-y
where ¥0x = sup, 2.
Proof. Recall the update rule for the bias vector:
()
b = (0 4 5 o :;” - 42)
v; €
We take the Euclidean norm on both sides. Using the triangle inequality:
(®)
6§ = [ + 20— —
1 Z [EREE
()
t t Y
<6 + 20 || —5—| - 43)
[0 7] + €
Notice that the fraction term is strictly bounded by 1:
(t) ()
‘ i (g’H = i H(:))l | <1 (sincee > 0). (44)
v, || te€ v, || T €
Therefore, the inequality simplifies to:
1B < A6+ 2. (45)
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By recursively expanding this inequality from ¢ = 0 (assuming bgo) = 0):

t—1
”bz('t) | < Z ,yt—l—jz(j)
=0

< Ymax 'yk (where ¥ ,,x = max E(j))

Emax
= . (46)

I—v
Since ) is derived from the bounded model updates (Lemma 1), ¥,,,.« is finite. Thus, the correction term b; does not
diverge. ]
Lemma 3 (Bounding the Effective Global Update Error). Let Al , , = + SN Awt + B4 S (hi — by) be the

actual update applied to the global model. The error between this update and the ideal global gradient descent —n KV f(w?)
is bounded by:

E HAglobal - (—nKVf(wt))HQ < 0177202 + 02772K25drifta 47
where Eq,.4 f, represents the residual drift after correction.
Proof. The aggregated model update from clients is A, g = % > Aw!. We write Aw! using the integral of gradients along

the trajectory:
K—1

Awlt = -0 Z (Vfl(wik) + COI‘I'Z') . (48)
k=0

The deviation from the global gradient V f (w') can be decomposed as:
K-1/, N

Dagg = (=K V(") =—n > (N > Viilwix) - Vf(wt)>
k=0 i=1

K-—1 1 N
=0 NZCom. (49)

k=0 = i=1
We focus on the gradient deviation term. Using L-smoothness:

2 2

1 N
> Viiwiy) = Vi)

1 N
& 2 (Vilwis) = Vfi(w")

1 < 2 Y
< % S IVAilut) = VAP < = fluf, —w'|
=1 =1

N 2 =
(50)
Substitute the result from Lemma 1 into this inequality:
) K-179 N
E [[Aagy + KV f(w')||" <n’K Y 2= Y Eljw ) —w'|?
k=0 i=1
<P K2L*- (5Kn*(o® + G* + B?))
= O(n*K?). (51)

This lemma demonstrates that the error in the global update direction is controlled by higher-order terms of the learning rate
(n*), ensuring that for small 7, the algorithm effectively approximates the global gradient direction. The bias correction
terms in FedScar further reduce the constant factor associated with G2 in the drift bound. |

D.3. Main Convergence Theorem

Based on the lemmas established in the previous section, we now present the main convergence guarantee for FedScar. We
show that the algorithm converges to a stationary point of the non-convex objective function f(w) at a rate of O(1/v'T).
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Theorem D.1. Let Assumptions 1-4 hold. Suppose the learning rate 1) is chosen such that n < ﬁ, and the decay factor

v € [0,1). For a total of T communication rounds, the sequence of global models {w'}1_, generated by FedScar satisfies
the following bound on the average squared gradient norm:

T—1
) 1
min 1}E||Vf(wt)||2 < 7 § E|V f(w")?
t=0

te{0,...,.T—
AU — )

where V(-) represents the error term induced by stochastic noise and heterogeneity, which is effectively reduced by the
geometric bias correction terms.

Proof of Theorem D.]1.
Step 1: L-Smoothness Descent Inequality

Since the global objective function f(w) is L-smooth (Assumption 1), we have the following inequality for one update step
from w! to w'*!:

Pt < ) + (9 (), 0t —w) + - w2 53

Recall that the global update is A, ), ,; = w'*" — w'. We decompose A?, , ; into the “ideal” gradient descent direction
and an error term. Let 77 = K be the effective global step size. We define the error vector ¢ as:

Al par = =V f(w') 4+ E. (54)

Substituting this decomposition into the smoothness inequality:

Pty < f(uf) + (5 (t), ~AV T () + € + 2| — AV F(w') + € (55)
= f(") = allVf)]* + (VF(w'), ) (56)
+ g (PN @)I? + €77 = 20(V f(w'), €)) (57)
=2
= (')~ 1~ TV F@OI + 1P 58)
+ (1= Li){Vf(w'), 7). (59)

Step 2: Bounding the Inner Product and Error Terms

We use the inequality (a,b) < 3||a]|® + 3|/6]|* (Young’s Inequality) to decouple the inner product term. However, to absorb
coefficients more carefully, we use (a,b) < Z|ja||? + 2%7 [|b]I2.

(1 — L) (Vf(w"), &) < (Vf(w'),E) (assuming L7 < 1) (60)
7 B2 L L jet)2
< IV + 2*77”5 [ (61)
Substituting this back into the main inequality:

L @

Fwt) < ) - (7= 5 = 1) IV )P 62)
L 1 2
+ (545 ) 1€ (63)
_ 1+ Li

= fut) = 5= L) VA @) + = e (64)
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By the assumption on the learning rate, n < % Also, L1} < 1. The

inequality simplifies to:

8LK,Wehave777K77< . Thus, 1 — L7 2%2

F) < ) = IV SO + 21 (65)

Step 3: Utilizing Lemma 3

From Lemma 3 in Appendix D.2, we have established the bound for the error term £ = A! — (—nV f(w")). Based on

lobal
the drift analysis: !
R < Cin?Ko? + Con* K3(G? + B?). (66)
Substituting this into Eq. (65) and taking the expectation on both sides:
E[f(w™)] < E[f(w")] - ZEIIVJ‘(w’S)H2 e (Ci*Ko® + Con' K°D?) (67)
K
= E[f(w")] - LBV @) + Cino? + Can® K22, (68)

Variance & Drift Noise

where D? encapsulates heterogeneity terms. Crucially, in FedScar, the effective heterogeneity term D? is minimized because
the geometric bias b; cancels the second-order drift V2 f; 37, leading to a smaller error constant compared to standard
FedSAM.

Step 4: Telescoping Sum and Final Bound

Rearranging the terms to isolate the gradient norm:
K
TEEV () < Elf )] - E[f(w+)] + Cono® + Can’ K2, (©9)

Summing overt =0to T — 1:

K
Z TCEIV ) < Z ~ E[f(w'™)]) + T(Cano” + Can’ K?) (70)
= E[f(w“)] —E[f(w")] + T(Csno® + Can’ K?) (71)
< f(w®) — f* + T (Csno? + Cyn®K?). (72)
Dividing by K L yields the convergence rate:
2 Af(W®) = f7) | ACs0? 5
1 Z ||V f(wh)]? < KTt HACHPE. (73)

By choosing 1 f’ the term T becomes O(1/+/T) and the noise term 7> becomes O(1/T). The constant variance

term o2 can be controlled by decaying learning rates or large batch sizes. Thus, FedScar achieves the standard non-convex

convergence rate O(1/v/T).
O

E. Detailed Proof of Theorem 5.3

In this section, we provide the rigorous derivation of Theorem 5.3. Our proof strategy departs from standard convexity
analysis by explicitly tracking the evolution of the Residual Geometric Bias V.

E.1. Step 1: The Geometry of Flatness Discrepancy

Recall the first-order approximation of Flatness Discrepancy derived in standard literature (e.g., FedGF):

N

Ar(w) < & 37 [VF(w) = duw)]| +0(p?). (4)
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where §;(w) is the effective direction used by the algorithm to probe the local landscape.

* For FedSAM, g;(w) = VF;(w). The discrepancy is | VF(w) — VF;(w)|| = ||D;(w)||, which is bounded by o,,.
* For FedScar, the algorithm modifies the probing direction using the history-accumulated bias b;:

Substituting FedScar’s effective direction into Eq. (74):

IVE(w) = gs(w)ll = [VF(w) = (VFi(w) = b; + )] (76)
= [[(bs = b) = (VEi(w) = VE(w))|
= [[(b: = b) = Di(w)]]. (77)

Let Al £ (bt — b') — D;(w') be the estimation error at round ¢. Then, the discrepancy is controlled by the magnitude of
this error:

N
Z AL+ O(p (78)

2\5

E.2. Step 2: Recursive Dynamics of the Estimation Error

This is the core contribution of our analysis. We need to show that E[|| Al||?] contracts over time. The update rule for the
dual variable b; in FedScar can be modeled as an Exponential Moving Average (EMA) of the observed local drifts (or via
the ADMM update equivalent):

B = (1= )bl + /(VE () = VF(u!) + &), (79)

where ¢! represents the stochastic noise with E[¢!] = 0 and variance o7. Note that in the ideal case where w doesn’t change,
b; would converge to the true drift D;. However, w’ changes to w!*?!.

Let’s analyze the evolution of the drift estimation error. We simplify the notation by assuming b ~ 0 (centered) for derivation
clarity:

AL = bt — Di(w't)
= (1 =)0 +7(Di(w') + &) = Di(w'). (80)
We rewrite b} as Al + D;(w'):
AT = (1= )(AF + Di(w')) + yDs(w') + 7€ — Di(w'™)
= (1= )AL+ Di(w') = Di(w"™h) +7¢. (81)
Now, taking the squared norm and expectation:
E[AFH? =E[(1 = 7)AL + (Di(w') = Di(w™)) + 7¢I (82)

Using the inequality [ja + b+ ¢||? < (1 + a)l|a]|* + (1 4+ 2)|[6]|? + [|c[|* (for noise independence) and setting o = 3:

2
BIACT < (14 3) (- BIALE + (14 2 ) BIDGw) - Dt I + 4207 )
v
Since (1+ %)(1 —~)?* & 1 — 1.5y < 1 — ~ (for small ), we have a contraction coefficient. Let’s denote it as (1 — ). The
term || D; (w') — D;(w'*1)||? measures how fast the true drift changes. By L-smoothness of the Hessian (or gradient):

1D (w") = Dy(w™H)||* < L2 |w" — w™* < L2 El|g"[|*. (84)

Assuming bounded gradients E||g*||> < G2, the recurrence becomes:
L2n2G2
EIA 2 < (1- D) Elay? + 22 4 207 (85)
Y
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E.3. Step 3: Solving the Recursion

Recursively applying the inequality over R rounds:

ElAF? < (1- 1) Ela%? + Ri (1-1) (C"2 +7202) - (86)
i = 9 i ~ 9 ~y l

1

At initialization, b = 0, so E[|A?||* = E|D;(w°)||* < o} (the initial heterogeneity). The geometric series sums to ~ .

Thus, the asymptotic error bound is:

R 2
ElafPs (1-2) 2+ o(,’;ﬁw?) . (87)

Exponential Decay of Heterogeneity Steady-state Estimation Noise

E.4. Step 4: Combining with Optimization Error

Finally, substituting this back into Eq. (78) and Theorem 5.3’s expression:

Ar(wf) < p\/E|AE]12 + O(p?) (88)

R
< p\/(l - %) o2 + Noise(, 7). (89)

This concludes the proof. The crucial insight is that the term associated with 03 is no longer static but multiplied by a decay
factor (1 — ~/2)%, strictly proving that FedScar reduces the flatness discrepancy arising from data heterogeneity. (]

F. Experimental Setups
F.1. Environments

The code is implemented by PyTorch-2.0.1 (Paszke et al., 2019) and the overall code structure is based on PFLIib (Zhang
et al., 2023) library with some modifications. All experiments are conducted on a Linux (Ubuntu-20.04.6 LTS) server with
one NVIDIA GeForce RTX 4090D GPU.

F.2. Datasets

To validate our approach, we consider image and text classification task and adopt four widely used datasets, i.e., CIFAR-
10/100 (Krizhevsky, 2009). Note that CIFAR-10, whose samples are very similar but not drawn from identical distributions.
Therefore, it naturally introduces distribution shifts which is suited to the heterogeneous nature of federated learning. The
details about each datasets and setups are described in Table 9.

F.3. Model Architecture

We conduct further experiments on different model architectures: CNN (LeCun et al., 1998) for CIFAR-10, ResNet-8 (He
et al., 2016) for CIFAR-100.
e The CNN used in our experiment is from FedAvg (McMabhan et al., 2017), a similar architecture is used in (Luo et al.,

2021; Lee et al., 2022).

* The ResNet-8 in our experiment is from PFLIib (Zhang et al., 2023) library, a similar architecture is used in (Li et al.,
2025a). We follow the suggestion of Hsieh et al. (2020) to replace the Batch Normalization (Ioffe & Szegedy, 2015)
with the Group Normalization (Wu & He, 2018) to avoid the non-differentiable parameters.

F.4. Baselines Implementation

We consider the following nine state-of-the-art FL. methods:
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Table 9. Details datasets setups.

Table 10. Algorithm-specific hyperparameters.

Datasets CIFAR-10  CIFAR-100 Method Searched Candidates Best Selection
Classes 10 100 FedDyn a € {1,0.1,0.01,0.001} B=0.1
Sl;e (train/test) 50k/10k 50k/10k FedInit 8 € {1,0.1,0.01,0.001} B=0.1
ghemﬁ Rati :)0? 1)0? FedSAM p € {0.5n,n,2n, 5n,10n} p =1 (except p = 0.57 in C-100)

ampling Ratio : : FedGamma p € {0.5n,n,2n,5n,10n} p = n (except p = 0.57 in C-100)
Local Epochs 5 2 - - -
Batch Size 50 20 FedSMOO p € {0.5n,n,2n,5n,10n} p = n (except p = 0.5n in C-100)
Learning Rate 0.01 0.01 B € {1,0.1,0.01,0.001} 5=01 .
Learning Rate Decay 0.998 1.0 FedLESAM-D p € {0.51, 7,27, 5n, 10} p = n (except p = 0.577 in C-100)
Optimizer SGD SGD g € {1,0.1,0.01,0.001} f=01
Momentum 0.9 0.9 FedGMT ~ € {0.5,1.0,2.0} v=10,7=3.0
Weight Decay le-5 le-5 B €{1,0.1,0.01,0.001} 5=0.1
Rounds 500 500 a € {0.5,0.95,0.995,0.998} « =0.95

FedScar a € {0.5n,n,2n, 51,100} a=10n

8 € {1,0.1,0.01,0.001}
v € {0.5,0.9,0.95,0.995}

B = 0.06 (except 5 = 0.1 in C-100)
v=20.9

FedAvg (McMabhan et al., 2017) is proposed as the basic framework in the federated learning, which aggregates the
locally trained model parameters by weighted averaging proportional to the amount of local data that each client had.

Scaffold (Acar et al., 2021) dynamically updates its regularizer so that the optimal model for the regularized loss is
in conformity with the global empirical loss.

FedDyn (Acar et al., 2021) dynamically updates its regularizer so that the optimal model for the regularized loss is in
conformity with the global empirical loss.

FedInit (Sun et al., 2023b) adopts personalized relaxed initialization at the start of each round to revise local
divergence and enhance consistency.

FedSAM (Qu et al., 2022) directly applies the SAM objective in local learning.

fedGamma (Dai et al., 2024) incorporates a local SAM optimizer with a dynamic regularizer.

FedSMOO (Sun et al., 2023a) utilizes the Alternating Direction Method of Multipliers (ADMM) to estimate global
perturbation and adopts a dynamic regularizer during the local training.

FedLESAM (Fan et al., 2024b) estimates the global perturbation as the difference between the locally stored historical
model from the activation round and the global model received in the current round.

FedGMT (Li et al., 2025a) incorporates a local SAM optimizer with a dynamic regularizer.

For the above algorithms, we search hyperparameters and choose the best among the candidates. All methods hyperparame-
ters is refered from their official papers. The hyperparameters for each algorithm is in Table 10.
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G. Efficient and Advanced Variants of FedScar

Algorithm 1 FedScar: Federated Sharpness and Control Variate Regularization

1: Input: Global rounds 7, local epochs E, learning rate 7, penalty parameter 3, decay rate -, variance scale .
2: Initialize: Global model w?, drift duals h; = 0, bias duals b; = 0, global average bias b=0.

3: fort =0to7 — 1do

4:  Server:

5. Broadcast w' and b to selected clients S;.
6:  for each client ¢ € S; in parallel do

7: Client:

8: Receive wt, b. Initialize w; = wt.

9: for local epoch e = 1 to E do
10: Compute gradient using Eq. (7)
11: Update model: w; < w; — ng.
12: end for
13: Compute update Aw; = w; — wt.
14: Send Aw; to server.
15: Update local drift dual: h; < h; — Aw;.
16:  end for

17:  Server:

18:  Aggregate updates: Aggg = D5 PiAw.
19:  Update global model using Eq. (8).

20:  Calculate global update A jjppq = wit — w.
21:  Calculate perturbation scale X(*) via Eq. (5).
22:  for eachclient € S; do

23: Update bias b; via Eq. (6) using ©(*).
24:  end for

25: Update global average: b= - > b;.
26: end for

In this section, we present three variants of FedScar designed to address different constraints and performance goals:
FedScarsS (Simplified) for communication efficiency, FedScarL (Lite) for computational lightness, and FedScar-SAM for
maximizing generalization performance.

G.1. The FedScar Algorithm

Based on the method derived in Section 4, we formally present the complete FedScar algorithm in Algorithm 1. The
framework follows a Split-Dual ADMM structure, maintaining two sets of auxiliary variables h; for drift, b; for geometric
bias to enforce consistency.

Complexity Analysis. We analyze the computational and communication complexity of the proposed FedScar framework.
From a computational perspective, the local update process involves standard SGD operations augmented with lightweight
element-wise vector additions for the dual variables Sh; and b — b,. Since these operations scale linearly with the model
dimension d, FedScar maintains the same asymptotic time complexity O(FE - K - d) as standard FedAvg and SCAFFOLD,
where K is the number of local steps per epoch. Regarding communication, the uplink transmission remains identical
to FedAvg, requiring clients to upload only the model update vector of size d. However, the downlink phase imposes
additional overhead because the server must broadcast both the global model w? and the global average bias vector b to
ensure geometric consistency. Consequently, the downlink communication cost per round is 2 x d, which motivates the
development of our communication-efficient variant discussed in Appendix G.2.

G.2. FedScarS: Communication-Efficient Variant

While FedScar effectively minimizes Flatness Discrepancy, the requirement to broadcast the global bias vector b increases
the downlink communication cost to 2x that of FedAvg. To address scenarios with limited downlink bandwidth, we propose
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FedScarS$ (FedScar-Simplified). FedScarS eliminates the explicit transmission of b by transforming the explicit geometric
correction term in the objective function into an implicit proximal shift embedded in the model initialization.

Objective Function Transformation. Recall the local gradient in FedScar. The term (b — b;) explicitly corrects the
geometric drift but requires client ¢ to know b. In FedScarS, we propose to absorb this linear correction term into the
quadratic proximal term.

Consider a shifted proximal center w! = w' + ;. The gradient of a proximal term centered at W} is S(w — w!) =
B(w — w') — 36;. We aim to find a shift J; such that this implicit shift approximates the explicit correction. By equating the
regularization effects:

| =

Instead of calculating this exact inverse which requires b, FedScarS adopts a heuristic strategy: the server pre-injects the
geometric bias into the global model before broadcasting. Specifically, for client ¢, the server sends a personalized initial
model:

t
Winit,i

=w! + b;. 91)

Here, we utilize the client-specific bias b; stored on the server to shift the optimization landscape. The client then initializes

training at wfm-t,i. To maintain consistency with the code implementation and allow the model to explore flatter regions by

counteracting the strong convexity of the proximal term, we employ a relaxed objective function:

s B
Irgnfi (w) = fi(w) — 5““’ - wzt'nit,i”Q

+ B{w, h; + b;). (92)

Note the negative sign in the quadratic term. The client no longer needs to receive b separately. The geometric information
is encoded in the starting point wfm“ and the combined control variate term h; + b;.

Mathematically, the gradient of FedScarS becomes:

VI (w) = Vi(w) = Bw — (w' +b;)) + B(hi + b;)
= Vfi(w) — Blw — w") + Bh;. (93)

Although the explicit b; term seems to cancel out in the gradient formulation, the geometric correction is enforced through
the Initialization Bias. Since non-convex optimization (e.g., Deep Learning) is highly sensitive to initialization, starting at
w? 4 b; places the client in a basin of attraction that has been corrected for geometric drift. The relaxed quadratic term then
allows the model to escape sharp minima within this corrected region, effectively achieving geometric alignment without
explicit gradient modification.

The detailed procedure is summarized in Algorithm 2.
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Algorithm 2 FedScarS: Communication-Efficient Variant

1: Input: Same as FedScar.
2: Initialize: Same as FedScar.
3: fort =0to 7T — 1do

4 Server:
5:  for eachclienti € S; do
6: Bias Injection: Prepare personalized model wge,,; = w? + b;.
7 Send wgens to client i. (No b sent).
8: end for
9:  for each client i € S; in parallel do
10: Client:
11: Receive wj, ;. Initialize w; = w;p;¢-
12: for local epoch e = 1 to E do
13: Compute gradient using Eq. (93)
14: Update w; via SGD on f(w).
15: end for
16: Send Aw; = w; — Win;t O SEIVET.
17: Update local duals: h; + h; — Aw;.
18:  end for

19:  Server:
20:  Aggregate and update b;, h;, w't! same to FedScar, incorporating the bias shift in aggregation.
21: end for

Efficiency Analysis. The primary advantage of FedScarS lies in its superior communication efficiency. By injecting the
geometric bias directly into the personalized model initialization w;,, the server only needs to transmit a single vector
of size d to each client. This strategy restores the downlink communication cost to 1 X d, matching standard FedAvg.
Computationally, the transformation of the objective function does not incur any additional floating-point operations,
ensuring that FedScarS achieves geometric correction without compromising computational speed.

G.3. FedScarL: Computationally Lite Variant

To further reduce the system complexity and memory footprint, we introduce FedScarL (FedScar-Lite). While the full
FedScar employs a Split-Dual ADMM framework using two sets of auxiliary variables (h; for parameter drift and b; for
geometric bias), FedScarL simplifies this by exclusively retaining the History-Accumulated Geometric Bias (b;) and the
Adaptive Perturbation Scale (X(*)).

FedScarL removes the standard control variate h; used for first-order mean drift correction. This design choice is motivated
by the observation that in many SAM-based scenarios, correcting the geometric direction (flatness) is more critical for
generalization than correcting the parameter mean. By stripping away the dual updates for h;, FedScarL achieves a leaner
implementation with zero additional communication overhead compared to FedAvg, as the geometric bias is applied purely
via server-side model modifications or local gradient corrections without transmitting extra vectors. This makes FedScarL
highly suitable for edge devices with limited memory capacity.

G.4. FedScar-SAM: Performance-Enhanced Variant

To push the limits of generalization performance, we propose FedScar-SAM. This variant combines the global geometric
alignment of FedScar with the local flatness seeking of SAM. Specifically, instead of using standard SGD for the local
optimization of the FedScar objective, FedScar-SAM employs a SAM optimizer to solve the local sub-problem. This creates
a synergistic effect: FedScar’s bias correction (b;) ensures that the local optimization landscape is aligned with the global
flatness direction, while the local SAM optimizer ensures that the client finds a region that is robust to local perturbations.
As a result, FedScar-SAM consistently achieves the highest test accuracy across various benchmarks, as detailed in Table 11.
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Table 11. Performance comparison of FedScar and its variants on CIFAR-10 and CIFAR-100 benchmarks. We report Max Acc. / Last-50
Mean Acc. under varying heterogeneity settings and participation rates. FedScar-SAM achieves the best generalization, while FedScarS
and FedScarLL maintain competitive performance with higher efficiency.

Method [ Dir 1.0 [ Dir 0.1 [ Dir 0.01 [ Pat 10 [ Pat 20
[ p=10% [ p=20% | p=10% [ p=20% | p=10% [ p=20% | p=10% [ p=20% | p=10% | p=20%
Dataset: CIFAR-10
FedScar 81.36/80.82 | 81.41/80.96 | 80.51/79.88 | 80.96/80.35 | 77.92/76.72 | 78.75/78.05 | 84.58/84.13 | 84.22/84.01 | 80.91/79.85 | 81.88/81.25
FedScarS 80.70/80.36 | 81.07/80.81 | 80.24/79.81 | 80.44/80.04 | 76.66/75.83 | 77.96/77.35 | 83.69/83.43 | 83.96/83.53 | 80.29/79.39 | 80.78/79.92
FedScarL 79.48 /79.06 | 79.91/79.50 | 79.08/78.27 | 79.42/78.33 | 75.94/74.50 | 76.79/75.14 | 82.25/81.90 | 82.68/82.46 | 78.87/77.88 | 80.27/79.58

FedScar-SAM | 81.54/81.29 | 82.14/81.95 | 81.18/80.51 | 81.33/80.88 | 78.06/77.40 | 79.34/78.94 | 84.84/84.53 | 84.79/84.63 | 81.48/80.75 | 81.99/81.47
Dataset: CIFAR-100

FedScar 50.78/50.21 | 52.15/51.81 | 48.60/47.92 | 50.05/49.46 | 46.57/45.78 | 47.70 /47.04 | 53.01/51.92 | 53.63/53.24 | 49.67/48.57 | 50.77/50.10
FedScarS 51.00/50.40 | 51.33/51.10 | 47.82/47.06 | 48.29/47.78 | 45.63/44.62 | 46.97/45.93 | 51.83/50.99 | 53.02/52.37 | 48.71/47.83 | 49.65/48.97
FedScarL 47.63/47.20 | 49.86/49.49 | 45.65/45.31 | 47.59/46.89 | 45.15/44.22 | 45.61/44.49 | 50.01/49.36 | 52.49/51.09 | 47.92/47.04 | 48.86/48.13

FedScar-SAM | 52.62/52.01 | 52.33/52.02 | 49.53/48.65 | 50.49/49.88 | 46.78 /45.97 | 47.86/47.16 | 53.00/52.24 | 54.27/53.57 | 49.99/48.87 | 51.28/50.67

G.5. In-depth Theoretical and Empirical Comparison with FedGF

To further illustrate the superiority of FedScar in aligning local and global flatness, we provide a comprehensive theoretical
and empirical comparison with FedGF (Lee & Yoon, 2024), a recent state-of-the-art method addressing flatness discrepancy.

Theoretical Superiority. FedGF attempts to bound the flatness discrepancy using a surrogate-based perturbation alignment,
which mathematically relies on a static coefficient ¢ € (0, 1). This approach inevitably yields an irreducible residual error
bounded by O((1 — ¢)?07), establishing a constant error floor dictated by the initial data heterogeneity 0. In contrast,
Theorem 5.6 demonstrates that the history-accumulated geometric bias correction in FedScar introduces a strict geometric
contraction factor. This bounds the residual by an exponentially decaying term O((1 — %)tag). While the static bound of
FedGF might appear competitive during the initial communication rounds, FedScar is mathematically guaranteed to become
strictly tighter after a finite threshold of rounds ¢, actively dissolving the heterogeneity-induced discrepancy rather than

tolerating a static gap.

Empirical Evaluation. To validate the aforementioned theoretical advantages, we integrate FedScar directly into the
official codebase of FedGF to ensure a strictly fair comparison. All underlying configurations including data partitioning,
model architectures, search spaces, and random seeds are kept completely identical. The evaluation spans CIFAR-10 and
CIFAR-100 datasets under various degrees of statistical heterogeneity (Dirichlet & € {0.01,0.05, 1.0}) and sample clients
C € {5,10}.

Table 12. Performance comparison with FedGF on CIFAR-10 and CIFAR-100. Results are formatted as Max Accuracy / Mean Accuracy
(%). Experimental settings strictly follow the FedGF setup across varying Dirichlet heterogeneity (o« € {0.01,0.05,1.0}) and local
epochs (C' € {5,10}).

Method Dir 0.01 Dir 0.05 Dir 1.0
c=5 C=10 Cc=5 C=10 Cc=5 c=10

CIFAR-10

FedAvg 70.04/61.86 70.28/64.83 72.01/66.29 73.66/69.77 83.14/82.75 83.17/82.87

FedSAM 74.65/68.23 74.03/70.03 76.57/71.25 76.54/73.61 83.92/83.57 84.15/83.74

FedGF 80.21/77.19 81.10/78.53 80.20/77.60 81.50/78.71 83.96/83.57 84.02/83.72

FedScar (Ours) 82.20/80.47 83.40/82.36 82.60/80.74 84.00/83.16 84.65/84.46 84.43/84.13
CIFAR-100

FedAvg 32.37/29.35 35.88/33.63 40.55/38.03 41.34/40.02 50.59/49.94  50.94/50.23

FedSAM 32.63/29.78 36.48/34.53 44.65/42.19 45.29/44.11 54.16/53.71 53.92/53.58

FedGF 46.90/45.23 47.67/46.08 47.93/45.94 47.54/46.15 53.87/53.41 53.47/53.22

FedScar (Ours) 51.30/49.67 55.01/54.33 53.30/51.90 53.79/52.23 54.76/54.29 54.10/53.83

As demonstrated in Table 12, FedScar consistently outperforms FedGF across all evaluated configurations. This performance
advantage becomes exceptionally pronounced under severe data heterogeneity (Dirichlet o = 0.01) and extended samlpe
clients (C' = 10), where local trajectory drift is typically most destructive. For instance, on CIFAR-100 under these extreme
conditions, FedScar achieves a maximum accuracy of 55.01%, surpassing FedGF by over 7%. Furthermore, FedScar
consistently yields a substantially lower standard deviation across runs (e.g., 0.38 versus 0.66 under the aforementioned
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setting). This explicitly confirms that our adaptive bias correction mechanism provides vastly superior optimization stability
and mitigates performance oscillation much more effectively than the static alignment strategy employed in FedGF.

G.6. Validation Across Broader Domains and Modalities

The majority of existing federated learning literature relies heavily on image classification benchmarks. To demonstrate
that the identified flatness discrepancy and the geometric bias are fundamental structural issues in heterogeneous FL rather
than artifacts specific to computer vision tasks, we extend our evaluation to broader modalities. Specifically, we conduct
additional experiments on Natural Language Processing (NLP) and tabular domains using the AG News dataset (Zhang
et al., 2015) with a TextCNN architecture and the Sensorless Drive dataset (Bayer et al., 2013) with a TabCNN architecture.

The federated environment is configured with 100 clients under varying degrees of Dirichlet feature skew (a0 €
{0.1,0.5,1.0}) and quantity heterogeneity. To rigorously stress-test the algorithms, we apply highly sparse client participa-
tion rates per round (p € {5%, 10%}).

Table 13. Cross-modality performance evaluation on Sensorless Drive (Tabular) and AG News (Text) datasets. Results are formatted as
Max Accuracy / Mean Accuracy (%). Experiments are conducted under varying Dirichlet heterogeneity (« € {0.1,0.5,1.0}) and sparse
participation rates (p € {5%, 10%}).

Method Dir 0.1 Dir 0.5 Dir 1.0
p=5% p=10% p=5% p=10% p=5% p=10%
Sensorless Drive (Tabular)

FedAvg 77.63/65.54 80.72/70.98 84.94/72.40 88.20/79.07 83.93/78.71 89.22/81.15
SCAFFOLD 78.76/66.37 80.98/72.21 85.52/73.14 88.41/79.22 88.21/79.07 89.49/81.58
FedDyn 89.77/78.93  89.54/79.40 93.24/80.39  95.15/85.07 94.37/85.57 95.92/88.26
FedInit 79.87/67.59 91.99/83.66 87.60/74.56 95.16/86.39 89.34/80.32 95.74/88.14
FedSAM 78.00/65.03  80.56/71.08 84.83/72.67 88.17/78.85 88.26/78.85 89.03/80.75
FedGamma 79.44/6591 81.22/72.52 85.19/73.31 88.51/78.83 88.28/79.28 89.31/81.66
FedLesamd 88.32/76.25 89.89/81.99 92.57/79.68 94.08/84.18 94.14/84.91 94.87/87.53
FedSMOO 88.42/76.48 90.18/82.12 92.56/80.44 93.98/84.00 94.04/85.27 84.70/86.96
FedGMT 91.92/82.00 93.88/87.81 94.47/82.54 95.74/87.32 94.98/87.25 95.98/88.92

FedScar (Ours) 92.56/86.49 94.04/91.60 94.82/90.72 96.37/94.82 95.73/93.00 96.68/94.18
AG News (Text)

FedAvg 77.29/69.48 76.92/71.89 78.36/73.23  78.59/74.93  79.20/75.33  79.22/76.06
SCAFFOLD 77.17/70.66  77.72/73.27 78.53/73.85 78.51/75.86 79.49/76.02  79.59/77.04
FedDyn 77.83/76.21  82.47/81.19 80.09/78.44 83.82/82.62 80.20/79.26  84.39/83.39
FedInit 81.93/74.38  78.86/76.86 80.79/76.97 79.62/78.29 83.58/78.85 80.05/79.10
FedSAM 81.87/70.98 81.82/74.36  82.53/74.83  82.43/77.47 83.72/77.89  83.37/78.75
FedGamma 81.91/72.62 82.00/76.25 82.51/75.89 82.88/78.88 83.67/78.69 83.57/79.97
FedLesamd 77.87/76.40 83.17/81.82 79.76/78.68 83.38/82.49 80.13/79.05 84.57/83.51
FedSMOO 81.84/77.73 82.97/82.06 82.63/79.70 84.08/82.67 82.36/80.19 84.22/83.17
FedGMT 77.55/76.83  84.87/83.13  79.34/78.64 85.63/84.31 80.30/79.91 86.21/84.71

FedScar (Ours) 85.34/83.99 86.30/84.44 85.07/84.16 86.55/85.06 85.75/85.16 86.68/85.34

As summarized in Table 13, FedScar consistently and significantly outperforms both traditional drift-correction methods and
state-of-the-art SAM-based FL baselines across all modalities and heterogeneity levels. On the tabular Sensorless Drive
dataset under severe heterogeneity (Dirichlet o« = 0.1) and 10% participation, FedScar achieves a maximum accuracy of
94.04% and a mean accuracy of 91.60%, substantially surpassing FedGMT and standard FedSAM. Similar performance
dominance is observed on the AG News text classification task, where FedScar achieves optimal stability and peak accuracy
across all settings.

These cross-modality results explicitly confirm that the geometric misalignment caused by data heterogeneity universally
limits generalization across different data types. By maintaining a history-accumulated geometric bias to rectify local
updates, FedScar provides a highly generalizable and robust optimization framework that extends well beyond visual tasks.
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