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Abstract

Modern neural networks derive much of their ef-
fectiveness from rich connectivity patterns. Yet,
existing architectures often fix the topology at
either the sparse or dense extremes, thereby limit-
ing structural flexibility and analysis. We propose
Kronecker Generative Networks (KGNs), an al-
gebraic framework that constructs neural network
topologies via recursive generation rules, treating
topology as a first-class design object. KGNs gen-
erate families of directed acyclic graphs with con-
trollable connectivity complexity, enabling sys-
tematic interpolation between sparse and dense
aggregation regimes. Under this formulation, ar-
chitectures such as FractalNet and DenseNet arise
as specific instantiations corresponding to differ-
ent generation rules. We provide theoretical anal-
ysis of acyclicity, connectivity scaling, and ex-
pressiveness, and demonstrate experimentally that
KGN instantiations achieve favorable accuracy-
efficiency trade-offs across multiple domains.

1. Introduction

With the widespread deployment of modern neural networks,
architectural design has become a central factor in achiev-
ing strong performance under practical constraints. Across
a wide range of influential architectures, including resid-
ual (He et al., 2016), densely connected (Huang et al., 2017),
and other multi-branch designs (Szegedy et al., 2015; Lars-
son et al., 2017), performance gains are often associated
with increasingly rich connectivity patterns built from rel-
atively simple components. In practice, these designs in-
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volve multiple parallel pathways and non-trivial interactions
across layers, extending beyond what can be expressed by
simple sequential stacking. These phenomena address the
underlying importance of studying the structures of neural
networks as first-class algebraic objects.

The importance of network topology in neural computation
has been recognized since the earliest theoretical models
of neurons. In particular, McCulloch & Pitts (1943) mod-
eled neural structures as algebraic objects, yielding two
invaluable insights for deep learning: (i) neural topologies
determine the behavior of neurons, up to equivalence, and
(ii) the learning of neurons seems to require ‘“permanent
alternations” of net structures. These conclusions provide
a biological perspective on the equivalence and expressive-
ness of neural networks across different topologies and sug-
gest the inevitability of improving network architectures to
enhance the learning capacity of neural networks.

Under the same mindset, residual skips (He et al., 2016)
stand out as a representative approach to improve model
learning with minimal structural alterations (Szegedy et al.,
2017; Santhanam & Davis, 2019). Later work extends
this approach by introducing more complex topologies
built from existing building blocks, such as fully con-
nected layers and convolutional blocks. Notably, Fractal-
Net (Larsson et al., 2017) applies a complicated topology
via a fixed fractal expansion rule to form an ultra-deep net-
work that is topologically self-similar. Another exemplary
work is DenseNet (Huang et al., 2017), followed by Con-
denseNet (Huang et al., 2018). In DenseNets, the features
from each convolutional block are passed to all subsequent
layers, forming a set of densely connected pathways. Com-
pared with DenseNet and its variants, FractalNet is deeper
and has more sparse shortcuts. Additionally, Huang et al.
attributed DenseNet’s success to the “collective knowledge”
of the final classifier, thereby underscoring the importance
of network structures beyond node implementations.

While both FractalNet and DenseNet emphasize the impor-
tance of rich, organized connections, there remains room
for generalization and further extension of these architec-
tures. A key question is whether they are flexible and the-
oretically well-justified to describe a family of networks
sharing the same characteristics. We consider the aver-
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age in-degree of the induced directed acyclic graph, which
reflects the amount of information each node aggregates.
Intuitively, a higher average in-degree corresponds to more
substantial reliance on collective information (Raghu et al.,
2017; Xie et al., 2017) and is typically associated with in-
creased computational overhead. Let (d)f and (d)p denote
the average in-degrees of FractalNet and DenseNet, respec-
tively. With minimal computation', it can be proved that
(d)yr = O(1), {(d)p = O(Np), where Np, denotes the node
count in DenseNet. We observe that the average in-degree
of FractalNet is independent of every structural parameter,
while that of DenseNet grows at the same pace as node
count. Consequently, FractalNet and DenseNet occupy two
extreme connectivity regimes: bounded-degree aggrega-
tion, independent of network scale, and dense aggregation
that scales linearly with the number of nodes. However,
fixing the average in-degree at either extreme implicitly
hard-codes how information is aggregated throughout the
network, leaving little flexibility to modulate the complexity
of connectivity between sparse and dense regimes under
task-specific or computational constraints. This observation
motivates the need for a framework that enables controlled
exploration of intermediate topological structures.

To this end, we propose Kronecker Generative Networks
(KGN:s), a principled algebraic framework for construct-
ing neural network topologies through recursive generation
rules. KGNs treat network topology itself as a first-class
design object, enabling systematic control over connectivity
patterns, information aggregation, and structural complex-
ity. By adjusting a small set of algebraic generators, KGNs
produce families of directed acyclic graphs (DAGs) that
interpolate smoothly between sparse and dense aggregation
regimes while preserving modular compositional structure.
Under this formulation, existing architectures such as Frac-
talNet and DenseNet can be interpreted as specific instan-
tiations of the proposed generative process. In particular,
their differing connectivity behaviors correspond to distinct
choices of generation rules, leading to fundamentally differ-
ent scaling laws for information aggregation.

Beyond enabling flexible architecture construction, the pro-
posed formulation enables the analysis and comparison of
neural network structural properties at the level of topol-
ogy. By expressing connectivity patterns through explicit
algebraic generators, KGNs enable principled, architecture-
agnostic reasoning about expressiveness, information aggre-
gation, and complexity. This perspective shifts the study
of network design from enumerating model-specific wiring
patterns to analyzing families of networks under shared
structural rules.

Overall, our contributions are listed as follows:

'See Appendix E.

(i) We introduce an algebraic recursive framework for
neural topology generation that generalizes existing
architectures.

(i) We provide a theoretical analysis of acyclicity, com-
plexity, and expressiveness of generated networks,
demonstrating the flexibility of balancing computa-
tional cost and functional capacity with topological
parameters.

(iii) We develop practical KGN instantiations with favor-
able accuracy-efficiency trade-offs across domains,
achieving a considerable accuracy rate with fewer pa-
rameters compared with the state-of-the-art (SOTA)
models in image classification and human activity
recognition tasks.

(iv) We present supporting analyses, including ablation
studies, average in-degree characterization, unification
results, and a generic KGN-based architecture search
formulation.

Code availability The code for our implementation is
open-source and publicly available on GitHub?.

2. Related Work

We focus on prior works that employ Kronecker algebras
and sparse topology in neural network design, as structured
connectivity architectures such as FractalNet and DenseNet
are discussed in the Introduction and evaluated experimen-
tally.

Kronecker-based graph generation Kronecker products
have been studied as a principled mechanism for generating
large graphs, as recursive Kronecker powers lead to expo-
nential growth in the number of nodes while preserving local
connectivity patterns. In particular, Leskovec et al. (2010)
define Kronecker graphs via repeated Kronecker powers
of an initiator adjacency matrix and observe emergent self-
similarity. While such constructions inspire fractal-like
neural architectures, classical Kronecker graph models op-
erate on abstract graphs without computational or learning
semantics. Our work draws inspiration from their algebraic
construction. Still, it departs fundamentally by introducing
(}5 , C)-inducers that generate directed acyclic computation
graphs with explicit information flow, learnable components,
and controllable connectivity beyond strict self-similarity.

Parameterization and decomposition Kronecker algebra
has also been widely used for structured parameterization
and operator decomposition in neural networks. Represen-
tative examples include Kronecker-based weight decompo-
sitions yielding adaptive activation functions (Jagtap et al.,

2https ://github.com/EastLakeFish/
Kronecker-Generative-Networks
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2022), coefficient decompositions for improved statistical
efficiency (Feng & Yang, 2022), and Kronecker-structured
attention operators for computational savings (Gao et al.,
2020). These works operate at the level of parameters or
operators under a fixed computation graph. In contrast, our
work employs Kronecker algebra to directly generate fami-
lies of computation graphs, treating network topology itself
as the primary design object.

Sparse Topology Recent studies have also highlighted
the importance of a learnable sparse topology beyond con-
ventional dense-to-sparse training paradigms. In particular,
lottery-ticket-style methods (Frankle & Carbin, 2019) inves-
tigate trainable sparse subnetworks within overparameter-
ized architectures, while dynamic sparse training methods
such as RigL (Evci et al., 2020) optimize sparse topology
during training through iterative connectivity updates. In
contrast, KGN does not derive sparse structures from dense
parent networks or dynamically rewire connections during
training; instead, it focuses on the direct generation of neural
topologies through recursive Kronecker construction rules,
providing a complementary perspective centered on topol-
ogy construction rather than topology selection.

3. Theoretical Grounding

We introduce the formal definition of Kronecker Generative
Networks (KGNs) and analyze the topological properties
induced by the generation rule. These properties provide
foundations ensuring that the Kronecker-based construction
yields well-formed and trainable computation graphs.

Nodes and graphs We first introduce the notation and
basic graph concepts used throughout our work. In the
context of KGN, a node is an atomic topological unit. Each
node represents an abstract computational module, whose
internal implementation may consist of multiple operations
and differ across nodes. A directed graph consists of a set
of nodes and directed edges between them. Formally, it
is expressed by a pair G = (V,€), where V = {v;}I";
represents the set of n vertices, or nodes. £ corresponds to
a set of ordered pairs, or edges, denoted by (v;, Uj), where
v; and v; are nodes in V. For each graph G, an adjacency
matrix P = [p;;] € {0,1}™*" is employed to describe the
connections:

1, if (v,0;) €&,
pij:{o’ iflonv) €8 wev.

otherwise,

A directed graph is acyclic if and only if its adjacency P is
nilpotent. Lemma 3.1 formalized this fact.

Lemma 3.1 (Acyclicity and Nilpotency). Let P be the ad-
Jjacency matrix of a directed graph G. The following state-
ments are equivalent: (i) G is acyclic; (ii) P is nilpotent, i.e.,

there exists k < n such that P* = 0; (iii) P™ = 0 for all
m > n.

Lemma 3.1 is a classic result in directed graph theory. For
any DAG, there exists a permutation matrix .S that orders
the vertices topologically. Under this ordering, the permuted
adjacency matrix, i.e., ST PS, is strictly upper-triangular.
This observation is equivalent to the nilpotency characteriza-
tion in Lemma 3.1. In practice, neural networks are almost
always acyclic, as acyclicity is required for backpropagation
to be well-defined.

For clarity of presentation, we assume that the nodes in
every DAG we study are already topologically sorted, as
formalized by Definition 3.2.

Definition 3.2 (Topological Sorting). Given any DAG G =
(V, ), it is topologically sorted if its adjacency matrix P is
strictly upper-triangular.

Next, we establish KGN based on a Kronecker-based gener-
ation rule, as shown in Definition 3.3.

Definition 3.3 (KGN Transform). Let
{ni € Z1 )i, 2)

denote node counts. Let P; be strictly upper-triangular
matrices, and C; be arbitrary binary adjacency matrices,
where

O#RG{Ovl}nlxnla i:O717"'7k7
O#Cie{ovl}ﬁi_lxyli_l) 22172a 7ka
Ni—1="MN4—1"MNi—2, n_1:=1

The KGN transform is defined as

P, =Ti(P.1) = I, ® Pi_1 + P, ® Oy,

- 3)
POZP07 i:172a"'7k7

where @ denotes the Kronecker product. I,,; is the n; X n;
identity matrix.

Intuition The KGN transform consists of two compo-
nents: a duplication term I,,, ® P, which replicates the
previous graph structure n; times, and a connection term
P; ® C;, which links the replicated structures according to
the inducer ]51- and connector C;.

Definition 3.4 (Kronecker Generative Network). Let d €
[1,k], P; be an adjacency matrix generated by Defini-
tion 3.3, the directed graph

Ga = (Va, Pa) 4

is defined as a depth-d KGN. Adjacency matrices Py =
{P;}¢_, and connector matrices C; = {C;}¢_, are the in-
ducers of Gy.
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Figure 1. A depth-2 16-node KGN.

That is, a KGN is a neural network whose topology is de-
fined by (3). A depth-2 KGN is shown in Figure 1 as a toy
example. It is induced by Py, P, and connector C. Using
Definition 3.3, we can recursively define deeper KGNs.

Unification Property 3.5 highlights a fundamental dis-
tinction between existing architectures and KGN: while
DenseNet and FractalNet rely on fixed connectivity rules,
KGN exposes topology generation itself as a controllable
design dimension.

Property 3.5 (Unification of FractalNet and DenseNet). Let
G = (V, &) be a KGN. The following statements hold:

(1) DenseNet. G generalizes to a DenseNet if P is chosen
as a fully connected upper-triangular adjacency matrix,
andC' =117,

(ii) FractalNet. G generalizes to a FractalNet using the
following inducers:

0 0
Ci=Ei+E],

P, = [O 1}, i=0,1,...,C,
(5

i=1,2,....C.

Here E; denotes a matrix of proper shape with the only
nonzero entry at (1, |V;_1]).

Property 3.5 positions DenseNet and FractalNet as struc-
turally constrained realizations within the broader KGN
framework. A remark on Statement (ii) is provided in Ap-
pendix A. KGN treats topology as a generative object rather
than a fixed construction, allowing connectivity patterns
to be systematically varied while preserving acyclicity and
structural interpretability.

Acyclicity Starting with a property of the Kronecker prod-
uct, we show that KGN at depth d > 0 are always acyclic,
so that backpropagation can be well-defined.

Lemma 3.6 (Block Triangularity). Let P € R"*™ be a
strictly upper-triangular matrix. The Kronecker lift P @ C
is also strictly upper-triangular for an arbitrary matrix C
of compatible shape.

Lemma 3.6 implies that Kronecker-based generation pre-
serves the triangularity of matrices. The acyclicity of KGNs
is then implied by Property 3.7.

Property 3.7 (Acyclicity of KGNs). Given d > 0 and KGN
Ga generated by (3), the following statements hold:

(i) (Sufficiency) G4 with adjacency matrix P, is topolog-
ically sorted and acyclic, if every PePis strictly
upper-triangular.

(ii) (Necessity) If G4 is acyclic, every PePyis nilpotent.

The proof of Lemma 3.6 and Property 3.7 is given in Ap-
pendix A, which is directly established by Lemma 3.1, 3.6,
and the properties of the Kronecker product. Based on Prop-
erty 3.7, we can also conclude intuitively that when KGN’
are built upon structures where backpropagation is well-
defined, they can always be trained using algorithms based
on backpropagation.

Property 3.8 (Complexity). Let G4 = (V4,&4) denote a
depth-d KGN. For any {0, 1}-adjacency matrix A, define

|Afl1g =D A =17 AL (6)
.3
Also define ||Cyl|1,1 = 1. The following statements hold:

d
[Tico mi

(i) The number of nodes is | V4| =
(i) The number of edges satisfies

d d
|ed=z( I ) N
i=0 \t=i+1

where N; =

The proof of Property 3.8 follows directly from the recursive
construction in (3) and is given in Appendix A. A useful con-
sequence is that the size of a KGN is governed entirely by
the inducers and the generation depth d: the node count satis-
fies |Vd| = O(maxogigd nl) and |Vd| = Q(minogigd nz)
When nodes share comparable parameters and compute cost,
the overall model size and inference time follow directly
from the structural complexity:

Paramgaon =~ |Vd‘ - Parampode, @)
node; (8)

where Param, ,qe and T},0q. denote the typical parameter
count and compute duration of a single node, respectively.

Tken ~ |Eq] -
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Thus, Property 3.8 provides a direct handle for estimating
and controlling the resource footprint of KGN architectures
by choosing inducers and depth.

Property 3.9 (Parameter Reuse via Path Aggregation). Let
G4 be a KGN of depth d. Each node in G, receives informa-
tion from an average of

=3 =N ©)

i=0 Hi:o T

incoming edges. Consequently, the average count of dis-
tinct computational paths terminating at a node grows alge-
braically with the sequence {N; }Z_,,.

Property 3.9 is a straightforward consequence of Prop-
erty 3.8, which shows that the in-degree in KGN reflects
a structured growth of path aggregation and, therefore, fea-
ture reuse across generations. As N; grows, deeper nodes
receive information from more upstream representations,
enabling richer feature mixing without proportionally in-
creasing parameters.

Expressiveness The expressiveness of a neural topology
is defined as the family of functions it can represent under
all possible choices of node operations. Let F4 and Fp
denote the function families induced by two networks F 4
and Fp, respectively; F 4 is more expressive if Fp C F 4.

Among DAGs with the same number of nodes, a fully con-
nected topology is maximally expressive, as it can simulate
any sparser DAG by disabling unused connections. Accord-
ingly, KGNs achieve maximal expressiveness when induced
by dense adjacency matrices.

Property 3.10 (Bound of In-Degree). The average in-
degree of KGNs has a growth rate of O(logn) if each
inducer matrix has (i) at least 2 nodes, i.e., f’i,CZ- €
R=2%2 and (ii) bounded node count, or equivalently

I1Pil11, ICi]l1,1 < oo

Property 3.10 is derived from Properties 3.8 and 3.9, show-
ing that the average in-degree of KGNs grows between the
O(1) and O(n) regimes in many practical cases, highlight-
ing the flexibility of balancing information aggregation and
parameter overhead. A rigorous proof of this property is
given in Appendix A.

Property 3.11 (Fully Connected KGN). A KGN induced
by P and C is fully connected if (i) for all P = [p;;] € P,
pij = 1ifi < j,and (i) forall C € C,C =11".

Property 3.11 follows directly from (3) and recovers
DenseNet (Huang et al., 2017) as a special case. However,
as shown in Property 3.8, dense KGNs incur substantial
computational cost. In practice, sparse or structured choices
of P; and C; are therefore preferred to balance expressive-
ness, efficiency, and trainability.

| = &5

Input Channel KGN Block Decoder Output

Projection

Figure 2. KGN-based encoder-decoder architecture.

Architecture search The Kronecker-based rule yields a
structured architecture space in which node functions, induc-
ers, and connector patterns are all explicit design choices.
This enables both manual design and automated architecture
search under clear acyclicity and complexity constraints. In
this work, we focus on manually designed KGNs to iso-
late architectural effects; a general NAS formulation and
comparisons of different model topologies are presented in
Appendix C.

4. Methodology

According to (3), KGN nodes can have multiple input
branches. In this section, we present two necessary struc-
tures that fuse arbitrary input branches of different shapes
into a unified tensor. We also introduce a practical, hierar-
chical construction plan for building KGN structures, which
will be implemented by designing four lightweight models
for image and sequence classification in Section 5.

4.1. Fusion Layers

To deal with input branches of different shapes (e.g., 16 x
3 x 3v.s. 8 x 16 x 16), a simple yet effective workflow is
employed to fuse the information in the inputs: 1) The input
features are preprocessed to a shared shape depending on
the fusion type; 2) The preprocessed features are fused by
concatenation or summation; 3) The fused features are used
to feed a projection to yield an output of the desired shape.

Specifically, we extended two widely used fusion struc-
tures and adapted them to multi-input KGN nodes, yielding
a KGN fusion framework. These modules are known as
Inception-Styled Fusion (ISF), Residual-Style Fusion (RSF),
and Biased RSF. Due to the limit of the length of the paper,
we leave the detailed introduction to Appendix B.

4.2. KGN-Based Encoder-Decoder

To fully adapt KGNs to different tasks, we propose the
encoder-decoder architecture based on KGNs. This archi-
tecture is shown in Figure 2.

Encoder KGN blocks are shallow instantiations of the
KGN generation rule (3), typically consisting of at least
one depth-2 KGN. The encoder is built by stacking pre-
processing projections and KGN blocks. In the encoder,
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preprocessing projections first map the input features to the
permissible input space of KGN blocks. KGN blocks then
extract the multiscale features required by the decoder.

Decoder Given the final KGN representation, the decoder
maps the top-level features into task-specific outputs. For
classification, this reduces to a global aggregation followed
by a small projection head; for regression or sequence la-
beling tasks, the decoder produces outputs in the required
temporal or spatial format. Importantly, the decoder does
not impose structural constraints on the encoder: Any KGN
topology that maintains well-defined feature shapes can be
paired with a compatible decoder.

Design principle The encoder—decoder abstraction allows
KGNS to serve as drop-in replacements for conventional
backbones while retaining the mathematical guarantees of
acyclicity, controllable complexity, and topological expres-
siveness. KGNs provide the combinatorial and multiscale
structure, whereas the decoder ensures that the resulting fea-
tures are aligned with downstream tasks. This modularity
also enables systematic exploration of architectures (Algo-
rithm 1), since the encoder topology can vary independently
of the decoding scheme.

KGN-based encoder-decoder architecture bridges the gap
between KGNs as theoretical structures and practical models
for various tasks. More details are provided in Section 5.

5. Experiments

We evaluate KGNs on two settings, image classification and
sequence classification, using CIFAR-10/100 (Krizhevsky
et al.,, 2009), ImageNet-1K (Deng et al., 2009), UCI-
HAR (Anguita et al., 2013), and PAMAP2 (Reiss & Stricker,
2012). Ablation studies further isolate the contribution of
the KGN topology.

To assess both predictive performance and architectural
compactness, we employ an accuracy score:

Accuracy = & SN 1(5; = i) - (10)

Accuracy measures the global proportion of correctly pre-
dicted samples and reflects overall classification fidelity.

5.1. Image Classification

We evaluate KGN on image classification benchmarks us-
ing KGN-Helix5, a two-layer KGN with 20 lightweight
atomic nodes. Three variants are considered: Helix5-C10-S,
Helix5-C10-L, and Helix5-C100, where the CIFAR-10 and
CIFAR-100 models differ only in output dimensionality, and
Helix5-C10-S adopts a lightweight node configuration.

Topology We developed KGN-Helix5, a two-layer KGN
architecture with the following inducers:

ﬁhSH — 17 (’L,j) € {(172)v(173)7(254)7(&4)}
045 0, otherwise,
-~ 1, 1<i<j< d(i,j 1,4
P =< <i<jsband(ij) #(L4), )
” 0, otherwise.

The connection matrices are defined as square matrices of
proper shape whose only non-zero entry is at (|Vgy], 1). The
design of the Helix5 architecture reflects our ambition to
balance expressiveness and computational cost, following
the principle discussed in Property 3.11. We choose a sparse
inducer ]56‘5 for the first layer, and a dense yet not fully
connected inducer ]5{‘5 for the second layer. Thus, each
topological node functions as a shallow yet effective feature
extractor, while together they form an expressive model
powered by KGN’s topology design, as in (3). We employ
the KGN-based encoder-decoder architecture for our mod-
els, as discussed in Section 4.2. The visualization of Helix5
structure is shown in Figure 9, Appendix D.

T (D

Node planning For the ease of implementation, we de-
signed the Self-Contained Expansion-Fusion (SCEF) struc-
ture for every atomic node following the three-level topology
specified by ]5(1)’5. The structure is shown in Appendix D,
Figure 10. The four nodes are implemented as convolution
blocks, and their detailed structures vary across different
Helix5 architectures, as shown in Appendix D, Table 7.

Training settings For CIFAR-10 and CIFAR-100, we
use the standard PyTorch dataset implementation, which
provides the official 50k/10k train/test split. The valida-
tion set is formed by reserving 5k images from the original
training set, following common practice. KGN-Helix5 is
trained from scratch following the standard approach used
in (Huang et al., 2017), using the stochastic gradient de-
scent (SGD) optimizer (weight decay is 10~4, momentum
is 0.9). The data are augmented using community-standard
transformations, including random flips, crops, and normal-
ization. We use cross-entropy as the training loss, with a
label smoothing rate of 0.08. The models are trained for
350 epochs with a batch size of 128. The best validation ac-
curacy achieved during training is recorded, and the random
seed is fixed to 42 for reproducibility.

Results The results on CIFAR-10 and CIFAR-100 are
summarized in Table 1. FractalNet achieves competitive
accuracy but relies on 22 — 39M parameters, resulting in low
efficiency. More recent baselines typically operate in the
4 — 12M parameter range and achieve moderate efficiency
gains, yet remain substantially larger than lightweight archi-
tectures. In contrast, KGN models, with only 0.21 — 0.41M
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Table 1. Comparison of model sizes and accuracy on CIFAR-10 and CIFAR-100."

Group Variant #Params C10+ Acc.! C100+ Ace.?
FractalNet Plain-20 38.6M 94.78% 76.70%
(Larsson et al., 2017) DropPath-20 38.6M 95.40% 76.27%
” Plain-40 22.9M 94.76% 77.51%
FSTA-SNN®*
(Yu et al., 2025) ResNet-20 11.3M 94.72% 73.44%
CPT-SNN ResNet-18 11.179M 95.79% 78.34%
(Xia et al., 2025) ResNet-18+DC 11.179M 95.86% 78.74%
ViT-Tiny*¢ ViT-Tiny 5.5M 96.41% 78.05%
(Zhang et al., 2025) ViT-Tiny w/o PE 5.5M 96.32% 77.31%
Spiking Transformer ST-4-256 4.15M 94.96% 77.49%
(Guo et al., 2025) ST-2-384 5.76M 95.70% 78.59%
Lwcd LWC10_VB 0.39M 92.29% -
(Li et al., 2023) LWC100_VD 1.01M - 70.45%
DenseNet DenseNet-12 1.0M 94.76% 75.58%
(Huang et al., 2017) DenseNet-12(BC) 0.8M 95.49% 77.73%
CondenseNet® CondenseNet/s"-94 0.33M 95.00% 75.92%
(Huang et al., 2018) CondenseNet-86 0.52M 95.00% 76.36%
Low-Res MobileNetV2 .
(Yuan et al., 2022) All improvements 0.36M 93.32% 71.60%
Helix5-C10-S 0.211M 95.06% -
KGN (Ours) Helix5-C10-L 0.373M 96.31% -
Helix5-C100 0.408M - 79.55%

* The symbol “~” represents a metric value that is not applicable to the corresponding model.

- Unless explicitly specified, the data are augmented by random crop and flip, following (Huang et al., 2017).

4Ty the best of our knowledge, augmentation details are not provided in these papers.

® The ResNet-19 variant proposed by the authors is not included as the parameter count is missing in the paper.

¢ ViT-Tiny employed extra augmentation methods, including MixUp (Zhang et al., 2018) and CutMix (Yun et al., 2019).
¢ Using the pruned version for the fairness of parameter count.

Table 2. Ablation results on CIFAR-100 using Helix5-C100.

Method Params Accuracy
Full Helix5 0.408M  79.55%
Chain Topology 0.314M  77.88%
Remove KGN 0.135M  64.48%

parameters, achieve accuracies comparable to or exceeding
those of these much larger baselines. Consequently, KGN
attains the highest parameter efficiency across all models.
These results demonstrate that KGN achieves a favorable
balance between accuracy and compactness through its topo-
logical design.

Ablation study We conduct ablation experiments on
Helix5-C100 using CIFAR-100 to isolate the contribution
of the KGN topology. First, removing all KGN-induced

nodes while retaining only the stem and final fusion node
reduces the parameter count from 0.408M to 0.135M and
leads to a substantial drop in accuracy from 79.55% to
64.48%. Second, constraining the Kronecker-generated
connectivity to a simple feed-forward chain by retaining
only first-order connections while preserving all node imple-
mentations results in a smaller but consistent performance
degradation (79.55% — 77.88%). These results indicate
that performance gains cannot be explained solely by node-
level expressiveness or depth, but arise from the additional
compositional paths enabled by the full KGN topology. The
detailed results are reported in Table 2.

ImageNet To assess scalability on large-scale classifica-
tion, we evaluate Helix5-ImageNet on ImageNet-1K. The
model achieves 74.89% top-1 accuracy with 4.6M param-
eters, placing it favorably among compact architectures.
Full training details and additional analyses are deferred to
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Appendix F.

5.2. Sequence Classification

In addition to image classification on the CIFAR series, we
further evaluate KGN on sequence classification tasks by
instantiating two models, KGN-HAR and KGN-PAMAP2.

The experiments are conducted on the UCI-HAR and
PAMAP? datasets, two widely used human activity recogni-
tion benchmarks with markedly different noise characteris-
tics and subject variability. As in the KGN-CIFAR models,
both architectures follow the encoder—decoder design de-
scribed in Section 4.2.

Topology KGN-HAR and KGN-PAMAP2 are two-layer
KGN-based models that share the same fully connected
inducers, defined in (13).

01 11 0 0 00
~ 0 1 1 . 0 0 00
seq __ seq __
P= 00 0 1 O = 00 00 (13)
00 00 10 0 O

The visualization of structures of KGN-HAR and KGN-
PAMAP?2 is shown in Figure 9, Appendix D.

Node planning The nodes in KGN-HAR and KGN-
PAMAP?2 differ substantially, as the PAMAP2 dataset is
known to be more chaotic and thus harder to fit. Unlike the
CIFAR series, we designed two types of atomic nodes for
sequence classification tasks, and explicitly organized the
models into a two-layer, three-level (node-pattern-encoder)
structure. Atomic nodes (see Section D.2) contain only con-
volutional layers and necessary regularization, such as batch
normalization and dropout. The fusion is implemented by
direct concatenation, which follows from the ISF but is more
parameter-efficient for KGN structures, preserving feature
shapes. Details of the implementation of both models are
shown in Table 8 and 9, Appendix D.

Training settings All models were implemented in Py-
Torch and trained using the AdamW optimizer (Loshchilov
& Hutter, 2019). For the UCI-HAR dataset, we follow the
official train/test split and use multivariate inertial signals
comprising tri-axial total acceleration, body acceleration,
and gyroscope measurements, yielding nine input channels
with a fixed sequence length of 128. For PAMAP2, we
adopt a subject-independent evaluation protocol: raw IMU
signals from hand, chest, and ankle sensors are preprocessed
by removing invalid activities, interpolating missing values,
and normalizing using only the training data statistics. The
continuous signals are then segmented into non-overlapping
windows of length 256, with labels assigned by majority
voting within each window. Mixed-precision training with
gradient scaling is enabled for all experiments to improve

numerical stability and efficiency, and a cosine learning-rate
scheduler is applied throughout training. The random seed
is also fixed to 42 for reproducibility.

Results Table 3 compares KGN with representative
lightweight and multiscale baselines on UCI-HAR and
PAMAP2. On UCI-HAR, KGN-HAR achieves 97.10%
accuracy with only 0.111M parameters, outperforming most
CNN-based baselines while using substantially fewer param-
eters. Although HS-ResNet achieves the highest absolute
accuracy (97.38%), it requires more than six times as many
parameters, resulting in lower parameter efficiency.

On the more challenging PAMAP2 dataset, KGN-PAMAP2
reaches 95.6% accuracy with only 0.206M parameters un-
der a subject-independent evaluation protocol. This perfor-
mance is competitive with, and in some cases exceeds, prior
multiscale CNN architectures such as HS-ResNet, despite
using nearly an order of magnitude fewer parameters. It
is worth noting that several lightweight baselines report re-
sults under random sample-level splits, which are known to
produce overly optimistic estimates on PAMAP2.

Ablation study Table 4 summarizes the impact of topol-
ogy and node composition on PAMAP2. The full KGN
achieves 95.6% accuracy. Rearranging its atomic nodes into
a chain topology lowers accuracy to 89.9% (—5.7%), while
removing the KGN module entirely yields 84.8% (—10.8%).
Since the chain variant remains stronger than the model with-
out KGN, the results indicate that both node design and the
multi-branch topology contribute to performance.

6. Conclusion

We propose Kronecker Generative Networks (KGNs), a
principled framework that recursively constructs network
topologies via Kronecker-based generation rules. We prove
that KGN-induced topologies are acyclic when initialized
from acyclic inducers and analytically characterize their
complexity in terms of algebraic expressions. KGNs gener-
alize prior architectures, such as FractalNet and DenseNet,
under specific inducement schemes, demonstrating the flex-
ibility of our formulation. Extensive experiments on image
and sequence classification benchmarks confirm the accu-
racy and parameter efficiency of our designs.

Impact Statement

This work proposes a general algebraic framework for the
design of neural network topologies and poses no immediate
societal risks. The framework itself is application-agnostic
and can be applied across a wide range of learning tasks,
including vision and sequence modeling. As with most ad-
vances in model architecture, potential downstream impacts
depend on how the resulting models are deployed. We en-
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Table 3. Comparison of model sizes and accuracy on UCI-HAR and PAMAP2."

Gro Model UCI-HAR PAMAP2'
up #Params Accuracy #Params Accuracy
DKInception a
(Yu & Al-Qaness, 2024) 0.398M  95.70%  047IM  89.72%
CNN Linear-grouped CNN
- b
(Liu et al., 2022) 0.59M  96.06% 8.83M  91.46%
Linear-grouped ResNet b
(Liu et al., 2022) 048M  95.04% 294M 91.50%
all-MLP .
(Wang et al., 2024) PatchHAR - - 0.6M 90.82%
Hierarchical-Split HS-CNN 046M  96.77% 0.98M 92.58%
(Tang et al., 2022) HS-ResNet 0.6"M  97.38% 1.20M 94.29%
KGN-HAR 0.111IM  97.10% - -
KGN (Ours) KGN-PAMAP2 —— 0206M  95.60%

* ¢ 9

indicates that the corresponding metric is not applicable.

T PAMAP2 results are obtained under a subject-independent evaluation protocol (LOSO or equivalent), where no samples

from test subjects appear in the training set.

* The authors did not report whether they used a subject-independent split, or the “leave-one-out” scheme explicitly.

® This method employs random sample-level splits on PAMAP2 rather than subject-independent evaluation.

¢ We use the parameter count reported in Table IT (Wang et al., 2024), as the architecture is unchanged in Table I and V.
Still, the original paper does not explicitly restate model size for the “leave-one-out” setting.

Table 4. Ablation results on PAMAP?2 using KGN-PAMAP2.

Method Params Accuracy
Full KGN 0.206M 95.6%
Chain Topology 0.171M 89.9%
Remove KGN 0.006M 84.8%

courage future work to examine these aspects in application-
specific settings and to assess broader societal implications
where relevant.
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A. Proof of Properties

This appendix provides proof and remarks of properties discussed in Section 3.

Remark on Property 3.5. We provide an intuitive explanation of how to construct the topology of FractalNet (Larsson et al.,
2017) within the framework of KGN. Let Gg be a FractalNet with B Fractal Blocks, where each Fractal Block has C' parallel
columns. Then there exists a C-layer KGN Gxgn = (V, €) that is equivalent to the FractalNet Gg. Here we define nodes V
of the KGN as concatenation operators (including concatenation of only one input, which degenerates to an identity map) in
FractalNet, and edges £ as single-input, single-output operators. Each edge operator represents either a convolution or an
identity map. The construction of FractalNet-equivalent KGN is shown in Figure 3.

Given 4 and B:
P:Ato B
C: A[-1] to B[1]
and A[1] to B[-1]

oo oo
o o (=1

Figure 3. A KGN that is equivalent to the given FractalNet (©2017, Larsson et al.).

Approach In Figure 3, we start with the FractalNet with one Fractal Block. Based on our definition of nodes, the number
of Fractal Block nodes is given by the number of concatenation operators, and the identity operators that concatenate only
the single input are given by (2¢ + 1) (including one input node). This conversion maps the original FractalNet (left) to
an abstract graph (center). Next, leave the input node and the last global concatenation node unchanged, and split each
intermediate node into a function node and an identity node (nodes in blue). The function node performs the same operation
as the original node before splitting, while the identity node acts as a structural placeholder. The split (right) creates (2¢ — 1)

more nodes, which leads to 2¢+! € 27Z nodes in total. Let the nodes be numbered in topological order {1,2,--- ,2¢+1},
and create the O-layer KGN abstraction by grouping each pair of the nodes:
VO =(2i—1,2i), i=1,2,---,2°. (14)
Each V; represents a base pattern that connects one node to the following node, which directly implies
~ 0 1
Py=F = {O O} . (15)
Let (-); denote the i-th element of ordered tuples. Specifically, we define (-)_; as the last element. Next, we create the first
KGN layer by connecting V3}_, to V), for every i = 1,2, --- ;21 In particular, the connections are implemented by
connecting (i) (Va)_;)1 to (V3))_1, and (ii) (V5)_;)—1 to (V4 )1. This implies
~ 0 1 0 1
Pl{o O}, cl[l O} (16)

Similarly, we can create the first-layer node abstraction as follows:

V= (2% 3,22 —2,2% - 1,2%), i=1,2,--.,2°°L (17)

12
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To create the second layer, we do the same operation to the first-layer nodes: fori = 1,2, ---, 22, (i) connect (Vb 1)1
to (V4:)_1, and (ii) connect (Vi _;)_1 to (V4})1. This implies

0 0 01
~ 0 1 0 00O
E‘&(& “=10 0 0 0 (18)
10 00
Using the same approach, for the k-th layer (0 < k < ), the nodes in the (k — 1)-th layer are grouped by
Vit =(2Mi—jlj=2"-1,2F-2,---,0), i=1,2,-.. 207K (19)
And for every 4, connect (i) (V4_;)1 to (V) _1, and (ii) (Vgi_;)—1 to (Vi);. This implies
0 0 0 1
0 0 0 0
~ 0 1 .o . nk
Pk = |:0 0:| 5 Ck = |- : : : S M{O,l}‘ (20)
0 0 0 0
10 0 0

Let By, = [e;j] € M?g 1j» such that e;; = 1if and only if i = 1, j = n*, Cy can be reformulated as C* = E, + E.
Under this construction, properties of FractalNet, such as acyclicity, path multiplicity, and depth-wise expressiveness, follow

directly from the general theory of KGNs rather than from architecture-specific arguments.

Proof of Lemma 3.6. Let C be arbitrary, P is strictly upper-triangular. According to the definition of Kronecker product,
P ® C can be expressed as

O p12C pi3C -+ p1C
O O p3C - pyC
PeC=|: : : : ; 2D
O O O - pp_1aC
O O o - 0
which is strictly block upper-triangular. O

Proof of Property 3.7. The proof is organized into sufficiency and necessity.

Sufficiency We start by showing that the two Kronecker operations in (3), I ® A and A® C, retain strict upper-triangularity
for a square matrix A € R™*", for the identity matrix / and an arbitrary matrix C' of proper shapes. For I ® A, assume A is
strictly upper-triangular. Let ¥ = I ® A, define
7: .7 0< < _]-71<< ’ 1) =4q,
tepnan, Uspemn == and 1, =00 P00 (22)
j=qn+j, 0<q¢<n—-1,1<j<n, 0, otherwise.

Therefore, 7+ > j if and only if p > ¢, or p = g and i > j. By Kronecker product, there holds 055 = 1pgaij. Ifp > q,
1,, =0, o5 = 0.Ifp=gqgandi > j, a;; = 0, o5 = 0. Therefore, I ® A is strictly upper-triangular if A is strictly
upper-triangular. Similarly, we can show that A ® C'is strictly upper-triangular if A is strictly upper-triangular.

Based on this observation, the KGN transform (3) yields a strictly upper-triangular result P; when P;_; and P, are both
strictly upper-triangular. Py = Py, P e P, P = T (Py) is strictly upper-triangular. Assume P;_; is strictly upper-
triangular for any 0 < i < d, since P; € P is strictly upper-triangular, P; = T (P;_1) is also strictly upper triangular.
Therefore, every P; generated by (3) is strictly upper-triangular, and therefore nilpotent. By Lemma 3.1 and Definition 3.4,
G is acyclic and topologically sorted due to nilpotent and strictly upper-triangular Py.
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Necessity Assume there exists a non-nilpotent adjacency P, € P, < d. Let C, be non-nilpotent. There holds
PPz (P®C)f =Pf@CE#£0 (23)
for any sufficiently large £ > 0. Therefore, it also holds that

P*—',—l >_- (I

Mot 1

@P)=1F @PF+£o0. (24)

M1

Repeating (24) (d — *) times, P, is non-nilpotent. According to Lemma 3.1, KGN G, with adjacency matrix Py is cyclic,
which contradicts with the statement. Therefore, when G, is acyclic, none of its inducers is non-nilpotent.

This completes the proof. O
Proof of Property 3.8. Statement (i) is directly implied by the shape of the Kronecker product. We prove (ii), and (iii) as
follows:

(ii) Given any unweighted adjacency Py € {0, 1}"¢*"™<, the number of edges is the sum of its elements, i.e.,
For arbitrary matrices A, B € {0, 1}"*"™, there holds

1Bl (25)
According to (3), there exists recurrence
ITe(P) 11 = nill Plluy + 1 PillallCillia = nill Pllny + N (26)
fori=1,2,---,d. Letx(; = || Pi[|1,1. The recurrence can be written as
T(ig1) — NiT) = Ny 27

The closed-form solution of (27) is directly given by

|E4] = <Hnt>||P0||11+Z<H ) (28)

=1 t=i+1

Under ||Co||1,1 = 1, we have Ny = || P 11 =P statement (ii) is directly derived as
d
Eal = < II » ) (29)
=0 \t=1+1

(iii) Divide |&4] by |V4/, there holds

<d>=zd:<tf[ ) /Hnt ZHtN;nt (30)

t=0 =0

This completes the proof. O

Proof of Property 3.10. By the boundedness of node count and definitions in Property 3.8, there exists an upper bound
K > 0, such that N; < K - thl n; for every i < d. By Property 3.9, there holds (d) < Zl _oK = K(d+1). Based
on (3), and the assumption that P; € RZ2*2_ there holds |V; 1| > 2|V;|. Therefore, we have |V,| > 2¢+1, or equivalently
d + 1 < log, |V4|. Combining the above inequalities, there holds (d) < K log, [V4| = P(logn), where n = |Vy|. This
completes the proof. O
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B. Fusion Implementation

This appendix shows the detailed structures of ISF, RSF, and biased RSF, as proposed in Section 4.1. See Figure 4 and 6. In
these figures, we adopt C' as the number of channels, following classic deep learning studies.

ISF

2,Ci, Ho, W, Co, Ho, W,
Variadic Inputs  Interpolation b T 0, 10, Wo

j ﬁ Target
Cu Wy €1, Ho, Wo channel \

. resamplin;
concatenation plng

Cy, Hy, W, Cy, Ho, Wy Co, Hy, Wy
o Co, Ho, Wy
§C3,H3,W3

D
|

XV

z wiX;

i=1

SN
|

Cs, Ho, Wo weighted sum

channel (learnable)

projection
Figure 4. Implementation of ISF and RSF.

ISF  The first structure is Inception-Styled Fusion (ISF), inspired by (Szegedy et al., 2015), which first resamples the input
features via linear interpolation to the desired output shape, then concatenates the interpolated features along the channel
dimension. The features are finally mapped to the output space with the desired number of channels. Let {x;}; denote m
inputs of different shapes, ISF is expressed by

ISF(x) = Conv(Concat{ f;(z;)}™,), (31)
where f; : R™ — R™ denotes the linear interpolation applied to the i-th input feature. This mechanism preserves the
diversity of representations across different branches, akin to multi-branch feature exploration in Inception architectures,

while avoiding the heavy computational overhead of using entire multi-scale convolutional blocks. Empirically, ISF
facilitates expressive mixing of information across KGN layers, enabling rich cross-path interactions without sacrificing

parameter efficiency.

Input Conv-1 Conv-10
Conv-15 25-Node KGN 25-Node ResKGN

Figure 5. Local details preserved with RSF (ResKGN).

RSF The second structure is Residual-Styled Fusion (RSF). It is inspired by the well-known residual skip proposed in (He
et al., 2016). In our framework, it is extended as a learnable, optionally weighted summation. The input branches are first
interpolated and projected via a channel transform to the same tensor space, so that the sum can be defined over the inputs.
Next, the (optionally) weighted sum is calculated over these preprocessed features. At last, these features are projected into
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the desired output space via convolution. RSF is defined as follows:

RSF(z) = Convoy (i w; - Convi ( f; (ac))) ) (32)

=1

where w; is a learnable scaler, f; : R™ — R™w still denotes linear interpolation for the i-th input feature. This effectively
turns the fusion into a lightweight attention mechanism, where the network learns which incoming branches are more
informative for the current node. Because KGN topologies can grow wide quickly, RSF provides a computationally stable
and parameter-efficient way to aggregate many sources while maintaining smooth gradient propagation across the KGN
hierarchy.

Residual Skip

Wi Biased

RSF
Intermediate Nodes

Input N\ unweighted

Figure 6. Implementation of Biased RSF.

Biased RSF Based on RSF, we developed a lightweight biased RSF to simulate real residual skips by implicitly amplifying
the weight of a specified input. It is implemented by stacking two RSF layers. Let xg denote the initial input that is worth
the largest weight, {z;}""! denote the rest of the inputs. Biased RSF is expressed by

BiasedRSF = RSF(zo, RSF; ({z;}7"71)), (33)

where RSF( represents an unweighted RSF, whereas RSF; is optionally weighted. The resulting fusion emphasizes
the continuity of core representations while selectively incorporating auxiliary signals from other branches, improving
optimization stability and reducing sensitivity to noisy or misaligned multi-branch inputs. In practice, Biased RSF contributes
significantly to the trainability of deep KGNS, especially in preserving local details and avoiding over-smoothing (Figure 5).

Impact of Fusion Layers As discussed in Section 4.1, we employ the above fusion layers to allow the aggregation of
features of different sizes. To further investigate the impact of fusion layer choices, we conduct the following ablation
study on CIFAR-100, using different fusion layers while fixing both the connectivity and node planning of KGN-Helix. In
particular, the KGN nodes are implemented with Conv3x3-BatchNorm to ensure controlled experiment. Ablation results are
shown in Table 5.

Table 5. Fusion-level ablation results.

Fusion Type Node Type #Params (M) Accuracy (Top-1)

RSF ConvBN 0.423 71.89%
ISF ConvBN 0.436 71.60%
Biased RSF ConvBN 0.452 72.02%

The performance differences among the evaluated fusion layers remain relatively small despite minor variations in parameter
count. This reveals that in this specific task, varying fusion operators does not lead to significant parameter overhead
or accuracy drops. Thus, fusion layers are more of mechanisms allowing feature aggregation, rather than the key factor
dominating model performance in these models.
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C. Architecture Search

The induction of KGN’s adjacency, i.e., (3), provides a rich space for neural architecture search (NAS) to be conducted
systematically.

To formalize the KGN architecture search process, we define the following spaces. Let
NNAS:{n17n27"'anK}; niGZ-‘m (34)

denote the set of permissible node sizes for each depth. According to Property 3.8, the node count is N = Hf{:l n;. Let

Vnas denote a nonempty set of node functions, where each v; € Vnas represents a parametrized neural module assigned to a

KGN node. Let A} C {0,1}"*" denote the set of all strictly upper-triangular adjacency matrices with n nodes. We further
define the adjacency-search space

Plias = AR (35)

Clas = {0, 13777, (36)

which contains all valid initiators P, € 751(1‘ +¢ and connection matrices C, € Cykg. By (3), the structure of a KGN is
determined by

(VK775K’CK> ({vt}z 15{P}z 07{Oi}iK=1)a

g n (37)
v; € Vaas, P € Plig, Ci € Clis.
Given a depth budget K,,.x > 0 and an evaluation function €(+), the goal of architecture search is to select
(Was, Px) = argmax €(G), K < Kmax, (38)

Vi, Pk ,Cx

where G denotes the KGN induced by (Px,Cx).

Algorithm 1 KGN Architecture Search

Require: maximum depth K., > 0, layer sizes Nyas, node-function space Vyas, adjacency spaces 751(},’;3 and Cﬁl’is,
evaluation function €(+), step budget Ty,ax > 0
Ensure: best KGN G, = (Vias: Pi)
1: Initialize candidate set Geang < &
2: Initialize architecture controller 7y
3: for K = 1to K, do

4:  Compute node count Ny < Hfil N

5:  for search step t=1to Tpax do

6: Sample V( = {v, t)}Z v ~ VnNas

7: Sample ]5,5 Pl(f/’;s, C’,E,t) ~ Cixg forevery k =1,... | K
8: Generate adjacency via (3):

PP =1,0P" +PPec? k=1,. K

9: Construct KGN G = (V};), PI(?)
10: Evaluate architecture s() = ¢(G(*))
11: Update controller using feedback s(*)
12: Geand < Geand U {(g(t), S(f))}
13:  end for
14: end for

15: Select best (s, 87) = arg maxg o) eg., S

Algorithm 1 is feasible for autonomous search. Evaluation metric € can be a weighted sum of (i) topological complexity
(Property 3.8), (ii) topological expressiveness (Property 3.11), and (iii) parameter count and task budget. We also adopt a
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human-in-the-loop architecture selection scheme, where candidate KGNs are manually explored within a constrained search
space, as discussed in Section 5.

We conduct an additional experiment to verify our NAS idea on the PAMAP?2 dataset. In particular, we tested the following
6 adjacency inducers, retaining the same node implementation and training logic. The number of channels is adjusted, and
some concatenation layers are replaced with 1 x 1 convolutional layers to ensure shape consistency during computation.

The inducers are defined and indexed as follows:

01 01 01 10 01 1 1
1y _ (00 1 1 52 _ (000 11 53 _ |0 0 10
P 0 0 01 P 0 0 0 1 P 0 0 01
0 0 0O 0 0 0 0 0 0 0O
(a) Adjacency No. 1. (b) Adjacency No. 2. (c) Adjacency No. 3.
01 0 0 01 01 01 10
pa) _ (00 1 1 5)_ [0 0 10 56 _ |0 0 10
P 0 0 01 P 0 0 0 1 P 0 0 01
0 0 0O 0 0 0 0 0 0 0O
(d) Adjacency No. 4. (e) Adjacency No. 5. (f) Adjacency No. 6.

Figure 7. Adjacency inducers for additional architecture search task.

The ¢-th candidate network adopts 15(51) = [:’1(’) = P a5 adjacency inducers (see (3)). The connection matrices are defined
in the same way as the KGN-PAMAP2 model. We adopt the identical training settings for the above network candidates.
The test results on PAMAP?2 are given in Table 6, where the result of full KGN-PAMAP?2 is bolded. We also show the
relationship between accuracy and the number of parameters of candidates in Figure 8.

Table 6. Comparison of test accuracy of network candidates.

Group Variant Accuracy #Params
Ablation Without KGN 84.8% 6,540

Chain topology 89.9% 171,596

Full KGN-PAMAP2 95.6% 205,644

Using inducer 1 95.2% 198,796

Using inducer 2 95.0% 197,964

KGN Using inducer 3 95.0% 194,892

Using inducer 4 94.3% 192,332

Using inducer 5 95.2% 188,044

Using inducer 6 91.7% 187,212

According to Table 6, there exists a significant gap between KGNs with inducers that are sparse at different levels. Our
full KGN-PAMAP?2, the most dense variant among all candidates, achieves the highest accuracy of 95.6%. Candidates
with inducers that remove specific branches achieve accuracy scores ranging from 91.7% to 95.2%, with slightly fewer
parameters. In particular, the last candidate (No. 6) achieves the least accuracy score of 91.7%, which is closer to the chain
variant in our ablation studies (achieving 89.9%, cited in Table 4) than other variants of KGN.

Together, these results suggest that the complexity of the model topology influences the accuracy of PAMAP2 human activity
recognition, and our full KGN-PAMAP?2 implementation achieves the highest accuracy among these candidates. At the
same time, Figure 8 shows that while the fifth candidate has a similar number of parameters to the sixth, its accuracy score
is significantly lower. This also suggests that the connections between nodes are an important factor in determining model
performance.
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Figure 8. Relationship between accuracy scores and parameter count.
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D. Node Implementation

This appendix provides node planning and implementation details for reference and replication. We also adopt C' as the
number of channels, K as the size of kernels, following classic deep learning studies. Figure 9 shows the connections of
KGN-Helix5 (series), KGN-HAR, and KGN-PAMAP2.
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Figure 9. Visualization of topology of KGN-Helix5, KGN-HAR and KGN-PAMAP2.

D.1. Helix-5
An SCEF node is shown in Figure 10.

Expansion Node

9 Asymmetric Nodes

Fusion Node

Figure 10. Three-level structure of SCEF nodes.
Node planning used by the proposed KGN-Helix5 architecture is shown in Table 7.

D.2. Atomic Node Design

The atomic node serves as the fundamental computational unit in KGN-PAMAP2. It is designed as a lightweight yet
expressive temporal convolutional block, inspired by inverted bottleneck structures while remaining fully deterministic and
topology-agnostic. Each atomic node consists of three stages.

Expansion First, an expansion layer applies a 1 x 1 pointwise convolution to increase the channel dimension by a
factor of expand_ratio, followed by batch normalization and a SiLU activation. This expansion enlarges the intermediate

representation space at low computational cost.

Convolution Second, a depthwise convolution is applied independently to each expanded channel. This operation supports
configurable kernel size and dilation, enabling local or dilated receptive fields without introducing cross-channel mixing.

20



Kronecker Generative Network

Table 7. Helix5 node planning (level-2).

Variant Component Indices Node Type Cj Cot K1y Ky K3 K, Pooling DropPath

1 Input 3 48 3 5 0.00
KGN 2 SCEF 48 64 3 3 5 3 0.01
Helix5-C10-s [ 3 SCEF 112 9% 3 3 7 3 v 0.02
4 SCEF 160 128 3 3 7 5 v 0.03
5 Pymarid )1, v 0.00

Fusion
1 Input 3 64 3 5 0.00
. 2 SCEF 64 64 3 3 5 3 0.02
;I?.IXSS'SOO% EKGIJ 3 SCEF 122 9% 3 3 7 3 v 0.03
CHX- AT neodet 4 SCEF 160 112 3 3 7 5 v 0.04
5 Pymarid o 9g v 0.00

Fusion
All variants Decoder - Linear - - 0.15
(dropout)

Batch normalization and SiLLU activation are applied to stabilize training. Third, a projection layer compresses the expanded
representation back to the target output dimension using another 1 x 1 convolution, followed by batch normalization. When
enabled, a residual skip connection aligns the input and output channels via a 1 X 1 convolution and is added to the output.

Activation Finally, the output is passed through a SiLU activation and Dropoutld for regularization. Dropout is applied
after feature projection rather than within the convolutional stages, which empirically improves robustness on noisy sequence
data such as PAMAP2.

D.3. KGN-HAR

Node planning for KGN-HAR is summarized in Table 8. Each pattern follows the same internal DAG structure with
scale-dependent output length.

Table 8. KGN-HAR node planning (pattern-level DAG).

Pattern Node Type Cin Cou Kernel Dilation Stride Skip Dropout

1 Atomic 32 32 3 ] ] v 0.20
2 Awomic 32 32 3 1 1 - 0.00
KGNPattern 5\ iomic 48 64 3 2 1 - 0.20
4 Atomic 48 64 5 1 2 v 0.20

Fusion: Inception-style concatenation followed by 1 x 1 projection

D.4. KGN-PAMAP2

KGN-PAMAP?2 adopts a robust inverted-bottleneck atomic node. Node configurations are shown in Table 9.

Table 9. KGN-PAMAP2 atomic node design.

Node Ci, Couit Kernel Dilation Expand Skip Dropout

Nodel 32 32 3 1 2 v 0.1
Node2 32 48 5 1 2 - 0.1
Node3 32 48 3 2 2 - 0.1
Node4 48 64 3 1 3 v 0.1
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E. Average In-Degree Analysis

In this section, we analyze the average in-degrees of FractalNet (Larsson et al., 2017), DenseNet (Huang et al., 2017), and
KGN. According to Larsson et al., the number of atomic convolutional blocks of FractalNet is given by NF | = B .2¢~1,
where B represents the number of Fractal Blocks, C' denotes the number of parallel columns within each Fractal Block.

Using the fractal expansion rule, we can deduce that the number of edges per Fractal Block satisfies

C
Nijee =) 20 =229 - 1). (39)
c=1

This implies that the total number of edges satisfies

Nfje = BN, =2B(2° - 1). (40)

Therefore, the average in-degree of FractalNet is computed as

c_
(d)p = % =4 (1 — ;C) =0(1). (4D

Similarly, based on the structure of DenseNet, let N, D

node denote its node count. The number of edges is given by

Nyge—1
o1
Ne?lge = Z 1= 5 rll?)de(erlz)de - 1) (42)
i=1
Divide N, by N, there holds
1
(d)p = H(VEe — 1) = O(NE). @

Remark Since both FractalNet and DenseNet can be considered as a realization of KGN, their average in-degrees can also
be derived from Property 3.8.

FractalNet. Based on the analysis and definitions in Appendix A on Property 3.5, there holds

- 1, ifk=0,
nk=2, ||Pellii=1, |[Ckl1g=Ni= . (44)
2, otherwise.
Using Statement (iii), for a FractalNet with one FractalBlock, and C' > 1 columns, there holds
c c
Ny 1 2 1 27'1-27% 3 _ .,
<>F an n 2+ 2k+1 2+ 1—2-1 2 () 45)
k=0 l1l¢=0""t k=1

We note that the closed-form expression for the average in-degree differs from our previous result because the two results
use different definitions of nodes and edges (i.e., the node split). To verify this result, we can refer to Figure 3, where there
are 22 edges and 16 nodes. Let C' = 3, the average in-degree is then computed as 3/2 — 273 = 22/16, which satisfies our
observation. Despite this distinction, the growth rate of the average in-degree of FractalNet is still O(1), which matches our
previous conclusion.

DenseNet. Using Statement (iii), let d = 0, ng = er%de’ there holds
1 P, 1 1
IBoll = 5ot = 1) = (@) = LEBILL = 2y — 1y = Zev2, ). o)

This conclusion is equivalent to our earlier result.
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F. ImageNet Training

This appendix provides details of a supplementary experiment that trains and evaluates KGN with ImageNet-1K (Deng et al.,
2009) dataset (i.e., ILSVRC2012). ImageNet-1K dataset contains 1281167 images with labels for training, and 50000 for
validation. Both training and validation images are grouped into 1000 categories. Due to time constraint, we train our model
for 223 epochs, recording both validation loss values and the top-1 accuracy during the training process, and evaluating the
top-5 accuracy at the 214th epoch, which saves the best checkpoint throughout the training process.

Training settings We follow the official PyTorch training pipeline, adopting standard data augmentation including random
resized cropping (224 x 224), horizontal flipping and color jitter for training; for validation, we only adopt fixed resizing
and center-cropping (224 x 224). Images are also normalized with the conventional per-channel mean—std statistics, as
shown below:

mean = (0.485,0.456,0.406), std = (0.229,0.224,0.225).

As for the training utilities, we adopt AdamW (Loshchilov & Hutter, 2019) as the optimizer, and a cosine learning rate
scheduler (Loshchilov & Hutter, 2017). The base learning rate is 0.001, and the batch size is 64. During the training process,
we adopt cross entropy as the loss function.

Model design In this experiment, we still adopt the KGN-Helix5 architecture (see Figure 9), with different implementation
of atomic nodes (see Table 10). Since the size of images of ImageNet dataset is much larger than that of CIFAR datasets, we
reduce the feature sizes node by node using average pooling.

Table 10. Specification of atomic nodes.

Operator Kernel Stride Dilation Groups In Ch. Out Ch.

Expand (PW) 1x1 1 1 Jexp C; Cniag=Cin -7

Depthwise Conv kX k 1 d Chid Chid Chid

Project (PW) 1x1 1 1 Gproj Chnid Cout

Residual 1x1 1 1 1 C; Cout

BN / Act / Drop — - - - Cout Cout

Table 11. Specification of KGN patterns.

Operator Kernel Stride Dilation Groups In Ch. Out Ch. Notes
Node;: Expand 1x1 1 1 Jexp C, Ciry -
Node;: DW 3x3 1 1 Cir Cir Cir -
Node; : Project 1x1 1 1 Fproj Cir (& skip
Nodes: Expand 1x1 1 1 Jexp 1 Cyrg -
Nodey: DW 5x5 1 1 Cyrg Cory Cyrg -
Nodes: Project 1x1 1 1 Gproj Cory Cy no skip
Fuseo (Cat+PW) 1x1 1 1 gt C1+ Co Co -
Nodes: Expand 1x1 1 1 Jexp Cy Csrs -
Nodes: DW 3x3 1 2 Csrs Csrs Csrs -
Nodes: Project 1x1 1 1 Gproj Csrs Cs no skip
Fuseia3 (Cat+PW) 1 x 1 1 1 gt Ci+Cy+C5 Cs -
Node,: Expand 1x1 1 1 Jexp Cs Cyry -
Node,: DW 3x3 1 1 Cyury Cury Cyury -
Node,: Project 1x1 1 1 Gproj Cyry Cy skip

The default values of gexp and gproj are 1. Based on atomic nodes, the patterns are arranged according to the Helix5
architecture, as shown in Table 11 (gf = 1). Each pattern forms a depth-1 KGN, while the combination of 5 patterns forms
the full depth-2 KGN.
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Figure 11. Loss and accuracy variation during the training of KGN on ImageNet.
Table 12. Comparison of model sizes and accuracy on ImageNet-1K dataset.
Group Variant #Params Top-1 Acc. Top-5 Acc.
Spiking Transformer
(Guo et al., 2025) ST-8-384 16.81M 74.04% -
DenseNet a
(Huang et al., 2017) DenseNet-121 7.979M  74.434% 91.972%
CondenseNet CondenseNet (G = C = 8) 2.9M 71.0% 90.0%
(Huang et al., 2018)  CondenseNet (G = C' = 4) 4.8M 73.8% 91.7%
MobileNetV1 (Howard et al., 2017) 4.2M 70.6% -
MobileNet MobileNetV?2 (Sandler et al., 2018) 3.4M 72.0% -
MobileNetV2 (1.4) (Sandler et al., 2018) 6.9M 74.7% -
KGN (Ours) Helix5-ImageNet 4.627TM 74.89 % 92.23%

* The ImageNet accuracy of DenseNet-121 is taken from the official PyTorch model repository (https://docs.pytorch.
org/vision/stable/models/generated/torchvision.models.densenetl121.html) because the origi-
nal paper (Huang et al., 2017) does not provide explicit #params, Top-1/Top-5 accuracy report under the configuration.

Training results Our model reaches a top-1 accuracy of 74.89% on ImageNet-1K, obtained at epoch 214 (see Figure 11).
The model contains only 4.63M parameters and requires 2.18 GFLOPs per 224x224 forward pass, placing it at significantly
lower computational and parameter cost compared to DenseNet-121 (Huang et al., 2017) while achieving competitive
accuracy under identical training conditions. Throughout training, validation accuracy improves steadily during the first 200
epochs and saturates near 75%, with no signs of divergence, instability, or irregular curvature.

Comparison Across a range of compact ImageNet baselines, our model achieves the strongest accuracy with acceptable
price of parameter count. MobileNetV1 and MobileNetV2 obtain 70% to 74% top-1 accuracy with 3 to 7M parameters,
while CondenseNet reaches 71% to 74% using 2.9 to 4.8M parameters. DenseNet-121 provides a stronger reference
point at 74.43% top-1 and 91.97% top-5 accuracy with 7.98M parameters, and recent spiking-transformer models achieve
comparable accuracy only at substantially larger scale. In contrast, our KGN model attains 74.89% top-1 and 92.23% top-5
accuracy using only 4.63M parameters, surpassing models of similar size and approaching or exceeding the performance of
significantly larger architectures. These results indicate that KGN topologies offer competitive representational capacity
while remaining markedly more parameter-efficient.
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