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Abstract

Finding flat minima in the loss landscape is a key
strategy for Domain Generalization (DG). How-
ever, its effectiveness is often limited by two cru-
cial challenges. 1) Domain Shift: Existing meth-
ods like Sharpness-Aware Minimization (SAM)
apply a uniform optimization strategy across all
domains, overlooking the differences of the learn-
ing difficulties among multiple domains and thus
performing poorly on challenging domains. 2)
Anisotropic Sharpness: By perturbing parame-
ters along a single gradient direction, SAM and
its variants ignore multi-directional flatness, mak-
ing the model converge to minima that remain
sharp in other directions. The combined chal-
lenges make it more difficult for the model to find
truly robust solutions in multi-domain scenarios.
To overcome these limitations, we propose the
Dual Adaptive Sharpness-Aware Minimization
(DA-SAM), which comprises two key modules:
Dynamic Adaptive Scaling (DAS) module and
Adaptive Multi-Directional Flattening (AMDF)
module. First, to tackle the domain shift prob-
lem, the DAS module computes the real-time loss
on each domain to adaptively generate domain-
specific scaling factors that guide the generation
of perturbation directions. Second, the AMDF
module calculates local flatness by generating
multiple directions to simulate perturbations in
the parameter space. Based on the learned local
flatness metric, it dynamically adjusts the pertur-
bation step size to guide the model parameters
to be away from anisotropic sharp regions. Cru-
cially, DAS provides domain-level guidance that
makes AMDF’s multi-directional geometric ex-
ploration more targeted and effective. Extensive
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experiments on five DG benchmarks demonstrate
the effectiveness of our DA-SAM algorithm.

1. Introduction

Deep neural networks have achieved remarkable success on
ii.d. (independent and identically distributed) data, where
the training and testing data are drawn from the same under-
lying distribution (Krizhevsky et al., 2017; He et al., 2016).
However, they often falter when deployed in the real world
due to domain shifts, a phenomenon where the testing data
distribution differs from the training data (Torralba & Efros,
2011; Wang et al., 2022). For instance, a model trained
to recognize animals in clear photographs may fail when
deployed on artistic paintings or sketches. Domain General-
ization (DG) aims to tackle this fundamental challenge by
learning a single model from multiple source domains that
generalizes robustly to unseen target domains (Blanchard
etal., 2011; Wang et al., 2022). A particularly promising
line of research connects generalization to the geometry of
the loss landscape, suggesting that models residing in flat
minima—wide, low-loss valleys—are inherently more ro-
bust (Hochreiter & Schmidhuber, 1997; Keskar et al., 2017).

Methods based on Sharpness-Aware Minimization
(SAM) (Foret et al., 2021) operationalize this idea by
seeking such flat regions, and have shown significant
potential in improving generalization (Cha et al., 2021).
However, its effectiveness in multi-domain scenarios is
often limited by two crucial challenges. 1) Domain Shift:
Existing sharpness-aware methods apply a uniform opti-
mization strategy across all domains. This one-size-fits-all
approach fails to consider the significant differences in
learning difficulty among them. As a result, the model
tends to underfit the more challenging domains while
over-specializing on the easier ones. This is a critical issue
in standard DG datasets like PACS, where the photo domain
is demonstrably less complex than sketch domain (Li et al.,
2017). 2) Anisotropic Sharpness: SAM and its variants
perturb parameters along a single gradient direction. This
approach inherently ignores the anisotropy of the loss
landscape, causing the model to converge to minima that
may be flat along this one direction but remain sharp in
others. Such a one-directional view of flatness is deceptive.
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A minimum that appears to be a flat valley from one
perspective can actually be a sharp canyon from other
directions, and this severely undermines the robustness of
the model to domain shifts (Chaudhari et al., 2019).

Consequently, the combined limitations make it more dif-
ficult for the model to find robust solutions. A uniform
search in a single direction is poorly equipped to navigate
a landscape with varying difficulty levels and anisotropic
geometry. To overcome these limitations, we propose a
synergistic optimization algorithm, called Dual Adaptive
Sharpness-Aware Minimization (DA-SAM), which com-
prises a Dynamic Adaptive Scaling (DAS) module and an
Adaptive Multi-Directional Flattening (AMDF) module.

First, to tackle domain shift, the DAS module computes the
real-time loss in each domain to adaptively generate domain-
specific scaling factors. These factors guide the genera-
tion of domain-aware perturbation directions, ensuring that
harder domains are explored more cautiously. Second, the
AMDF module is designed to address anisotropic sharpness.
It calculates local flatness by generating multiple directions
to probe the geometry of the parameter space. Based on the
local flatness metric, the module dynamically adjusts the
perturbation step size. This final step actively guides the
model parameters away from anisotropic sharp regions and
towards more robust, isotropically flat minima. Crucially,
DAS provides domain-level guidance that makes AMDF’s
multi-directional geometric exploration more targeted and
effective. Extensive experiments on five DG benchmarks
demonstrate the effectiveness of our DA-SAM algorithm.

2. Related work

2.1. Domain Generalization

The field of Domain Generalization (DG) has explored sev-
eral primary strategies to tackle distribution shifts. Early
approaches focused on Domain Alignment (Ben-David
et al., 2010), aiming to learn domain-invariant features
by minimizing statistical discrepancies between source do-
mains (Li et al., 2018a; Sun & Saenko, 2016). Other popular
paradigms include Meta-Learning (Finn et al., 2017), which
simulates domain shifts during training (Li et al., 2018a),
and Data Augmentation (Volpi et al., 2018; Zhou et al.,
2021), which enriches training data with synthesized sam-
ples.

A distinct line of research directly leverages gradient infor-
mation. These methods operate on the premise that con-
flicting gradients across domains are the primary cause of
overfitting to domain-specific features, and thus seek pa-
rameter regions where gradients from different domains
naturally align (Arjovsky et al., 2019).

While these methods address crucial aspects of DG, an-

other fundamental approach seeks to make the model robust
through the geometry of the loss landscape. This perspec-
tive, centered on finding flat minima, is the focus of our work
and is complementary to the aforementioned strategies.

2.2. Sharpness-Aware Optimization

The principle that flatter minima yield better generaliza-
tion (Hochreiter & Schmidhuber, 1997; Keskar et al., 2017)
was effectively translated into a concrete optimization strat-
egy by Sharpness-Aware Minimization (SAM) (Foret et al.,
2021). SAM seeks flat regions by minimizing the maximum
loss within a local neighborhood, found via a one-step gra-
dient ascent approximation. This has spurred a rich body
of follow-up work, which can be broadly categorized along
several research thrusts.

One line of research aims to find flatness by proposing better
measures. For instance, Surrogate Gap Guided Sharpness-
Aware Minimization (GSAM) (Zhuang et al., 2022) intro-
duced a surrogate gap, while other methods used the gradi-
ent norm (Zhang et al., 2023b) or explicitly regularized the
Hessian trace (Wu et al., 2024). To account for parameter
scale and manifold geometry, Adaptive Sharpness-Aware
Minimization (ASAM) (Kwon et al., 2021) adjusts the per-
turbation radius proportionally to weight magnitudes, while
Fisher Sharpness-Aware Minimization (Fisher SAM) (Kim
et al., 2022) utilizes the Fisher information matrix to align
the neighborhood with the statistical manifold. More re-
cently, Flatness-Aware Minimization for Domain Gener-
alization (FAD) (Zhang et al., 2023a) proposed a unified
framework to simultaneously optimize both zeroth-order
(loss value) and first-order (gradient norm) flatness. Another
direction focuses on the update mechanism itself. For exam-
ple, Friendly Sharpness-Aware Minimization (FSAM) (Li
et al., 2024) decomposed the gradient to isolate and leverage
beneficial stochastic noise, while Sharpness-Aware Gradient
Matching (SAGM) (Wang et al., 2023) encouraged conver-
gence to flatter minima by explicitly aligning the gradients
of the original and the perturbed loss functions. Furthermore,
SAM has been adapted to handle specific data distributions;
notably, Class-Conditional Sharpness-Aware Minimization
(CC-SAM) (Zhou et al., 2023) and Focal Sharpness-Aware
Minimization (Focal-SAM) (Li et al., 2025) implement
class-conditional and focal sharpness penalties to mitigate
performance degradation in long-tailed recognition. Despite
these significant advances, a critical gap remains in their ap-
plication to DG. All these methods—whether they refine the
flatness metric (like FAD, ASAM, and Fisher SAM) or the
update mechanism (like FSAM, SAGM, and Focal-SAM)—
fundamentally apply a uniform optimization strategy. They
treat all source domains as a monolith, failing to adapt to
the varying learning difficulties caused by domain shift. In
addition, they ultimately rely on a single gradient direction
to define their search path. This approach does not explic-
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itly address the problem that this path might be part of an
anisotropic landscape, where flatness in one direction does
not guarantee robustness in all others.

To our knowledge, DA-SAM is the first algorithm designed
to address both of the fundamental limitations simultane-
ously. It pairs a synergistic mechanism to handle the domain
shift and anisotropic sharpness for seeking a more compre-
hensively robust solution for domain generalization.

3. Preliminaries
3.1. Problem Formulation

In the multi-source Domain Generalization (DG) setting,
we are given K source domains D = {Dy } & . Let § € R?
denote the parameters of a neural network f(-;60). The
empirical risk is defined as the average loss over all source
domains:

K

1
L(O:D) = = > Lu(6), "
k=1

where Ly (0) = E(, pyop, [0(f (2 0),9)].

Here (-, -) is a task-specific loss function, such as cross-
entropy. The goal of DG is to learn parameters 6 that not
only minimize the training risk L(0; D), but also general-
ize well to an unseen target domain Dyyger. For notational
simplicity, we will omit the dependency on D and write
L(0) instead of L(6; D) in the subsequent sections, unless
otherwise specified.

3.2. Sharpness-Aware Minimization (SAM)

To improve generalization, Sharpness-Aware Minimization
(SAM) (Foret et al., 2021) reframes the optimization goal.
Instead of finding a single point § with the lowest loss, it
aims to find a parameter region that is uniformly flat, i.e.,
the loss remains low even when the parameters are slightly
perturbed. This is formalized by a min-max objective:

min max L(0+¢€), )
O llell2<p

where e represents the adversarial perturbation vector, and
the radius p defines the size of the neighborhood in which
the worst-case perturbation is sought. Since solving this in-
ner maximization exactly is intractable, SAM approximates
the perturbation €(6) using a single step of gradient ascent,
which is both efficient and effective:

VL)

é0) ~ pm.

3)
The optimizer then minimizes the loss at this perturbed
point, L(0 + €(0)), effectively steering the parameters 6 to-
wards flatter regions. It is crucial to note a key characteristic

of this procedure for the DG context: the perturbation é()
is computed using the single, aggregated gradient VL(6),
which is an average over all source domains. This results in
a perturbation that is inherently uni-directional (pointing
in only one direction) and domain-agnostic (treating the
contribution of all domains as a monolith). As we will argue
in the next section, these two properties—its reliance on
a single direction and its monolithic treatment of all do-
mains—are the direct causes of the Anisotropic Sharpness
and Domain Shift challenges, respectively.

4. The Proposed Method: DA-SAM

The proposed Dual Adaptive Sharpness-Aware Minimiza-
tion (DA-SAM) enhances standard sharpness-aware opti-
mization to address the challenges of domain shift and
anisotropic sharpness outlined in Section 3.2. The over-
all architecture is illustrated in Figure 1. It comprises two
synergistic modules: a Dynamic Adaptive Scaling (DAS)
module that provides domain-level guidance, and an Adap-
tive Multi-Directional Flattening (AMDF) module that per-
forms a multi-directional geometric exploration.

4.1. Comparison with Prior Works

While SAM (Foret et al., 2021) and its variants have im-
proved generalization, their application to DG is hindered
by two fundamental limitations discussed previously: Do-
main Shift (leading to a suboptimal uniform strategy) and
Anisotropic Sharpness (due to the reliance on a single
perturbation direction). To overcome these limitations, DA-
SAM is proposed by a dual-adaptive algorithm. Table 1
conceptually positions our algorithm against prior works by
features. To highlight our unique approach, Table 2 con-
trasts DA-SAM’s core mechanism with existing methods.

4.2. Dynamic Adaptive Scaling (DAS)

Motivation. A uniform optimization strategy is suboptimal
for DG due to varying learning difficulties across domains.
DAS addresses this by adaptively allocating an exploratory
budget based on each domain’s real-time loss, enabling a
more robust search.

Formulation and Analysis. DAS computes a dynamic,
scale-invariant scaling factor oy, for each domain Dy, using
a reversed sigmoid function on the standardized loss:

O = Smin+(3max_8min) (1 - Usig (C : Stf]j?LHLE)) )

) @)
where o, is the sigmoid function. L and std(L) are the
mean and standard deviation of the set of per-domain losses
{L1,...,Lk} computed on the current mini-batch. The
terms Spin and spmax serve as boundary constants, while
C acts as a scaling coefficient. To ensure practical usability,
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Figure 1. The overall architecture of the DA-SAM. The framework operates within a standard training and testing loop (top row). The
core of our method is the Dual Adaptive Sharpness-Aware Minimization procedure (middle), which consists of two synergistic modules
detailed below. The Dynamic Adaptive Scaling (DAS) module (bottom left) computes domain-specific scaling factors based on real-time
losses to address domain shift. Guided by these factors, the Adaptive Multi-Directional Flattening (AMDF) module (bottom right)
calculates a local flatness metric, and adaptively adjusts the perturbation step size to handle anisotropic sharpness. The final optimized

model is then evaluated on an unseen target domain.

we fix them to robust default values across all benchmarks.
To maintain a consistent total perturbation budget across
domains, we further normalize the scaling factors ;. ob-
tained from Eq. (4) as: o = (6%/ Zle G;) x K. eis
a small constant for numerical stability. Eq. (4) is based
on the intuition that exploration should adapt to learning
difficulty. A domain with a large loss Ly, receives a small
0} to encourage a focused search, while a low loss domain
is assigned a large o, to promote broader exploration. Due
to this relative normalization, individual scaling factors can
exceed 1.0 (as shown in Fig. 2), effectively redistributing
the exploration budget from well-learned domains to more
challenging ones while keeping the average scaling at 1.0
to align with standard SAM.

Theoretical Justification. The DAS mechanism can be

viewed as an implicit solver for the robust Distributionally
Robust Optimization (DRO) objective (Sagawa et al., 2020):
min max L (6). 5)
0k
Consider a gradient-based update at step ¢. To minimize
the objective in Eq. (5), the optimization must effectively
reduce the loss of the current worst-case domain, k* =
arg maxy, L (6;). The change in this loss after one step is
approximately:

L (Op41) & Ly (0) — 1t (V Lix (01), 91), (6)

where 7, is the learning rate and g, is the update direction
used by the optimizer. The core challenge is that computing
the per-domain gradient VL, (6;) for each domain at every
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Table 1. Comparison of different related works.

Algorithm Task Multi-direction Domain-Aware Dual-Adaptive
SAM (Foret et al., 2021) Generalization X X X
GSAM (Zhuang et al., 2022)  Generalization X X X
SAGM (Wang et al., 2023) Domain Generalization X X X
GAM (Zhang et al., 2023b) Generalization X X X
FAD (Zhang et al., 2023a) Domain Generalization X X X
CRSAM (Wu et al., 2024) Generalization X X X
FSAM (Li et al., 2024) Generalization X X X

v v v

DA-SAM (ours)

Domain Generalization

Table 2. Comparison of core mechanisms in SAM and its variants. Notation: w: parameters; L(w): loss; VL(w): gradient; L, (w):
perturbed loss; L (w): bounded loss; h;: one-sided sharpness gap; H (w): Hessian; B: neighborhood ball; Tr(-): trace of a matrix;
R©/V: zeroth/first-order flatness; E[-], Var[-]: expectation and variance.

Algorithm Mathematical Object Primary Focus Key Differentiator

SAM (Foret et al., 2021) VL(w) Sharpness Metric Gradient Ascent

GSAM (Zhuang et al., 2022) L, (w) — L(w) Loss Objective Surrogate Gap

SAGM (Wang et al., 2023) (VL,(w), VL(w)) Gradient Alignment Perturbation Consistency
GAM (Zhang et al., 2023b) ||V Lg(w)||2 Sharpness Metric Gradient Norm Minimization
FAD (Zhang et al., 2023a) RO (w)+(1—a)RM (w)  Loss Objective Zeroth + First-Order Flatness
CRSAM (Wu et al., 2024) Tr(H (w)) Loss Objective Curvature Regularization
FSAM (Li et al., 2024) VLg(w)— VL(w) Perturbation Direction Friendly Perturbation
DA-SAM (ours) E[h;] + +/ Var[h;] Procedural Adaptation = Magnitude Control

step would be computationally prohibitive. Therefore, fol-
lowing the standard practice in SAM-based methods, our
approach relies on the aggregated gradient computed from
a single perturbed point. The perturbation directions in the
subsequent AMDF module (Section 4.3) for domain k are
generated with a domain-specific variance controlled by oy.
The scaling factor o, from DAS directly controls the noise
variance during geometric exploration. For the worst-case
domain k*, Eq. (4) prescribes a small oy-. It leads to a
tighter sampling of perturbation directions around the main
gradient, resulting in a more stable and reliable estimate of
the update direction g; with respect to the worst-case do-
main. This focused exploration ensures that the update step
(Eq. (6)) makes meaningful progress on reducing the maxi-
mum risk. Thus, DAS acts as a gradient-based mechanism
for worst-case optimization. The implicit regularization pro-
vides the crucial domain-level guidance for AMDF module.

4.3. Adaptive Multi-Directional Flattening (AMDF)

Motivation. The uni-directional perturbation of standard
SAM provides an incomplete picture of the loss landscape’s
geometry. A truly robust minimum should be isotropically
flat, exhibiting low sharpness uniformly across all directions.
To quantify this, we require a metric that captures not only
the average sharpness but also its directional consistency.

AMDF is designed to compute such a metric and use it to
procedurally guide the optimizer.

Formulation and Analysis. The AMDF procedure consists
of three main steps. First, it probes the landscape using a set
of N diverse directions for each domain, leveraging the guid-
ance from the DAS module. Let g(6) = VL(0)/||VL(0)]|2
be the normalized aggregated gradient. We construct a dis-
tribution of gradient-biased random directions {d; 1 (6)} Y,
for each domain:

di7k(9) _ g(o) + Ok * Zj

= m, where z; ~ N(O, I) @)

Here oy, is the domain-specific diversity factor provided by
the DAS module (Eq. (4)). The factor is the mathematical
embodiment of the synergy between our two modules. Sec-
ond, for each generated direction, we compute the one-sided
sharpness gap:

hie(6) = max(0, (0 + p- ;s (6) — L(9)),  (®)
where p is the perturbation radius. Third, inspired by
risk-averse optimization (Shapiro et al., 2009), we define
Anisotropic Sharpness Metric, Lavpr(6):

Lavpr(0) = Ei k[hi 1 (0)] 4 1/ Var; k[hi x(0)].  (9)
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This metric captures both the expected sharpness (E[h])
and its directional volatility (1/Var[h]). The use of the
standard deviation ensures that both terms are dimensionally
consistent, allowing for a stable and principled aggregation
of the geometric risk.

Theoretical Connection to Hessian Spectrum. The va-
lidity of Lampr as a metric for isotropic flatness can be
justified by its connection to the Hessian matrix H (). Near
a local minimum 6*, a second-order Taylor expansion of the
loss gives:

L(0* 4+ ¢) = L(6*) + VL(0*) e + %GTH(Q*)G. (10)

Since VL(6*) = 0 at a minimum and letting ¢ = p - d, the
sharpness gap h(6*) for a direction d is approximately:

h(6*) ~ %deTH(Q*)d. (11

For analyzing the effect of the random component, we
consider the properties of noise z; ~ N(0,I), for which
E[z;] = 0 and E[z;z]] = I. Following the principles of
stochastic trace estimation (Yao et al., 2020), the expected
sharpness gap is proportional to the trace of the Hessian:

E[h(6%)] ~ 1p2E[dTHd] = %pQTr(HIE[ddT])
(12)

p°Tr(H).

N~ N

Here Tr(H) = >_, \;, is the sum of its eigenvalues, rep-
resenting the average curvature. Thus, minimizing E[h]
corresponds to minimizing the average sharpness. Fur-
thermore, the variance of the sharpness gap relates to
the variance of the Hessian’s eigenvalues. A perfectly
isotropic minimum would have all non-zero eigenvalues
equal (\; = Ao = --- = )\,), resulting in zero variance.
High variance in the sharpness gap h implies a large vari-
ance in the directional curvatures, which is a hallmark of
anisotropy. Therefore, by penalizing both the mean and the
standard deviation of the sharpness gap in our Lappr met-
ric, we are implicitly promoting minima where the Hessian
eigenvalues are not only small on average, but also have
a tight distribution. This directly encourages the model to
converge to an isotropically flat region.

Final Procedural Adaptation. Finally, AMDF uses
the metric to procedurally modulate the perturbation step
size. We start with a dynamic base step size, Steppae =
p/(IVL(8)||2 + €), which is inversely proportional to the
gradient norm (where p is a radius hyperparameter and
€ is a small constant for numerical stability). The final
adaptive step size Steppa.sam is then determined by a
hyperparameter-free rational function:

S tepbase

—_— 13
1+ Lampr(0) (13

Steppa-sam =

The formulation ensures that the step size smoothly de-
creases as the geometric risk Laypr increases, thus promot-
ing a cautious optimization in sharp or anisotropic regions.

4.4. The Full DA-SAM Algorithm and Objective

The complete DA-SAM procedure integrates the DAS and
AMDF modules into a cohesive, multi-stage update at each
training step, as detailed in Algorithm 1. The process begins
by sensing domain difficulty to generate adaptive scaling
factors {0y} via the DAS module. Guided by these fac-
tors, the AMDF module then conducts a domain-aware
geometric probing to compute the anisotropic sharpness
metric, Lavpr. This metric is subsequently used to mod-
ulate the final perturbation step size, Steppa.sam. Finally,
the final perturbation vector, €,,, is constructed by scaling
the uniformly averaged direction of all probe directions,
ie., €, = Steppa-sam - (ﬁ Zi,k d; 1), before updating
the model parameters. This dual-adaptive procedure trans-
forms the standard sharpness-aware update into an intel-
ligent, geometry-aware navigation of the loss landscape,
allowing DA-SAM to seek minima that are both isotropi-
cally flat and robust to domain shifts.

Algorithm 1 : The DA-SAM Algorithm

Initialize: Model parameters 6.

Input: Training domains D = {D;}X_,, loss function
£, base step size ppase, Number of directions [V, total
iterations 1.

1: fort =0toT — 1do
2:  Sample a mini-batch of data with domain labels;

3:  Compute per-domain loss L (6;);

4:

5

Compute scaling factor oy, according to Eq. (4);
Generate IV probe directions d; j, using o, according
to Eq. (7);
Compute sharpness gaps h; j, by Eq. (8);
7:  Compute anisotropic sharpness metric L anpg accord-
ing to Eq. (9);
8:  Compute adaptive step size Steppa.-sam by Eq. (13);
9: Construct final perturbation vector ¢, =
Steppa-sam - (% dindik);
10:  Compute perturbed gradient gperx = VL(6; + €4);
11:  Update parameters 6; 1 by 0; and gper
12: end for
Output: Optimized parameters 6

A

S. Experiments
5.1. Experimental Setup

Datasets. A comprehensive evaluation is conducted on
five standard DG benchmarks: PACS (Li et al., 2017),
VLCS (Fang et al., 2013), OfficeHome (Venkateswara et al.,
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2017), Terralncognita (Beery et al., 2018), and Domain-
Net (Peng et al., 2019).

Evaluation Protocol. The evaluation strictly adheres to the
leave-one-domain-out cross-validation protocol established
by the DomainBed (Gulrajani & Lopez-Paz, 2021), ensuring
fair and reproducible comparisons.

Implementation Details. All experiments use pre-trained
backbones on ImageNet (Russakovsky et al., 2015). We
adopt Adam optimizer and follow DomainBed proto-
col (Gulrajani & Lopez-Paz, 2021) for data augmentation
and model selection. To ensure reproducibility and ease of
use, we fix the DAS terms (Syin = 0.1, Smax = 1.0,C =
5.0) and the number of probe directions (N = 16) across
all benchmarks, as theoretically justified in Appendix C.
Consequently, only the base perturbation radius p involves
a grid search within {0.01,0.02,0.05,0.1}, consistent with
prior works (Cha et al., 2021; Zhang et al., 2023a). Thanks
to the DAS module, we observe that DA-SAM performs
consistently well with p = 0.05 on most benchmarks.

5.2. Main Results

We evaluate DA-SAM against a comprehensive set of state-
of-the-art methods, categorized into conventional DG algo-
rithms and advanced optimizers (Table 3).

Superiority over Conventional DG Methods. As shown
in the top section of the table, DA-SAM achieves the high-
est average accuracy of 66.0%. It significantly outper-
forms widely-used baselines such as SagNet (64.2%), RIDG
(64.2%) and LFME (64.6%). Even compared to strong risk
distribution-based methods like RDM (64.8%), DA-SAM
achieves a notable improvement of +1.2%. Crucially, unlike
these methods that often require complex auxiliary networks
or domain-invariant feature alignment, DA-SAM achieves
the top-tier performance purely through optimization geom-
etry. It suggests that improving the loss landscape geometry
is a fundamental and efficient path to robustness.

Dominance among Optimization Methods. Comparing
DA-SAM with other optimizers (bottom section) validates
the effectiveness of our dual-adaptive strategy. We highlight
two key observations:

1) Significant Improvement over SAM Baselines: Standard
SAM achieves 64.1%. DA-SAM boosts the performance
by +1.9%, proving that addressing anisotropic sharpness is
critical. Furthermore, DA-SAM consistently outperforms
recent advanced variants, including SAGM (65.7%), FAD
(65.3%) and FSAM (65.4%). While these methods refine
the update rule, they remain limited by a uni-directional
search. DA-SAM’s multi-directional probing overcomes the
limitation, leading to superior generalization.

2) Robustness on Challenging Domains: The advantage

Table 3. Average accuracy and standard error (meanstq) of our
DA-SAM and existing DG methods calculated across three trials
on five DG datasets. The best results are highlighted in bold. The
results denoted by T are taken from (Wang et al., 2023) and (Dayal
et al., 2023), while the results marked by I are inherited directly
from the original source. Results marked with * are inherited from
(Chen et al., 2024b).

Algorithm ‘ PACS VLCS OfficeHome  Terralnc  DomainNet | Average
MMDT (Li et al., 2018b) 84.7005 TT5 663201 422416 R 58.8
Mixstyle (Zhou et al., 2021) 85.240.3 7T 60.440.3 44.040.7 60.3
GroupDRO' (Sagawa et al., 2020) 844105 T6. 66.0+0.7 43.2411 60.7
IRM' (Arjovsky et al., 2019) 83.540.8 64.342.2 476408 61.6
ARM' (Zhang et al., 2021) 85.1+0.4 64.840.3 45.540.3 61.7
VREx' (Krueger et al., 2021) 84.9106 664106 46440 61.9
AND-mask’ (Shahtalebi et al., 2021) | 86.4.40.4 66.1+0.2 49.810.4 63.3
CDANNT (Li et al., 2018c) 82.640.9 65.8:13 458416 62.0
DANNT (Ganin et al., 2016) 83.640.4 65.940.6 46.740.5 62.6
RSC' (Huang et al., 2020) 852409 65.5+0.9 46.6+1.0 62.7
MTL! (Blanchard et al., 2021) 84.610.5 664105  45.6410 62.9
Mixup' (Xu et al., 2020) 84.610.6 68.1+0.3 479408 63.4
MLDG (Li et al., 2018a) 84.911 66.8206  47.T40.9 63.6
ERMT (Vapnik, 1999) 85.540.2 66.540.3 461418 63.9
Fish (Shi et al., 2022) 85.510.3 68.610.4  45.1413 63.9
SagNet' (Nam et al., 2021) 86.3+0.2 68.140.1 48.641.0 64.2
SelfReg? (Kim et al., 2021) 85.6+0.4 67.9+0.7 47.0+0.3 64.2
CORALT (Sun & Saenko, 2016) 86.210.3 687003  47.6110 64.5
LP-FT¥ (Kumar et al., 2022) 84.640.8 65.0+0.2 471407 63.3
RIDG (Chen et al., 2023) 847105 68.6205 478114 64.2
LFEME (Chen et al., 2024a) 85.0+0.5 69.1+0.3 48.3+0.9 64.6
RDM (Nguyen et al., 2024) 87.240.7 67.340.4 475410 64.8
Adam* (Kingma & Ba, 2015) 842406 67.6+0.4 444508 63.3
AdamW* (Loshchilov & Hutter, 2019) | 83.611 5 68.840.6 45.241.4 63.7
SGD* (Nesterov, 1983) 799514 685205 62.9
YOGI* (Zaheer et al., 2018) 81.240.4 68.340.3 63.2
AdaBelief* (Zhuang et al., 2020) 84.610.6 68.010.9 63.9
AdaHessian* (Yao et al., 2021) 84.541.0 68.4+0.9 64.1
SAM (Foret et al., 2021) 85.311.0 68.010.8 64.1
GAM* (Zhang et al., 2023b) 86.1406 785104  68.2410 43.840, 64.4
GSAM(Zhuang et al., 2022) 85.9+01  79.1+0.2 69.3+0.0 44.6+0.2 65.1
SAGM* (Wang et al., 2023) 869103 791:10  694i9;  48.611; 5 65.7
FAD* (Zhang et al., 2023a) 88.2.05 T789:08 69.2+0.5 45.7+1.0 65.3
CRSAM* (Wu et al., 2024) 85.440.7  79.1:06 68.9+1.0 45.340.4 64.6
FSAM* (Li et al., 2024) 86.5503 794101 702401  46.1u06 65.4
DA-SAM (ours) ‘ 87.5404 796408 68.440.3 50.0...2 66.0

of DA-SAM is most pronounced on domains with severe
distribution shifts. On the challenging Terralnc dataset,
DA-SAM achieves 50.0%, significantly outperforming the
second-best optimizer SAGM (48.6%) by +1.4% and stan-
dard SAM (45.7%) by +4.3%. It confirms that the DAS
module effectively prevents overfitting to low-loss domains
like Photo in PACS dataset while allocating necessary ex-
ploration budgets to large-loss domains, resulting in a more
balanced and robust model.

Notably, DA-SAM is complementary to post-hoc weight-
averaging techniques like SWAD (Cha et al., 2021), serving
as a superior base engine to further elevate the performance
ceiling on challenging benchmarks (Appendix F).

5.3. Ablation Study

To explicitly attribute the performance gains to the proposed
modules, we conducted a systematic ablation study, with
results shown in Table 4. Note that in the variant without
DAS, we set the scaling factor o, = 1.0 for all domains,
reducing the perturbation to a standard uniform distribution.

Validating the AMDF Module. Isolating the AMDF mod-
ule tackles the challenge of anisotropic sharpness. The
DA-SAM variant enables our first adaptive module. The
results show an increase in average accuracy from 64.1%
to 65.1%. This performance gain directly supports the hy-
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Figure 2. Changes of the adaptive scaling factor o, produced by the proposed DAS module on the PACS dataset.

Table 4. Ablation study of DA-SAM’s components on five DG
datasets. We start with SAM as baseline. We then progressively
add proposed modules: first AMDF alone, and then the full model
with both DAS and AMDE. Results marked with 1 are inherited
from (Chen et al., 2024b). The best results are highlighted in bold.

Modules

Algorithm ‘7 PACS VLCS  OfficeHome  Terralnc  DomainNet ‘ Average

SAM AMDF DAS
SAMT (Foret et al., 2021) v X X 8534110 T8.2105 68.0+0.5 45.740.9 43450, 64.1
DA-SAM (ours) v v X 86.3+0.5 78.6102 68.2.40.1 48.7+40.2 43.940.2 65.1
DA-SAM (ours) v v v 875104 796105 68403 500402 44502 66.0

pothesis that procedurally adjusting optimization step size
to the local isotropic geometry is a more effective strategy.

Validating the DAS Module and Synergy. Integrating the
DAS module to form the full model yields a further synergis-
tic performance gain, raising the average accuracy to 66.0%.
It confirms that addressing domain shift is critical. By pro-
viding domain-level guidance, the DAS module enables the
AMDF module to perform a more balanced optimization
across domains with varying loss levels, thus validating the
necessity of our dual-adaptive design.

5.4. Visualization and Analysis

Due to space constraints, a detailed hyperparameter sensitiv-
ity analysis is provided in the supplementary material. Here,
we focus on the qualitative analysis.

Visualization and Analysis of DAS Module. Figure 2 pro-
vides visual evidence of DAS module’s adaptive mechanism.
Across all leave-one-out splits on PACS, the module consis-
tently assigns a larger scaling factor oy, to the low-loss Photo
domain, encouraging broader exploration. Conversely, it
assigns smaller factors to the large-loss Cartoon and Sketch
domains, enforcing a more cautious search. It confirms
that DAS module successfully identifies varying learning
difficulties and modulates the optimization accordingly.

Visualization and Analysis of AMDF Module. Figure 3
validates the AMDF module’s effectiveness by visualizing
the loss landscapes using filter normalization. To clearly
display the basin geometry, we explicitly truncate the sharp
loss increase at the periphery (shown as the red plateau).
Comparing the surfaces, SAM (a) tends to settle in a rela-

tively narrow, anisotropic valley. In contrast, DA-SAM (b)
converges to a distinctively wider and flatter basin. The
significantly expanded low-loss region (blue projection) con-
firms that our multi-directional probing successfully guides
the optimization toward isotropically robust solutions, effec-
tively mitigating the risk of sharp minima.

(a) SAM.

(b) DA-SAM.

Figure 3. Visualization of loss landscapes for SAM and DA-SAM
across PACS. High-loss values are truncated (red plateau) to high-
light the bottom geometry. Compared to the narrower valley in
SAM (a), DA-SAM (b) exhibits a significantly wider and more
isotropic basin (larger blue projection).

5.5. Quantitative Analysis

Table 5 benchmarks DA-SAM against standard (ERM,
SAM), recent DG algorithm (SAGM, FSAM), and
curvature-aware (AdaHessian) methods, demonstrating a
superior trade-off in three aspects. First, regarding Mem-
ory Efficiency, while DA-SAM increases complexity to
(2 + N)For + 2Back (Forward/Backward passes), the N
probes operate in inference mode. The design avoids expen-
sive Hessian computations, saving ~ 1.8 GB of memory
compared to AdaHessian and preventing Out of Memory
risks. Second, it offers a High Return on Investment.
The computational cost translates directly into robustness,
dominating the challenging Terralnc (50.4%) domain with
significant gains over SAM (+4.7%) and recent competitors
like SAGM and FSAM. Finally, our Intermittent Probing
strategy mitigates speed concerns by cutting training time.
To further explore the efficiency-accuracy frontier, we pro-
vide a granular sensitivity study of the interval &k in Table 5.
By using a (2 + N/k)F + 2B complexity profile, we show
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Table 5. Quantitative efficiency-accuracy analysis on a single RTX
3090. We report the average accuracy across all five benchmarks
for each k value. DA-SAM acts as a flexible framework where k
adjusts the number of forward probes per step. N = 16 denotes
the number of directions.

Training Cost Performance

Method Complexity

Time (s/iter) Mem (MB) | Avg. Acc (%)
ERM (Vapnik, 1999) 1IF + 1B 0.054 2879 63.3
SAM (Foret et al., 2021) 2F + 2B 0.109 2985 64.1
SAGM (Wang et al., 2023) 2F + 2B 0.109 2984 65.7
FSAM (Li et al., 2024) 2F + 2B 0.109 2983 65.4
AdaHessian (Yao etal.,2021) |~ 2nd-Order | 0.409 6785 64.1
DA-SAM (k = 1, Full) (2+N)F + 2B 0.425 4970 66.0
DA-SAM (k = 10) (24+N/10)F + 2B 0.141 4970 65.4
DA-SAM (k = 20) (24N/20)F + 2B 0.125 4970 66.0
DA-SAM (k = 30) (2+N/30)F + 2B 0.120 4970 66.1
DA-SAM (k = 40) (2+N/40)F + 2B 0.117 4970 66.0
DA-SAM (k = 50) (2+N/50)F + 2B 0.115 4970 65.6
DA-SAM (k = 60) (2+N/60)F + 2B | 0.114 4970 66.0

that at k£ = 60, the training overhead is reduced to a negligi-
ble 5% (0.114 s/iter vs. 0.109 s/iter), yet it still maintains a
+1.9% average gain over SAM. Remarkably, k£ = 30 yields
the peak average performance (66.1%), even outperforming
full probing (k = 1). This suggests a denoising effect where
moderate intervals act as a temporal regularizer, capturing
macro-geometric features while filtering out high-frequency
stochastic noise. This flexibility ensures that DA-SAM pro-
vides second-order robustness with SAM-level speed and
zero inference latency. Full per-dataset results for all &
values are detailed in Appendix Table 9.

6. Conclusion

To overcome the challenges of domain shift and anisotropic
sharpness that limit existing sharpness-aware methods, we
proposed DA-SAM for domain generalization. It comprises
two key modules: a Dynamic Adaptive Scaling (DAS) mod-
ule that computes domain-specific scaling factors to han-
dle varying learning difficulties, and an Adaptive Multi-
Directional Flattening (AMDF) module that leverages these
factors to guide a multi-directional geometric search. Based
on a novel flatness metric, our method procedurally adjusts
the perturbation step size, effectively navigating towards
minima that are both isotropically flat and robust to domain
shifts. Extensive experiments have validated the effective-
ness of the dual-adaptive approach. Our work also opens
several promising avenues for future exploration. First,
the geometric search in AMDF could be enhanced beyond
random sampling by exploring methods informed by low-
cost second-order approximations for efficient landscape
assessment. Second, a future direction is to integrate DA-
SAM with orthogonal DG paradigms, such as combining
its geometric robustness with the feature invariance learned
through meta-learning for synergistic performance gains.

Impact Statement

This paper presents work whose goal is to advance the field
of Machine Learning. There are many potential societal
consequences of our work, none which we feel must be
specifically highlighted here.

References

Arjovsky, M., Bottou, L., Gulrajani, 1., and Lopez-
Paz, D. Invariant risk minimization. arXiv preprint
arXiv:1907.02893, 2019.

Arpit, D., Wang, H., Zhou, Y., and Xiong, C. Ensemble of
averages: Improving model selection and boosting per-
formance in domain generalization. Advances in Neural
Information Processing Systems, 35:8265-8277, 2022.

Beery, S., Van Horn, G., and Perona, P. Recognition in terra
incognita. In Proceedings of the European Conference
on Computer Vision (ECCV), pp. 456473, 2018.

Ben-David, S., Blitzer, J., Crammer, K., Kulesza, A.,
Pereira, F., and Vaughan, J. W. A theory of learning from
different domains. Machine Learning, 79(1):151-175,
2010.

Blanchard, G., Lee, G., and Scott, C. Generalizing from sev-
eral related classification tasks to a new unlabeled sample.
Advances in Neural Information Processing Systems, 24,
2011.

Blanchard, G., Deshmukh, A. A., Dogan, U., Lee, G., and
Scott, C. Domain generalization by marginal transfer
learning. Journal of Machine Learning Research, 22(2):
1-55, 2021.

Cha, J., Chun, S., Lee, K., Cho, H.-C., Park, S., Lee, Y.,
and Park, S. Swad: Domain generalization by seeking
flat minima. Advances in Neural Information Processing
Systems, 34:22405-22418, 2021.

Chaudhari, P., Choromanska, A., Soatto, S., LeCun, Y., Bal-
dassi, C., Borgs, C., Chayes, J., Sagun, L., and Zecchina,
R. Entropy-sgd: Biasing gradient descent into wide val-
leys. Journal of Statistical Mechanics: Theory and Ex-
periment, 2019(12):124018, 2019.

Chen, L., Zhang, Y., Song, Y., Van Den Hengel, A., and Liu,
L. Domain generalization via rationale invariance. In
Proceedings of the IEEE/CVF International Conference
on Computer Vision, pp. 1751-1760, 2023.

Chen, L., Zhang, Y., Song, Y., Shen, Z., and Liu, L. Lfme:
A simple framework for learning from multiple experts in
domain generalization. Advances in Neural Information
Processing Systems, 37:102919-102947, 2024a.



Navigating the Flatlands: Dual Adaptive Sharpness-Aware Minimization for Domain Generalization

Chen, Z., Ye, Y., Tang, F.,, Pan, Y., and Xia, Y. Meta
curvature-aware minimization for domain generalization.
arXiv preprint arXiv:2412.11542, 2024b.

Dayal, A., B., V. K., Cenkeramaddi, L. R., Mohan, C. K.,
Kumar, A., and Balasubramanian, V. N. MADG: margin-
based adversarial learning for domain generalization. In
Oh, A., Naumann, T., Globerson, A., Saenko, K., Hardt,
M., and Levine, S. (eds.), Advances in Neural Information
Processing Systems 36: Annual Conference on Neural
Information Processing Systems 2023, NeurlPS 2023,
New Orleans, LA, USA, December 10 - 16, 2023, 2023.

Fang, C., Xu, Y., and Rockmore, D. N. Unbiased metric
learning: On the utilization of multiple datasets and web
images for softening bias. In Proceedings of the IEEE
International Conference on Computer Vision, pp. 1657—
1664, 2013.

Finn, C., Abbeel, P.,, and Levine, S. Model-agnostic meta-
learning for fast adaptation of deep networks. In Interna-
tional Conference on Machine Learning, pp. 1126-1135.
PMLR, 2017.

Foret, P., Kleiner, A., Mobahi, H., and Neyshabur, B.
Sharpness-aware minimization for efficiently improving
generalization. In 9th International Conference on Learn-
ing Representations, ICLR 2021, Virtual Event, Austria,
May 3-7, 2021. OpenReview.net, 2021.

Ganin, Y., Ustinova, E., Ajakan, H., Germain, P., Larochelle,
H., Laviolette, F., March, M., and Lempitsky, V. Domain-
adversarial training of neural networks. Journal of Ma-
chine Learning Research, 17(59):1-35, 2016.

Gulrajani, I. and Lopez-Paz, D. In search of lost domain
generalization. In 9th International Conference on Learn-
ing Representations, ICLR 2021, Virtual Event, Austria,
May 3-7, 2021. OpenReview.net, 2021.

He, K., Zhang, X., Ren, S., and Sun, J. Deep residual learn-
ing for image recognition. In Proceedings of the IEEE
Conference on Computer Vision and Pattern Recognition,
pp. 770-778, 2016.

Hochreiter, S. and Schmidhuber, J. Flat minima. Neural
Computation, 9(1):1-42, 1997.

Huang, Z., Wang, H., Xing, E. P, and Huang, D. Self-
challenging improves cross-domain generalization. In
European Conference on Computer Vision, pp. 124-140.
Springer, 2020.

Keskar, N. S., Mudigere, D., Nocedal, J., Smelyanskiy,
M., and Tang, P. T. P. On large-batch training for deep
learning: Generalization gap and sharp minima. In Inter-
national Conference on Learning Representations, 2017.

10

Kim, D., Yoo, Y., Park, S., Kim, J., and Lee, J. Selfreg:
Self-supervised contrastive regularization for domain gen-
eralization. In 2021 IEEE/CVF International Conference
on Computer Vision, ICCV 2021, Montreal, QC, Canada,
October 10-17, 2021, pp. 9599-9608. IEEE, 2021.

Kim, M,, Li, D, Hu, S. X., and Hospedales, T. Fisher sam:
Information geometry and sharpness aware minimisation.
In International Conference on Machine Learning, pp.
11148-11161. PMLR, 2022.

Kingma, D. P. and Ba, J. Adam: A method for stochastic
optimization. In Bengio, Y. and LeCun, Y. (eds.), 3rd
International Conference on Learning Representations,
ICLR 2015, San Diego, CA, USA, May 7-9, 2015, Confer-
ence Track Proceedings, 2015.

Krizhevsky, A., Sutskever, 1., and Hinton, G. E. Imagenet
classification with deep convolutional neural networks.
Communications of the ACM, 60(6):84-90, 2017.

Krueger, D., Caballero, E., Jacobsen, J.-H., Zhang, A., Bi-
nas, J., Zhang, D., Le Priol, R., and Courville, A. Out-
of-distribution generalization via risk extrapolation (rex).

In International Conference on Machine Learning, pp.
5815-5826. PMLR, 2021.

Kumar, A., Raghunathan, A., Jones, R. M., Ma, T., and
Liang, P. Fine-tuning can distort pretrained features and
underperform out-of-distribution. In The Tenth Interna-
tional Conference on Learning Representations, ICLR
2022, Virtual Event, April 25-29, 2022. OpenReview.net,
2022.

Kwon, J., Kim, J., Park, H., and Choi, I. K. Asam: Adaptive
sharpness-aware minimization for scale-invariant learn-
ing of deep neural networks. In International Conference
on Machine Learning, pp. 5905-5914. PMLR, 2021.

Li, D., Yang, Y., Song, Y.-Z., and Hospedales, T. M. Deeper,
broader and artier domain generalization. In Proceed-
ings of the IEEE International Conference on Computer
Vision, pp. 5542-5550, 2017.

Li, D., Yang, Y., Song, Y.-Z., and Hospedales, T. Learning
to generalize: Meta-learning for domain generalization.
In Proceedings of the AAAI Conference on Artificial In-
telligence, volume 32, 2018a.

Li, H, Pan, S. J., Wang, S., and Kot, A. C. Domain general-
ization with adversarial feature learning. In Proceedings
of the IEEE Conference on Computer Vision and Pattern
Recognition, pp. 5400-5409, 2018b.

Li, S., Xu, Q., Yang, Z., Wang, Z., Zhang, L., Cao, X., and
Huang, Q. Focal-sam: Focal sharpness-aware minimiza-
tion for long-tailed classification. In International Con-
ference on Machine Learning, pp. 36624-36651. PMLR,
2025.



Navigating the Flatlands: Dual Adaptive Sharpness-Aware Minimization for Domain Generalization

Li, T., Zhou, P., He, Z., Cheng, X., and Huang, X. Friendly
sharpness-aware minimization. In Proceedings of the
IEEE/CVF Conference on Computer Vision and Pattern
Recognition, pp. 5631-5640, 2024.

Li, Y., Gong, M., Tian, X., Liu, T., and Tao, D. Domain
generalization via conditional invariant representations.
In Proceedings of the AAAI Conference on Artificial In-
telligence, volume 32, 2018c.

Loshchilov, I. and Hutter, F. Decoupled weight decay regu-
larization. In 7th International Conference on Learning
Representations, ICLR 2019, New Orleans, LA, USA,
May 6-9, 2019. OpenReview.net, 2019.

Nam, H., Lee, H., Park, J., Yoon, W., and Yoo, D. Reducing
domain gap by reducing style bias. In Proceedings of the
IEEE/CVF Conference on Computer Vision and Pattern
Recognition, pp. 8690-8699, 2021.

Nesterov, Y. A method for solving the convex programming
problem with convergence rate o (1/k2). In Dokl Akad
Nauk Sssr, volume 269, pp. 543, 1983.

Nguyen, T., Do, K., Duong, B., and Nguyen, T. Domain
generalisation via risk distribution matching. In Proceed-
ings of the IEEE/CVF Winter Conference on Applications
of Computer Vision, pp. 2790-2799, 2024.

Peng, X., Bai, Q., Xia, X., Huang, Z., Saenko, K., and
Wang, B. Moment matching for multi-source domain
adaptation. In Proceedings of the IEEE/CVF Interna-
tional Conference on Computer Vision, pp. 1406—1415,
2019.

Rame, A., Dancette, C., and Cord, M. Fishr: Invariant
gradient variances for out-of-distribution generalization.

In International Conference on Machine Learning, pp.
18347-18377. PMLR, 2022.

Russakovsky, O., Deng, J., Su, H., Krause, J., Satheesh, S.,
Ma, S., Huang, Z., Karpathy, A., Khosla, A., Bernstein,
M., et al. Imagenet large scale visual recognition chal-
lenge. International Journal of Computer Vision, 115(3):
211-252, 2015.

Sagawa, S., Koh, P. W., Hashimoto, T. B., and Liang, P. Dis-
tributionally robust neural networks. In 8th International
Conference on Learning Representations, ICLR 2020, Ad-
dis Ababa, Ethiopia, April 26-30, 2020. OpenReview.net,
2020.

Shahtalebi, S., Gagnon-Audet, J.-C., Laleh, T., Faramarzi,
M., Ahuja, K., and Rish, I. Sand-mask: An enhanced gra-
dient masking strategy for the discovery of invariances in
domain generalization. arXiv preprint arXiv:2106.02266,
2021.

11

Shapiro, A., Dentcheva, D., and Ruszczynski, A. Lec-
tures on Stochastic Programming - Modeling and Theory.
MOS-SIAM Series on Optimization. STAM, 2009. ISBN
978-0-89871-687-0.

Shi, Y., Seely, J., Torr, P. H. S., Narayanaswamy, S., Hannun,
A. Y., Usunier, N., and Synnaeve, G. Gradient matching
for domain generalization. In The Tenth International
Conference on Learning Representations, ICLR 2022,
Virtual Event, April 25-29, 2022. OpenReview.net, 2022.

Sun, B. and Saenko, K. Deep coral: Correlation alignment
for deep domain adaptation. In European Conference on
Computer Vision, pp. 443-450. Springer, 2016.

Torralba, A. and Efros, A. A. Unbiased look at dataset bias.
In CVPR 2011, pp. 1521-1528. 1IEEE, 2011.

Vapnik, V. N. An overview of statistical learning theory.
IEEE Transactions on Neural Networks, 10(5):988-999,
1999.

Venkateswara, H., Eusebio, J., Chakraborty, S., and Pan-
chanathan, S. Deep hashing network for unsupervised
domain adaptation. In Proceedings of the IEEE Confer-
ence on Computer Vision and Pattern Recognition, pp.
5018-5027, 2017.

Volpi, R., Namkoong, H., Sener, O., Duchi, J. C., Murino,
V., and Savarese, S. Generalizing to unseen domains
via adversarial data augmentation. Advances in Neural
Information Processing Systems, 31, 2018.

Wang, J., Lan, C., Liu, C., Ouyang, Y., Qin, T., Lu, W.,
Chen, Y., Zeng, W., and Yu, P. S. Generalizing to unseen
domains: A survey on domain generalization. IEEE
Transactions on Knowledge and Data Engineering, 35
(8):8052-8072, 2022.

Wang, P., Zhang, Z., Lei, Z., and Zhang, L. Sharpness-
aware gradient matching for domain generalization. In
Proceedings of the IEEE/CVF Conference on Computer
Vision and Pattern Recognition, pp. 3769-3778, 2023.

Wu, T., Luo, T., and Wunsch II, D. C. Cr-sam: Curvature
regularized sharpness-aware minimization. In Proceed-
ings of the AAAI Conference on Artificial Intelligence,
volume 38, pp. 6144-6152, 2024.

Xu, M., Zhang, J., Ni, B., Li, T., Wang, C., Tian, Q., and
Zhang, W. Adversarial domain adaptation with domain
mixup. In Proceedings of the AAAI Conference on Artifi-
cial Intelligence, volume 34, pp. 6502-6509, 2020.

Yao, Z., Gholami, A., Keutzer, K., and Mahoney, M. W. Py-
hessian: Neural networks through the lens of the hessian.
In 2020 IEEE International Conference on Big Data (Big
Data), pp. 581-590. IEEE, 2020.



Navigating the Flatlands: Dual Adaptive Sharpness-Aware Minimization for Domain Generalization

Yao, Z., Gholami, A., Shen, S., Mustafa, M., Keutzer, K.,
and Mahoney, M. Adahessian: An adaptive second order
optimizer for machine learning. In Proceedings of the
AAAI Conference on Artificial Intelligence, volume 35,
pp- 10665-10673, 2021.

Zaheer, M., Reddi, S., Sachan, D., Kale, S., and Kumar, S.
Adaptive methods for nonconvex optimization. Advances
in Neural Information Processing Systems, 31, 2018.

Zhang, M., Marklund, H., Dhawan, N., Gupta, A., Levine,
S., and Finn, C. Adaptive risk minimization: Learning to
adapt to domain shift. Advances in Neural Information
Processing Systems, 34:23664-23678, 2021.

Zhang, X., Xu, R., Yu, H., Dong, Y., Tian, P., and Cui, P.
Flatness-aware minimization for domain generalization.
In Proceedings of the IEEE/CVF International Confer-
ence on Computer Vision, pp. 5189-5202, 2023a.

Zhang, X., Xu, R., Yu, H., Zou, H., and Cui, P. Gradient
norm aware minimization seeks first-order flatness and
improves generalization. In Proceedings of the IEEE/CVF
Conference on Computer Vision and Pattern Recognition,
pp- 20247-20257, 2023b.

Zhou, K., Yang, Y., Qiao, Y., and Xiang, T. Domain gener-
alization with mixstyle. In 9th International Conference
on Learning Representations, ICLR 2021, Virtual Event,
Austria, May 3-7, 2021. OpenReview.net, 2021.

Zhou, Z., Li, L., Zhao, P., Heng, P--A., and Gong, W. Class-
conditional sharpness-aware minimization for deep long-
tailed recognition. In Proceedings of the IEEE/CVF Con-
ference on Computer Vision and Pattern Recognition, pp.

3499-3509, 2023.

Zhuang, J., Tang, T., Ding, Y., Tatikonda, S. C., Dvornek, N.,
Papademetris, X., and Duncan, J. Adabelief optimizer:
Adapting stepsizes by the belief in observed gradients.
Advances in Neural Information Processing Systems, 33:
18795-18806, 2020.

Zhuang, J., Gong, B., Yuan, L., Cui, Y., Adam, H., Dvornek,
N. C., Tatikonda, S., Duncan, J. S., and Liu, T. Surrogate
gap minimization improves sharpness-aware training. In
The Tenth International Conference on Learning Repre-
sentations, ICLR 2022, Virtual Event, April 25-29, 2022.
OpenReview.net, 2022.

12



Navigating the Flatlands: Dual Adaptive Sharpness-Aware Minimization for Domain Generalization

A. Theoretical Analysis of DA-SAM

In this section, we provide a formal convergence analysis of DA-SAM. We demonstrate that under standard assumptions for
non-convex optimization, our method converges to a neighborhood of a stationary point of the loss function.

A.1. Preliminaries and Assumptions

Let L(6) : RP — R be the loss function, where D denotes the dimension of the model parameters. We aim to solve
ming L(#). In DA-SAM, parameter updates are performed using a stochastic gradient. Let () denote the stochastic
gradient computed on a mini-batch, satisfying E[§(0)] = V L(6). We adopt the following standard assumptions:

 Assumption 1 (L-Smoothness): The objective function L() is L-smooth. There exists a constant L > 0 such that for
all 91, 0, € RDZ
IVL(61) — VL(62)]| < L||61 — 62 (14)

* Assumption 2 (Bounded Variance): The stochastic gradient has bounded variance o

E[llg(6) — VL(9)|*] < o°. (15)

* Assumption 3 (Bounded Gradient): The norm of the true gradient is bounded by a constant G, i.e., || VL(0)| < G
for all 6.

A.2. Convergence Analysis

Recall that DA-SAM updates the parameter 6, at step ¢ using the perturbed stochastic gradient. The update rule is given by:
Or+1 =0t — g (01 + €w), (16)

where 7 is the learning rate, and ¢,, is the aggregated perturbation vector derived from the AMDF module. Crucially, the
perturbation is bounded by the adaptive radius p;, such that ||e,,|| < p:.

By the L-smoothness of L(6) (Descent Lemma):
L(0141) < L(0r) + (VL(01), 0r 1 — 01) + *||9t+1 A (17)
Taking the expectation E;|[-] conditioned on 6; over the stochastic noise:

Et[L(0141)] < L(01) — ne(VL(01), Ee[§(0: + €0)]) + LTn?Et[H?J(Qt + ew)|?] (18)

L 2
= L(8:) — m(VL(0)), VLB + €0)) + “2LBi[5(60, + 0|2 (19)

We now bound the two terms on the right-hand side individually.

1) Bounding the inner product term: Let ; = VL(0; +¢€,,) — VL(0;). Using Lipschitz continuity, ||:|| < Ll|ew|| < Lpz.

—(VL(6:), VL(0; + €w)) = —=(VL(0:), VL(6:) + &) (20)
= —[IVL(0:)|I” = (VL(6:), b:) 1)
< —[IVL@O)|> + IVL(G:)l|6:]]  (Cauchy-Schwarz) (22)
< —IVL(0)|I> + GLp,. (23)

2) Bounding the quadratic term: Using the relation E[|| X ||?] = ||E[X]||?> + Var(X) and Assumptions 2 and 3:
Eu[19(0: + €w)l”] = VL(0: + ew)|* + Var(y) < G* + o*. (24)
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Substituting these bounds back into the descent inequality:
2 L 2 4
By [L(0t41)] < L(0:) — ne[VLO) "+ mGLpy + — - (G a?). (25)
Rearranging to isolate the gradient norm:

L
ne|[VL(0) 1> < L(6;) — Ee[L(Op41)] + meGLpy + - (02 o). (26)

Summing over t = 0 to 7' — 1, assuming a constant learning rate 7, = 7, and taking the total expectation:

T—1 -1
00) — E[L(6 TLn(G? + o?
E[[vL(e,)|? < L) ZELGn)] | > GLE[p] + TIn(G +o7), 27)
t=0 K = 2
Dividing by T" and letting L* be the global minimum of the loss (such that L(67) > L*):
Ln(G? + o?)

T—
1 L(6p) — L* _

— E[|VL N Y7 Lp+ 12 -7 7
7 2 BIVEOI < =50+ GLp+ =g,

(28)
where p = % ZZ:Ol E[p;] is the average perturbation radius over the training trajectory.
Discussion. Eq. (28) shows that the gradient norm is bounded by three terms: the optimization error (vanishing as 7' — 00),

the perturbation error (GLp), and the stochastic noise error. In DA-SAM, the DAS module minimizes the error term G Lp
by adaptively reducing p; in high-loss regions, thereby tightening the convergence bound compared to fixed-radius SAM.

B. Connection to Hessian Spectrum and Isotropy

This section provides a detailed derivation connecting the AMDF metric to the eigenvalues of the Hessian matrix H € RP*P,

B.1. Sharpness via Taylor Expansion

Consider the loss L(#) near a local minimum 6*. For a perturbation vector ¢ = pd (where d is a random unit direction), the
second-order Taylor expansion yields:

L(6* + pd) ~ L(0*) + pVL(H*) "d + %deTHd. (29)
Since VL(6*) ~ 0, the sharpness gap h(d) = L(6* + pd) — L(6*) is:
h(d) ~ %pszHd. (30)
Let {\1,...,Ap} be the eigenvalues of H.

B.2. Variance and Standard Deviation: Promoting Isotropy

We analyze the statistical properties of A(d) when d ~ N'(0, Ip). First, the expectation corresponds to the trace:
E[h(d)] < E[d"Hd] = Tr(H) = ) _ \i. (31)

Second, according to the variance of quadratic forms for Gaussian variables, the variance is proportional to the trace of the
squared Hessian:

D
Var[i(d)] o Var[d " Hd] = 2Tr(H?) =23 ;. (32)
1=1
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The AMDF module minimizes Lampr = E[h] + 4/ Var[h]. Substituting the spectral relations:

D
Lampr < > _ X +

i=1

= [IAllL + [[All2, (34)

(33)

where A = [A1,...,Ap]T.

Geometric Interpretation: Minimizing the L; norm (|| A||;) suppresses average sharpness. However, minimizing the
Ly norm (|| A|2) subject to the L; constraint explicitly penalizes spectral disparity. By the inequality || A[; < VDAl
(equality holds iff Ay = --- = Ap), minimizing the Ly term forces the eigenvalues to be uniform. This prevents the
model from converging to anisotropic valleys (Where Ay, ax > Amin) and guides it toward isotropic basins, ensuring robust
generalization across all directions in the D-dimensional parameter space.

C. Theoretical Justification for Heuristic Parameter Selection

To ensure the practicality of DA-SAM without imposing a heavy tuning burden, we fix the internal control constants
(C, Smin, Smax, IV) based on statistical properties and convergence theory. This section provides the mathematical grounding
for these default values.

C.1. Scaling Sensitivity C' = 5.0: Maximizing Discriminative Power

In the DAS module, the scaling factor is derived from the standardized loss z; = (L — L)/std(L). Assuming the domain
losses within a mini-batch follow a quasi-normal distribution, approximately 99% of the deviations fall within z;, € [—3, 3].
The scaling factor is computed via the sigmoid function o(x) = (1 + e~*)~L. The sensitivity of the scaling is governed by
the gradient:

S = C o)1= a()) (35)

We set C' = 5.0 to act as a soft-thresholding coefficient. For a deviation of 1 standard deviation (|zx| = 1), the input
magnitude becomes 5.0. Since ¢(5.0) & 0.993 and o(—5.0) & 0.007, the mechanism effectively saturates. This ensures
that the DAS module acts as a strict discriminator: domains with below-average loss are immediately assigned the maximum
exploration budget, while harder domains are constrained, maximizing the differentiation power independent of specific
dataset statistics.

C.2. Boundary Constants s,;;, = 0.1, Sjax = 1.0: The Safety Constraints
The effective perturbation radius for domain £ is given by p, = oy, - p, where 0% € [Smin, Smax)-

1. Upper Bound s, = 1.0 (The Nominal Baseline): We fix s,,x = 1.0 to anchor the algorithm to the standard SAM
baseline. For “easy” domains (where loss is low and o — spax), the effective radius becomes p; ~ 1.0 - p = p. This
implies that for well-learned domains, DA-SAM performs full exploration equivalent to standard SAM. Setting smax > 1.0
would risk over-perturbation and instability, while sy,,x < 1.0 would under-utilize the trusted search radius defined by p.

2. Lower Bound s,,;;, = 0.1 (The Regularization Floor): If o, — 0, the update rule degenerates to standard SGD
(0¢41 =~ 0; — nV L(6;)), losing the benefits of geometric regularization. We establish s,,i, = 0.1 as a regularization floor.
This guarantees that even for the most difficult domains (highest loss), the perturbation magnitude is maintained at 10% of
the base radius. This prevents the “vanishing perturbation” problem and ensures that sharpness-aware updates remain active
throughout the training process.

C.3. Probe Directions N = 16: The Efficiency-Variance Trade-off

The AMDF module estimates the local landscape geometry via Monte Carlo sampling. We justify the choice of N = 16
through both theoretical error analysis and empirical verification.

1. Theoretical Convergence (O(N~1/2)). Let h be the estimated sharpness and h* be the true expectation. According to
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the Law of Large Numbers, the standard error of the estimation scales as:
Var(h)

N
Increasing N reduces estimation variance. However, the benefits diminish rapidly. Moving from N = 1 to N = 16 reduces
error by 4%, but quadrupling the cost again to N = 64 only halves the remaining error.

Error(h) (36)

2. Empirical Validation. To verify this, we conducted a sensitivity analysis on the PACS dataset by varying N from 2 to 64.
The results are reported in Table 6.

¢ Under-sampling (N < 16): With few directions (e.g., N = 2, 4), the sharpness estimation is noisy, leading to unstable
optimization and suboptimal accuracy (~ 81.8% — 83.8%).

e Peak Performance (/N = 16): The performance steadily increases and peaks at N = 16 with an average accuracy of
85.71%. This suggests that 16 directions provide a sufficiently accurate approximation of the local geometry for the
AMDF update.

* Diminishing Returns (/N > 16): Further increasing N to 32 or 64 does not yield performance gains (dropping to
83.95% at N = 64). This may be due to the increased computational overhead dominating the marginal gain in
estimation precision, or overfitting to local landscape noise.

Therefore, we identify N = 16 as the Pareto-optimal point that maximizes generalization performance while maintaining
computational efficiency.

Table 6. Impact of Probe Directions (V) on PACS Accuracy. We observe that accuracy improves as N increases, peaking at N = 16.
Further increasing N yields diminishing returns or slight degradation, confirming N = 16 as the optimal trade-off point.

N ‘ Art  Cartoon Photo Sketch | Average

2 18463 7676  97.01 76.81 83.80
4 18395 7543 9790 70.07 81.84
8 | 81.76 7692  96.86 78.94 83.62
12 | 89.87 79.10 9633 77.16 85.62
16 | 87.43  76.01 97.08  82.32 85.71
24 | 8597 7948 9731 76.24 84.75
32 | 8859 80.60 97.01 75.57 85.44
64 | 8743 7633  97.08 7497 83.95

D. Discussion and Future Work

To provide a comprehensive view of DA-SAM, we discuss its applicability across different architectures and settings,
acknowledging current limitations and outlining future directions.

D.1. Architectural Generalizability: Empirical Validation on ViTs

While our primary experimental validation focuses on the ResNet-50 backbone following standard DG protocols (Gulrajani
& Lopez-Paz, 2021), the core principle of DA-SAM—optimizing loss landscape geometry—is theoretically architecture-
agnostic. To empirically verify this generalizability, we deployed DA-SAM on a ViT-Base/16 backbone.

1. Experimental Setup. We utilized a ViT-Base/16 backbone pre-trained via CLIP and evaluated it on the PACS dataset. To
ensure a rigorous comparison, we compared DA-SAM with several state-of-the-art methods utilizing the same backbone,
including SWAD (Cha et al., 2021) and SMA (Arpit et al., 2022).

Performance Analysis. As shown in Table 7 and Table 8, DA-SAM generalizes effectively to Transformer-based architec-
tures, achieving a superior average accuracy of 95.30%. This outperformance is significant compared to methods like SMA
(+3.20%) and established flatness-aware methods like SWAD (+4.00%).
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Table 7. Accuracy Comparison on PACS using the ViT-B/16 backbone.

Algorithm Average Accuracy (%)
ERM (Vapnik, 1999) 93.70
SWAD (Cha et al., 2021) 91.30
SMA (Arpit et al., 2022) 92.10
DA-SAM (ours) 95.30

Notably, on the most difficult Sketch domain, DA-SAM boosts ViT performance from ERM’s 86.50% to 89.54% (a +3.04%
gain). This confirms our hypothesis that DA-SAM’s multi-directional probing is exceptionally effective at regularizing the
highly non-convex and anisotropic landscapes inherent to self-attention layers, which often exhibit sharper minima than
traditional CNNs.

Table 8. Detailed Per-Domain Accuracy (%) on PACS using ViT-B/16 backbone.

Algorithm ‘ Art  Cartoon Photo Sketch ‘ Average
ERM (Vapnik, 1999) | 96.50 9530 9620 86.50 | 93.70
DA-SAM (ours) | 97.62 9440  99.63 89.54 | 95.30

Computational Feasibility. A key advantage of DA-SAM when scaling to large backbones like ViTs is its memory efficiency.
Unlike second-order methods (e.g., AdaHessian) that require prohibitive VRAM to store Hessian information—often leading
to Out-of-Memory (OOM) errors on Transformer models—DA-SAM utilizes Inference-mode Probing.” This ensures a
first-order memory footprint while achieving second-order-level geometric awareness. These results empirically confirm
that DA-SAM is a robust and scalable optimizer suitable for next-generation foundation models.

D.2. Applicability to Single-Source Domain Generalization

Our current framework is designed for Multi-Source DG, where the DAS module leverages the diversity of domain-specific
losses to allocate exploration budgets. However, the challenge of anisotropic sharpness remains critical in Single-Source DG
(SDG). Although the DAS module requires multiple domains to function dynamically, the AMDF module (multi-directional
flattening) operates independently of domain labels. In future work, we plan to adapt DA-SAM for SDG scenarios,
potentially by replacing the domain-aware scaling with a sample-aware or uncertainty-based scaling mechanism to guide the
geometric exploration.

E. In-depth Scaling Study of Probing Interval % and Efficiency

In this section, we provide a comprehensive analysis of the probing interval k, exploring its impact on both generalization
performance across five benchmarks and the corresponding computational overhead. This study aims to identify the
Pareto-optimal operating point for DA-SAM in practical scenarios.

E.1. Performance Sensitivity to Probing Frequency

Table 9 presents the full numerical results for & € {1, 10, 20, 30, 40, 50,60} against various state-of-the-art methods.

As observed, DA-SAM is remarkably robust to the choice of k. Notably, we find a “denoising effect” where moderate
intervals (e.g., & = 30) often outperform full probing (k = 1), particularly on Terralncognita and DomainNet. This suggests
that the loss landscape anisotropy is a macro-geometric feature that remains stable over many iterations. Probing every step
may introduce high-frequency stochastic noise, while intermittent probing acts as a temporal regularizer.

E.2. Training Efficiency and The Pareto Frontier

To provide a definitive analysis of the efficiency-robustness trade-off, we benchmarked the training overhead of DA-SAM
across various probing intervals (k). The experiments were conducted on a single NVIDIA RTX 3090 GPU using the
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ResNet-50 backbone. In this context, DA-SAM acts as a reconfigurable optimizer, allowing practitioners to tune the
efficiency-accuracy trade-off according to their computational budget.

Table 9. Granular sensitivity analysis of the probing interval k across five standard DG benchmarks. We compare DA-SAM (k = 1 to
k = 60) against existing DG methods. All results are based on the ResNet-50 backbone. The results denoted by T are taken from (Wang
et al., 2023) and (Dayal et al., 2023), while the results marked with * are inherited from (Chen et al., 2024b). The best results are
highlighted in bold.

Algorithm | PACS VLCS OfficeHome Terralnc DomainNet | Average
MMDT (Li et al., 2018b) 84.7 77.5 66.3 42.2 234 58.8
MLDGT (Li et al., 2018a) 84.9 77.2 66.8 47.7 41.2 63.6
IRM' (Arjovsky et al., 2019) 83.5 78.5 64.3 47.6 33.9 61.6
AdaHessian* (Yao et al., 2021) | 84.5 78.6 68.4 44.4 44 .4 64.1
SagNet! (Nam et al., 2021) 86.3 77.8 68.1 48.6 40.3 64.2
VREx' (Krueger et al., 2021) 84.9 78.3 66.4 46.4 33.6 61.9
SAGM* (Wang et al., 2023) 86.9 79.1 69.4 48.6 447 65.7
CRSAM* (Wu et al., 2024) 85.4 79.1 68.9 45.3 443 64.6
FSAM* (Li et al., 2024) 86.5 79.4 70.2 46.1 44.9 65.4
RDM (Nguyen et al., 2024) 87.2 78.4 67.3 47.5 43.4 64.8
DA-SAM(k = 1) 87.5 79.6 68.4 50.0 44.5 66.0
DA-SAM(k = 10) 83.5 79.8 69.3 49.5 44.8 65.4
DA-SAM(k = 20) 86.1 79.6 69.1 50.4 44.6 66.0
DA-SAM(k = 30) 86.2 79.4 69.4 50.4 44.9 66.1
DA-SAM(k = 40) 87.0 79.3 69.4 49.7 44.5 66.0
DA-SAM(k = 50) 85.1 79.5 69.6 48.8 45.0 65.6
DA-SAM(k = 60) 85.9 80.2 69.9 49.6 44.5 66.0

Table 10. Efficiency Scaling Study on Terralncognita. Time is measured in seconds per iteration (s/iter). Speed Ratio, Overhead, and
Accuracy Gain are calculated relative to the standard SAM baseline.

Configuration Time (s/iter) Speed vs. SAM  Overhead Gain (vs. SAM)
SAM (Foret et al., 2021) 0.109 1.00x 0% +0.0% (Ref)
DA-SAM (k. =1) 0.425 3.90x% +290% +4.3%
DA-SAM (k = 10) 0.141 1.29% +29% +3.8%
DA-SAM (k = 20) 0.125 1.15x% +15% +4.7%
DA-SAM (k = 30) 0.120 1.10x +10% +4.7 %
DA-SAM (k = 40) 0.117 1.07 % +7% +4.0%
DA-SAM (k = 50) 0.115 1.06 x +6% +3.1%
DA-SAM (k = 60) 0.114 1.05x +5% +3.9%

E.3. Deep Analysis and Discussion

Based on the scaling results presented in Table 10 and the full benchmark results in the previous section, we offer the
following insights into the practical utility and scientific nature of DA-SAM:

* Near-Zero Efficiency Penalty: At k = 60, the training overhead is reduced to a negligible 5% (0.114s vs. 0.109s).
Despite this near-identical speed to SAM, DA-SAM still provides a massive +3.9% accuracy leap. This proves that our
method is not “expensive” but highly “configurable” for any resource budget.
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* The “Denoising Effect” at &£ = 30: Our scaling study reveals a key scientific insight: k£ = 30 actually outperforms
k =1(50.4% vs 50.0% on Terralncognita). This suggests that probing the landscape geometry too frequently
(every step) may introduce unwanted stochastic noise into the update. Moderate intervals act as a temporal regularizer,
capturing the macro-geometric anisotropy while smoothing out local gradient fluctuations.

* Economic Advantage for Deployment: We respectfully emphasize that training cost is a one-time offline investment.
During inference, DA-SAM is identical to ERM/SAM in speed. For critical applications like medical imaging or
autonomous driving, spending 10% more time in training (k = 30) to gain ~5% in robustness is an indisputable
industrial advantage.

* Generalizability: While we focused on ResNet-50 for fair benchmarking, our geometric optimization is architecture-
agnostic. By saving 1.8 GB VRAM over second-order methods, DA-SAM is far more scalable for large-scale
foundation models.

Conclusion on Efficiency. The guidance from the review process led us to identify the optimal £ = 30 configuration. We
have demonstrated that DA-SAM matches SAM’s efficiency while significantly elevating the robustness ceiling. These
results confirm the practical readiness of our method for large-scale production environments.

F. Extended Empirical Analysis on Complementarity with SWAD

To provide a definitive resolution on the relationship between active base optimizers and passive post-hoc ensemble
techniques, we conducted a multi-dimensional empirical analysis comparing DA-SAM with SWAD (Cha et al., 2021).
The results confirm that DA-SAM serves as a fundamentally superior optimization engine that provides a higher-quality
foundation for downstream averaging.

F.1. Intrinsic Model Properties: Geometry and Noise Robustness

We argue that final accuracy alone omits the “geometric quality” of the found minima. We evaluate the internal properties of
converged models on PACS using two metrics: Isotropy (measured by the Coefficient of Variation, CV, of sharpness across
100 random directions) and Noise Tolerance (measured by the Cosine Similarity between clean and 20% noisy gradients).

As shown in Table 11, DA-SAM achieves significantly more isotropic (bowl-shaped) basins in 3 out of 4 domains. On the
Photo and Art domains, the anisotropy (CV) is reduced by over 14% compared to the ERM baseline trajectory used by
standard SWAD. Furthermore, the noise stress test confirms that DA-SAM’s gradient direction remains much more aligned
with the “clean” direction (+40.9% on Photo and +16.2% on Sketch), proving it resides in a “geometric safe haven” where
noisy signals are naturally attenuated. The fluctuations on the Cartoon domain reflect a deliberate trade-off of our DAS
module: by enforcing a conservative trust region to ensure overall stability, we prioritize raising the performance floor on
the most challenging shifts.

Table 11. Domain-wise Geometry and Noise Robustness comparison on PACS (ResNet-50). Comparison is between standalone DA-SAM
and the ERM baseline trajectory used by SWAD.

Domain Metric SWAD Base (ERM) DA-SAM (ours) Improvement
Art Isotropy (CV ) 1.210 1.032 +14.7%
Noise CosSim (1) 0.532 0.645 +21.2%
Cartoon Isotropy (CV ) 1.156 1.387 (Stability Trade-off)
Noise CosSim (1) 0.595 0.523 (Stability Trade-off)
Photo Isotropy (CV ) 1.230 1.022 +16.9%
Noise CosSim (1) 0.398 0.561 +40.9%
Sketch Isotropy (CV ) 1.685 1.578 +6.3%
Noise CosSim (1) 0.666 0.774 +16.2%
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F.2. Combined Accuracy and Complementarity

We respectfully clarify that the SWAD results reported in prior literature are effectively ERM + SWAD. To provide a fair
comparison, we evaluate DA-SAM as a foundation for ensemble-averaging against various base-optimizer combinations.
Due to the limited rebuttal timeframe, we report combined results for the three most challenging benchmarks (PACS, VLCS,
and Terralncognita).

Table 12. Synergistic Combined Performance across benchmarks (ResNet-50). Standalone DA-SAM already matches the performance of
the full standard SWAD ensemble on these three sets (72.4% avg).

Method (Base + SWAD) PACS VLCS Terralnc Avg (3-set)

Adam + SWAD 86.8 79.1 46.5 70.8
AdamW + SWAD 87.0 78.5 46.9 70.8
SGD + SWAD 85.2 79.1 46.7 70.3
SAM + SWAD 87.1 78.5 45.3 70.3

FAD + SWAD 88.5 79.8 47.5 71.9
ERM + SWAD 88.1 79.1 50.0 72.4
DA-SAM + SWAD (ours) 88.0 79.1 50.9 72.7

Breaking the Performance Ceiling. As shown in Table 12, while standard SAM variants often synergize poorly with
averaging (dropping from 72.4% to 70.3%), DA-SAM is the only geometry-aware optimizer that yields positive gains
when combined with SWAD. Most notably, on the challenging Terralncognita dataset, DA-SAM+SWAD reaches 50.9 %,
surpassing the original SWAD (50.0%) and crushing other combinations. This confirms that isotropic flatness provides a
fundamentally higher-quality sampling pool for weight averaging.

F.3. Practical Utility and Scalability

Finally, we emphasize the system-level advantages of DA-SAM. The weight-averaging buffer in SWAD requires a persistent
shadow model (approx. 97.5 MB for ResNet-50, but ~ 7GB for a 1.8B parameter ViT-G). DA-SAM operates on-the-fly in
inference mode, incurring 0 MB persistent VRAM overhead. This makes DA-SAM a more scalable and developer-friendly
foundation for robust optimization in the era of large-scale models.

G. Supplementary Results

In this section, we provide the detailed results of Table 3 shown in our manuscript. Specifically, we display the full results
of our DA-SAM and existing DG methods on PACS, VLCS, OfficeHome, Terralncognita, and DomainNet datasets in
Table 13- 17, respectively. For the results of each method, we report the average accuracy and standard deviation computed
over three trials using random seeds of 0, 1, and 2.
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Table 13. Full results (mean4+stq) of our DA-SAM and existing DG methods calculated across three trials on PACS. The results denoted
by T are taken from (Wang et al., 2023) and (Dayal et al., 2023), while the results marked by I are inherited directly from the original

source. Results marked with * are inherited from (Chen et al., 2024b). The best results are highlighted in bold.

Algorithm | Art Cartoon Photo Sketch | Average
MMDT (Li et al., 2018b) 86.1414 794409 96.6109 76.5405 84.7
MixstyleT (Zhou et al., 2021) 86.8405 79.0414 96.64071 78.5493 85.2
GroupDROJr (Sagawa et al., 2020) 83.5409 791406 96.7403 78.3420 84.4
IRMT (Arjovsky et al., 2019) 84.8413 764411 96.7406 76.1410 83.5
ARMT (Zhang et al., 2021) 86.8406 76.8405 9744103 79.3419 85.1
VREx' (Krueger et al., 2021) 86.0116 79.1406 969405 77.7117 84.9
AND-mask?* (Shahtalebi et al., 2021) | 86.4111 80.8409 97.1102 81.3111 86.4
CDANNT (Li et al., 2018c) 84.6418 755409 96.8403 73.54056 82.6
SAND-mask?* (Shahtalebi et al., 2021) | 86.1106 80.3110 97.1403 80.0113 85.9
DANNT (Ganin et al., 2016) 86.4109s (74498 973104 773.5493 83.7
MTL' (Blanchard et al., 2021) 875408 (71495 964408 777.3418 84.6
NﬁXUpJr (Xu et 3.1., 2020) 86.1i0_5 78.9:|:0,8 97.6i0_1 75.8:|:1,8 84.6
MLDGT (Li et al., 2018a) 855414 801417 974403 76.6411 84.9
ERMT (Vapnik, 1999) 84.7404 80.8406 97.2403 793410 | 85.5
SagNet" (Nam et al., 2021) 874410 80.7406 971401 80.040.4 86.3
Fishr' (Rame et al., 2022) 879406 80.8405 979404 8l.ligs 86.9
RDM (Nguyen et al., 2024) 884199 813416 971401 81.8411 87.2
Adam* (Kingma & Ba, 2015) 88.0419 797405 96.7404 72.7409 84.3
AdamW#* (Loshchilov & Hutter, 2019) | 84.14+15 80.7412 969404 72.84056 83.6
SGD* (Nesterov, 1983) 85.1:&0.4 76.0:|:0,3 98.3:|:0,4 60.3:|:6,1 79.9
YOGI* (Zaheer et al., 2018) 84.4417 797406 958403 65.1415 81.2
AdaBelief* (Zhuang et al., 2020) 854199 804411 974107 751114 84.6
AdaHessian* (Yao et al., 2021) 884106 80.0409 977404 T71.7441 84.5
SAM?* (Foret et al., 2021) 85. 7419 81.0414 971490 774418 85.3
GAM* (Zhang et al., 2023b) 85.9i0_9 81.3:|:1,6 98.2i0_4 79.0:|:2,1 86.1
SAGM* (Wang et al., 2023) 87.6404 81.8405 972401 81.3491 86.9
CRSAM* (Wu et al., 2024) 86.74+05 80.5416 9644105 77.8494 85.4
FSAM* (Li et al., 2024) 87.6:‘:1.1 80.2:&0.7 95.4:‘:0.4 82.810_7 86.5
DA-SAM (OllI‘S) | 88.6:|:0,8 82.910_4 96.7:&0.3 81.9:|:1,2 | 87.5
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Table 14. Full results (mean+stq) of our DA-SAM and existing DG methods calculated across three trials on VLCS. The results denoted
by 1 are taken from (Wang et al., 2023) and (Dayal et al., 2023), while the results marked by i are inherited directly from the original
source. Results marked with * are inherited from (Chen et al., 2024b). The best results are highlighted in bold.

Algorithm | Caltech LabelMe  SUN VOC | Average
MMDT (Li et al., 2018]3) 97-7i0.1 64.0i1'1 72.8i0‘2 75-3i343 77.5
MixstyleT (ZhOll et al., 2021) 98.610,3 64.5i1,1 72.610,5 75-7i1.7 77.9
GroupDROJr (Sagawa et al., 2020) 97.3403 63.44109 69.5408 76.740.7 76.7
IRMT (Arjovsky et al., 2019) 98.6401 649409 734406 T77.310.9 78.6
ARMT (Zhang et al., 2021) 98.7i0.2 63.610,7 71.311,2 76.710,6 77.6
VREx (Krueger et al., 2021) 9844093 644414 T41li94 76.2413 78.3
AND-mask? (Shahtalebi et al., 2021) 98.3403 64.5402 693413 734113 76.4
CDANNT (Lietal., 2018c) 971403 651419 70.740s8 771115 77.5
SAND-mask* (Shahtalebi et al., 2021) | 97.6193 64.5406 69.7406 73.0412 76.2
MTL' (Blanchard et al., 2021) 97.840.4 64.31093 T1.5407 753417 77.2
MixupT (Xu et al., 2020) 98.3406 64.84109 721495 7T4.310s8 77.4
MLDGH (Lietal., 2018a) 974400 6524097 71.0414 75.3110 77.2
ERMT (Vapnik, 1999) 98.0403 64.T410 714415 752114 77.3
SagNetT (Nam et al., 2021) 979404 64.5405 714413 775105 77.8
Fishr! (Rame et al., 2022) 976407 673405 722409 757103 78.2
RDM (Nguyen et al., 2024) 9814092 64.9497 72.6405 77.9112 78.4
Adam* (Kingma & Ba, 2015) 98.9i0,4 65.9:|:1‘5 71-0:|:1.6 74.5:|:2.0 77.3
AdamW#* (Loshchilov & Hutter, 2019) | 98.3401 65.1417 709413 75.2415 77.4
SGD* (NGStGI'OV, 1983) 98.4i0.2 64.7i0.7 72-5i0.8 76.6i048 78.1
YOGI* (Zaheer et al., 2018) 98.1407 63.9410 725416 757110 77.6
AdaBelief* (Zhuang et al., 2020) 98.0401 639404 7344109 782113 78.4
AdaHessian* (Yao et al., 2021) 99.14:53 650417 727413 T7.7110 78.6
SAM* (Foret et al., 2021) 98.5410 662416 7204109 T76.1410 78.2
GAM* (Zhang et al., 2023b) 98.8i0.6 65.1i1.2 72-9i1.0 77-2i149 78.5
SAGM* (Wang et al., 2023) 98.440¢ 651411 741495 778.6494 79.1
CRSAM* (Wu et al., 2024) 99.0404 63.7408 73.8405 79.8414 79.1
FSAM* (Ll et al., 2024) 98.9i0.2 64.5:|:0‘4 74.1:|:1.0 80.0:|:1.0 79.4
DA-SAM (ours) | 98.7102 659113 752408 78.8i13 | 79.6
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Table 15. Full results (mean+stq) of our DA-SAM and existing DG methods calculated across three trials on OfficeHome. The results
denoted by t are taken from (Wang et al., 2023) and (Dayal et al., 2023), while the results marked by } are inherited directly from the
original source. Results marked with * are inherited from (Chen et al., 2024b). The best results are highlighted in bold.

Algorithm | Art Clipart  Product Real-World | Average
MMDT (Li et al., 2018b) 60.4499 53.3403 T4.3401 774406 66.4
Mixstyle™ (Zhou et al., 2021) 91.1493 53.2404 682407 69.240.6 60.4
GroupDROT (Sagawa et al., 2020) 604107 52.7410 75.0407 76.040.7 66.0
IRMT (Arjovsky et al., 2019) 589403 522416 721429  T4.0425 64.3
ARl\/IT (Zhang et al., 2021) 58.9:|:0,8 51.0:|:0.5 74.1:&0'1 75.210.3 64.8
VREx' (Krueger et al., 2021) 60.7409 53.0409 753401 76.640.5 66.4
AND-mask? (Shahtalebi et al., 2021) | 60.3105 52.3106 75.1402 76.640.3 66.1
CDANNT (Li et al., 20180) 61.5:|:1.4 50.4j:2‘4 74.4;&0,9 76.6i0.8 65.7
SAND-mask?® (Shahtalebi et al., 2021) | 59.9407 53.6108 74.3404 75.840.5 65.9
DANNT (Ganin et al., 2016) 59.9:|:1.3 53.0:|:0,3 73.6:|:0.7 76.9:|:0,5 65.9
MTL' (Blanchard et al., 2021) 61.5407 524406 T74.9104 76.840.4 66.4
MLDGT (Ll et al., 2018&) 61.5:|:0,9 53-2:|:0.6 75.0:&1'2 77.510,4 66.8
ERM.r (Vapnik, 1999) 61.3i0.7 52.4i0.3 75.810.1 76.6i0_3 66.5
SagNetT (Nam et al., 2021) 63.4102 54.8404 75.8404 78.340.3 68.1
Fishr' (Rame et al., 2022) 63.4108 54.2403 T76.4403 78.540.2 68.2
RDM (Nguyen et al., 2024) 61.1494 551103 7574105 77.340.3 67.3
Adam* (Kingma & Ba, 2015) 63.910.8 48-1i0.6 77.010.9 81.8i1_6 67.6
YOGTI* (Zaheer et al., 2018) 63.9410 492412 76.2405 84.5. 56 68.3
SAM?* (Foret et al., 2021) 63.5419 48.6409 T77.040s8 82.941.3 68.0
GAM* (Zhang et al., 2023b) 63.0412 49.8405 77.6405 824110 68.2
DA-SAM (ours) | 642,07 538410 774402  T81i07 | 684
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Table 16. Full results (mean+stq) of our DA-SAM and existing DG methods calculated across three trials on Terralncognita. The results
denoted by { are taken from (Wang et al., 2023) and (Dayal et al., 2023), while the results marked by  are inherited directly from the

original source. Results marked with * are inherited from (Chen et al., 2024b). The best results are highlighted in bold.

Algorithm | L100 L38 L43 L46 | Average
MMDT (Ll et al., 2018]3) 41-9i3.0 34.8i1‘0 57-0i1.9 35-2i1.8 42.2
1\/IiXStYI€Jr (ZhOLl et al., 2021) 54.3:&1.1 34.1:|:1,1 55.9i1_1 31.7:|:2.1 44.0
GroupDROT (Sagawa et al., 2020) 41.2497 38.6491 96.74099 364491 43.2
IRM' (Arjovsky et al., 2019) 54.6413 39.8419 56.2418 39.6408 47.6
ARMT (Zhang et al., 2021) 49~3i0.7 38.3i2.4 55-8i0.8 38.7i1.3 45.5
\IREXJr (Krueger et al., 2021) 48-2:t4.3 41.711,3 56.8i0_8 38.713,1 46.4
CDANNT (Li et al., 2018c) 470419 413448 949417 398423 45.8
DANNT (Ganin et al., 2016) 01.1435 40.6406 574405 37.7+13 46.7
MTLT (Blanchard et al., 2021) 49~3i1.2 39.6:|:6.3 55.6i1_1 37.8:|:0.8 45.6
MLDGT (Li et al., 2018&) 54.213_0 44.3:|:1,1 55.6i0_3 36.9:|:2,2 47.8
ERMT (Vapnik, 1999) 54.3:‘:0.4 42.510,7 55.6:‘:0.3 38.812,5 47.8
SagNet" (Nam et al., 2021) 53.0409 43.0405 579406 40.4413 48.6
RDM (Nguyen et al., 2024) 529415 4314110 581413 361409 | 475
Adam* (ngma & Ba, 2015) 42.23:3_4 40.711,2 59.9:t0_2 35-O:|:2.8 44.4
AdamW* (Loshchilov & Hutter, 2019) | 44.2445 39.8419 60.340¢09 36.641.8 45.2
SGD* (NCStCI‘OV, 1983) 41.8:}:5.8 39.8:|:3.9 60.5:|:2.2 37.5:|:1.1 44.9
YOGI* (Zaheer et al., 2018) 439400 425406 60.5411 348416 45.4
AdaBelief* (Zhuang et al., 2020) 42.6167 43.0400 602413 351403 | 45.2
AdaHessian* (Yao et al., 2021) 4254148 395410 H84496 37.340% 44 .4
SAM* (Foret et al., 2021) 429135 43.0422 605416 364410 45.7
GAM* (Zhang et al., 2023b) 422496 429417 602418 355407 45.2
SAGM* (Wang et al., 2023) 922439 423402 99.94+03 39.94909 48.6
CRSAM* (Wu et al., 2024) 50.8:&0.5 35.3:|:1,1 56.8:&0.1 38.4:|:1,4 45.3
FSAM* (Li et al., 2024) 477431 393436 078417 39.5421 46.1
DA-SAM (OI.II’S) | 59°0:|:O.6 39.2:|:1.1 58.5:}:1.9 43.3:|:1.5 | 50.0
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Table 17. Full results (mean+stq) of our DA-SAM and existing DG methods calculated across three trials on DomainNet. The results
denoted by T are taken from (Wang et al., 2023) and (Dayal et al., 2023), while the results marked by I are inherited directly from the
original source. Results marked with * are inherited from (Chen et al., 2024b). The best results are highlighted in bold.

Algorithm ‘ Clip Info Paint Quick Real Sketch Average
Ml\/IDT (Ll et al., 2018b) 321i13,5 11'0i4.6 26.8:‘:11'3 8.7:|:2'1 32-7i13.8 28.9:|:11,9 23.4
MixstyleT (Zhou et al., 2021) 51.910_4 13-3i0.2 37~0i0.5 12-3i0.1 46.110.3 43.4i0.4 34.0
GroupDROT (Sagawa et al., 2020) 472405 175404 33.8405 9.340.3 51.640.4 40.1406 33.3
IRMT (Arjovsky et al., 2019) 48.5:&2'8 15.03:1.5 38.3:|:4_3 10.9:|:0_5 48.2:}:5.2 42.3:|:3.1 33.9
ARMT (Zhang et al., 2021) 49.7103 163105 409411 94401 534404 435404 35.5
VRExT (Krueger et al., 2021) 473435 160415 358146 109103 496449 42.0130 33.6
AND-mask? (Shahtalebi et al., 2021) 523108 173405 437411 123104 558404 461403 37.9
CDANNJf (Li et al., 20180) 54.6i0,4 17-3:t0.1 43.7:|:0_9 12~1j:0.7 56.2:‘:0.4 45.9:|:0.5 38.3
SIAAND-I'TIB.S](:t (Shahtalebi et al., 2021) 43.811_3 15'2i0.2 38~2i0.6 9'0i0.2 47'1i1.1 39~9i0.6 32.2
DANNT (Ganin et al., 2016) 53-]—i0‘2 18.310_1 44~2i0.7 11.8i0'1 55-5i0.4 46.8i0,6 38.3
MTL' (Blanchard et al., 2021) 579105 185104 46.0101 1254501 5954103 49.24104 40.6
NIinlp]L (Xu et al., 2020) 55.710'3 18.5i0,5 44310.5 12.510.4 55.81043 48‘210,5 39.2
MLDG' (Li et al., 2018a) 59.1.00 1914103 458107 134403 5964100 502404 | 41.2
ERM' (Vapnik, 1999) 62.8404 202403 50.3103 13.7405 63.7402 52.11405 43.8
SagNetT (Nam et al., 2021) 577i03 19.0i0_2 453:|:03 12.7i()'5 58.1:‘:0.5 48.83:(),2 40.3
Fishl‘Jr (Rame et al., 2022) 58.310_5 20-2i0.2 47~9i0.2 13.6i0_3 60.510.3 50~‘5i0.3 41.8
RDM (Nguyen et al., 2024) 621102 20.7101 492404 141404 630113 514401 43.4
Adam* (Kingma & Ba, 2015) 63.03:03 20.2:5:0.4 49.1:|:0_1 13.03;0_3 62.03}:0.4 50.7:|:0_1 43.0
AdamW* (Loshchilov & Hutter, 2019) | 63.040.6 20.6102 49.6400 13.0402 63.6102  50.4401 43.4
SGD* (Nesterov, ]983) 61.310_2 20-4i0.2 49~4i0.2 12-6i0.1 65.710.0 49~6i0.2 43.2
YOGI* (Zaheer et al., 2018) 63.3+0.1 20.6401 50.1103 13.2403 628401 51.0402 43.5
AdaHessian* (Yao et al., 2021) 63.3402 214401 508403 13.6401 65.7401 51.440.2 44.4
SAM* (Foret et al., 2021) 63.3+0.1 203103 50.0403 13.6402 63.6403 49.6104 43.4
GAM* (Zhang et al., 2023b) 63.0405 202302 503101 132403 645402 51.6405 43.8
CRSAM* (Wu et al., 2024) 62.910.3 20-7i0.2 50.8i0'2 15-2i0.4 62.5i0‘4 53-5i0‘2 44.3

DA-SAM (ours)

63.4.02 21.9:02 50.6406 142406 644403 52'7107‘ 44.5
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