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Abstract

Offline contextual pricing often relies on logged
observational data, but faces challenges from dis-
tributional shifts between training and deployment
environments. Distributionally robust optimiza-
tion (DRO) provides a principled approach to off-
policy evaluation and learning (OPE/L). However,
existing methods are mostly limited to discrete ac-
tions. Recent work has explored DRO for continu-
ous treatments using inverse propensity weighting
(IPW), while such IPW-based estimators can be
sensitive to the convergence rate of propensity
score estimates, particularly when estimated non-
parametrically, which may lead to larger estima-
tion errors and regret. In this work, we develop
a doubly robust (DR) framework for distribution-
ally robust OPE/L in continuous pricing settings.
For evaluation, we propose a localized DR estima-
tor that addresses the computational challenges
of worst-case expectations by fitting only a small
number of regressions, comparable to standard
non-robust DR, while achieving semiparametric
efficiency under mild product rate conditions. For
learning, we leverage the inherent smoothness of
demand noise to handle pricing-specific disconti-
nuities in revenue outcomes (e.g., threshold-based
purchase decisions), establishing a finite-sample
regret bound of Õp(T−s/(2s+1)) for smoothness
orders s = 1, 2. This bound improves upon exist-
ing regret rates in existing DRO-based off-policy
learning (OPL) for continuous treatments. Exten-
sive experiments under various levels of distribu-
tion shift validate our proposed framework.
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1. Introduction
Personalized pricing has gained popularity on online plat-
forms, as firms can account for consumer heterogeneity by
setting prices based on individual contextual information
(Cohen et al., 2020; Chen & Gallego, 2021; Tang et al.,
2025; Zhang et al., 2025). While randomized controlled
trials (RCTs) provide a reliable way to estimate treatment
effects, see Colnet et al. (2024) for a review, the large num-
ber of possible price options (Ye et al., 2025) and the risks
associated with real-time exploration often make off-policy
evaluation and learning (OPE/L) from historical observa-
tional data a more practical and safer approach (Kallus &
Zhou, 2018; Kitagawa & Tetenov, 2018; Athey & Wager,
2021; Zhou et al., 2023; Carranza & Athey, 2025).

Standard inverse probability weighting (IPW) (Horvitz &
Thompson, 1952; Swaminathan & Joachims, 2015) and dou-
bly robust (DR) estimators (Dudı́k et al., 2011; Zhao et al.,
2015), have been well-developed for discrete treatment set-
tings (Jiang & Li, 2016; Athey & Wager, 2021; Mbakop &
Tabord-Meehan, 2021; Zhan et al., 2021; Fang et al., 2025b).
Generally, direct application of these methods to continuous
treatment settings is challenging, as it would reject most
observed data due to the zero-probability of exact treatment
matches, leading to high variance. To address these limita-
tions, recent work has introduced kernel-based smoothing
techniques that enable more stable estimation in continuous
domains (Kallus & Zhou, 2018; Lee et al., 2022; Colan-
gelo & Lee, 2026; Ai et al., 2026). However, even with
kernel smoothing, OPE/L remains vulnerable to distribu-
tional shifts between training and deployment environments,
which are common in dynamic markets due to concept drift
or covariate shifts (Si et al., 2023; Wang et al., 2024; 2025).
Distributionally robust optimization (DRO) provides a prin-
cipled framework to mitigate such risks by optimizing for
worst-case performance within an uncertainty set (Delage &
Ye, 2010; Ben-Tal et al., 2013; Hu & Hong, 2013). DRO has
been successfully applied to OPE/L in discrete treatment
settings (Kallus et al., 2022; Si et al., 2023; Wang et al.,
2025). For continuous treatments, recent works have ex-
tended DRO using kernel-smoothed IPW estimators (Leung
et al., 2025), which provide finite-sample convergence guar-
antees. We summarize the comparison between our result
and prior works in Table 1. Nevertheless, these IPW-based
approaches remain dependent on the convergence rate of
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the propensity density estimates, where nonparametric esti-
mation can lead to deteriorated estimation error and regret.

In this paper, we propose doubly robust algorithms for distri-
butionally robust OPE/L, incorporating a scaled kernel func-
tion to handle continuous pricing settings. Unlike general
continuous-treatment literature, which typically assumes a
smooth outcome function (Ai et al., 2026; Colangelo & Lee,
2026), pricing inherently involves a discontinuous revenue
function due to threshold purchase behaviors (Javanmard &
Nazerzadeh, 2019; Cohen et al., 2020). Recently, Kallus &
Zhou (2018) requires the smoothness of the outcome func-
tions with respect to the treatment, which is also imposed
on the conditional outcome density functions in Leung et al.
(2025); Colangelo & Lee (2026). Nevertheless, we handle
this rigorously through the s-smoothness of the cumulative
distribution function (CDF) of noise in the demand function,
for s = 1, 2. Our main contributions are as follows:

Distributionally Robust Off-policy Evaluation (OPE).
While Neyman orthogonality and

√
Th-consistency (h is

the kernel bandwidth) have been established for continu-
ous treatment in non-robust settings (Kennedy et al., 2017;
Colangelo & Lee, 2026), extending it to a DRO framework
poses a non-trivial challenge, as the DRO and DR com-
ponents become highly coupled by a supremum over the
log of moment generating functions. We propose the Lo-
calized Doubly Robust DRO OPE for Continuous Pricing
(LDR2O2PE-CP) estimator and show that it achieves

√
Th-

consistency and enjoys semiparametric efficiency even un-
der the DRO objective (see Section 3). Our approach ensures
robustness to both environment shifts and estimation errors,
remaining computationally tractable by fitting nuisances
only three times.

Distributionally Robust Off-policy Learning (OPL). For
policy learning, we establish a finite-sample regret bound
of Õp(T−s/(2s+1)), s = 1, 2, for a policy class with fi-
nite pseudo-dimension, even when nuisance functions are
nonparametrically estimated at slow rates (see Section 4).
This bound represents a theoretical improvement over the
Op(T−1/4) rate established in existing distributionally ro-
bust (Leung et al., 2025) and non-robust (Kallus, 2018)
approaches for continuous treatments, and is comparable
to rates reported in the non-robust continuous treatment
literature (Ai et al., 2026).

See https://github.com/OfflinePricing/
DR-DRO-PRICING for simulation and Expedia study.

1.1. Related Work

Off-Policy Evaluation/Learning. A large body of work has
developed OPE/L methods for discrete treatment settings
(Dudı́k et al., 2011; Kitagawa & Tetenov, 2018; Athey &
Wager, 2021; Mbakop & Tabord-Meehan, 2021; Zhou et al.,

2023; Fang et al., 2025b), continuous treatment (Kallus &
Zhou, 2018; Chernozhukov et al., 2019; Colangelo & Lee,
2026; Ai et al., 2026), and general treatment (Fang et al.,
2025a). Although some allow the data to be adaptively
collected (Zhan et al., 2021; 2024; Jin et al., 2021; 2025b),
most remain non-robust to distributional shifts.

Recent efforts have incorporated distributional robustness
to handle distribution shifts, primarily in discrete treatment
settings (Kallus et al., 2022; Mu et al., 2022; Blanchet et al.,
2023; Si et al., 2023; Guo et al., 2024; Jin et al., 2025a; Wang
et al., 2025), and some also address multi-source shifts (Car-
ranza & Athey, 2025; Imbens et al., 2025). The closest prior
work is Leung et al. (2025), which develops a distribution-
ally robust OPL framework for continuous treatments using
kernel-smoothed IPW, with performance tied to propensity
density convergence rates under nonparametric estimation.
Our doubly robust approach achieves semiparametric effi-
ciency under milder product rate conditions, yields a sharper
finite-sample regret bound than Leung et al. (2025).

Contextual Pricing. Recently, many papers have been fo-
cusing on contextual pricing, see Den Boer (2015); Chen &
Gallego (2021) for a review. Offline contextual pricing is
also practically relevant in real marketplaces and platform
operations (e.g., Zhou et al. (2024); Zhang et al. (2026)).
Existing works can be categorized by the assumptions on
the two unknown functions, namely the mean utility and the
CDF of the noise. Javanmard & Nazerzadeh (2019); Co-
hen et al. (2020); Ban & Keskin (2021); Miao et al. (2022)
assume the noise CDF is known in advance, and impose a
parametric model on the product’s market value. Alterna-
tively, Shah et al. (2019); Fan et al. (2024); Luo et al. (2024)
allow the noise distribution also to be unknown, and use a
semiparametric model where mean utility is parametrically
organized. Furthermore, Nambiar et al. (2019); Chen & Gal-
lego (2021); Hu et al. (2022); Bu et al. (2025) adopt a fully
nonparametric approach to model both the mean utility func-
tion and the noise distribution. Chen et al. (2024) propose
a doubly nonparametric random utility model for demand
characterization, which is most relevant to our work.

2. Problem Formulation
2.1. Offline Contextual Pricing

We consider a contextual pricing setting where a context
vector X ∈ X ⊆ Rd and a random noise term Z ∈ R are
drawn from a joint distribution P0. X and Z are indepen-
dent and the marginal distributions are denoted by FX and
FZ , respectively. For a given context X , the buyer’s valua-
tion is modeled as v(X,Z) = f(X)+Z, where f : X → R
is the unknown deterministic component of the valuation.

In the offline learning setting, we are given a training dataset
D = {(xt, pt, yt)}Tt=1 consisting of T independent and i.i.d.
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Table 1. Comparison of convergence rates in the OPL literature. We report regret upper bounds with respect to sample size T , treating
policy class complexity measures (e.g., entropy integrals) as constant factors. For our work and Ai et al. (2026), s = 1, 2 corresponds to
the smoothness order of the outcome functions, while Colangelo & Lee (2026) and Leung et al. (2025) require three-times differentiability
(s = 3) of conditional outcome densities w.r.t. treatment. Here Õ hides logarithmic factors in T .

Paper Action Space Distributional Shifts? Regret Bound

Kitagawa & Tetenov (2018); Athey & Wager (2021); Mbakop & Tabord-Meehan (2021) Binary × Op(T−1/2)
Dudı́k et al. (2011); Swaminathan & Joachims (2015); Kallus (2018); Zhou et al. (2023) Discrete × Op(T−1/2)

Kallus & Zhou (2018); Colangelo & Lee (2026); Ai et al. (2026) Continuous × Op(T−s/(2s+1))
Kallus et al. (2022); Si et al. (2023); Wang et al. (2025) Discrete

√
Op(T−1/2)

Leung et al. (2025) Continuous
√

Op(T−1/4)

Ours Continuous
√

Õp(T−s/(2s+1))

triples. Specifically, for each t, a context vector xt and a
noise term zt are drawn from the underlying distribution
P0. Subsequently, a price pt ∈ P is selected by a known
logging policy π0 with probability π0(pt|xt), where P ≜
[pmin, pmax] denotes the set of feasible prices. Without loss
of generality, we assume the prices are normalized such that
pmin > 0 and pmax = 1. Then, the binary purchase decision
yt = 1 {zt ≥ pt − f(xt)} is observed. Consequently, the
observed revenue at time t is given by rt = ptyt. We make
the following assumptions on the data-generating process.

Assumption 2.1 (Unconfoundedness). The purchase deci-
sion Y (p) := 1{v(X,Z) ≥ p} is independent of the price
P conditional on the context X , i.e., Y (p) ⊥⊥ P | X .

Assumption 2.2 (Overlap). There exists a constant η > 0
such that π0(p|x) ≥ η for all (x, p) ∈ X × P .

Assumption 2.3. There exists constants ρ, ρ ∈ (0, 1) such
that the joint distribution P0 satisfies

ρ ≤ P0 (v(X,Z) < P | X) ≤ ρ, ∀P ∈ P, X ∈ X .

Assumption 2.4 (Smoothness of Noise Distribution). The
noise distribution FZ is s-differentiable with bounded s-
order derivative, i.e., supz |F

(s)
Z (z)| ≤ LZ <∞ for s = 1.

Assumption 2.2 guarantees that every feasible price has a
non-zero probability of being sampled for any given con-
text (Kallus & Zhou, 2018; Si et al., 2023; Leung et al.,
2025). This ensures sufficient exploration within the train-
ing data, making it possible to assess the performance of
any new pricing strategy. Assumption 2.3 implies that there
always exists the non-negligible probabilities that the cus-
tomer will reject/accept the offer, regardless of the context.
This boundedness is made to prevent our estimator from
diverging to infinity. Assumption 2.4 is standard in the
literature (Javanmard & Nazerzadeh, 2019; Chen & Gal-
lego, 2021; Chen et al., 2024; Fan et al., 2024; Gong et al.,
2025). And we discuss a stronger assumption that FZ has
a bounded second-order derivative, s = 2 (Kallus & Zhou,
2018; Leung et al., 2025), which leads to an improved result
in Section 4. These different smoothness assumptions align
with the differentiability of the outcome regression in Ai
et al. (2026).

2.2. Distributionally Robust Performance

A seller’s policy π ∈ Π is defined as a deterministic function
π : X → P mapping contexts to prices, and the revenue is

r(X,π(X), Z) ≜ π(X)1 {Z ≥ π(X)− f(X)} .

We evaluate the performance of a policy π based on its
expected revenue, formalized by the policy value function:
Definition 2.5. The policy value function R : Π → R is
defined as: R(π) ≜ EP0 [r(X,π(X), Z)].

Given the distributional shift between training and testing
environments, we adopt a distributionally robust framework
that explicitly accounts for potential deviations from the
nominal training distribution P0. We define distributional
uncertainty set UP0

(δ) centered at P0 with radius δ as:

UP0
(δ) ≜ {P : P≪ P0 and D(P∥P0) ≤ δ} ,

where P ≪ P0 denotes absolute continuity with respect
to P0 and D(P∥P0) ≜

∫
log( dP

dP0
)dP is the Kullback-

Leibler (KL) divergence between two probability measures
P and P0.
Definition 2.6. For a given δ > 0, the distributionally robust
value function Rδ : Π→ R is defined as:

Rδ(π) := inf
P∈UP0

(δ)
EP[r(X,π(X), Z)]

The optimal policy π∗ is a policy that maximizes the distri-
butionally robust value function: π∗ ∈ argmaxπ∈ΠRδ(π).
While such an optimal policy does not always exist, one can
construct a sequence of policies converging to the supremum
supπ∈Π{Rδ(π)}; for simplicity, we assume the maximum
is attainable throughout our analysis. We formalize the learn-
ing metric via the discrepancy between the performance of
the optimal policy and the performance of the learned policy
π, defined as the distributionally robust regret:
Definition 2.7. The distributionally robust regret Reg(π) of
a policy π ∈ Π is defined as Reg(π) ≜ Rδ(π

∗)−Rδ(π).

Recalling the strong duality results from Kallus et al. (2022)
and Si et al. (2023), we transform the original infinite-
dimensional optimization over P ∈ UP0(δ) to a dual prob-
lem involving a single scalar α. For any policy π ∈ Π, we
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assume that the distributionally robust value Rδ(π) > 0,
which prevents degeneration into the trivial no-purchase
outcome. It is natural in our setting and simply requires that
the perturbation budget δ is not overly large, see Appendix
A for a detailed discussion.

Lemma 2.8. Suppose Assumption 2.1 and 2.3. The distri-
butionally robust value Rδ(π) is equivalent to

Rδ(π) = sup
α≥0

φ(π, α) ≜ −α logW (π, α)− αδ, (1)

where W (π, α) ≜ EP0 [exp (−r(X,π(X), Z)/α)]. Fur-
thermore, φ(π, ·) is strictly concave with respect to α, and it
admits a unique maximizer α∗(π) ∈ (0, ᾱ], where ᾱ ≜ 1/δ.

Unlike the discrete setting, using the indicator function
(Dudı́k et al., 2011; Si et al., 2023; Zhan et al., 2024) to
estimate the robust policy value Rδ(π) is not valid in the
continuous setting. Kallus & Zhou (2018) and Leung et al.
(2025) propose a kernel smoothing approach, where the in-
dicator function is replaced by a kernel function K(·) with
bandwidth h. They also assume that the logging policy π0
is known and propose to estimate W (π, α) by IPW, based

on normalizing the propensity ratios
K

(
pt−π(xt)

h

)
hπ0(pt|xt)

:

Ŵ IPW
T (π, α) =

T∑
t=1

K
(

pt−π(xt)
h

)
hπ0(pt|xt)∑T

t=1

K
(

pt−π(xt)
h

)
hπ0(pt|xt)

exp(−ptyt/α),

(2)

then π̂IPW ∈ argmax
π∈Π

R̂IPWδ (π), (3)

where R̂IPWδ (π) ≜ sup
α∈(0,ᾱ]

{
− αŴ IPW

T (π, α)− αδ
}
.

However, in practice, the logging policy π0 is unknown and
needs to be learned from the data. Furthermore, neither
the standard IPW estimator nor its self-normalized variant
achieves semiparametric efficiency. To overcome these chal-
lenges, we adopt doubly robust methods.

3. Distributionally Robust Policy Evaluation
In this section, we develop a doubly robust framework for
evaluating the distributionally robust value of a target policy.
However, it is challenging to estimate the distributionally
robust value directly, as it involves a non-linear dual opti-
mization problem and, potentially, a continuum of nuisance
regressions. Building upon the localized debiased machine
learning framework proposed by Kallus et al. (2022; 2024),
we extend the localization technique from discrete to con-
tinuous treatment settings. Unlike the discrete action case,
our estimator incorporates kernel smoothing to handle the
continuous policy space.

3.1. Localized Doubly Robust Estimation

As established in Lemma 2.8, the distributionally robust
value Rδ(π) can be characterized via its dual form, and
there exists a unique optimal dual parameter α∗ := α∗(π)
that satisfies the following first-order condition

− logW0(π, α
∗)− W1(π, α

∗)

α∗W0(π, α∗)
− δ = 0. (4)

where Wj(π, α) ≜ E[(π(X)Y (π(X)))j exp(−π(X)
Y (π(X))/α)], j = 0, 1. Using the shorthand W ∗

j =
Wj(π, α

∗), the robust policy value is then given by

Rδ(π) = −α∗ logW ∗
0 − α∗δ, (5)

Therefore, estimating α∗(π) and Rδ(π) in (4) and (5) is
equivalent to estimating the root of the following moment
equation with parameter θ = [α,W0,W1, Rδ]

⊤:

E [U(π(X)Y (π(X));α) +G(θ)] = 0, (6)

U(r;α)=


exp(−r/α)
r exp(−r/α)

0
0

, G(θ)=


−W0

−W1

−δ − logW0 − W1

αW0

−Rδ − α logW0 − αδ

.
In practice, direct estimation of (4) and (5) is infeasible
because the counterfactual outcomes Y (π(X)) are not ob-
served. Instead, we consider the following doubly ro-
bust moment equation in terms of the observed variables
V = (X,P, Y ), with nuisances λ1, λ2 to be estimated:

E [ψ(V ; θ, λ∗1(V ;α), λ∗2(V ))] = 0,

ψ(v; θ, λ1, λ2) =
K(p−π(x)h )

hλ2(x, p)
(U(py;α)− λ1(x, p;α))

+ λ1(x, π(x);α) +G(θ),

where we incorporate kernel function K(·) with bandwidth
h to handle the continuous policy space. And λ∗2(x, p) =
π0(p|x) is the logging policy,

λ∗1(x, p;α) = E[U(PY ;α)|X = x, P = p]

= [m0(x, p;α),m1(x, p;α), 0, 0]
⊤,

mj(x, p;α) = E[(PY )j exp(−PY/α)|X = x, P = p].

A significant technical hurdle in distributionally robust pol-
icy evaluation is that the outcome regressions, mj(·;α),
are coupled with the dual parameter α. Recalling that
Neyman orthogonality for continuous treatment (Colan-
gelo & Lee, 2026) implies that the Gâteaux derivatives
of E [ψ(V ; θ, λ1(V ;α), λ2(V ))] with respect to the nui-
sances (λ1, λ2) are O(hs) when evaluated at θ∗ =
(α∗,W ∗

0 ,W
∗
1 , Rδ(π)), λ1(·;α) = λ∗1(·;α∗) and λ2 = λ∗2.

This orthogonality ensures that our estimator remains first-
order insensitive to the estimation errors of the nuisances as
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the bandwidth h → 0. Thus, we leverage the localization
technique (Kallus et al., 2022; 2024) to utilize an initial
guess α̂init and fit the nuisances only at this localized point,
instead of a continuum of regressions for whole α ∈ (0, ᾱ],
as provided the initial guess is sufficiently close to α∗.

Algorithm 1 Localized Doubly Robust DRO OPE for Con-
tinuous Pricing (LDR2O2PE-CP)

1: Input: DatasetD, uncertainty radius δ, policy π, kernel
function K with bandwidth h.

2: Randomly evenly partition D into {I1, . . . , IL}.
3: for ℓ = 1 to L do
4: Train π̂(ℓ)

0 (p|x) to fit π0(p|x) using Icℓ = D \ Iℓ.
5: Randomly split Icℓ into two halves: J1,J2.
6: α

(ℓ)
init ← InitialEstimate(J1, δ, π).

7: Train m̂
(ℓ)
j (x, p;α

(ℓ)
init) to fit mj(x, p;α

(ℓ)
init) using

data J2, j = 0, 1.
8: end for
9: Initialize α← 1

L

∑L
ℓ=1 α

(ℓ)
init.

10: Find α̂ that solves the estimated moment equation:

− log Ŵ0(α)−
Ŵ1(α)

αŴ0(α)
− δ = 0, where (7)

Ŵj(α) ≜
1

T

L∑
ℓ=1

∑
t∈Iℓ

Ŵ
(t,ℓ)
j (α), j = 0, 1,

Ŵ
(t,ℓ)
j (α) ≜ m̂ℓ

j(xt, π(xt); α̂
(ℓ)
init) +

K(pt−π(xt)
h )

hπ̂
(ℓ)
0 (pt|xt)

·
(
(ptyt)

j exp(−ptyt/α)− m̂(ℓ)
j (xt, pt; α̂

(ℓ)
init)

)
.

11: Calculate R̂δ ← −α̂ log Ŵ0(α̂)− α̂δ.
12: Return: θ̂ = [α̂, Ŵ0(α̂), Ŵ1(α̂), R̂δ]

⊤.

We propose Algorithm 1, Localized Doubly Robust DRO
OPE for Continuous Pricing (LDR2O2PE-CP), to summa-
rize the localized doubly robust evaluation procedure for
continuous treatment. Following the two-level cross-fitting
framework from Kallus et al. (2022), our implementation
is tailored to handle the continuous action space. First, we
randomly evenly partition D into L disjoint folds {Iℓ}ℓ∈[L].
We estimate the propensity estimator π̂(ℓ)

0 using the out-of-
fold data Icℓ = D \ Iℓ. And we address the dependence of
outcome regressions on α by fitting m̂(ℓ)

j only at a localized

point α̂(ℓ)
init. Here, α̂(ℓ)

init is a preliminary consistent estimate
obtained by InitialEstimate, for example, via a continuous-
treatment IPW estimator (Leung et al., 2025). By leveraging
the localization technique, we circumvent these continuum
regression problems, requiring the training of only three
machine learning models. Finally, we solve the empirical
moment equation for the dual parameter α by the Newton-
Raphson method (Si et al., 2023; Leung et al., 2025) to find

the root of (7). The gradients are provided in Lemma C.1.

3.2. Asymptotic Analysis

Set h = O(T−γh). Define the estimation rates as follows,

max
j=0,1

∥∥∥m̂(ℓ)
j (·; α̂(ℓ)

init)−mj(·; α̂(ℓ)
init)

∥∥∥
∞
≤ op(T−ρm),∥∥∥π̂(ℓ)

0 − π0
∥∥∥
∞
≤ op(T−ρπ ), |α̂init − α∗| ≤ op(T−ρα).

Assumption 3.1. We assume that ρπ + ρα ∧ ρm ≥ 1−γh
2 .

Assumption 3.2. Kernel function K(u) : R→ [0,∞) has
Lipschitz constant LK and satisfies:
(i)
∫
K(u)du = 1,

∫
uK(u)du = 0,

(ii)
∫
|u|k|K(u)|du < ∞ and

∫
|u|kK2(u)du < ∞ for

k = 0, 1, 2.
Theorem 3.3. Let θ∗ = [α∗,W ∗

0 ,W
∗
1 , Rδ(π)]

⊤ be the
solution of (6). Let θ̂ be the estimator defined in Algo-
rithm 1. Then, under Assumptions 2.1-2.3, 3.1, 3.2, and√
Th1+2s → 0 when Assumption 2.4 holds for s-order

differentiability, s = 1, 2, we have
√
Th(θ̂ − θ∗) d−→ N (0,Σ∗), Σ∗ = J∗−1Ω∗J∗−⊤,where

J∗ =


W ∗

1 /α
∗2 −1 0 0

W ∗
2 /α

∗2 0 −1 0
W∗

1

α∗2W∗
0

− 1
W∗

0
+

W∗
1

α∗W 2
0
− 1
α∗W∗

0
0

− logW ∗
0 − δ − α∗

W∗
0

0 −1

 ,
Ω∗ =

∫
K2(u)du · diag(ω0, ω1, 0, 0),

ωj = E
[
Var((PY )j exp(−PY/α∗)|X,P = π(X))

π0(π(X)|X)

]
,

and Σ∗ is the optimal covariance, then θ̂ achieves the semi-
parametric efficiency lower bound for θ∗.

Theorem 3.3 holds under some additional regularity condi-
tions on the nuisance smoothness, which are formally stated
in Appendix B. Algorithm 1 achieves

√
Th-consistency,

aligned with the
√
Th-consistency under non-robust setting

(Colangelo & Lee, 2026). Furthermore, our LDR2O2PE-CP
estimator attains semiparametric efficiency, which enables a
flexible trade-off in the convergence rates of the nuisance
functions to satisfy the product rate condition in Assump-
tion 3.1. Notably, this requirement is relaxed to (1− γh)/2,
which is strictly weaker than the 1/2 threshold required for√
T -consistent semiparametric estimators in discrete action

spaces (Kallus et al., 2022). Moreover, it yields a more
stable covariance structure Ω∗ that depends on the condi-
tional variance rather than the second moment as in the
self-normalized IPW estimator of (2) (Leung et al., 2025),
even when the logging policy is known.

Finally, we note that the asymptotic normality in Theorem
3.3 requires the bandwidth h to satisfy an undersmoothing

5
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condition relative to the smoothness of the noise distribution
in Assumption 2.4. Specifically, the approximation bias
introduced by kernel-smoothing is Op(hs) for s = 1, 2. To
ensure this bias vanishes in the limiting distribution, one
requires

√
Th1+2s → 0, leading to a regret rate slightly

slower than Õp(T−s/(2s+1)) (see Theorem 4.4). This un-
dersmoothing strategy is standard in the double machine
learning literature for continuous treatment (Colangelo &
Lee, 2026) as it enables the construction of valid frequentist
confidence intervals without explicit bias correction.

4. Distributionally Robust Policy Learning
In this section, we now focus on learning a robust policy π̂
that maximizes the empirical distributionally robust value
defined in Definition 4.1, π̂ ∈ argmax

π∈Π
R̂δ(π), and analyze

how the empirically optimal policy performs out of sample
by a finite-sample theoretical guarantee.
Definition 4.1 (Doubly Robust Estimators). Let K(·) be a
kernel function with bandwidth h > 0, and {(xt, pt, yt)}Tt=1

be a given dataset. Define the DR estimator for a continuous
pricing problem as

ŴT (π, α) =
1

L

L∑
ℓ=1

Ŵ (ℓ)(π, α), (8)

Ŵ (ℓ)(π, α) =
1

|Iℓ|
∑
t∈Iℓ

m̂
(ℓ)
0 (xt, π(xt);α) +

1

|Iℓ|Ŝπℓ

·
∑
t∈Iℓ

K
(
pt−π(xt)

h

)
hπ̂

(ℓ)
0 (pt|xt)

(
exp(−ptyt/α)− m̂(ℓ)

0 (xt, pt;α)
)
,

where Ŝπℓ =
1

|Iℓ|
∑
t∈Iℓ

K
(
pt−π(xt)

h

)
hπ̂

(ℓ)
0 (pt|xt)

.

Then, we define the distributionally robust value estimator
R̂δ : Π→ R as

R̂δ(π) ≜ sup
α≥0
{φ̂T (π, α)},

where φ̂T (π, α) ≜ −α log ŴT (π, α)− αδ.

Different from distributionally robust policy evaluation at an
initial guess α(ℓ)

init(π), distributionally robust policy learning
needs to compute the distributionally robust estimator de-
fined in Definition 4.1, and find the optimal α̂∗(π) for maxi-
mizing φ̂T (π, α). Thus, policy learning inevitably requires
m̂

(ℓ)
0 (x, p;α) as a continuum estimate of the outcome re-

gression functions {m0(·, ·;α) : X ×P → R | α ∈ (0, ᾱ]}.

4.1. Learning Algorithm

A significant challenge arises because m0 depends on the
dual variable α. In the policy learning phase, α varies contin-

uously, and retraining a regression model for every possible
value of α would be computationally prohibitive. Following
the approach proposed by Kallus et al. (2022), we utilize a
local weighting approach to estimate m0(x, p;α). Specif-
ically, given a dataset, we first learn a set of data-driven
weight functions {ω̂(ℓ)

t (x, p)}t∈Ic
ℓ
. These weights represent

the proximity or similarity of the observed covariate-action
pair (xi, pi) to a query point (x, p). Common methods for
constructing these weights include k-nearest neighbors, ker-
nel regressions, and generalized random forests (Athey et al.,
2019; Oprescu et al., 2019; Bertsimas & Kallus, 2020; Ce-
vid et al., 2022; Khosravi et al., 2022). With these weights,
the estimator for the regression continuum for any α > 0 is

m̂
(ℓ)
0 (x, p;α) =

∑
t∈Ic

ℓ

ω̂
(ℓ)
t (x, p) exp(−ptyt/α). (9)

In our experiments, we constructed the weights using gener-
alized random forests (Athey et al., 2019). Specifically, we
first train a regression forest targeting the reward r. For a
given query point (x, p), the forest-induced weights ω̂t(x, p)
are computed by averaging the normalized leaf member-
ships across all B trees,

ω̂
(ℓ)
t (x, p) =

1

B

B∑
b=1

1(xt, pt) ∈ Lb(x, p)
|Lb(x, p)|

, (10)

where Lb(x, p) denotes the set of training examples falling
into the same leaf as the query point in the b-th tree. This
method has been successfully applied in statistical estima-
tion and decision making (Bertsimas & Kallus, 2020; Kallus
et al., 2022; Kallus & Mao, 2023).

Since joint optimization over (π, α) is generally non-convex
and computationally intractable, we adopt an alternating
fashion (Kallus et al., 2022; Si et al., 2023). While this
method guarantees convergence only to a local maximum,
it is computationally efficient and empirically effective. The
complete procedure, termed Continuum Doubly Robust
DRO OPL for Continuous Pricing (CDR2O2PL-CP), is de-
tailed in Algorithm 2.

4.2. Statistical Performance Guarantee

We establish the finite-sample statistical performance guar-
antee for the distributionally robust optimal policy π̂. Under
Assumption 3.2, the bias introduced by kernel density es-
timation is O(hs) when Assumption 2.4 holds for s-order
bounded derivative (see Lemma C.2), and depends on con-
vergence rate of m̂(ℓ)

0 (x, p;α) (see Lemma C.5).

Assumption 4.2. Suppose
{
m̂

(ℓ)
0 (·;α) : α ∈ (0, ᾱ]

}L
ℓ=1

and {π̂(ℓ)
0 (·)}Lℓ=1 are learned from a dataset of T (L−1)

L
points, satisfying the following conditions:

6
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(i). There exists γπ, γm > 0 such that

E
[∥∥∥π̂(ℓ)

0 − π0
∥∥∥2
∞

]
= o(T−2γπ ), and

E

( sup
α∈(0,ᾱ]

∥∥∥m̂(ℓ)
0 (·, ·;α)−m0(·, ·;α)

∥∥∥
∞

)2
=o(T−2γm).

(ii). π̂(ℓ)
0 ∈ [η, 1], m̂(ℓ)

0 (·;α) ∈ [0, 1], ∀ℓ ∈ [L], α ∈ (0, ᾱ].

(iii). {m̂(ℓ)
0 }Lℓ=1 are Lm̂-Lipschitz with respect to (x, p) ∈

X × P and monotonically non-decreasing in α.

Algorithm 2 Continuum Doubly Robust DRO OPL for
Continuous Pricing (CDR2O2PL-CP)

1: Input: DatasetD, logging policy π0, uncertainty radius
δ, kernel function K with bandwidth h, policy class Π.

2: Output: Distributionally robust optimal policy π̂.
Phase 1: Continuum Regression

3: Randomly evenly partition D into L disjoint folds
{I1, . . . , IL}.

4: for ℓ = 1 to L do
5: Let Icℓ = D \ Iℓ be the training data.
6: Train π̂(ℓ)

0 (p|x) to fit π0(p|x) using Icℓ .
7: Train m̂

(ℓ)
0 (x, p;α) to fit m0(x, p;α) for all α ∈

(0, ᾱ] using (9)–(10) with Icℓ .
8: end for

Phase 2: Alternating Optimization
9: Initialize π̂.

10: repeat
11: Compute ŴT (π̂, α) using (8).
12: Update α̂← argmaxα≥0−α log ŴT (π̂, α)− αδ.
13: Update π̂ ← argminπ∈Π ŴT (π, α̂).
14: until π̂ converges.
15: Return: π̂.

Assumption 4.2(i) imposes a uniform convergence rate (L∞
norm) for the nuisance estimators. Kallus et al. (2022) and
Zhou et al. (2023) assume L2 convergence rate for discrete
treatment. In our continuous treatment setting, however, the
L∞ requirement is a necessary theoretical cost to ensure
that estimation remains robust across the entire continuous
treatment manifold, which is consistent with Ai et al. (2026).
We can construct a continuum estimator of m0 by applying
the GRF framework to (9)–(10). According to Theorem 5 in
Athey et al. (2019), this yields the desired convergence rate
of op(T−2γm) under their regularity conditions, by setting
the subsample size s used to grow each tree to be s = T β

with β < 1− 2γm. To estimate the conditional probability
π0, one can use the methods in Colangelo & Lee (2026) and
Cattaneo et al. (2024). Assumption 4.2 (ii) and (iii) share the
same properties as true functions π0 and m0. Specifically,

we can employ a smoothed version of the forest (e.g., using
a smooth kernel for leaf membership) to ensure it. We also
discuss a corresponding second-order bounded derivative
assumption when s = 2 in Assumption 2.4.

Before giving the theorem, we measure the complexity of
the policy class Π using pseudo-dimension. Pseudo dimen-
sion generalizes the classical VC-dimension from binary-
valued functions to real-valued functions. Assumption 4.3
is mild and is satisfied by a vast range of parametric policy
classes used in practice, such as linear policies, deep neural
networks (Bartlett et al., 2019). This assumption is used to
derive the Rademacher complexity bound, see Lemma C.6.

Assumption 4.3 (Policy Class Complexity). The policy
class Π has a finite pseudo-dimension, denoted as Pdim(Π).

Theorem 4.4. Suppose Assumption 2.1-2.4, 3.2, 4.2, 4.3
hold, Given ϵ > 0, h > 0, and a finite pseudo-dimension
policy class dΠ := Pdim(Π), we have with probability at
least 1− 7ϵ,

Reg(π̂) ≲ α
(
log
( 1
h

)
·
( dΠ
Th/L

+

√
dΠ

Th/L

+

√
log(1/ϵ)

Th/L
+

log(1/ϵ)

Th/L

)
+ T−γπ−γm + hs

)
.

As shown in Theorem 4.4, with high probability, the dis-
tributionally robust regret of the learned policy is upper
bounded by Õp(T−s/(2s+1)) with the optimal bandwidth
h = Θ(T−1/(2s+1)), where Õ hides logarithmic factors in
T . This rate only requires a not strong condition γπ+γm ≥
s/(2s+ 1) in Assumption 4.2. A very recent study by Le-
ung et al. (2025) also investigates the distributionally robust
policy learning problem in continuous action space. They
employ the IPW estimator (2) under s = 2 assumption,
and the suboptimal regret bound they derived is Op(T−1/4)
with their optimal bandwidth h = Θ(T−1/8). While our
DR estimator can naturally degenerate to their IPW estima-
tor by setting the outcome regression m̂0 to zero. Hence,
we establish a sharper regret bound not only for our DR but
also for their IPW. This also aligns with rates achieved in
non-robust continuous treatment settings (Ai et al., 2026).

5. Experiments
We evaluate our proposed OPE/L methods in both simulated
and real-world contextual pricing environments.

5.1. Simulation Experiment

The simulated setup is as follows. Context vectors X ∈ R3

are sampled from N (0, I3). Historical prices are gen-
erated according to a linear logging policy π0, where
P | X ∼ N (µ0(X), σ2

0) with σ0 = 1.0, µ0(X) =

7
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β0 + β⊤
1 X , β0 = 1.0, β1 = [0.8, 1.0, 0.0]⊤, clipped to

P = [0.5, 3.0]. The true customer valuation is f(X) =
θ0 + θ⊤1 X + θ2X1X2, θ0 = 1.5, θ1 = [1.2, 1.8]⊤, θ2 =
0.3, where (X1, X2) are informative features and X3 acts
as a nuisance feature. The binary purchase outcomes are
Y = 1{f(X) + Z ≥ P}, where Z ∼ Logistic(0, 0.2) fol-
lows an infinitely differentiable logistic distribution with
bounded derivatives. The reward is R = P · Y .

First, we compare our proposed LDR2O2PE-CP (Algorithm
1) against the DRO-IPW baseline (2) from Leung et al.
(2025). The target policy we seek to evaluate is a linear
policy πtarget(X) = w⊤

1 X + w0 with wtarget = (w0, w1),
where w0 captures the intercept. Policies are trained with
uncertainty radius δtrain = 0.2 and evaluated under test radii
δ ∈ {0.1, 0.2, 0.3}, and T is the training sample size.. We
use a Gaussian kernel K(u) = 1√

2π
exp(−u2/2) with dif-

ferent bandwidth. We compare different bandwidths, (i) the
OPE-optimal bandwidth h = Θ(T−1/5.0) under s = 2 in
Kallus & Zhou (2018); Leung et al. (2025); (ii) our under-
smoothing bandwidth h = Θ(T−1/(2s+1−0.1)) under s =
1, 2. Furthermore, we apply these choices with a Silverman-
type scaling constant, i.e., h = 1.06 · stdp · T−1/5.0 and
h = 1.06 · stdp · T−1/(2s+1−0.1), where stdp is the sample
standard deviation of observed prices. Both methods use
Ridge regression to estimate the logging policy by fitting
µ0(X) and using the residual standard deviation as σ0. Out-
come regressions are estimated by forest-induced weights
(10) (via the econml package, 20 trees, max depth 10) to
ensure consistency with the OPL setup. All models are fitted
with L = 5 fold cross-fitting, and averaged over 20 random
seeds. Shaded regions show 90% confidence intervals.

Figure 1 shows the mean squared error (MSE) of the esti-
mated distributionally robust policy value Rδ. We observe
that LDR2O2PE-CP outperforms the DRO-IPW baseline,
as long as the sample size T is sufficiently large. However,
in the non-asymptotic regime (T < 1000), LDR2O2PE-CP
may exhibit less stability compared to DRO-IPW. Neverthe-
less, LDR2O2PE-CP exhibits a faster convergence rate of
MSE decrease and offers a significant improvement over
the baseline. Overall, LDR2O2PE-CP provides the efficacy
of the localized technique even under varying adversarial
environments and different bandwidth.

Next, we compare our proposed CDR2O2PL-CP (Algorithm
2) against the non-robust DR method from Ai et al. (2026)
and the DRO-IPW learning method from Leung et al. (2025).
The target policy class is {π(X) = w⊤

1 X + w0 : w =
(w0, w1), ∥w∥∞ ≤ 2}. The continuum of outcome regres-
sions {m̂0(x, p;α);α} is estimated according to (9)–(10)
using the same econml setup as in OPE. Optimization uses
Adam (learning rate = 3 × 10−3) in Line 13 and bounded
optimization for α in Line 12.

Figure 2 reports the distributionally robust policy value Rδ

of policies learned in the distributionally robust OPL task.
For fair comparison, all methods, including the non-robust
DR baseline from Ai et al. (2026), are evaluated using the
worst-case robust metric Rδ(π), regardless of whether ro-
bustness was optimized during training. The non-robust DR
baseline exhibits substantially wider confidence intervals,
indicating high sensitivity to random seeds and brittleness
under distributional shifts. In contrast, both robust meth-
ods produce much more stable estimates. Moreover, our
CDR2O2PL-CP not only achieves the highest robust val-
ues but also yields slightly tighter confidence intervals than
DRO-IPW for large sample sizes. This reflects the statistical
efficiency gain of doubly robust estimation over IPW-based
methods, even when propensity scores are estimated reli-
ably (e.g., via Ridge regression). Overall, CDR2O2PL-CP
delivers more stable learning and higher worst-case rewards
across different levels of distributional robustness.
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Figure 1. Comparison of LDR2O2PE-CP against DRO-IPW in the
distributionally robust OPE task. Results are shown for different
bandwidth choices and test environments δ ∈ {0.1, 0.2, 0.3} with
δtrain = 0.2 and 2500 test samples. The x-axis is the training
sample size T , and the y-axis is the mean squared error (MSE) of
the estimated distributionally robust value Rδ .

5.2. Empirical Experiment - The Expedia Study

We study offline contextual pricing on the dataset of the
Expedia Personalized Sort Competition (Adam et al., 2013)
hosted by Kaggle in conjunction with Expedia.. Each record
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is a search impression for a hotel listing, containing visitor
and search context, hotel attributes, competitor prices, the
logged list price, and whether the listing was booked. Fol-
lowing the offline pricing formulation in Section 2, we map
each impression to a triplet (xt, pt, yt): xt ∈ R45 collects
numeric covariates (visitor history, search features, hotel
characteristics, and competitor rates); pt is the logged price
in USD; and yt is the booking indicator. To create distribu-
tion shifts, we split the training and test data based on hotel
star rating prop starrating ∈ {1, 2, 3, 4, 5}. We train
using only prop starrating ∈ {1, 2, 3} and test only
prop starrating ∈ {4, 5}.

We learn the non-robust linear policy π̂Lin (Ai et al., 2026),
distributionally robust linear policy π̂DRO−IPW (Leung
et al., 2025) and our proposed π̂CDR2O2PL−CP in the linear
policy class Πlin. Each policy πw(x) ∈ Πlin is parameter-
ized by a vector w = (w0, w1) ∈ R46, and the mapping
π : X → [pmin, pmax] is defined as

Πlin ≜
{
πw(x) = pmin +

(
pmax − pmin

)
σ
(
w⊤

1 x+ w0

)}
,

where σ(·) is the logistic link. We fix the uncertainty ra-
dius δtrain = 0.1 used in the training procedure and the
training size T = 500. To characterize adversarial perfor-
mance on Expedia, we adopt an empirical KL-adversarial
stress test following Si et al. (2023). We fix a deploy-
ment test pool of T ′ = 2,500 triplets from the train-
ing dataset and generate M = 10 replicates. For each
j ∈ [M ], we draw a bootstrap batch {(x(j)t , p

(j)
t , y

(j)
t )}T ′

t=1

with replacement from this pool, compute α∗
j (π) at test

radius δ = 0.2 by Lemma 2.8, and form weights w(j)
t ∝

K((p
(j)
t −π(x(j)

t )/h))

hπ̂0(p
(j)
t |x(j)

t )
exp(−p(j)t y

(j)
t /α∗

j (π)). We then obtain

a new dataset {x̃(j)t , p̃
(j)
t , ỹ

(j)
t }T

′

t=1 by resampling T ′ triplets
according to {w(j)

t } and evaluate

R̂adv(π) = min
1≤j≤M

1

T ′

T ′∑
t=1

r̂
(
x̃
(j)
t , π(x̃

(j)
t )
)
,

where r̂(x, p) is a linear outcome regression for E[r|X =
x, P = p], fitted on the training set. Table 2 reports the mean
and standard error over 20 random repeats. We find that our
learned linear policy outperforms π̂Lin and π̂DRO−IPW.

6. Conclusion
In this paper, we present a doubly robust framework for
distributionally robust OPE/L in continuous action settings.
Our framework protects against distributional shifts across
environments. For evaluation, LDR2O2PE-CP uses local-
ization to avoid the intractability of optimizing over a con-
tinuum of outcome functions. It fits only three regressions,
as tractable as standard non-robust DR, while achieving
semiparametric efficiency. For learning, CDR2O2PL-CP

fits a continuum of regressions with data-driven weights,
smoothly adapting to continuous pricing. By leveraging the
latent smoothness of demand noise, we overcome the dis-
continuity in purchase outcomes and derive a finite-sample
regret bound of Õp(T−s/(2s+1)) for s = 1, 2 under mild
product rate assumptions. This bound represents an im-
provement over the Op(T−1/4) rate in prior work on DRO
methods and aligns with rates in non-robust approaches.

Comprehensive simulations demonstrate that our methods
exhibit strong robustness to distributional shifts. Although
we adopt the KL-divergence, future research could explore
other measures, such as Wasserstein distance, to offer better
geometric protections in specific scenarios. Additionally,
developing more scalable optimization routines to handle
high-dimensional state spaces would further broaden the
practical utility of our framework in large-scale applications.
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Figure 2. Comparison of CDR2O2PL-CP against the non-robust
DR and DRO-IPW in the distributionally robust OPL task. Results
are shown for different bandwidth choices and test environments
δ ∈ {0.1, 0.2, 0.3} with δtrain = 0.2 and 2500 test samples.
The x-axis is the training sample size T , and the y-axis is the
distributionally robust policy value Rδ .

Table 2. Comparison of robust performance in Expedia study.

Method R̂adv

π̂Lin 6.201 ± 0.683
π̂DRO−IPW 6.254 ± 0.873
π̂CDR2O2PL−CP 6.350 ± 0.598
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tion should ensure that it does not inadvertently lead to
discriminatory outcomes or unfair treatment of specific sub-
populations. We encourage practitioners to conduct fairness
audits when deploying such algorithms in socially sensitive
contexts.
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A. Proof of Results in Section 2
Proof of Lemma 2.8. By Theorem 1 of Hu & Hong (2013), the strong duality holds:

inf
P∈UP0

(δ)
EP[r(X,π(X), Z)] = sup

α≥0

{
−α logEP0

[
exp

(
−r(X,π(X), Z)

α

)]
− αδ

}
.

For brevity, let r ≜ r(X,π(X), Z). To prove that φ(π, α) is strictly concave for α > 0, we analyze its second derivative.

∂2

∂α2
φ(π, α) =

1

α3EP0 [exp(−r/α)]

(
(EP0

[r exp(−r/α)])2

EP0 [exp(−r/α)]
− EP0

[
r2 exp (−r/α)

])
.

By the Cauchy-Schwarz inequality,

EP0 [r exp(−r/α)]2 ≤ EP0 [r
2 exp(−r/α)]EP0 [exp(−r/α)].

Since EP0
[exp(−r/α)] > 0, we have ∂2

∂α2φ(π, α) ≤ 0. The Cauchy-Schwarz inequality holds strictly as an equality if and
only if r is almost surely constant. Under Assumption 2.3, P0(Y = 0) ∈ [ρ, ρ], ensuring that r is non-constant almost

surely. Thus, ∂2

∂α2φ(π, α) < 0, which guarantees strict concavity.

Because r ∈ [0, 1], we obtain Rδ(π) ≥ 0. Furthermore, r ≤ 1 implies EP0
[exp(−r/α)] ≥ exp(−1/α), yielding the upper

bound φ(π, α) ≤ 1− αδ. By strong duality, the optimal dual solution α∗(π) must satisfy:

0 ≤ Rδ(π) = φ(π, α∗(π)) ≤ 1− α∗(π)δ =⇒ α∗(π) ≤ 1

δ
≜ ᾱ.

Note that lim
α→0

φ(π, α) = 0. If the optimal solution were α∗(π) = 0, the maximum robust value would be exactly 0, which

contradicts the assumption Rδ(π) > 0. Therefore, α∗(π) ∈ (0, ᾱ].

We now prove that the condition δ < − log ρ is sufficient to guarantee Rδ(π) > 0. Since limα→0+ φ(π, α) = 0, it suffices
to show that lim inf

α→0+

∂
∂αφ(π, α) > 0. The first derivative of φ(π, α) for α > 0 is given by:

∂

∂α
φ(π, α) = − logEP0

[exp (−r/α)]− EP0
[r/α exp (−r/α)]

EP0 [exp (−r/α)]
− δ.

We evaluate the limits of the expectation terms as α→ 0+. For the first term, since r ≥ 0, we have exp(−r/α) ≤ 1. By the
Dominated Convergence Theorem, we can interchange the limit and the expectation:

lim
α→0+

EP0 [exp (−r/α)] = EP0

[
lim
α→0+

(1{Y = 0}+ 1{Y = 1} exp (−r/α))
]
= P0(Y = 0).

For the second term, since limx→∞ xe−x = 0, applying the Dominated Convergence Theorem yields
limα→0+ EP0 [r/α exp (−r/α)] = 0. Substituting these limits back into the derivative gives

lim
α→0+

∂

∂α
φ(π, α) = − log(P0(Y = 0))− δ.

By Assumption 2.3, we know − log(P0(r = 0)) ≥ − log ρ. Therefore, if δ < − log ρ, we obtain

lim
α→0+

∂

∂α
φ(π, α) ≥ − log ρ− δ > 0,

which completes the proof.

B. Proof of Results in Section 3
We first introduce the assumptions for the asymptotic analysis.
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Assumption B.1. The oracle logging policy π0(p|x) is three-times differentiable with respect to p ∈ P for any x ∈ X .
Furthermore, there exists a compact neighborhood A of the true dual parameter α∗, such that for all α ∈ A, the nuisance
function function λ̂(ℓ)1 (x, p;α) has bounded first-order and second-order derivative with respect to p ∈ P for any x ∈ X and
ℓ ∈ [L], in probability, i.e.,

sup
x,p,α∈A

∥∥∥∥ ∂s∂ps λ̂(ℓ)1 (x, p;α)

∥∥∥∥
∞

= Op(1), s = 1, 2.

And λ̂(ℓ)2 (x, p) ≥ η for all x, p ∈ X × P , ℓ ∈ [L].

Assumption B.2. There exist a compact neighborhood Bθ of θ∗ and a neighborhood Bζ of ζ∗ such that for all θ ∈ Bθ and
ζ ∈ Bζ
(i) ∇θψ(V ; θ, ζ) is Lipschitz continuous in θ such that for any θ1, θ2 ∈ Bθ, ∥∇θψ(V ; θ1, ζ) − ∇θψ(V ; θ2, ζ)∥ ≤
L(V, h)∥θ1 − θ2∥, where the Lipschitz constant satisfies E[L(V, h)] = O(1).
(ii) The conditional second moment is uniformly bounded, supx,p sup(θ,ζ)∈Bθ×Bζ

E[∥∇θψ(V ; θ, ζ)∥2 |X = x, P = p] ≤
O(1).
(iii) For any fixed α in a compact neighborhood A of α∗, the map ζ 7→ E[∇θψ(V ; θ∗, ζ)] is Lipschitz continuous in a
neighborhood Bζ of ζ∗, i.e., ∥E[∇θψ(V ; θ∗, ζ1(x, p;α))]−E[∇θψ(V ; θ∗, ζ2(x, p;α))]∥ ≤ Cψ∥ζ1−ζ2∥ for some Lipschitz
constant Cψ <∞.

Assumption B.2 is tailored to adapt Assumption 2 in Kallus et al. (2024) to the continuous pricing setting. Specifically,
Assumption B.2 (i)-(ii) directly corresponds to Assumption 2 (ii) and (iv-v) in Kallus et al. (2024), ensuring the existence and
stability of the Jacobian and covariance matrices for the joint moment equations. Assumption B.2 (iii) is a localized version
of the Fréchet differentiability requirement discussed in Proposition 5 of Kallus et al. (2024), which is the fundamental pillar
for the localization technique to achieve semiparametric efficiency using only a preliminary estimate α̂init.

With the regressions m0 and m1, we can show that the Gateaux derivatives of E[ψ(V ; θ, ζ)] are zero as h → 0, when
evaluated at θ∗ = (α∗,W ∗

0 ,W
∗
1 , Rδ(π)), λ1(·;α) = λ∗1(·;α∗) and λ2(·) = λ∗2(·) respectively.

Lemma B.3 (Neyman Orthogonality in S2 of Online supplement (Colangelo & Lee, 2026)). Under Assumption B.1, B.2,
the Gateaux derivative of the moment mapping at the oracle parameter θ∗ and nuisance ζ∗ in the direction ∆ζ = ζ − ζ∗ is
given by

|dM(θ∗, ζ∗; ∆ζ)| =
∣∣∣∣ ∂∂τ E[ψ(V ; θ∗, ζ∗ + τ∆ζ)]

∣∣∣
τ=0

∣∣∣∣ = Op(hs), (11)

where s = 1 under Lipschitz continuity and s = 2 under second-order bounded derivative in Assumption B.1. Consequently,
as h→ 0, the moment condition is first-order insensitive to the estimation errors of the nuisances.

Proof of Theorem 3.3. We decompose the proof into three main components: (i) control of errors introduced by dual-
variable localization and nuisance estimation; (ii) sensitivity and stability analysis of the joint moment equations (Jacobian
consistency); and (iii) the linear representation via empirical process theory.

Step 1: Nuisance Estimation and Localization Error. We first examine the sensitivity of the outcome model λ∗1(x, p;α)
with respect to α. The derivative of λ∗1(x, p;α) is

∂

∂α
λ∗1(x, p;α) =


1
α2 exp(−p/α)P(Y = 1|X = x, P = p)
p
α2 exp(−p/α)P(Y = 1|X = x, P = p)

0
0

 ,

is uniformly bounded by 4
p2mine

2 for p ∈ [pmin, 1], x ∈ X and α > 0, which implies that

|λ∗1(x, p; α̂init)− λ∗1(x, p;α∗)| ≤ 4

p2mine
2
|α̂init − α∗|. (12)

Combining this with Assumption 3.1, the total error in the outcome nuisance function under the localization strategy is
bounded by

|λ1(x, p; α̂init)− λ∗1(x, p;α∗)| ≤ |λ1(x, p; α̂init)− λ∗1(x, p; α̂init)|+ |λ∗1(x, p; α̂init)− λ∗1(x, p;α∗)|
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≤ op(T−ρm) +
4

p2mine
2
|α̂init − α∗|

≤ op(T−ρm + T−ρα),

= op(T
−ρm∧ρα), (13)

and |λ2(x, p)− λ∗2(x, p)| ≤ op(T−ρπ ). (14)

Therefore, we obtain ∥ζ(·; α̂init)− ζ∗(·;α∗)∥∞ ≤ op(T−ρm∧ρα + T−ρπ ).

Step 2: Score Decomposition and Neyman Orthogonality. For each fold ℓ ∈ [L], denote ζ̂(ℓ)(x, p) =

(λ̂
(ℓ)
1 (x, p; α̂

(ℓ)
init), λ̂

(ℓ)
2 (x, p)), ∆(ℓ)

λ1
(x, p) = λ̂

(ℓ)
1 (x, p; α̂

(ℓ)
init)−λ∗1(x, p;α∗) and ∆

(ℓ)
λ2

(x, p) = λ̂
(ℓ)
2 (x, p)−λ∗2(x, p). Utilizing

the cross-fitting structure, we decompose√
nℓh

1

nℓ

∑
t∈Iℓ

(
ψ(vt; θ

∗, ζ̂(ℓ)(vt))− ψ(vt; θ∗, ζ∗)
)

=

√
h

nℓ

∑
t∈Iℓ

{[
λ̂
(ℓ)
1 (xt, π(xt); α̂

(ℓ)
init)− λ

∗
1(xt, π(xt);α

∗)
]

+

[
K(pt−π(xt)

h )

hλ̂
(ℓ)
2 (xt, pt)

(U(ptyt;α
∗)− λ̂(ℓ)1 (xt, pt; α̂

(ℓ)
init))−

K(pt−π(xt)
h )

hλ∗2(xt, pt)
(U(ptyt;α

∗)− λ∗1(xt, pt;α∗))

]}

=

√
h

nℓ

∑
t∈Iℓ

{
T (ℓ)
1,t + T (ℓ)

2,t + T (ℓ)
DR,t + T

(ℓ)
prod,t

}
,

where

T (ℓ)
1,t =

[
∆

(ℓ)
λ1

(xt, π(xt))−
K(pt−π(xt)

h )

hλ∗2(xt, pt)
∆

(ℓ)
λ1

(xt, pt)

]
− E

[
∆

(ℓ)
λ1

(X,π(X))−
K(P−π(X)

h )

hλ∗2(X,P )
∆

(ℓ)
λ1

(X,P )

∣∣∣∣∣Icℓ
]

T (ℓ)
2,t =

K(pt−π(xt)
h )

h
(U(ptyt;α

∗)− λ∗1(xt, pt;α∗))

(
1

λ̂
(ℓ)
2 (xt, pt)

− 1

λ∗2(xt, pt)

)

− E

[
K(P−π(X)

h )

h
(U(PY ;α∗)− λ∗1(X,P ;α∗))

(
1

λ̂
(ℓ)
2 (X,P )

− 1

λ∗2(X,P )

)∣∣∣∣∣Icℓ
]

T (ℓ)
DR = E

[
∆

(ℓ)
λ1

(X,π(X))−
K(P−π(X)

h )

hλ∗2(X,P )
∆

(ℓ)
λ1

(X,P )

∣∣∣∣∣Icℓ
]

T (ℓ)
prod,t = −

K(pt−π(xt)
h )

h
∆

(ℓ)
λ1

(xt, pt)

(
1

λ̂
(ℓ)
2 (xt, pt)

− 1

λ∗2(xt, pt)

)
.

By cross-fitting, ζ̂(ℓ) = (λ̂
(ℓ)
1 , λ̂

(ℓ)
2 ) are trained on the out-of-fold data Icℓ and are thus fixed functions. For the first term

T (ℓ)
1,t , since the summands are i.i.d. and mean-zero conditional on Icℓ , the variance of the sum is

Var

(√
h

nℓ

∑
t∈Iℓ

T (ℓ)
1,t

∣∣∣Icℓ
)

= h · Var
(
T (ℓ)
1,t

∣∣Icℓ)

≤ 2hE
[(

∆
(ℓ)
λ1

(X,π(X))
)2 ∣∣∣Icℓ]+ 2hE

(K(P−π(X)
h )

hλ∗2(X,P )
∆

(ℓ)
λ1

(X,P )

)2 ∣∣∣Icℓ


≤ 2h∥∆(ℓ)
λ1
∥2∞ + 2∥∆(ℓ)

λ1
∥2∞ · E

[∫
P

K2(P−π(X)
h )

h
dp

]

= 2h∥∆(ℓ)
λ1
∥2∞ + 2∥∆(ℓ)

λ1
∥2∞ · E

[∫
P
K2(u)du

]
16
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≤ 2h∥∆(ℓ)
λ1
∥2∞ + 2C3∥∆(ℓ)

λ1
∥2∞

= op(T
−2ρm + T−2ρα) = op(1),

where the last equality follows from (13). By Chebyshev’s inequality, it follows that√
h

nℓ

∑
t∈Iℓ

T (ℓ)
1,t = op(1). (15)

For the second term T (ℓ)
2,t , since E[U(PY ;α∗)|X,P ] = λ∗1(X,P ;α

∗), we get a similar variance bound as

Var

(√
h

nℓ

∑
t∈Iℓ

T (ℓ)
2,t

∣∣∣∣∣Icℓ
)

= h · E

K2(P−π(X)
h )

h2
(U(PY ;α∗)− λ∗1(X,P ;α∗))2

(
1

λ̂
(ℓ)
2 (xt, pt)

− 1

λ∗2(xt, pt)

)2 ∣∣∣∣∣Icℓ


≤ C3

η3
∥∆(ℓ)

λ2
∥2∞ = op(T

−2ρπ ),

where the last equality follows from (14). Then by Chebyshev’s inequality, it follows that√
h

nℓ

∑
t∈Iℓ

T (ℓ)
2,t = op(1). (16)

For the third term T (ℓ)
DR, we discuss in two cases. Case 1. First-order bounded derivative in Assumption B.1.

√
nℓh

∣∣∣T (ℓ)
DR

∣∣∣ =√nℓh
∣∣∣∣∣E
[
∆

(ℓ)
λ1

(X,π(X))−
K(P−π(X)

h )

hλ∗2(X,P )
∆

(ℓ)
λ1

(X,P )

∣∣∣∣∣Icℓ
]∣∣∣∣∣

=
√
nℓh

∣∣∣∣EX [∆(ℓ)
λ1

(X,π(X))−
∫
P

1

h
K

(
p− π(X)

h

)
∆

(ℓ)
λ1

(X, p)dp

]∣∣∣∣
≤
√
nℓh

∣∣∣∣EX [∫ K(u)∆
(ℓ)
λ1

(X,π(X))−∆
(ℓ)
λ1

(X,π(X) + uh)

∣∣∣∣ du]
=
√
nℓh

∣∣∣∣EX [∫ K(u)uh

∥∥∥∥ ∂∂p∆(ℓ)
λ1

(X, p̃)

∥∥∥∥
∞
du

]∣∣∣∣ ≤ Op (√nℓh3) , (17)

where we use Assumption 3.2, Lipschitz continuity of ∆(ℓ)
λ1

in Assumption B.1 and 2.4, and the initial estimate α̂init =
α∗ + op(1). Case 2. Second-order bounded derivative in Assumption B.1.

√
nℓh

∣∣∣T (ℓ)
DR

∣∣∣ =√nℓh
∣∣∣∣∣E
[
∆

(ℓ)
λ1

(X,π(X))−
K(P−π(X)

h )

hλ∗2(X,P )
∆

(ℓ)
λ1

(X,P )

∣∣∣∣∣Icℓ
]∣∣∣∣∣

=
√
nℓh

∣∣∣∣EX [∆(ℓ)
λ1

(X,π(X))−
∫
P

1

h
K

(
p− π(X)

h

)
∆

(ℓ)
λ1

(X, p)dp

]∣∣∣∣
≤
√
nℓh

∣∣∣∣EX [∫ K(u)∆
(ℓ)
λ1

(X,π(X))−∆
(ℓ)
λ1

(X,π(X) + uh)

∣∣∣∣ du]
=
√
nℓh

∣∣∣∣EX [∫ K(u)
(uh)2

2

∂2

∂p2
∆

(ℓ)
λ1

(X, p̃)du

]∣∣∣∣ ≤ Op (√nℓh5) . (18)

where we use Assumption 3.2 and a second-order Taylor expansion of the nuisance error ∆(ℓ)
λ1

around π(x),

∆
(ℓ)
λ1

(x, π(x) + uh) = ∆
(ℓ)
λ1

(x, π(x)) + (uh)
∂

∂p
∆

(ℓ)
λ1

(x, π(x)) +
(uh)2

2

∂2

∂p2
∆

(ℓ)
λ1

(x, p̃),

where p̃ lies between π(x) and π(x) + uh. And the last inequality directly follows from Assumption B.1 and the initial
estimate α̂init = α∗ + op(1).

17
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For the fourth term T (ℓ)
prod,t, by using the change of variables u = (p− π(x))/h and (13)-(14), we reduce its expectation to

√
Th
∣∣∣E [T (ℓ)

prod,t

∣∣∣Icℓ ]∣∣∣ ≤ O(√Th · ∥∆(ℓ)
λ1
∥∞ · ∥∆(ℓ)

λ2
∥∞) ≤ op(T

1
2−ρπ−ρα∧ρm · h1/2) = op(1),

and the variance is bounded by

Var

(√
h

nℓ

∑
t∈Iℓ

T (ℓ)
prod,t

∣∣∣Icℓ
)

= h · Var
(
T (ℓ)
prod,t

∣∣∣Icℓ) ≤ h · E [(T (ℓ)
prod,t

)2 ∣∣∣Icℓ] ≤ h∫ 1

h2
K2

(
p− π(x)

h

) ∥∆(ℓ)
λ1
∥2∞ · ∥∆

(ℓ)
λ2
∥2∞

η3
dpdFX

=
1

η3

∫
K2(u)∥∆(ℓ)

λ1
∥2∞ · ∥∆

(ℓ)
λ2
∥2∞dudFX ≤

C3

η3
∥∆(ℓ)

λ1
∥2∞ · ∥∆

(ℓ)
λ2
∥2∞

≤ op(T−2ρπ−2ρα + T−2ρπ−2ρm) = op(1).

By applying Chebyshev’s inequality conditionally on Icℓ , we obtain
√
nℓh

∣∣∣ 1
nℓ

∑
t∈Iℓ
T (ℓ)
prod,t − E

[
T (ℓ)
prod,t

∣∣Icℓ ]∣∣∣ = op(1).
Furthermore, we get∣∣∣∣∣

√
h

nℓ

∑
t∈Iℓ

T (ℓ)
prod,t

∣∣∣∣∣ ≤
∣∣∣∣∣√nℓh

(
1

nℓ

∑
t∈Iℓ

T (ℓ)
prod,t − E

[
T (ℓ)
prod,t

∣∣Icℓ ]
)∣∣∣∣∣+√nℓh ∣∣∣E [T (ℓ)

prod,t

∣∣Icℓ ]∣∣∣ ≤ op(1). (19)

To proceed, picking
√
Th1+2s → 0 and combining (13)-(19), we conclude that√

nℓh
1

nℓ

∑
t∈Iℓ

(
ψ(vt; θ

∗, ζ̂(ℓ)(vt))− ψ(vt; θ∗, ζ∗)
)
= op(1). (20)

Step 3: Jacobian Stability and Asymptotic Distribution. Denote θ∗ = [α∗,W ∗
0 ,W

∗
1 , Rδ(π)]

⊤. Since

E[ψ(V ; θ, ζ∗)] = E

[
λ∗1(X,π(X);α) +

K(P−π(X)
h )

hπ0(P |X)
(U(PY ;α)− λ∗1(X,P ;α)) +G(θ)

]
= E[λ∗1(X,π(X);α)] +G(θ)

=


E[exp(−π(X)Y (π(X))/α)]−W0

E[π(X)Y (π(X)) exp(−π(X)Y (π(X))/α)]−W1

−δ − logW0 − W1

αW0

−Rδ(π)− α logW0 − αδ

 ,

following the proof of Theorem 3.2 in Kallus et al. (2022), by replacing r with π(X)Y (π(X)), the Jacobian is

J(θ) =


1
α2E [π(X)Y (π(X)) exp(−π(X)Y (π(X))/α)] −1 0 0
1
α2E

[
π2(X)Y 2(π(X)) exp(−π(X)Y (π(X))/α)

]
0 −1 0

W1

α2W0
− 1
W0

+ W1

αW 2
0
− 1
αW0

0

− logW0 − δ − α
W0

0 −1

 , (21)

and substituting in the optimal value, we have Jθ∗ = E[∇θψ(V ; θ, ζ∗)]|θ=θ∗ is given by

J∗ = Jθ∗ =


W ∗

1 /α
∗2 −1 0 0

W ∗
2 /α

∗2 0 −1 0
W∗

1

α∗2W∗
0

− 1
W∗

0
+

W∗
1

α∗W 2
0
− 1
α∗W∗

0
0

− logW ∗
0 − δ − α∗

W∗
0

0 −1

 ,

and J∗ is invertible with detJ∗ = −φ′′
(π, α∗) > 0 from Lemma 2.8, and the inverse of J∗ is given by

J∗−1 = − 1

φ′′(π, α∗)


− 1
W∗

0
+

W∗
1

α∗W∗2
0

− 1
α∗W∗

0
1 0

W∗
2 /α

∗−W∗
1

α∗2W∗
0

− W∗
1

α∗3W∗
0

W∗
1

α∗2 0
W∗

2

α∗3W∗
0

(
W∗

1

W∗
0
− α∗

)
− W∗2

1

α∗3W∗2
0

W∗
2

α∗2 0

X1
X2

α∗W∗
0

−X2 −φ′′
(π, α∗)

 ,

18
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where X1 =
(

W∗
1

α∗W∗2
0
− 1

W∗
0

)
(− logW ∗

0 − δ)− 1
α∗W∗2

0
(W ∗

1 −W ∗
2 /α

∗) and X2 =W ∗
1 /(α

∗W ∗
0 ) + logW ∗

0 + δ .

Let θ̂ = [α̂, Ŵ0, Ŵ1, R̂DRO]
⊤ be the solution to the empirical equation

ET [ψ(V ; θ, ζ̂)] ≜
1

T

L∑
ℓ=1

∑
t∈Iℓ

ψ(vt; θ, ζ̂
(ℓ)) = 0. (22)

By second order Taylor expansion around (θ∗, ζ∗),

0 = ET [ψ(V ; θ̂, ζ̂)] = ET [ψ(V ; θ∗, ζ∗)] + J∗(θ̂ − θ∗) + ET [ψ(V ; θ∗, ζ̂)− ψ(V ; θ∗, ζ∗)] +RT , (23)

whereRT represents high-order Taylor remainders. Specifically,

RT = (ĴT (ζ̂)− J∗)(θ̂ − θ∗) + 1

2
∇2
θET [ψ(V ; θ̃, ζ̂)](θ̂ − θ∗)2,

where θ̃ lies between θ∗ and θ̂, ĴT (ζ̂) := ∇θET [ψ(V ; θ, ζ̂)]|θ∗ denotes the empirical Jacobian matrix evaluated with
localized nuisance estimators.

Here we show the
√
ThRT = op(1). First, we show the ĴT (ζ̂) = J∗ + op(1).

|ĴT (ζ̂)− J∗| =

∣∣∣∣∣ 1T
L∑
ℓ=1

∑
t∈Iℓ

(
∇θψ(vt; θ, ζ̂(ℓ))− E[∇θψ(V ; θ, ζ∗)]

)
θ=θ∗

∣∣∣∣∣
≤ 1

L

∣∣∣∣∣ 1

|Iℓ|

L∑
ℓ=1

∑
t∈Iℓ

∇θψ(vt; θ∗, ζ̂(ℓ))− E[∇θψ(V ; θ∗, ζ̂(ℓ))]

∣∣∣∣∣+ ∣∣∣E[∇θψ(V ; θ∗, ζ̂(ℓ))− E[∇θψ(V ; θ∗, ζ∗)]
∣∣∣

By cross-fitting, ζ̂(ℓ) is fixed given the training data Icℓ . Due to (13)-(14), ζ̂(ℓ) = ζ∗ + op(1) and using Assumption B.2(ii),
the variance of average over Iℓ samples scales as

Var

(
1

|Iℓ|
∑
t∈Iℓ

∇θψ(vt; θ∗, ζ̂(ℓ))

∣∣∣∣∣Icℓ
)

=
1

|Iℓ|
Var
(
∇θψ(vt; θ∗, ζ̂(ℓ))|Icℓ

)
≤ Op

(
1

Th

)

where we use the fact that E
[
K2(

P−π(X)
h )

h2

]
= O( 1h ). Then by Chebyshev’s inequality, as Th→∞, we have

∣∣∣∣∣ 1

|Iℓ|

L∑
ℓ=1

∑
t∈Iℓ

∇θψ(vt; θ∗, ζ̂(ℓ))− E[∇θψ(V ; θ∗, ζ̂(ℓ))]

∣∣∣∣∣ = op(1), (24)

Consider the mapping α 7→ E[∇θψ(V ; θ∗, ζ∗(x, p;α))]. Note that ∇θψ is composed of nuisance λ∗1 and ∇θG(θ).
ζ∗(x, p;α) is Lipschitz in α from (12). And W0 ≥ ρ/2 by picking hs ≤ ρ

2C1Lm
in (36) and (43), then ∇θG(θ) is

uniformly bounded in the compact neighborhood A of α∗. Thus, the Jacobian of E[∇θψ(V ; θ∗, ζ∗(x, p;α))] is Lipschitz in
α with a bounded constant Cloc. And using Assumption B.2 (iii), we have∣∣∣E[∇θψ(V ; θ∗, ζ̂(ℓ))− E[∇θψ(V ; θ∗, ζ∗)]

∣∣∣
≤
∣∣∣E[∇θψ(V ; θ∗, ζ̂(ℓ)(x, p; α̂

(ℓ)
init))]− E[∇θψ(V ; θ∗, ζ∗(x, p; α̂

(ℓ)
init))]

∣∣∣
+
∣∣∣E[∇θψ(V ; θ∗, ζ∗(x, p; α̂

(ℓ)
init))]− E[∇θψ(V ; θ∗, ζ∗(x, p;α∗))]

∣∣∣
≤ CΨ∥ζ̂(ℓ)(x, p; α̂(ℓ)

init)− ζ
∗(x, p; α̂

(ℓ)
init)∥∞ + Cloc∥α̂(ℓ)

init − α
∗∥∞ ≤ op(1) (25)

Combining (24) and (25), we have
|ĴT (ζ̂)− J∗| = op(1). (26)
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Second, by weak law of large numbers and Assumption B.2 (i), we have 1
|Iℓ|
∑
t∈Iℓ

L(vt, h) = Op(1). Thus,

∥∥∥∇2
θET [ψ(V ; θ̃, ζ̂)]

∥∥∥ =

∥∥∥∥∥ 1T
L∑
ℓ=1

∑
t∈Iℓ

∇2
θψ(vt; θ̃, ζ̂

(ℓ))

∥∥∥∥∥
≤ 1

T

L∑
ℓ=1

∑
t∈Iℓ

∥∥∥∇2
θψ(vt; θ̃, ζ̂

(ℓ))
∥∥∥ ≤ 1

T

L∑
ℓ=1

∑
t∈Iℓ

L(vt, h) = Op(1). (27)

Third, we show that ∥θ̂ − θ∗∥ = Op((Th)−1/2). By a first order Taylor expansion in (22) around θ∗, we have

0 = ET [ψ(V ; θ∗, ζ̂)] + J̄T (θ̂ − θ∗),

where J̄T =
∫ 1

0
∇θET [ψ(V ; θ∗ + u(θ̂ − θ∗), ζ̂)]du. Due to (26) and (27), we have J̄T = J∗ + op(1). Recalling that J∗ is

invertible, then

(θ̂ − θ∗) = −(J∗ + op(1))
−1ET [ψ(V ; θ∗, ζ̂)]. (28)

We can decompose the empirical expectation as follows

ET [ψ(V ; θ∗, ζ̂)] = ET [ψ(V ; θ∗, ζ∗)] + (ET − E)[ψ(V ; θ∗, ζ̂)− ψ(V ; θ∗, ζ∗)] + E[ψ(V ; θ∗, ζ̂)− ψ(V ; θ∗, ζ∗)].

For the first term, using the fact that Var(ψ(V ; θ∗, ζ∗)) = O(1/h), then Var(ET [ψ]) = O(1/Th). By the Central Limit
Theorem, we have

ET [ψ(V ; θ∗, ζ∗)] = Op((Th)−1/2). (29)

For the second term, we evaluate the conditional variance Var
(
(ET − E)[ψ(V ; θ∗, ζ̂(ℓ))− ψ(V ; θ∗, ζ∗)] | Icℓ

)
. Following

the variance scaling argument in Equation (A.5) in Colangelo & Lee (2026), we have

Var
(
(ET − E)[ψ(V ; θ∗, ζ̂(ℓ))− ψ(V ; θ∗, ζ∗)] | Icℓ

)
= Op

(
∥ζ̂(ℓ) − ζ∗∥2∞

Th

)
.

Under the assumption that the nuisance estimators are consistent, ∥ζ̂(ℓ) − ζ∗∥∞ = op(1), and Th→∞, we have

(ET − E)[ψ(V ; θ∗, ζ̂(ℓ))− ψ(V ; θ∗, ζ∗)] = op((Th)
−1/2). (30)

For the third term, by the Neyman orthogonality B.3, we decompose the functional bias into

E[ψ(V ; θ∗, ζ̂)− ψ(V ; θ∗, ζ∗)] = dM(ζ∗; ζ̂ − ζ∗) + 1

2
d2M(ζ̄; ζ̂ − ζ∗) (ζ̄ lies between ζ∗ and ζ̂)

= Op(hs∥ζ̂ − ζ∗∥∞) +Op(∥λ̂1 − λ∗1∥∞∥λ̂2 − λ∗2∥∞)

= Op(hs(T−ρm∧ρα + T−ρπ )) + T−(ρm∧ρα)−ρπ ). (by (13), (14), (31))

where λ̄1 lies between λ∗1 and λ̂(ℓ)1 , satisfying λ̄1 ≥ η and ∥λ∗1 − λ̄1∥∞ ≤ ∥λ̂1 − λ∗1∥∞,

d2M(ζ̄;∆ζ) = 2E

K
(
P−π(X)

h

)
hλ̄22(X,P )

∆λ2
(X,P )∆λ1

(X,P )

+ 2E

K
(
P−π(X)

h

)
∆2
λ2
(X,P )

hλ̄32(X,P )

(
U(PY ;α∗)− λ̄1(X,P ;α∗)

)
≤ O (∥∆λ1

∥∞ · ∥∆λ2∥∞) +Op(∥∆λ2
∥2∞ · ∥∆λ1

∥∞). (31)

Under the bandwidth condition
√
Th1+2s → 0, s = 1, 2, and the product rate condition in Assumption 3.1, we have

E[ψ(V ; θ∗, ζ̂)− ψ(V ; θ∗, ζ∗)] = op((Th)
−1/2). (32)
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Combining above (29)-(32), we have ET [ψ(V ; θ∗, ζ̂)] = Op((Th)
−1/2), then substituting (28), we have

∥θ̂ − θ∗∥ = Op((Th)
−1/2). (33)

Hence, combining (26), (27), and (33), we have
√
ThRT = op(1). (34)

Based on (29) and (34), multiplying (23) by
√
Th yields

√
Th(θ̂ − θ∗) = −J∗−1

(√
ThET [ψ(V ; θ∗, ζ∗)]

)
+ op(1),

which implies that θ̂ is asymptotically linear. Furthermore, by the central limit theorem, we have

√
Th(θ̂ − θ∗) d−→ N (0,Σ∗), Σ∗ = J∗−1Ω∗J∗−⊤,

where the asymptotic covariance matrix Ω∗ is defined as limh→0 Var(
√
hψ(V ; θ∗, ζ∗)) . Since E[ψ(V ; θ∗, ζ∗)] = 0, the

variance is given by

Ω∗ = lim
h→0

E
[
(
√
hψ(V ; θ∗, ζ∗))2

]
=

∫
K2(u)du · diag(ω0, ω1, 0, 0),

ωj = E
[
Var((PY )j exp(−PY/α∗)|X,P = π(X))

π0(π(X)|X)

]
, j = 0, 1,

where we use the change of variables formula u = p−π(x)
h in integration, and only K2(·)/h2 is non-zero when h→ 0.

Now, we establish that our proposed estimator θ̂ achieves the semiparametric efficiency lower bound. First, we show
that we achieve semiparametric efficiency for the individual functionals Wj(π, α

∗), j = 0, 1. Following the theoretical
framework in Colangelo & Lee (2026) (see Supplement S2), the target parameters θ∗ are defined via the functionals
W ∗
j = E[(PY )j exp(−PY/α∗)|P = π(X)], j = 0, 1. Note that at the fixed optimal dual parameter α∗ (determined by the

first-order condition (4)), by treating the term (PY )j exp(−PY/α∗) as a square-integrable transformation on the outcome
variable, each W ∗

j can be viewed as an average structural function. As established in Colangelo & Lee (2026) (see Remark

S5), the kernel-smoothed structure K(
p−π(x)

h )

hλ2
is the unique local Riesz representer for the evaluation of the conditional

expectation at the point p = π(x). This implies that the diagonal elements ωj of Ω∗ defined in the expression above achieve
the semiparametric efficiency lower bound for estimating W ∗

j .

Second, we demonstrate that this efficiency propagates to the parameter vector θ∗ through Hadamard differentiability. The
moment function ψ is constructed as the doubly robust score. Specifically, the first two components of ψ (corresponding to
W0 and W1) use the local Riesz representer structure established in Colangelo & Lee (2026), which ensures that these com-
ponents achieve semiparametric efficiency. The resulting influence function of the system is given by −J∗−1ψ(V ; θ∗, ζ∗).
From the first-order condition (4), we can explicitly express α∗ as α∗ =

W∗
1

W∗
0 (− logW∗

0 −δ) , and R∗
δ = −α∗ logW ∗

0 − α∗δ

from (5). The mapping from (W ∗
0 ,W

∗
1 ) to (α∗, R∗

δ) is Hadamard differentiable. Specifically, since W ∗
1 is bounded and

the functions involved (logarithm and division) are smooth in the region where W ∗
0 ≥ ρ/2 (by choosing h such that

h2 ≤ ρ

2C1Lm
in (43)), the mapping is Hadamard differentiable. By Theorems 25.20, 25.21, and 25.47 of van der Vaart

(1998), the efficiency of W ∗
0 and W ∗

1 propagates to the efficiency of each component of θ∗ through the delta method.
Since the influence function −J∗−1ψ has the structure of the efficient influence function for the parameter vector θ∗,
the asymptotic covariance matrix Σ∗ = J∗−1Ω∗J∗−⊤ achieves the semiparametric efficiency lower bound for the entire
parameter vector θ∗, and in particular for each component α∗, W ∗

0 , W ∗
1 , and R∗

δ .

C. Proof of Results in Section 4
To ease the presentation, we use notations W , m and m̂(ℓ) to represent the true and estimated functions, W0, m0 and m̂(ℓ)

0 ,
respectively.
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Lemma C.1. Let ŴT (α) be defined as in (8). The first and second derivatives of the objective function φ̂T (α) required for
the Newton update are:

∂

∂α
φ̂T (α) = − log ŴT (α)− α

Ŵ ′
T (α)

ŴT (α)
− δ,

∂2

∂α2
φ̂T (α) =

α(Ŵ ′
T (α))

2 − 2Ŵ ′
T (α)ŴT (α)− αŴ ′′

T (α)ŴT (α)

(ŴT (α))2
,

where the derivatives of the weighted generating function are given by:

Ŵ ′
T (α) =

1

T

L∑
ℓ=1

∑
t∈Iℓ

K
(
pt−π(xt)

h

)
Ŝπℓ hπ̂0(pt|xt)

exp
(
−ptyt

α

) ptyt
α2

,

Ŵ ′′
T (α) =

1

T

L∑
ℓ=1

∑
t∈Iℓ

K
(
pt−π(xt)

h

)
Ŝπℓ hπ̂0(pt|xt)

exp
(
−ptyt

α

)( (ptyt)
2

α4
− 2ptyt

α3

)
.

Proof of Lemma C.1. This proof is straightforward by taking the derivatives of the function φ̂T (α) with respect to α.

Proof of Theorem 4.4. We can rewrite the DR estimator as follows,

Ŵ (ℓ)(π, α) =
1

|Iℓ|Ŝπℓ

∑
t∈Iℓ

K
(
pt−π(xt)

h

)
hπ̂0(pt|xt)

exp(−ptyt/α) +
1

|Iℓ|
∑
t∈Iℓ

(
m̂(ℓ)(xt, π(xt);α)−

1

Ŝπℓ
m̂(ℓ)(xt, pt;α)

)
.

We also define an infeasible optimal dual objective function R̃hδ (π) ≜ supα≥0{−α log W̃h(π, α)− αδ}, where

W̃h(π, α) ≜ EP0∗π0

m(X,π(X);α) +
K
(
P−π(X)

h

)
hπ0(P |X)

(exp(−r(X,P,Z)/α)−m(X,P ;α))

 ,
the empirical dual objective function R̃δ(π) ≜ supα≥0{−α log W̃T (π, α)− αδ}, and the infeasible estimator is

W̃ (ℓ)(π, α) ≜
1

|Iℓ|Sπℓ

∑
t∈Iℓ

K
(
pt−π(xt)

h

)
hπ0(pt|xt)

exp(−ptyt/α) +
1

|Iℓ|
∑
t∈Iℓ

m(xt, π(xt);α)−
1

Sπℓ

K
(
pt−π(xt)

h

)
hπ0(pt|xt)

m(xt, pt;α)

 ,

Sπℓ ≜
1

|Iℓ|
∑
t∈Iℓ

K
(
pt−π(xt)

h

)
hπ0(pt|xt)

, and W̃T (π, α) ≜
1

L

L∑
ℓ=1

W̃ (ℓ)(π, α).

Then we can decompose regret as

Reg(π̂) = Rδ(π
∗)− R̂δ(π̂) + R̂δ(π̂)−Rδ(π̂)

≤
(
Rδ(π

∗)− R̂δ(π∗)
)
+
(
R̂δ(π̂)−Rδ(π̂)

)
≤ 2 sup

π∈Π
|Rδ(π)− R̂δ(π)|

≤ 2 sup
π∈Π
|Rδ(π)− R̃hδ (π)|+ 2 sup

π∈Π
|R̃hδ (π)− R̃δ(π)|+ 2 sup

π∈Π
|R̃δ(π)− R̂δ(π)|.

By utilizing Lemmas C.2, C.4 and C.5, we obtain with probability at least 1− 7ϵ,

Reg(π̂) ≲ α

(
log

(
1

h

)
·

(
dΠ

Th/L
+

√
dΠ

Th/L
+

√
log(1/ϵ)

Th/L
+

log(1/ϵ)

Th/L

)
+ T−γπ−γm + hs

)
+ hs,

for s = 1, 2 in Assumption 2.4, which completes the proof.
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Lemma C.2. Under Assumptions 2.1, 2.3, 2.4, 3.2, we have supπ∈Π |Rδ(π)− R̃hδ (π)| ≲ hs for s = 1, 2 in Assumption
2.4.

Proof of Lemma C.2. To ease the notation, letW (π, α) := EP0
[exp (−r(X,π(X), Z)/α)]. Define an alternative approach

using m(X,π(X);α) instead of m(X,P ;α),

W̃ ′
h(π, α) ≜ EP0∗π0

m(X,π(X);α) +
K
(
P−π(X)

h

)
hπ0(P |X)

(exp(−r(X,P,Z)/α)−m(X,π(X);α))

 .
First, we show that supα>0

{
α|W̃ ′

h(π, α)−W (π, α)|
}
≤ O(h). Recalling that the conditional expectation of the trans-

formed reward is m(X,P ;α) := EP0
[exp(−r(X,P,Z)/α) | X,P ]. Then we can rewrite as

W (π, α) = EP0
[exp (−r(X,π(X), Z)/α)]

= EX [EZ [exp (− r(X,π(X), Z)/α)|X]]

= EX [EZ [exp (− r(X,P,Z)/α)|X,P = π(X)]]

= EX [m(X,π(X);α)]

= EX [EZ [exp (−r(P,Z)/α)|X,P = p] · 1{π(X) = p}]

= EX
[∫ 1

pmin

EZ [exp (−r(P,Z)/α)|X,P = p] · 1{π(X) = p}dp
]
,

W̃ ′
h(π, α) = EP0

[
m(X,π(X);α) +

1

h

∫ 1

pmin

K

(
p− π(X)

h

)(
e−r(X,p,Z)/α −m(X,π(X);α)

)
dp

]
=

1

h

∫ 1

pmin

EP0

[
K

(
p− π(X)

h

)
e−r(X,p,Z)/α

]
dp Assumption 3.2 and Fubini-Tonelli

=
1

h

∫ 1

pmin

EX
[
K

(
p− π(X)

h

)
EP0|X

[
e−r(X,p,Z)/α

∣∣X]]dp (35)

= EX

[∫ 1

pmin

K(p−π(X)
h )m(X, p;α)

h
dp

]
= EX

[∫ ∞

−∞
m(X, th+ π(X);α)K(t)dt

]
.

Case 1: Second-order bounded derivative holds in Assumption 2.4. Suppose that the second-order derivative ofm(X,P ;α)
is bounded by Lm, and we delay the justification of Lm later. By the second-order Taylor expansion of m(X,P ;α) around
P = π(X), we have

|W̃ ′
h(π, α)−W (π, α)| =

∣∣∣∣EP0

[∫
m(X, th+ π(X);α)−m(X,π(X);α)K(t)dt

]∣∣∣∣ ≤ C1Lmh
2 (36)

where we use
∫
uK(u)du = 0 and

∫
u2K(u)du ≤ C1 <∞ from Assumption 3.2. Now, we provide the specific Lm. We

derive the partial derivative as

− 1 ≤ ∂m(X,P ;α)

∂P
= − 1

α
e−P/α · P(Z ≥ P − f(X)|X) +

(
1− e−P/α

)
fZ(P − f(X)) ≤ LZ , (37)

0 ≤ ∂2m

∂P 2
= f ′Z(P − f(X))(1− e−P/α) + 2

α
e−P/αfZ(P − f(X)) +

1

α2
e−P/αP(Z ≥ P − f(X)|X)

≤ LZ +
2

epmin
+

4

e2p2min

(38)

then Lm ≡ max{1, LZ+ 2
epmin

+ 4
e2p2min

}, where fZ , f ′Z are pdf and pdf derivative of Z, and LZ -bounded from Assumption
2.4. Multiplying by α, we get

sup
α>0

{
α|W̃ ′

h(π, α)−W (π, α)|
}
≤ sup
α>0

α

∣∣∣∣E [∫ m(X, th+ π(X);α)−m(X,π(X);α)K(t)dt

]∣∣∣∣ ≤ C1h
2·sup
α>0

{∣∣∣∣α∂2m∂P 2

∣∣∣∣} .
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The following step is to show that supα>0{α∂
2m
∂P 2 } is a finite constant. Note that p ∈ [pmin, 1], then

0 ≤ α∂
2m

∂P 2
= αf ′Z(P − f(X))(1− e−P/α) + 2e−P/αfZ(P − f(X)) +

1

α
e−P/αP(Z ≥ P − f(X)|X)

≤ α
(
1− e−1/α

)
LZ + 2LZ +

1

α
LZ +

1

epmin
≤ 3LZ +

1

epmin
, ∀α > 0. (39)

Hence, we conclude that supα>0{α∂
2m
∂P 2 } = 3LZ+

1
epmin

. With some abuse of notation, let Lm := 1+3LZ+
2

epmin
+ 4
e2p2min

.
Then, we get

sup
α>0

{
α|W̃ ′

h(π, α)−W (π, α)|
}
≤ C1Lmh

2. (40)

By a similar process, we obtain

∣∣∣W̃h(π, α)− W̃ ′
h(π, α)

∣∣∣ =
∣∣∣∣∣∣EP0∗π0

K
(
P−π(X)

h

)
hπ0(P |X)

(m(X,π(X);α)−m(X,P ;α))

∣∣∣∣∣∣
≤
∣∣∣∣ 1hEX

[∫ 1

pmin

K

(
p− π(X)

h

)
m(X,π(X);α)−m(X, p;α) dp

∣∣∣X]∣∣∣∣
=

∣∣∣∣EX [∫ K(u)m(X,π(X);α)−m(X,π(X) + uh;α) du
∣∣∣X]∣∣∣∣ ≤ C1Lmh

2, and (41)

sup
α>0

{
α|W̃ ′

h(π, α)− W̃h(π, α)|
}
≤ C1Lmh

2. (42)

To proceed, we can pick h2 ≤ ρ

2C1Lm
, the (36) and (41) imply that∣∣∣W̃ ′

h(π, α)−W (π, α)
∣∣∣ ≤ ρ

2
,
∣∣∣W̃h(π, α)− W̃ ′

h(π, α)
∣∣∣ ≤ ρ

2
.

Therefore, we have

|Rδ(π)− R̃hδ (π)| ≤ sup
α>0

∣∣∣(−α log W̃h(π, α)− αδ)− (−α logW (π, α)− αδ)
∣∣∣

= sup
α>0

∣∣∣∣α log

(
W (π, α)

W̃h(π, α)

)∣∣∣∣ ≤ sup
α>0

∣∣∣∣∣α log

(
W (π, α)

W̃ ′
h(π, α)

)∣∣∣∣∣+ sup
α>0

∣∣∣∣∣α log

(
W̃h(π, α)

W̃ ′
h(π, α)

)∣∣∣∣∣ .
For the first term,

sup
α>0

∣∣∣∣∣α log

(
W (π, α)

W̃ ′
h(π, α)

)∣∣∣∣∣ = sup
α>0

∣∣∣∣∣α log

(
1 +

W (π, α)− W̃ ′
h(π, α)

W̃ ′
h(π, α)

)∣∣∣∣∣
(a)

≤ 2 sup
α>0

{
α

∣∣∣∣∣W (π, α)− W̃ ′
h(π, α)

W̃ ′
h(π, α)

∣∣∣∣∣
}

(b)

≤ 2

ρ
sup
α>0

{
α
∣∣∣W (π, α)− W̃ ′

h(π, α)
∣∣∣} (c)

≤ 2

ρ
C1Lmh

2,

where step (a)-(b) follow from the inequality | log(1 + u)| ≤ 2|u| for any |u| ≤ 1/2 and W̃ ′
h(π, α) ≥ ρ, which is continued

from (35),

W̃ ′
h(π, α) =

1

h

∫ 1

pmin

EX
[
K

(
p− π(X)

h

)
EP0|X

[
e−r(p,Z)/α

∣∣X]] dp
=

1

h

∫ 1

pmin

EX
[
K

(
p− π(X)

h

)(
e−p/α ·P0(v(X,Z) ≥ p|X) +P0(v(X,Z) < p|X)

)]
dp

≥
ρ

h

∫ 1

pmin

EX
[
K

(
p− π(X)

h

)]
dp by Assumption 2.3

24



Doubly Robust Distributionally Robust Offline Contextual Pricing

=
ρ

h
EX

[∫ 1

pmin

K

(
p− π(X)

h

)
dp

]
≥ ρ. (43)

And step (c) directly follows from (40). So does the second item. Combining above two terms (40) and (42), we get
|Rδ(π)− R̃hδ (π)| ≤ 4

ρC1Lmh
2.

Case 2: First-order bounded derivative holds in Assumption 2.4. By a similar process, we have |Rδ(π) − R̃hδ (π)| ≤
4
ρC1Lmh, where we let Lm ≡ max{1, LZ} from (37).

Lemma C.3. Under Assumption 2.3, we have

|R̃hDRO(π)− R̃DRO(π)| ≤
4

ρ

1

L

L∑
ℓ=1

(
2dKS(FQπ , FQ̂π

ℓ
) + dKS(FP0

, FP̂ℓ
)
)
,

where dKS(·, ·) denotes the KS distance, defined as dKS(F1, F2) ≜ sups∈[0,1] |F1(s)− F2(s)|, P̂ℓ is a uniform empirical
measure on Ω̂ℓ := {(zt, xt, pt)}t∈Iℓ

, ℓ = 1, ..., L, and the kernel-weighted measures are defined as

dQπ

d(P0 ∗ π0)
≜
K
(
P−π(X)

h

)
hπ0(P |X)

, and
dQ̂πℓ
dP̂ℓ

(s) ≜
1

Sπℓ
·
K
(
pt−π(xt)

h

)
hπ0(pt|xt)

.

Proof of Lemma C.3. For simplicity, we denote the first term in W̃T (π, α) as

Ṽ1(π, α) ≜
1

L

L∑
ℓ=1

1

|Iℓ|Sπℓ

∑
t∈Iℓ

K
(
pt−π(xt)

h

)
hπ0(pt|xt)

exp(−ptyt/α)

and the second term as

Ṽ2(π, α) ≜
1

L

L∑
ℓ=1

1

|Iℓ|
∑
t∈Iℓ

(
m(xt, π(xt);α)−

1

Sπℓ

K(pt−π(xt)
h )

hπ0(pt|xt)
m(xt, pt;α)

)
,

so that W̃T (π, α) ≡ Ṽ1(π, α) + Ṽ2(π, α). Similarly, we write

Ṽ h1 (π, α) ≜ EP0∗π0

[
K(P−π(X)

h )

hπ0(P |X)
exp(−P · Y/α)

]
, Ṽ h2 (π, α) ≜ EP0∗π0

[
m(X,π(X);α)−

K(P−π(X)
h )

hπ0(P |X)
m(X,P ;α)

]
,

so that W̃h(π, α) ≡ Ṽ h1 (π, α) + Ṽ h2 (π, α).

We decompose W̃T (π, α) and W̃h(π, α) into three distinct components based on the following measures. Denote the CDF
of r(X,P,Z) under the measure Qπ as FQπ (s),

FQπ (s) ≜ Qπ(r(X,P,Z) ≤ s) = EQπ [1{r(X,P,Z) ≤ s}] = EP0∗π0

1{r(X,P,Z) ≤ s} · K
(
P−π(X)

h

)
hπ0(P |X)

 .
Hence, we can calculate the expectation of the function g(X,Z, P ) = exp(−r(X,P,Z)/α) with respect to Qπ as follows:

Ṽ h1 (π, α) = EQπ [exp(−r(X,P,Z)/α)].

Similarly, denote the CDF of r(X,P,Z) under the measure Q̂πℓ as FQ̂π
ℓ
(s),

FQ̂π
ℓ
(s) ≜ Q̂πℓ (r ≤ s) = EQ̂π

ℓ
[1{r ≤ s}] = EP̂ℓ

[
1{r ≤ s} · dQ̂

π
ℓ

dP̂ℓ
(t)

]
=

1

|Iℓ|Sπℓ

∑
t∈Iℓ

K
(
pt−π(xt)

h

)
hπ0(pt|xt)

1{rt ≤ s},
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which implies that

EQ̂π
ℓ
[exp(−r/α)] = EP̂ℓ

[
exp(−r/α)dQ̂

π
ℓ

dP̂ℓ
(t)

]
=

1

|Iℓ|Sπℓ

∑
t∈Iℓ

K
(
pt−π(xt)

h

)
hπ0(pt|xt)

exp(−rt/α), Ṽ1(π, α) =
1

L

L∑
ℓ=1

EQ̂π
ℓ
[exp(−r/α)].

Similarly, using the empirical measures P̂ℓ and Q̂πℓ defined above, we can rewrite

Ṽ2(π, α) =
1

L

L∑
ℓ=1

(
EP̂ℓ

[m(X,π(X);α)]− EQ̂π
ℓ
[m(X,P ;α)]

)
, Ṽ h2 (π, α) = EP0

[m(X,π(X);α)]−EQπ [m(X,P ;α)].

Picking hs ≤ ρ

2C1Lm
from (41), we have

∣∣∣W̃h(π, α)− W̃ ′
h(π, α)

∣∣∣ ≤ ρ/2, and from (43), it follows from W̃h(π, α) ≥
W̃ ′
h(π, α)− ρ/2 ≥ ρ/2. Furthermore, by a similar process in (65), we can also get∣∣∣W̃T (π, α)− W̃h(π, α)

∣∣∣ = O(dΠ log(1/ϵ)

Th

)
,

with the probability at least 1 − ϵ. To proceed, we can pick Ω
(
dΠ log(1/ϵ)

Tρ

)
≤ h ≤

(
ρ

2C1Lm

)1/s
such that∣∣∣W̃T (π, α)− W̃h(π, α)

∣∣∣ ≤ ρ/4. By a similar argument in proof of Lemma C.2, we can partition α
∣∣∣W̃T (π, α)− W̃h(π, α)

∣∣∣
into three terms.

|R̃hDRO(π)− R̃DRO(π)| =
∣∣∣∣sup
α>0

{
−α log W̃h(π, α)− αδ

}
− sup
α>0

{
−α log W̃T (π, α)− αδ

}∣∣∣∣
≤ sup
α>0

∣∣∣∣∣α log

(
W̃T (π, α)

W̃h(π, α)

)∣∣∣∣∣ ≤ 4

ρ
sup
α>0

{
α
∣∣∣W̃T (π, α)− W̃h(π, α)

∣∣∣}
≤ 4

ρ
sup
α>0

{
α

∣∣∣∣∣ 1L
L∑
ℓ=1

(EQ̂π
T
− EQπ ) [exp(−r(X,P,Z)/α)]

∣∣∣∣∣
}

+
4

ρ
sup
α>0

{
α

∣∣∣∣∣ 1L
L∑
ℓ=1

(EQ̂π
ℓ
− EQπ ) [m(X,P ;α)]

∣∣∣∣∣
}

+
4

ρ
sup
α>0

{
α

∣∣∣∣∣ 1L
L∑
ℓ=1

(EP̂ℓ
− EP0)[m(X,π(X);α)]

∣∣∣∣∣
}
. (44)

Note that for any non-negative random variable S ∈ [0, 1] with CDF FS , and a differentiable function g(s), we have
E[g(S)] = g(0) +

∫ 1

0
g′(s)(1 − FS(s))ds. In our setting, g(s) = exp(−s/α). Using the definition of the Kolmogorov-

Smirnov distance dKS(F1, F2) = sups |F1(s)− F2(s)|, we bound the first term α(EQ̂π
ℓ
− EQπ ) [exp(−r(P,Z)/α)].

∣∣∣α(EQ̂π
ℓ
− EQπ )[e−r/α]

∣∣∣ = ∣∣∣∣α ∫ 1

0

(
− 1

α
e−s/α

)
(FQπ (s)− FQ̂π

ℓ
(s))ds

∣∣∣∣
≤ dKS(FQπ , FQ̂π

ℓ
) ·
∫ 1

0

e−s/αds = dKS(FQπ , FQ̂π
ℓ
) · α(1− e−1/α).

Taking the limit by L’Hôpital, limα→∞
1−e−1/α

1/α = 1. Thus, we have supα>0

{
α
(
1− e−1/α

)}
= 1 from the monotone

increasing. Therefore,
sup
α>0

∣∣∣α(EQ̂π
ℓ
− EQπ )[e−r/α]

∣∣∣ ≤ dKS(FQπ , FQ̂π
ℓ
).

Applying the same logic to α(EQ̂π
ℓ
− EQπ ) [m(X,P ;α)],

∣∣∣α(EQ̂π
ℓ
− EQπ ) [m(X,P ;α)]

∣∣∣ = ∣∣∣∣α ∫ 1

0

(
− 1

α
e−s/α

)
(FQπ (s)− FQ̂π

ℓ
(s))ds

∣∣∣∣
≤ dKS(FQπ , FQ̂π

ℓ
) ·
∫ 1

0

e−s/αds = dKS(FQπ , FQ̂π
ℓ
) · α(1− e−1/α).
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Taking the average over ℓ = 1, . . . , L, we have

|R̃hDRO(π)− R̃DRO(π)| ≤
4

ρ

1

L

L∑
ℓ=1

(
2dKS(FQπ , FQ̂π

ℓ
) + dKS(FP0

, FP̂ℓ
)
)
.

Lemma C.4. Under Assumptions 2.2 and 3.2, we have with probability at least 1− 3ϵ,

sup
π∈Π
|R̃hDRO(π)− R̃DRO(π)| ≲

dΠL

Th
+

√
dΠL

Th
+

√
log(1/ϵ)L

Th
+

log(1/ϵ)L

Th
,

Proof of Lemma C.4. We decompose the KS distance in Lemma C.3 using the triangle inequality,

dKS(FQπ , FQ̂π
ℓ
) = sup

s∈[0,1]

∣∣∣∣∣∣ 1

TSπℓ

∑
t∈Iℓ

K
(
pt−π(xt)

h

)
hπ0(pt|xt)

1{rt ≤ s} − E

K
(
P−π(X)

h

)
hπ0(P |X)

1{r(X,P ;α) ≤ s}

∣∣∣∣∣∣
≤ sup
s∈[0,1]

∣∣∣∣∣∣ 1

|Iℓ|
∑
t∈Iℓ

K
(
pt−π(xt)

h

)
hπ0(pt|xt)

1{rt ≤ s} − E

K
(
P−π(X)

h

)
hπ0(P |X)

1{r(X,P ;α) ≤ s}

∣∣∣∣∣∣
+ sup
s∈[0,1]

∣∣∣∣∣∣S
π
ℓ − 1

|Iℓ|Sπℓ

∑
t∈Iℓ

K
(
pt−π(xt)

h

)
hπ0(pt|xt)

1{rt ≤ s}

∣∣∣∣∣∣ , (45)

dKS(FP0
, FP̂ℓ

) = sup
s∈[0,1]

∣∣∣∣∣ 1

|Iℓ|
∑
t∈Iℓ

1{r(xt, π(xt);α) ≤ s} − E [1{r(X,π(X);α) ≤ s}]

∣∣∣∣∣ . (46)

Note that ∣∣∣∣∣∣S
π
ℓ − 1

|Iℓ|Sπℓ

∑
t∈Iℓ

K
(
pt−π(xt)

h

)
hπ0(pt|xt)

1{rt ≤ s}

∣∣∣∣∣∣ ≤ |Sπℓ − 1| and E[Sπℓ ] = 1. (47)

Define

fπ(x, p) =
1

hπ0(p|x)
K

(
p− π(x)

h

)
, f1π,s(x, p, z) ≜

1

hπ0(p|x)
K

(
p− π(x)

h

)
1{r(x, p, z) ≤ s}

f2π,s(x, z) ≜ 1{r(x, π(x), z) ≤ s},

and the corresponding function classes

FΠ := {fπ|π ∈ Π}, GΠ := {gπ = fπ − E[fπ]
∣∣π ∈ Π},

F1
Π,s ≜

{
f1π,s|π ∈ Π, s ∈ [0, 1]

}
, G1Π,s ≜

{
g1π,s = f1π,s − E[f1π,s]

∣∣∣π ∈ Π, s ∈ [0, 1]
}
,

F2
Π,s ≜

{
f2π,s(x, z) = f2π,s − E[f2π,s]

∣∣∣π ∈ Π, s ∈ [0, 1]
}
, G2Π,s ≜

{
g2π,s = f2π,s − E[f2π,s]

∣∣∣π ∈ Π, s ∈ [0, 1]
}
.

Thus, we next provide the upper bounds for

sup
π∈Π

∣∣∣∣∣ 1

|Iℓ|
∑
t∈Iℓ

fπ(xt, pt)− E[fπ]

∣∣∣∣∣ , sup
π∈Π,s∈[0,1]

∣∣∣∣∣ 1

|Iℓ|
∑
t∈Iℓ

f1π,s(xt, pt, zt)− E[f1π,s]

∣∣∣∣∣ , sup
π∈Π,s∈[0,1]

∣∣∣∣∣ 1

|Iℓ|
∑
t∈Iℓ

f2π,s(xt)− E[f2π,s]

∣∣∣∣∣ .
Step 1. Bound for supπ∈Π

∣∣∣ 1
|Iℓ|
∑
t∈Iℓ

fπ(xt, pt)− E[fπ]
∣∣∣. Note that fπ is uniformly bounded by a constant BΠ := C2

hη

due to Assumption 3.2 and 2.2. Let {(xt, pt)}t∈Iℓ
be i.i.d. random variables. Our goal is to derive a high-probability upper

bound for

sup
π∈Π

∣∣∣∣∣ 1

|Iℓ|
∑
t∈Iℓ

fπ(xt, pt)− E[fπ]

∣∣∣∣∣ = 1

|Iℓ|
sup
g∈GΠ

∣∣∣∣∣∑
t∈Iℓ

g(xt, pt)

∣∣∣∣∣ ≡ ∆. (48)
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First, we provide the second-moment bound.

sup
π∈Π

E[f2π ] = sup
π∈Π

∫
X

∫
P

1

h2π0(p|x)2
K2

(
p− π(x)

h

)
π0(p|x)dpdQ(x)

= sup
π∈Π

∫
X

∫
P

1

h2π0(p|x)
K2

(
p− π(x)

h

)
dpdQ(x) ≤ sup

π∈Π

1

ηh

∫
X

∫ ∞

−∞
K2(u)du ≤ C2

hη
:= σ2 (49)

where the last inequality follows from
∫
K2(u)du < C2 in Assumption 3.2 and σ2 := C2

hη .

From the definition of covering number and uniform covering number (see Definition D.2), and Lemma D.4, we have

N (ϵ,FΠ, L2(PT ′)) ≤ N1

(
ϵ2

BΠ
,FΠ, T

′
)
≤ N1

(
ϵ2

BΠLK
,Π, T ′

)
,

which is directly by letting

F0 = Π, F1 =

{
(x, p) 7→ p− π(x)

h
|π ∈ Π

}
, FΠ =

{
fπ : (x, p) 7→

K
(
p−π(x)

h

)
hπ0(p|x)

∣∣∣π ∈ Π
}

(50)

and Pdim(F0) = Pdim(Π) := dΠ. Combined with Lemma D.3(ii), we conclude that

logN (ϵ,FΠ, L1(PT ′)) ≤ logN (ϵ,FΠ, L2(PT ′)) ≲ dΠ log

(
BΠ

ϵ

)
.

On the other hand, from Lemma D.3(iii), we have

logM(ϵ,FΠ, L1(PT ′)) ≳ Pdim(FΠ) log(1/ϵ),

for T ′ ≥ Pdim(FΠ). Combining the above two, which both hold for all sufficiently small ϵ > 0, we can get

Pdim(FΠ) ≲ dΠ. (51)

By setting T ′ = |Iℓ| in Lemma C.6, we obtain

E[∆] ≡ 1

|Iℓ|
E

[
sup
g∈GΠ

∣∣∣∣∣∑
t∈Iℓ

g(xt, pt)

∣∣∣∣∣
]
≲
BΠdΠ
|Iℓ|

+

√
σ2dΠ
|Iℓ|

.

Now, we use Talagrand Inequality (see Lemma D.1) with deviation β(ϵ) > 0,

P (∆− E[∆] ≥ β(ϵ)) ≤ 2 exp

{
− β(ϵ)2|Iℓ|
8eσ2 + 16eBΠE[∆] + 4BΠβ(ϵ)

}
.

To get a bound holding with probability 1− ϵ, we can pick β(ϵ) ≲
√

σ2 log(1/ϵ)
|Iℓ| + BΠ log(1/ϵ)

|Iℓ| . Hence, we have

sup
π∈Π

∣∣∣∣∣ 1

|Iℓ|
∑
t∈Iℓ

fπ(xt, pt)− E[fπ]

∣∣∣∣∣ ≲ dΠ
|Iℓ|h

+

√
dΠ
|Iℓ|h

+

√
log(1/ϵ)

|Iℓ|h
+

log(1/ϵ)

|Iℓ|h
,

with probability at least 1− ϵ.

Step 2. Bound for supπ∈Π,s∈[0,1]

∣∣∣ 1
|Iℓ|
∑
t∈Iℓ

f1π,s(xt, pt, zt)− E[f1π,s]
∣∣∣. It is same as Step 1 that

∣∣f1π,s∣∣ ≤ BΠ, and the

second-moment bound is bounded by σ2 := C2

hη . We first claim that

N (ϵ,F1
Π,s, L2(P|Iℓ|)) ≤ N2(ϵ/2,FΠ, |Iℓ|) sup

P
N (ηϵ/(2C2),E , ∥ · ∥P),
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where E = {is(ϵ) ≜ 1{ϵ ≤ s}|s ∈ [0, 1]}. For ease of notation, let

N2,F (ϵ) := N2(ϵ/2,FΠ, |Iℓ|), NE (ϵ) := sup
P
N (ηϵ/(2C2),E , ∥ · ∥P).

Suppose {fπ1
, ..., fπN2,F (ϵ)

} is a ϵ/2-cover for FΠ, and {1{ϵ ≤ s1}, ...,1{ϵ ≤ sNE (ϵ)}} is a ϵ/2-cover for E under the

distance P̂ℓ, defined as

P̂ℓ ≜
1

|Iℓ|
∑
t∈Iℓ

∆(r(xt, pt, zt)).

Then, we can prove that F1,ϵ
Π,s is a ϵ-cover set for F1

Π,s, where F1,ϵ
Π,s is defined as

F1,ϵ
Π,s ≜

f1πi,sj =
K
(
p−πi(x)

h

)
hπ0(p|x)

1{r(x, p, z) ≤ sj}
∣∣i ≤ N2,F (ϵ), j ≤ NE (ϵ)

 .

For f1π,s(x, p, z) ∈ F1
Π,s, we can pick f1π̃,s̃(x, p, z) ∈ F

1,ϵ
Π,s,

∥f1π − f1π̃∥L2(P|Iℓ|)
≤ ϵ/2 and ∥1{r ≤ s} − 1{r ≤ s̃}∥P̂ℓ

≤ ηϵ/(2C2).

Then, we have

∥f1π,s − f1π̃,s̃∥L2(P|Iℓ|)
=

√
1

|Iℓ|
∑
t∈Iℓ

(
f1π,s(xt, pt, zt)− f1π̃,s̃(xt, pt, zt)

)2
=

√
1

|Iℓ|
∑
t∈Iℓ

(f1π(xt, pt, zt)1{r(xt, pt, zt) ≤ s} − f1π̃(xt, pt, zt)1{r(xt, pt, zt) ≤ s̃})
2

=

√
1

|Iℓ|
∑
t∈Iℓ

(f1π,s(xt, pt, zt))
2 (1{r(xt, pt, zt) ≤ s} − 1{r(xt, pt, zt) ≤ s̃})2 + 1{r(xt, pt, zt) ≤ s̃} (f1π(xt, pt, zt)− f1π̃(xt, pt, zt))

2

≤ C2

η

√
1

|Iℓ|
∑
t∈Iℓ

(1{r(xt, pt, zt) ≤ s} − 1{r(xt, pt, zt) ≤ s̃})2 +
√

1

|Iℓ|
∑
t∈Iℓ

(f1π(xt, pt, zt)− f1π̃(xt, pt, zt))
2

≤ ϵ

From Lemma 19.15 and Example 19.16 in van der Vaart (1998), we have supPN (ϵ,E , ∥ · ∥P) ≲
(
1
ϵ

)2
. Hence, we obtain

N (ϵ,F1
Π,s, L2(P|Iℓ|)) ≲ N1

(
ϵ2

4B(FΠ)
,FΠ, |Iℓ|

)
·
(
1

ϵ

)2

, (52)

which is directly from Lemma D.3(v), and B(FΠ) is the uniform maximum of FΠ. Combined with Lemma D.3(ii), we have

logN (ϵ,F1
Π,s, L2(P|Iℓ|)) ≲ Pdim(FΠ) log

(
1

ϵ

)
.

On the other hand, from Lemma D.3(iii), we have

logM1(ϵ,F1
Π,s, |Iℓ|) ≳ Pdim(F1

Π,s) log(1/ϵ),

for Iℓ ≥ Pdim(F1
Π,s). Combining the above two inequalities, which both hold for all sufficiently small ϵ > 0, we can get

Pdim(F1
Π,s) ≤ K · Pdim(FΠ) (53)

for some positive constant K. Note that,

N (ϵ,G1Π,s, L2(P|Iℓ|)) ≤ N (ϵ/2,F1
Π,s, L2(P|Iℓ|)) +N(ϵ/2,F1

Π,s, L2(P|Iℓ|)),
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where
F1

Π,s ≜
{
f
1

π,s = EP0∗π0 [f
1
π,s(X,P,Z)]

∣∣π ∈ Π, s ∈ [0, 1]
}
,

is a function class of constant functions, satisfying

∥f1π1,s1 − f
1

π2,s2∥L2(P|Iℓ|)
= |f1π1,s1 − f

1

π2,s2 | ≤ EP0∗π0

∣∣f1π1,s1(X,P,Z)− f
1
π2,s2(X,P,Z)

∣∣ .
Consequently, we have

N (ϵ/2,F1

Π,s, L2(P|Iℓ|)) ≤ N (ϵ/2,F1
Π,s, L1(P0 ∗ π0))

Using Definition D.2 and Lemma D.3(iv), we have

logN (ϵ/2,F1
Π,s, L1(P0 ∗ π0)) ≤ logM(ϵ/2,F1

Π,s, L1(P0 ∗ π0))

≲ Pdim(F1
Π,s) log

(
1

ϵ
log

(
1

ϵ

))
≲ Pdim(FΠ) log

(
1

ϵ
log

(
1

ϵ

))
by (53). (54)

Therefore, we conclude that

logN (ϵ,G1Π,s, L2(P|Iℓ|)) ≤ 2 logN (ϵ/2,F1
Π,s, L2(P|Iℓ|)) + 2 logN(ϵ/2,F1

Π,s, L2(P|Iℓ|))

≲ Pdim(FΠ) log

(
1

ϵ

)
≲ Pdim(Π) log

(
1

ϵ

)
by (51).

Hence, we have an upper bound like (64), implying a Dudley’s integral and a Rademacher complexity bound like the proof
of Lemma C.6. That is,

sup
π∈Π,s∈[0,1]

∣∣∣∣∣ 1

|Iℓ|
∑
t∈Iℓ

f1π,s(xt, pt, zt)− E[f1π,s]

∣∣∣∣∣ ≲ dΠ
|Iℓ|h

+

√
dΠ
|Iℓ|h

+

√
log(1/ϵ)

|Iℓ|h
+

log(1/ϵ)

|Iℓ|h
,

with probability at least 1− ϵ.

Step 3. Bound for supπ∈Π,s∈[0,1]

∣∣∣ 1T ∑T
t=1 f

2
π,s(xt, zt)− E[f2π,s]

∣∣∣. Using an analogous argument before, we can get

sup
π∈Π,s∈[0,1]

∣∣∣∣∣ 1

|Iℓ|
∑
t∈Iℓ

f2π,s(xt, pt)− E[f2π,s]

∣∣∣∣∣ ≲ dΠ
|Iℓ|

+

√
dΠ
|Iℓ|

+

√
log(1/ϵ)

|Iℓ|
+

log(1/ϵ)

|Iℓ|
,

with probability at least 1− ϵ. Specifically,
∣∣f2π,s∣∣ ≤ 1, and the second-moment bound is bounded by 1. For the indicator

class F2
Π,s, we first note that for any binary-valued function class, its pseudo-dimension is identical to its VC-dimension

(see Anthony & Bartlett, 2009). Note that

F2
Π,s = {(x, z) 7→ 1{π(x) · 1{z ≥ π(x)− f(x)} ≤ s}|π ∈ Π, s ∈ [0, 1]}

= 1{(π(x)− f(x) > z) or (π(x)− f(x) ≤ z and π(x) ≤ s)}

can be expressed as a finite Boolean combination of atomic level-set classes derived from Π. Since the VC-dimension of
each atomic class is equivalent to Pdim(Π) = dΠ, it follows from the closure properties of VC-classes (Lemma 2.6.17
van der Vaart & Wellner, 1996) that

Pdim(F2
Π,s) = VCdim(F2

Π,s) ≲ dΠ.

Consequently, we can now directly apply Lemma 19.15 in van der Vaart (1998) to obtain the uniform covering number
bound (52), consistent with the methodology used in Step 1 and Step 2. Note that |Iℓ| = T/L, we get

sup
π∈Π
|R̃hDRO(π)− R̃DRO(π)| ≲

4

ρ

1

L

L∑
ℓ=1

dΠ
|Iℓ|h

+

√
dΠ
Th

+

√
log(1/ϵ)

|Iℓ|h
+

log(1/ϵ)

|Iℓ|h
+
dΠ
|Iℓ|

+

√
dΠ
|Iℓ|

≲
dΠL

Th
+

√
dΠL

Th
+

√
log(1/ϵ)L

Th
+

log(1/ϵ)L

Th

which completes the proof.
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Lemma C.5. Let Assumptions 3.2, 2.2 and 4.2 hold. Picking h ≥ Ω
(
max

(
dΠ log(1/ϵ)

Tρ2 ,
√

dΠ+log(1/ϵ)
2T/L

))
, we have

∣∣∣R̃δ(π)− R̂δ(π)∣∣∣ ≲ α

(
log

(
1

h

)
·

(
dΠ

Th/L
+

√
dΠ

Th/L
+

√
log(1/ϵ)

Th/L
+

log(1/ϵ)

Th/L

)
+ T−γπ−γm + hs

)
,

for s = 1, 2 in Assumption 2.4, which holds with probability at least 1− 4ϵ.

Proof of Lemma C.5. For each fold ℓ, denote ∆(ℓ)
m (x, p;α) = m̂(ℓ)(x, p;α)−m(x, p;α), v(x, p;π) = K(

p−π(x)
h )

hπ0(p|x) /S
π
ℓ , and

∆
(ℓ)
v (x, p;π) = v̂(ℓ)−v, where v̂(ℓ) uses the estimated propensity score π̂(ℓ)

0 (p|x). We decompose Ŵ (ℓ)(π, α)−W̃ (ℓ)(π, α)
into three components

Ŵ (ℓ)(π, α)− W̃ (ℓ)(π, α) = E(ℓ)1 + E(ℓ)2 − E
(ℓ)
3 ,

where

E(ℓ)1 =
1

|Iℓ|
∑
t∈Iℓ

(
∆(ℓ)
m (xt, π(xt);α)−

1

Sπℓ

K(pt−π(xt)
h )

hπ0(pt|xt)
∆(ℓ)
m (xt, pt;α)

)
,

E(ℓ)2 =
1

|Iℓ|
∑
t∈Iℓ

(
∆(ℓ)
v (xt, pt;π) (exp(−ptyt/α)−m(xt, pt;α))

)
,

E(ℓ)3 =
1

|Iℓ|
∑
t∈Iℓ

(
∆(ℓ)
v (xt, pt;π) ·∆(ℓ)

m (xt, pt;α)
)
.

Conditioning on dataset Icℓ , the nuisance estimates m̂(ℓ) and π̂(ℓ)
0 are fixed.

Step 1. Bias of supπ∈Π,α∈(0,α]

∣∣∣E(ℓ)1

∣∣∣ , ∀ℓ ∈ [L]. Let ℓ ∈ [L] be fixed for now. We decompose the error E(ℓ)1 into two parts
using the triangle inequality,∣∣∣E(ℓ)1

∣∣∣ = ∣∣∣∣∣ 1

|Iℓ|
∑
t∈Iℓ

(
∆(ℓ)
m (xt, π(xt);α)−

1

Sπℓ

K(pt−π(xt)
h )

hπ0(pt|xt)
∆(ℓ)
m (xt, pt;α)

)∣∣∣∣∣
≤

∣∣∣∣∣ 1

|Iℓ|
∑
t∈Iℓ

(
∆(ℓ)
m (xt, π(xt);α)−

K(pt−π(xt)
h )

hπ0(pt|xt)
∆(ℓ)
m (xt, pt;α)

)∣∣∣∣∣+
∣∣∣∣∣Sπℓ − 1

Sπℓ |Iℓ|
∑
t∈Iℓ

K(pt−π(xt)
h )

hπ0(pt|xt)
∆(ℓ)
m (xt, pt;α)

∣∣∣∣∣
For the second term, using the fact that m and m̂(ℓ) are bounded by 1, it is bounded by |Sπℓ − 1|. From the concentration
results in Lemma C.4, we have∣∣∣∣∣Sπℓ − 1

Sπℓ |Iℓ|
∑
t∈Iℓ

K(pt−π(xt)
h )

hπ0(pt|xt)
∆(ℓ)
m (xt, pt;α)

∣∣∣∣∣ ≤ |Sπℓ − 1| ≲ dΠ
|Iℓ|h

+

√
dΠ
|Iℓ|h

+

√
log(1/ϵ)

|Iℓ|h
+

log(1/ϵ)

|Iℓ|h
,

with probability at least 1− ϵ.

For the first term, we further split it into a zero-mean empirical process E(ℓ)1,1 and a conditional bias E(ℓ)1,2,

ϕ(ℓ)π,α(x, p) = ∆(ℓ)
m (x, π(x);α)−

K
(
p−π(x)

h

)
hπ0(p|x)

∆(ℓ)
m (x, p;α),

E(ℓ)1,1 =
1

|Iℓ|
∑
t∈Iℓ

(
ϕ(ℓ)π,α(π, α)− E

[
ϕ(ℓ)π,α|Icℓ

])
, E(ℓ)1,2 = E

[
ϕ(ℓ)π,α|Icℓ

]
.

For the conditional bias E(ℓ)1,2, we have

∣∣∣E(ℓ)1,2

∣∣∣ =
∣∣∣∣∣∣E
[
∆(ℓ)
m (X,π(X);α)

∣∣∣ Icℓ ]− E

E
K

(
P−π(X)

h

)
hπ0(P |X)

∆(ℓ)
m (X,P ;α)

∣∣∣ X, Icℓ
∣∣∣∣∣∣
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=

∣∣∣∣E [∆(ℓ)
m (X,π(X);α)

∣∣∣ Icℓ ]− E
[∫ 1

pmin

1

h
K

(
p− π(X)

h

)
∆(ℓ)
m (X, p;α)dp

∣∣∣ Icℓ]∣∣∣∣
=

∣∣∣∣E [∆(ℓ)
m (X,π(X);α)

∣∣∣ Icℓ ]− E
[∫

∆(ℓ)
m (X,π(X) + th;α)K(t)dt

∣∣∣ Icℓ]∣∣∣∣
=

∣∣∣∣E [∫ (∆(ℓ)
m (X,π(X);α)−∆(ℓ)

m (X,π(X) + th;α)
)
K(t)dt

]∣∣∣∣ .
Under s-order bounded derivative in Assumptions 2.4 and 4.2, Following from the s-order Taylor expansion of ∆(ℓ)

m and
Assumptions 3.2, 2.4,4.2, we obtain

∣∣∣E(ℓ)1,2

∣∣∣ ≲ hs. To bound E(ℓ)1,1, we examine the Pseudo-dimension of the function class

Φ1 :=
{
(x, p) 7→ ϕ(ℓ)π,α − E

[
ϕ(ℓ)π,α

∣∣∣Icℓ ] ∣∣∣ π ∈ Π, α ∈ (0, α]
}
.

Let M := {mπ,α : x 7→ m(x, π(x);α)|π ∈ Π, α ∈ (0, α]}. Note that for any fixed (x, p), m(x, p;α) is a monotonic
function of α on (0, α], then the function class FA := {fα : (x, p) 7→ m(x, p;α) | α ∈ (0, α]} has a Pseudo-dimension of
1 (Theorem 11.3 in Anthony & Bartlett, 2009). By Lemma D.3(ii), the covering number of a one-parameter monotonic
family satisfies logN2(ϵ/2,FA, |Iℓ|) ≲ log(1/ϵ). Crucially, because the monotonicity is uniform, we can select a grid of α
values that forms an ϵ/2-cover for all x. We first claim that

N (ϵ,M, L2(P|Iℓ|)) ≤ N2

(
ϵ

2Lm
,Π, |Iℓ|

)
×N2

( ϵ
2
,FA, |Iℓ|

)
.

For ease of notation, let

N2,Π

(
ϵ

2Lm

)
:= N2

(
ϵ

2Lm
,Π, |Iℓ|

)
, N2,A

( ϵ
2

)
:= N2

( ϵ
2
,FA, |Iℓ|

)
.

Suppose {π1, ..., πN2,Π( ϵ
2Lm

)} is a ϵ
2Lm

-cover for Π, and fα1
, ..., fαN2,A( ϵ

2
)

is a ϵ
2 -cover for FA. Then, we can prove that

Mϵ is a ϵ-cover set for M, where Mϵ is defined as

Mϵ =

{
mπi,αj

: x 7→ m(x, πi(x);αj) : i ≤ N2,Π

(
ϵ

2Lm

)
, j ≤ N2,A

( ϵ
2

)}
.

For m(x, π(x);α) ∈M, we can pick m(x, π′(x);α′) ∈Mϵ such that

∥π − π′∥L2(P|Iℓ|)
≤ ϵ

2Lm
, ∥fα − fα′∥L2(P|Iℓ|)

≤ ϵ

2
.

Then, we have

∥mπ,α −mπ′,α′∥L2(P|Iℓ|)
=

√
1

|Iℓ|
∑
t∈Iℓ

(mπ,α(xt)−mπ′,α′(xt))
2

≤
√

1

|Iℓ|
∑
t∈Iℓ

(m(xt, π(xt);α)−m(xt, π′(xt);α))
2
+ (m(xt, π′(xt);α)−m(xt, π′(xt);α′))

2

≤
√

1

|Iℓ|
∑
t∈Iℓ

L2
m(π(xt)− π′(xt))2 + (fα(xt, π′(xt))− fα′(xt, π′(xt)))

2 ≤ ϵ.

Thus, by Lemma D.3, we obtain

logN
(
ϵ,M, L2(P|Iℓ|)

)
≲ dΠ log

(
1

ϵ

)
. (55)

And let M := {E[mπ,α(X)]|π ∈ Π, α ∈ (0, α]}. Then

∥E[mπ,α]− E[mπ′,α′ ]∥L2(P|Iℓ|)
= |E[mπ,α]− E[mπ′,α′ ]| ≤ E|mπ,α −mπ′,α′ |
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implies that N (ϵ,M, L2(P|Iℓ|)) ≤ N (ϵ,M, L1(P0)). Consequently, by Lemma D.3(iv), we have

logN
(
ϵ,M, L2(P|Iℓ|)

)
≲ dΠ log

(
1

ϵ
log

(
1

ϵ

))
. (56)

Conditional on Icℓ , the estimated regression m̂(ℓ)(x, p;α) is a fixed continuous function. Similarly, we obtain

logN
(
ϵ, M̂, L2(P|Iℓ|)

)
≲ dΠ log

(
1

ϵ

)
, logN

(
ϵ, M̂, L2(P|Iℓ|)

)
≲ dΠ log

(
1

ϵ
log

(
1

ϵ

))
. (57)

for the classes

M̂ :=
{
m̂(ℓ)
π,α : x 7→ m̂(ℓ)(x, π(x);α)|π ∈ Π, α ∈ (0, α]

}
and M̂ :=

{
E
[
m̂(ℓ)
π,α(X)

]
|π ∈ Π, α ∈ (0, α]

}
.

Let K :=

{
kπ,α : (x, p) 7→ K( p−π(x)

h )
hπ0(p|x) ∆

(ℓ)
m (x, p;α)|π ∈ Π, α ∈ (0, α]

}
. Then we can claim that

N
(
ϵ,K, L2(P|Iℓ|)

)
≤ N2 (ϵ/2,FΠ, |Iℓ|)×N2

(
hηϵ

4C2
,FA, |Iℓ|

)
×N2

(
hηϵ

4C2
, F̂A, |Iℓ|

)
,

where FΠ is defined in (50) and F̂ (ℓ)
A :=

{
f̂
(ℓ)
α : (x, p) 7→ m̂(ℓ)(x, p;α) | α ∈ (0, α]

}
. It follows from

∥kπ,α − kπ′,α′∥L2(P|Iℓ|)

≤

√√√√√ 1

|Iℓ|
∑
t∈Iℓ

K
(
pt−π(xt)

h

)
hπ0(pt|xt)

−
K
(
pt−π′(xt)

h

)
hπ0(pt|xt)

2

+
C2

hη

√
1

|Iℓ|
∑
t∈Iℓ

(m(xt, pt;α)−m(xt, pt;α′))
2

+
C2

hη

√
1

|Iℓ|
∑
t∈Iℓ

(
m̂(ℓ)(xt, pt;α)− m̂(ℓ)(xt, pt;α′)

)2
.

Hence, we can bound the covering number as

logN
(
ϵ,K, L2(P|Iℓ|)

)
≲ dΠ log

(
1

hϵ

)
. (58)

Also for K := {E [kπ,α] |π ∈ Π, α ∈ (0, α]}, we have

logN
(
ϵ,K, L2(P|Iℓ|)

)
≲ dΠ log

(
1

hϵ
log

(
1

hϵ

))
. (59)

Finally, we note that Φ1 is a subset of the vector space spanned by these classes M, M̂,M, M̂,K,K. Combining (55)-(59),
we obtain

logN
(
ϵ,Φ1, L2(P|Iℓ|)

)
≲ dΠ log

(
1

hϵ
log

(
1

hϵ

))
,

which is a similar upper bound like (64). We further have the bound on the functions in Φ1,∣∣∣ϕ(ℓ)π,α(x, p)∣∣∣ ≤ 1 +
C2

hη
, and E

[(
ϕ(ℓ)π,α(x, p)

)2]
≤ 1 +

C2

hη
.

It implies a similar Dudley’s integral in Lemma C.6,

E

[
sup

π∈Π,α∈(0,α]

∣∣∣E(ℓ)1,1

∣∣∣] ≲ log

(
1

h

)
·

(
dΠ
|Iℓ|h

+

√
dΠ
|Iℓ|h

+
dΠ
|Iℓ|

+

√
dΠ
|Iℓ|

)
.
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Combining the above Rademacher complexity bound with Talagrand’s Inequality (Lemma D.1), we obtain with probability
at least 1− ϵ

sup
π∈Π,α∈(0,α]

∣∣∣E(ℓ)1,1

∣∣∣ ≲ E
[
sup
π∈Π

∣∣∣E(ℓ)1,1

∣∣∣]+√ log(1/ϵ)

|Iℓ|h
+

log(1/ϵ)

|Iℓ|h
+

√
log(1/ϵ)

|Iℓ|
+

log(1/ϵ)

|Iℓ|
,

Hence, for s = 1, 2 in Assumption 2.4, we have

sup
π∈Π,α∈(0,α]

∣∣∣E(ℓ)1

∣∣∣ ≲ log

(
1

h

)(
dΠ
|Iℓ|h

+

√
dΠ
|Iℓ|h

+

√
log(1/ϵ)

|Iℓ|h
+

log(1/ϵ)

|Iℓ|h
+
dΠ
|Iℓ|

+

√
dΠ
|Iℓ|

+

√
log(1/ϵ)

|Iℓ|
+

log(1/ϵ)

|Iℓ|

)
+ hs.

Step 2. Bound for supπ∈Π,α∈(0,α]

∣∣∣E(ℓ)2

∣∣∣, ∀ℓ ∈ [L]. Let ℓ ∈ [L] be fixed for now. For any π ∈ Π and α ∈ (0, α], we define

ψ(ℓ)
π,α(x, p, y) = ∆(ℓ)

v (x, p;π) · (exp(−py/α)−m(x, p;α)),

∆(ℓ)
v (x, p;π) =

1

h
K

(
p− π(x)

h

)(
1

Ŝπℓ π̂
(ℓ)
0 (p|x)

− 1

Sπℓ π0(p|x)

)
,

and the nuisance estimator π̂(ℓ)
0 is fixed conditioned on the auxiliary dataset Icℓ , We observe that each summand of E(ℓ)2 is

zero-mean, by the definition of m. Now we analyze the Pseudo-dimension of the function class

Ψ2 :=
{
(x, p, y) 7→ ψ(ℓ)

π,α(x, p, y)| π ∈ Π, α ∈ (0, α]
}
.

We decompose ψ(ℓ)
π,α into three components involving π and α,∥∥∥ψ(ℓ)

π,α − ψ
(ℓ)
π′,α′

∥∥∥
L2(P|Iℓ|)

=

√
1

|Iℓ|
∑
t∈Iℓ

(
ψ
(ℓ)
π,α(xt, pt, yt)− ψ(ℓ)

π′,α′(xt, pt, yt)
)2

≤
√

1

|Iℓ|
∑
t∈Iℓ

(
∆

(ℓ)
v (xt, pt;π)−∆

(ℓ)
v (xt, pt;π′)

)2
(exp(−py/α)−m(x, p;α))2

+

√
1

|Iℓ|
∑
t∈Iℓ

(
∆

(ℓ)
v (xt, pt;π′)

)2
(exp(−ptyt/α)− exp(−ptyt/α′))2

+

√
1

|Iℓ|
∑
t∈Iℓ

(
∆

(ℓ)
v (xt, pt;π′)

)2
(m(xt, pt;α)−m(xt, pt;α′))2.

For the first term, we use the fact that (a+ b)2 ≤ 2(a2 + b2) and kπ(x, p) := 1
hK

(
p−π(x)

h

)
,√

1

|Iℓ|
∑
t∈Iℓ

(
∆

(ℓ)
v (xt, pt;π)−∆

(ℓ)
v (xt, pt;π′)

)2
(exp(−ptyt/α)−m(xt, pt;α))2

≤

√√√√ 2

|Iℓ|
∑
t∈Iℓ

(
kπ(xt, pt)

Sπℓ π0(pt|xt)
− kπ′(xt, pt)

Sπ
′

ℓ π0(pt|xt)

)2

+

√√√√ 2

|Iℓ|
∑
t∈Iℓ

(
kπ(xt, pt)

Ŝπℓ π̂
(ℓ)
0 (pt|xt)

− kπ′(xt, pt)

Ŝπ
′

ℓ π̂
(ℓ)
0 (pt|xt)

)2

By Step 1 in Lemma C.4, we can pick h ≥
√

dΠ+log(1/ϵ)
2|Iℓ| such that supπ∈Π |Sπℓ | ≤ 3

2 and infπ∈Π |Sπℓ | ≥ 1/2 with
probability at least 1− ϵ. Then, for any π, π′ ∈ Π, we have√√√√ 1

|Iℓ|
∑
t∈Iℓ

(
kπ(xt, pt)

Sπℓ π0(pt|xt)
− kπ′(xt, pt)

Sπ
′

ℓ π0(pt|xt)

)2

=

√√√√ 1

|Iℓ|
∑
t∈Iℓ

(
kπ(xt, pt)Sπ

′
ℓ − kπ′(xt, pt)Sπℓ

Sπℓ S
π′
ℓ π0(pt|xt)

)2
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=

√√√√ 1

|Iℓ|
∑
t∈Iℓ

(
(kπ(xt, pt)− kπ′(xt, pt))Sπ

′
ℓ + kπ′(xt, pt)(Sπ

′
ℓ − Sπℓ )

Sπℓ S
π′
ℓ π0(pt|xt)

)2

≤ 2

η
∥kπ − kπ′∥L2(P|Iℓ|)

+ 2|Sπℓ − Sπ
′

ℓ | ≤
4

η
∥kπ − kπ′∥L2(P|Iℓ|)

,

where we use
∑
t k

2
π′/(Sπ

′

ℓ π0)
2 ≤ 1, and

|Sπℓ − Sπ
′

ℓ | =

∣∣∣∣∣ 1

|Iℓ|
∑
t∈Iℓ

1

π0(pt|xt)
(kπ(xt, pt)− kπ′(xt, pt))

∣∣∣∣∣ ≤ 1

η

√
1

|Iℓ|
∑
t∈Iℓ

(kπ(xt, pt)− kπ′(xt, pt))2 =
1

η
∥kπ − kπ′∥L2(P|Iℓ|)

.

Furthermore, we note that

sup
π∈Π
|Sπℓ − Ŝπℓ | = sup

π∈Π

∣∣∣∣∣ 1

|Iℓ|
∑
t∈Iℓ

π̂
(ℓ)
0 (pt|xt)− π0(pt|xt)
π̂
(ℓ)
0 (pt|xt)π0(pt|xt)

kπ(xt, pt)

∣∣∣∣∣ ≤ 1

η
∥π̂(ℓ)

0 − π0∥∞ · sup
π∈Π

(
1

|Iℓ|
∑
t∈Iℓ

kπ(xt, pt)

π0(pt|xt)

)

=
1

η
∥π̂(ℓ)

0 − π0∥∞ · sup
π∈Π

Sπℓ ≤
3

2η
∥π̂(ℓ)

0 − π0∥∞, (60)

by picking h ≥
√

dΠ+log(1/ϵ)
2|Iℓ| , we have with probability 1− ϵ

sup
π∈Π

∣∣∣E [Sπℓ ]− E
[
Ŝπℓ

]∣∣∣ ≤ E
[
sup
π∈Π

∣∣∣Sπℓ − Ŝπℓ ∣∣∣] ≤ 3

2η
·
(
E
[∥∥∥π̂(ℓ)

0 (p|x)− π0(p|x)
∥∥∥2
∞

])1/2

≲
3T−γπ

2η
.

Then, there exists a sufficiently large T such that 3T−γπ

2η ≤ 1/4 such that infπ∈Π E
[
Ŝπℓ

]
≥ infπ∈Π E [Sπℓ ] − 1/4 ≥ 1/4

with probability at least 1− ϵ. Furthermore, we define

f̂ (ℓ)π (x, p) =
1

hπ̂
(ℓ)
0 (p|x)

K

(
p− π(x)

h

)
, F̂ (ℓ)

Π := {f (ℓ)π |π ∈ Π}, Ĝ(ℓ)Π := {ĝ(ℓ)π = f̂ (ℓ)π − E[f̂ (ℓ)π ]
∣∣π ∈ Π}.

Using Lemma C.6, we have

E

[
sup
π∈Π

∣∣∣∣∣ 1

|Iℓ|
∑
t∈Iℓ

f̂ (ℓ)π (xt, pt)− E[f̂ (ℓ)π (x, p)]

∣∣∣∣∣
]
≲

dΠ
|Iℓ|h

+

√
dΠ
|Iℓ|h

.

By a similar argument in Step 1 of the proof of Lemma C.4, we have

sup
π∈Π
|f̂ (ℓ)π (x, p)| ≤ C2

hη
, and sup

π∈Π
E
[(
f̂ (ℓ)π (x, p)

)2]
≤ C2

hη2
. (61)

Recalling that π̂(ℓ)
0 is trained on T − |Iℓ| data points which is fixed, and {f̂ (ℓ)π (xt, pt)}t∈Iℓ

is i.i.d., we can get

sup
π∈Π

∣∣∣∣∣ 1

|Iℓ|
∑
t∈Iℓ

f̂ (ℓ)π (xt, pt)− E[f̂ (ℓ)π (x, p)]

∣∣∣∣∣ ≲ dΠ
|Iℓ|h

+

√
dΠ
|Iℓ|h

+

√
log(1/ϵ)

|Iℓ|h
+

log(1/ϵ)

|Iℓ|h
.

To proceed, picking h ≥
√

dΠ+log(1/ϵ)
8|Iℓ| , we conclude infπ∈Π

∣∣∣Ŝπℓ ∣∣∣ ≥ infπ∈Π E[Ŝπℓ ]− 1/8 ≥ 1/8 with probability at least
1− 2ϵ. Thus, we reduce the second term to√√√√ 1

|Iℓ|
∑
t∈Iℓ

(
kπ(xt, pt)

Ŝπℓ π̂
(ℓ)
0 (pt|xt)

− kπ′(xt, pt)

Ŝπ
′

ℓ π̂
(ℓ)
0 (pt|xt)

)2

≤ 8

η
∥kπ − kπ′∥L2(P|Iℓ|)

+ 8|Ŝπℓ − Ŝπ
′

ℓ | ≤
16

η
∥kπ − kπ′∥L2(P|Iℓ|)

.
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For the second and third terms, using Assumption 3.2, there exists a constant C > 0 such that |K(u)| ≤ C, above results
infπ∈Π |Ŝπℓ | ≥ 1

8 and infπ∈Π |Sπℓ | ≥ 1
2 satisfied with probability at least 1 − 2ϵ, and the assumption that π̂0 and π0 are

lower bounded by η,

sup
π∈Π
|∆(ℓ)

v (xt, pt;π)| ≤
16C

hη
sup
π∈Π
|Sπℓ − Ŝπℓ |+

2C

hη2
∥π0 − π̂0∥∞

by (60)
≤ 26C

hη2
∥π̂(ℓ)

0 − π0∥∞ ≤
26C

hη2
.

Thus, we reduce the second and third terms to√
1

|Iℓ|
∑
t∈Iℓ

(
∆

(ℓ)
v (xt, pt;π′)

)2
(exp(−ptyt/α)− exp(−ptyt/α′))2 ≤ 26C

hη2

√
1

|Iℓ|
∑
t∈Iℓ

(exp(−ptyt/α)− exp(−ptyt/α′))2,

√
1

|Iℓ|
∑
t∈Iℓ

(
∆

(ℓ)
v (xt, pt;π′)

)2
(m(xt, pt;α)−m(xt, pt;α′))2 ≤ 26C

hη2

√
1

|Iℓ|
∑
t∈Iℓ

(m(xt, pt;α)−m(xt, pt;α′))2.

Combined with the finite pseudo-dimension of KΠ =
{
fπ : (x, p) 7→ 1

hK
(
p−π(x)

h

)
|π ∈ Π

}
and the covering number of

a one-parameter monotonic family, this inequality implies that

logN
(
ϵ,Ψ2, L2(P|Iℓ|)

)
≲ dΠ log

(
1

hϵ

)
.

By the similar argument in (61), we get with probability at least 1− 3ϵ,

sup
π∈Π,α∈(0,α]

∣∣∣E(ℓ)2

∣∣∣ ≲ log
( 1
h

)( dΠ
|Iℓ|h

+

√
dΠ
|Iℓ|h

+

√
log(1/ϵ)

|Iℓ|h
+

log(1/ϵ)

|Iℓ|h
+
dΠ
|Iℓ|

+

√
dΠ
|Iℓ|

+

√
log(1/ϵ)

|Iℓ|
+

log(1/ϵ)

|Iℓ|

)

≲ log
( 1
h

)( dΠ
|Iℓ|h

+

√
dΠ
|Iℓ|h

+

√
log(1/ϵ)

|Iℓ|h
+

log(1/ϵ)

|Iℓ|h

)
.

Step 3. Bound for supπ∈Π,α∈(0,α]

∣∣∣E(ℓ)3

∣∣∣, ∀ℓ ∈ [L] . Let ℓ ∈ [L] be fixed for now. By previous step 2, picking

h ≥
√

dΠ+log(1/ϵ)
2|Iℓ| we have supπ∈Π |Sπℓ | ≤ 3

2 and infπ∈Π |Sπℓ | ≥ 1/2 with probability at least 1− ϵ. Then, utilizing the

normalization of Sπℓ and Ŝπℓ , we have

1

|Iℓ|
∑
t∈Iℓ

K
(
pt−π(xt)

h

)
h

∣∣∣∣∣ 1

Sπℓ π0(pt|x)
− 1

Ŝπℓ π̂
(ℓ)
0 (pt|x)

∣∣∣∣∣ = 1

|Iℓ|
∑
t∈Iℓ

K
(
pt−π(xt)

h

)
h

∣∣∣∣∣ Ŝπℓ (π̂(ℓ)
0 − π0) + π0(Ŝ

π
ℓ − Sπℓ )

Sπℓ Ŝ
π
ℓ π0π̂

(ℓ)
0

∣∣∣∣∣
≤ 1

η

1

|Iℓ|
∑
t∈Iℓ

K
(
pt−π(xt)

h

)
hπ0(pt|xt)

1

Sπℓ
∥π̂(ℓ)

0 − π0∥∞ + 2
1

|Iℓ|
∑
t∈Iℓ

K
(
pt−π(xt)

h

)
hπ̂

(ℓ)
0 (pt|xt)

1

Ŝπℓ
|Sπℓ − Ŝπℓ |

≤ 1

η
∥π̂(ℓ)

0 − π0∥∞ + 2|Sπℓ − Ŝπℓ |.

Furthermore, we reduce the expectation to

E

[
sup

π∈Π,α∈(0,α]

∣∣∣E(ℓ)3

∣∣∣]

= E

 sup
π∈Π,α∈(0,α]

∣∣∣∣∣∣ 1

|Iℓ|
∑
t∈Iℓ

K
(
pt−π(xt)

h

)
h

(
1

Sπℓ π0(pt|xt)
− 1

Ŝπℓ π̂
(ℓ)
0 (pt|xt)

)(
m̂(ℓ)(xt, pt;α)−m(xt, pt;α)

)∣∣∣∣∣∣


≤ E

[(
1

η
∥π̂(ℓ)

0 − π0∥∞ + 2 sup
π∈Π
|Sπℓ − Ŝπℓ |

)
· sup
α∈(0,α]

∥∥∥m̂(ℓ) −m
∥∥∥
∞

]
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≤

1

η

(
E[∥π̂(ℓ)

0 − π0∥2∞]
)1/2

+ 2E

[(
sup
π∈Π
|Sπℓ − Ŝπℓ |

)2
]1/2E

( sup
α∈(0,α]

∥∥∥m̂(ℓ) −m
∥∥∥
∞

)2
1/2

.

Using definition of estimation rate, and the fact that π̂(ℓ)
0 (p|x), m̂(ℓ)(x, p;α) is trained on T − |Iℓ| data points (due to

cross-fitting), we continue to bound (60)

E

[(
sup
π∈Π
|Sπℓ − Ŝπℓ |

)2
]
≤ 1

η2
E
[∥∥∥π̂(ℓ)

0 − π0
∥∥∥2
∞

]
· E

[(
sup
π∈Π

Sπℓ

)2
]
≤ 9

4η2
E
[∥∥∥π̂(ℓ)

0 − π0
∥∥∥2
∞

]
.

Thus, we have

E

[
sup

π∈Π,α∈(0,α]

∣∣∣E(ℓ)3

∣∣∣] ≤ 4

η

(
E[∥π̂(ℓ)

0 − π0∥2∞]
)1/2E

( sup
α∈(0,α]

∥∥∥m̂(ℓ) −m
∥∥∥
∞

)2
1/2

≲
4

η
T−γπ−γm .

Following step (a)-(b) in the proof of Lemma C.2,

∣∣∣R̃δ(π)− R̂δ(π)∣∣∣ ≤ sup
α>0

α

∣∣∣∣∣log 1
L

∑L
ℓ=1 Ŵ

(ℓ)(π, α)
1
L

∑L
ℓ=1 W̃

(ℓ)(π, α)

∣∣∣∣∣ ≤ 4

ρL

L∑
ℓ=1

sup
α>0

α
∣∣∣Ŵ (ℓ)(π, α)− W̃ (ℓ)(π, α)

∣∣∣ ,
and W̃ (ℓ)(π, α) ≥ ρ/2 with probability at least 1 − ϵ and Ω

(√
dΠ+log(1/ϵ)

T

)
≤ h ≤ O

(
ρ

8LmC1

)
by Lemma C.7, we

obtain with probability at least 1− 4ϵ, by combining Steps 1-3,

∣∣∣R̃δ(π)− R̂δ(π)∣∣∣ ≲ α
(
log
( 1
h

)( dΠ
Th/L

+

√
dΠ

Th/L
+

√
log(1/ϵ)

Th/L
+

log(1/ϵ)

Th/L

)
+ T−γπ−γm + hs

)
,

for s = 1, 2 in Assumption 2.4, which completes the proof.

Lemma C.6 (Rademacher Complexity Bound via Pseudo-dimension). Define a function class FΠ = {fπ|π ∈ Π}, which
has finite pseudo dimension Pdim(FΠ) ≤ C · Pdim(Π) for some constant C, and is uniformly bounded by BΠ. Let its
second-moment be bounded by σ2. Under Assumption 4.3, the expectation of the Rademacher complexity is bounded as:

E
[
sup
π∈Π

∣∣∣ 1
T ′

T ′∑
t=1

fπ(xt, pt)− E[fπ]
∣∣∣] ≲ Pdim(Π)

BΠ

T ′ +

√
σ2Pdim(Π)

T ′ , for any T ′ ≥ Pdim(FΠ).

Proof of Lemma C.6. The proof structure closely follows that of Lemma A.5 in Kitagawa & Tetenov (2018) and Lemma
B.8 in Ai et al. (2026). Kitagawa & Tetenov (2018) assumes that the function class GΠ has the VC dimension V , and Ai
et al. (2026) relaxes this condition to the exponential bound on the covering number. In our case, we instead replace the
VC-dimension-based covering number bound with the pseudo-dimension-based one. Here we provide the detailed proof.

We can bound this term by the standard symmetrization lemma (Proposition 4.11 in Wainwright, 2019). Define GΠ :=
{gπ = fπ − E[fπ]

∣∣π ∈ Π} as a centered function class. Introduce i.i.d. Rademacher variables ϵt ∈ {−1,+1} to get

E
[
sup
g∈GΠ

∣∣ T ′∑
t=1

g(xt, pt)
∣∣] ≤ 2E

[
sup
g∈GΠ

∣∣ T ′∑
t=1

ϵtg(xt, pt)
∣∣] (62)

The expectation of the supremum of the Rademacher process is bounded by Dudley Theorem (Equation (5.48) in Wainwright,
2019):

E
[
sup
g∈GΠ

∣∣ T ′∑
t=1

ϵtg(xt, pt)
∣∣] ≲ E

[√
T ′
∫ 2BΠ

0

√
logN(ϵ,GΠ, L2(PT ′)) dϵ

]
(63)
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where L2(PT ′) is the empirical norm, N (ϵ,GΠ, L2(PT ′)) is the L2(PT ′)-covering number. Note that

N (ϵ,GΠ, L2(PT ′)) ≤ N (ϵ/2,FΠ, L2(PT ′)) +N(ϵ/2,FΠ, L2(PT ′)),

where
FΠ ≜

{
fπ = E[fπ(X,P )]

∣∣π ∈ Π
}

is a function class of constant functions, implying

∥fπ1
− fπ2

∥L2(PT ′ ) = |fπ1, − fπ2
| ≤ EP0∗π0 |fπ1,(X,P )− fπ2(X,P )| .

Consequently, we have
N (ϵ/2,FΠ, L2(PT ′)) ≤ N (ϵ/2,FΠ, L1(P0 ∗ π0))

To proceed, we use Definition D.2 and Lemma D.3,

logN (ϵ/2,FΠ, L1(P0 ∗ π0)) ≤ logM(ϵ/2,FΠ, L1(P0 ∗ π0)) ≲ Pdim(FΠ) log

(
1

ϵ
log

(
1

ϵ

))
≲ dΠ log

(
1

ϵ
log

(
1

ϵ

))
.

Hence, we conclude that

logN (ϵ,GΠ, L2(PT ′)) ≤ 2 logN (ϵ/2,FΠ, L2(PT ′)) + 2 logN(ϵ/2,FΠ, L2(PT ′)) ≲ dΠ log

(
BΠ

ϵ

)
, (64)

where we use log a+ log b ≤ 2 log(a+ b) and log(x log x) ≤ 2 log x.

The following is slightly different from the last inequality in the proof of Lemma A.5 in Kitagawa & Tetenov (2018). In
particular, replacing (A.5) by (64) gives

E
[
sup
g∈GΠ

T ′∑
t=1

g(xt, pt)
]
≲ BΠ

√
T ′
√
dGΠ

(√dΠ
T ′ +

√
dΠ
T ′ +

σ2

B2
GΠ

)
≲ BΠdΠ +

√
T ′
√
σ2dΠ,

which completes the proof.

Lemma C.7. Under Assumptions 3.2 and 2.2, picking Ω

(√
dΠ+log(1/ϵ)

T

)
≤ h ≤ O

(
ρ

8LmC1

)
, then we have W̃ (ℓ)(π, α) ≥

ρ/2 with probability at least 1− ϵ.

Proof of Lemma C.7. Define

W̃ (ℓ)′(π, α) ≜
1

|Iℓ|Sπℓ

∑
t∈Iℓ

K(pt−π(xt)
h )

hπ0(pt|xt)
exp(−ptyt/α)+

1

|Iℓ|
∑
t∈Iℓ

(
m(xt, π(xt);α)−

1

SπT

K(pt−π(xt)
h )

hπ0(pt|xt)
m(xt, π(xt);α)

)
,

Then, we can decompose as

|W̃ (ℓ)(π, α)− W̃ ′
h(π, α)| ≤ |W̃ (ℓ)(π, α)− W̃ (ℓ)′(π, α)|+ |W̃ (ℓ)′(π, α)− W̃ ′

h(π, α)|.

Define

Aℓ(π) ≜
1

|Iℓ|
∑
t∈Iℓ

K(pt−π(xt)
h )

hπ0(pt|xt)
(e−ptyt/α −m(xt, π(xt);α)) and Bℓ(π) ≜

1

|Iℓ|
∑
t∈Iℓ

m(xt, π(xt);α).

Then, we rewrite as W̃ (ℓ)′(π, α) = Aℓ

Sπ
ℓ
+Bℓ. First, we provide the high probability upper bound for supπ∈Π,α∈(0,ᾱ] |Aℓ(π)−

E[Aℓ(π)]|. Define the function classMA = {mA
π,α(x, p, y) : π ∈ Π, α ∈ (0, ᾱ]}, where

mA
π,α(x, p, y) =

1

hπ0(p|x)
K

(
p− π(x)

h

)[
e−py/α −m(x, π(x);α)

]
.
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Recalling that |e−py/α − m(x, π(x);α)| ≤ 1, we have supmA
π,α∈MA

∥mA
π ∥∞ ≤ C2

hη := BΠ by Assumption 3.2 and

2.2. Also, for any mA
π,α ∈ MA, we have the second-moment bound E[(mA

π,α)
2] ≤ C2

hη := σ2 by (49). Following
the similar argument of (58), we have Pdim(MA) ≲ dΠ. Utilizing Talagrand Inequality (Lemma D.1) and setting

β(ϵ) ≲
√

σ2 log(1/ϵ)
|Iℓ| + BΠ log(1/ϵ)

|Iℓ| , we obtain

sup
π∈Π,α∈(0,ᾱ]

|Aℓ(π)− E[Aℓ(π)]| ≤ E
[

sup
π∈Π,α∈(0,ᾱ]

|Aℓ(π)− E[Aℓ(π)]|
]
+ β(ϵ),

with probability at least 1− ϵ/3. Substituting E
[
supπ∈Π,α∈(0,ᾱ] |Aℓ(π)− E[Aℓ(π)]|

]
≲ BΠdΠ

|Iℓ| +
√

σ2dΠ
|Iℓ| by Lemma C.6,

we get the upper bound for

sup
π∈Π,α∈(0,ᾱ]

|Aℓ(π)− E[Aℓ(π)]| ≲
dΠ
|Iℓ|h

+

√
dΠ
|Iℓ|h

+

√
log(1/ϵ)

|Iℓ|h
+

log(1/ϵ)

|Iℓ|h
.

Second, we provide the high probability upper bound for supπ∈Π,α∈(0,ᾱ] |Bℓ(π) − E[Bℓ(π)]|. Recalling M = {mπ,α :
x 7→ m(x, π(x);α) : π ∈ Π, α ∈ (0, ᾱ]} in the proof of Lemma C.5, we also have

sup
π∈Π,α∈(0,ᾱ]

|Bℓ(π)− E[Bℓ(π)]| ≲
dΠ
|Iℓ|

+

√
dΠ
|Iℓ|

+

√
log(1/ϵ)

|Iℓ|
+

log(1/ϵ)

|Iℓ|
,

with probability at least 1− ϵ/3. Thus, combined with Step 1 in Lemma C.4, with the probability at least 1− 2ϵ/3, we have

|W̃ (ℓ)′(π, α)− W̃ ′
h(π, α)| =

∣∣∣∣(AℓSℓ +Bℓ

)
− (E[Aℓ] + E[Bℓ])

∣∣∣∣ = O(
√
dΠ log(1/ϵ)

|Iℓ|h

)
. (65)

To proceed, we pick h ≥ Ω
(
dΠ log(1/ϵ)

|Iℓ|ρ2

)
such that |W̃ (ℓ)′(π, α)− W̃ ′

h(π, α)| ≤ ρ/4.

On the other hand, , from the definitions of W̃ (ℓ)(π, α), W̃ (ℓ)′(π, α), we have

|W̃ (ℓ)(π, α)− W̃ (ℓ)′(π, α)| =

∣∣∣∣∣ 1

|Iℓ|Sπℓ

∑
t∈Iℓ

K(pt−π(xt)
h )

hπ0(pt|xt)

(
m(xt, π(xt);α)−m(xt, pt;α)

)∣∣∣∣∣
≤ 1

|Iℓ|
∑
t∈Iℓ

K
(
pt−π(xt)

h

)
hπ0(pt|xt)

· Lm|pt − π(xt)|+ |Sπℓ − 1| (by Lm-Lipschitz of m(x, ·;α) in (37) and (47))

Consider S̃πℓ ≜ 1
|Iℓ|
∑
t∈Iℓ

K
(

pt−π(xt)
h

)
hπ0(pt|xt)

|pt−π(xt)|
h .

Define a function class K̃ =
{
kπ(x, p) =

1
hπ0(p|x)K

(
p−π(x)

h

) ∣∣∣p−π(x)h

∣∣∣ : π ∈ Π
}

. Under Assumption 3.2, it follows that

supu |uK(u)| ≤ C1,
∫
u2K2(u)du < C2 and

∫
|uK(u)|du < C3 for some constants C1, C2, C3 <∞. This ensures the

uniform boundedness supkπ∈K̃ |kπ| ≤
C1

hη and E[k2π] ≤ C2

hη . Thus, by a similar process, we have with probability at least
1− ϵ/6,

sup
π∈Π

∣∣∣S̃πT ∣∣∣ ≲ |E[kπ]|+ dΠ
|Iℓ|h

+

√
dΠ
|Iℓ|h

+

√
log(1/ϵ)

|Iℓ|h
+

log(1/ϵ)

|Iℓ|h
≤ C3

η
+

dΠ
|Iℓ|h

+

√
dΠ
|Iℓ|h

+

√
log(1/ϵ)

|Iℓ|h
+

log(1/ϵ)

|Iℓ|h

Picking h ≥ Ω
(
max{

√
dΠ+log(1/ϵ)
2C2

3 |Iℓ|/η2
,
√

dΠ+log(1/ϵ)
2|Iℓ| }

)
, we have with probability at least 1− ϵ/3, supπ∈Π |S̃πT | ≤ 2C3/η,

infπ∈Π |SπT | ≥ 1/2 by Step 1 in Lemma C.4, then supπ∈Π |S̃πT /SπT | ≤ 4C3/η. To proceed, we pick Ω
(√

dΠ+log(1/ϵ)
2|Iℓ|ρ2

)
≤

h ≤ ρη

8LmC3
such that |W̃ ′

T (π, α)− W̃ ′
h(π, α)| ≤ ρ/4.

To conclude, we obtain |W̃ (ℓ)(π, α)− W̃ ′
h(π, α)| ≤ ρ/2, with probability at least 1− ϵ, which implies that W̃T (π, α) ≥

ρ− ρ

2 ≥
ρ

2 , where we use (43).
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D. Proof of Auxiliary Results
Lemma D.1 (Talagrand’s Inequality, Lemma B.9 in Ai et al. (2026)). Let Z1, ..., ZT be i.i.d. Z-random variables and F be
a class of functions where each f : Z → R in F satisfies supf∈F supz∈Z |f(z)| ≤ B(F) and supf∈F E[f2(Z)] ≤ σ2(F).
Denote ∆ ≡ supf∈F

∣∣∣ 1T ∑T
t=1(f(Zt)− E[f(Zt)])

∣∣∣. Then, the following right and left tail bounds hold for all ϵ > 0

P (∆− E[∆] > ϵ) ≤ 2 exp

(
− Tϵ2

8e2σ(F) + 16eB(F)E[∆] + 4B(F)ϵ

)
,

P (−(∆− E[∆]) > ϵ) ≤ 2 exp

(
− Tϵ2

8e2σ(F) + 16eB(F)E[∆] + 4B(F)ϵ

)
.

Next, we introduce some related results for the pseudo-dimension.

Definition D.2. For a function classH and domain X ,
(i) (Theorem 12.1 in Anthony & Bartlett, 2009). For a set A, the covering number N (ϵ, A, d) is the size of the smallest
ϵ-cover of A under metric d. Packing numberM(ϵ, A, d) is the maximum cardinality of an ϵ-separated subset of A. For any
subset W ⊂ A, it satisfiesM(2ϵ,W, d) ≤ N (ϵ,W, d) ≤M(ϵ,W, d).
(iii) Uniform covering number is defined as Np(ϵ,H,m) := max|C|=mN (ϵ,H|C , dp), and uniform packing number

is Mp(ϵ,H,m) := max|C|=mM(ϵ,H|C , dp), where dp is the empirical distance, d2(x, y) =
√

1
m

∑m
i=1(xi − yi)2,

d1(x, y) =
1
m

∑m
i=1 |xi − yi|, and d∞(x, y) = maxi∈[m] |xi − yi|.

(iv) Pseudo-dimension Pdim(H) is the cardinality of the largest set (w1, . . . , wm) that can be pseudo-shattered, i.e., there
exists a witness u ∈ Rm such that for all b ∈ {±1}m, there is hb ∈ H satisfying sgn(hb(wi)− ui) = bi.

Lemma D.3 (Theorem 1,2 in Haussler (1995), Theorem 11.4, 18.5 in Anthony & Bartlett (2009)). LetH : X → [0, B] with
Pdim(H) = d. The following hold:
(i) Define BH = {Bh(x, r) = sgn(h(x)− r) : h ∈ H}, then VC dimension satisfies V C(BH) = Pdim(H).
(ii) Covering Number satisfies N1(ϵ,H,m) ≤ e(d+ 1)(2e/ϵ)d.
(iii) For all natural numbers d ≥ 1 and s ≥ 1, let n = sd. There exists a subset V ⊂ {0, 1}n with VC dimension
d such that for each integer k ∈ {1, . . . , n}, the k/n-packing number of V with respect to the d1 metric satisfies

M(k/n, V, d1) ≥
(

n
2e(k+d)

)d
.

(iv) Suppose H : X → [0, 1], and has finite pseudo-dimension d. Then M(ϵ,H, L1(P )) ≤ 2
(
2e
ϵ log

(
8e
ϵ

))d
for any

probability distribution P on X , and for all 0 < ϵ ≤ 1.

(v) N (ϵ,H, L2(Pn)) ≤ N (ϵ2/(2B),H, L1(Pn)), where ∥ · ∥L2(Pn) :=
√

1
n

∑n
i=1(f(zi)− g(zi))2, and

∥ · ∥L1(Pn) :=
1
n

∑n
i=1 |f(zi)− g(zi)|.

Lemma D.4 (Stability Properties of Pseudo-dimension). LetH be a class of real functions. Then
(i) Pdim(aH+ z) = Pdim(H) for any constants a, z ∈ R with a ̸= 0;
(ii) Np(Lσϵ, σ ◦ H, n) ≤ Np(ϵ,H, n) and Pdim(σ ◦ H) ≲ Pdim(H) for any Lσ-Lipschitz function σ;
(iii) Pdim(g0 · H) ≤ 2Pdim(H) for fixed function g0.

Proof of Lemma D.4. (i) Affine Transformation: If H shatters C with witness rH , then aH + z shatters C with witness
arH + z. If a < 0, the required labels are simply flipped, not affecting shatterability.

(ii) Composition: Let C be an ϵ-cover for H. For any h ∈ H, ∃c ∈ C s.t. dp(h, c) ≤ ϵ. By Lipschitzness, |σ(h(x)) −
σ(c(x))| ≤ Lσ|h(x) − c(x)|, thus σ ◦ C is an (Lσϵ)-cover for σ ◦ H, which implies Np(Lσϵ, σ ◦ H, n) ≤ Np(ϵ,H, n).
Applying Definition D.2(i), Lemma D.3(ii,iii), we obtain Pdim(σ ◦ H) log(1/ϵ) ≲ logN1(ϵ,H, n) ≲ Pdim(H) log(Lσ/ϵ),
yielding the result for small ϵ. Finally, we get Pdim(σ ◦ H) ≲ Pdim(H).

(iii) Multiplication: Let GΠ = g0 · H and assume GΠ pseudo-shatters a set C of size m with witness r. Partition C into
C+ = {x ∈ C|g0(x) > 0} and C− = {x ∈ C|g0(x) < 0}. On C+, sgn(g0h − r) = sgn(h − r/g0); on C−, it is
sgn(h− r/g0) · (−1). It follows thatH can pseudo-shatter the subsets C+ and C− separately. Thus |C| = |C+|+ |C−| ≤
2Pdim(H).
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