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Abstract

Monocular 3D shape recovery is fundamental to
geometric understanding, yet achieving robust
generalization across arbitrary viewpoints and
unseen object categories remains a significant
challenge. In this paper, we present a general-
izable deformation learning framework that re-
constructs 3D objects by explicitly deforming a
category-level shape template to match the tar-
get observation. To address complex shape vari-
ations between the template and the target, we
introduce a geometry-guided feature modeling
mechanism. This process first enriches founda-
tion features with template topology to yield a
geometry-aware representation, which is then ex-
plicitly correlated with the target observation to
guide precise deformation. Furthermore, to bridge
the disparity between the fixed template and ar-
bitrary target views, we propose a view-adaptive
feature aggregation module. This module lever-
ages multi-view template features and their cor-
responding camera poses to enrich the canoni-
cal template representation, ensuring robust fea-
ture alignment regardless of the target’s perspec-
tive. Extensive experiments demonstrate that our
approach significantly outperforms state-of-the-
art methods in handling large shape variations
and diverse viewpoints, exhibiting strong gener-
alization to novel categories and effectively sup-
porting downstream real-world dexterous robotic
manipulation tasks. Project homepage: https:
//GODeform.github.io/
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1. Introduction

Recovering object shape from a monocular image is fun-
damental to geometric understanding and spatial reason-
ing (Mescheder et al., 2019; Fahim et al., 2021). However,
relying on a single viewpoint impedes the reconstruction
of plausible geometry for invisible regions, while the vast
structural complexity of the real world demands strong gen-
eralization capabilities to handle shapes beyond the training
distribution (Wang et al., 2024; Jiang et al., 2025). Despite
growing attention in recent years (Hong et al., 2024; Long
et al., 2024; Wang et al., 2025), robust and generalizable
shape recovery across viewpoints and diverse object cate-
gories remains a critical challenge (Cho et al., 2025).

Recent advances leverage generative models to achieve high-
fidelity reconstruction (Long et al., 2024). However, their
performance is often sensitive to viewpoint variations and
partial observability. In self-occluded regions, they fre-
quently hallucinate geometry that is unrealistic or incon-
sistent with visible surfaces (Huang et al., 2025; Wu et al.,
2025). While some works further incorporate a category-
level template to inject structural priors (Xiu et al., 2022;
Zheng et al., 2021; Wang et al., 2025), they typically treat
the template merely as a source of feature conditioning
rather than a geometric starting point. Without explicitly
establishing point-wise relationships to the template, they
struggle to effectively leverage the template’s topology to
regularize the reconstruction, and thus remain prone to struc-
tural degradation in invisible parts (Xiu et al., 2023).

To address these structural issues, another line of research fo-
cuses on explicitly deforming a template shape to match the
target observation (Wang et al., 2018; Wen et al., 2019; Som-
mer et al., 2025; Shuai et al., 2023). By warping a known
geometry, these methods leverage the template’s structural
priors to ensure plausibility in occluded regions, while inher-
ently preserving the template’s topology to maintain dense
correspondence (Groueix et al., 2018; Chen et al., 2025;
Liu et al., 2023a). However, these approaches typically rely
on visual encoders trained from scratch on limited datasets,
which struggle to extract robust semantic features for unseen
categories (Wallace & Hariharan, 2019). Furthermore, even
within seen categories, they lack a deep understanding of
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Figure 1. The proposed object shape deformation learning framework can handle large template-target shape variations, remains robust to
diverse camera viewpoints, and generalizes to unseen categories. It enables various downstream applications, and effectively supports

generalizable dexterous robotic manipulation in the real world.

the intrinsic geometric relationship between the template
and diverse novel objects, and thus can fail to predict ac-
curate deformation fields when the target shape deviates
significantly from the template (Pan et al., 2019; Zhang
et al., 2024; Di et al., 2024). These limitations motivate the
need for a deformation learning framework that generalizes
across viewpoints, large template-target shape variations,
and object categories beyond training.

In this paper, we present a generalizable deformation learn-
ing framework enabled by geometry-guided modeling of
foundation features. Our core insight is to harness the ro-
bust semantic similarity provided by 2D foundation mod-
els (Siméoni et al., 2025) to guide 3D shape deformation.
The pre-trained foundation features offer a consistent rep-
resentation across categories and domains, strengthening
robustness under distribution shifts and supporting gener-
alization to unseen categories. To handle complex shape
variations between the template and diverse target objects,
we introduce a geometry-guided feature propagation and
alignment module. Specifically, we build a geometry-aware
template representation by enriching 2D foundation features
with template shape features and propagating them over the
template surface to cover both visible and occluded regions.
We then explicitly model the relationship between the re-
sulting template representation and the target observation
to condition the inference of a per-point deformation field.
Together, these components enable the model to capture
fine-grained similarities between the template and diverse
targets, yielding deformation predictions that generalize
across viewpoints, shape variations, and object categories.

However, the efficacy of such feature guidance is challenged
when there is a significant viewpoint disparity between the
fixed template view and the target observation. Such mis-
alignment diminishes the semantic correspondence captured
by foundation models, potentially degrading deformation
quality. To achieve robustness across arbitrary observation

angles, we introduce a view-adaptive feature aggregation
module to upgrade the template representation. Instead of
relying on a static template view, this module dynamically
identifies a primary view from a pre-sampled support set.
We then enhance this primary representation by injecting
complementary cues from auxiliary template views via a
pose-aware attention mechanism that explicitly accounts
for relative camera geometry. The resulting fused repre-
sentation can effectively mitigate perspective-induced fea-
ture drift and stabilize deformation prediction even under
large viewpoint changes. As illustrated in Figure 1, our
proposed deformation learning framework proves robust to
large shape variations, viewpoint changes, and novel object
categories, thereby facilitating a wide range of downstream
applications. Our contributions are summarized as follows:

* We propose a generalizable deformation learning
framework that reconstructs 3D objects by explicitly
deforming category-level templates, leveraging the ro-
bust visual representations of 2D foundation models to
generalize to unseen categories.

* We introduce a geometry-guided feature modeling
mechanism that enriches foundation features with tem-
plate topology to establish precise point-wise corre-
spondences, effectively addressing complex shape vari-
ations between the template and the target.

* We design a view-adaptive feature aggregation mod-
ule that dynamically incorporates camera pose embed-
dings to compensate for perspective-induced geometric
misalignments, ensuring robustness against significant
viewpoint disparities.

» Extensive experiments show that our method general-
izes well across diverse viewpoints, large shape vari-
ations, and novel object categories, while effectively
facilitating generalizable dexterous robotic manipula-
tion in the real world.
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2. Related Work

2.1. Object Shape Reconstruction via Deformation

A prevalent paradigm in category-level 3D reconstruc-
tion involves deforming a canonical shape template to re-
cover the target geometry. Early approaches primarily fo-
cused on sparse deformation mechanisms, employing low-
dimensional controls such as cages (Yifan et al., 2020),
semantic keypoints (Jakab et al., 2021), or volumetric
warps (Jack et al., 2018; Kurenkov et al., 2018) to constrain
the solution space, while others explored part-based defor-
mation (Shuai et al., 2023; Paschalidou et al., 2021) to han-
dle structural variations. To capture more fine-grained geo-
metric details beyond these sparse controls, subsequent re-
search shifted towards dense deformation strategies, predict-
ing high-dimensional fields like point-wise offsets (Wang
et al., 2019) or pixel-aligned displacements (Wang et al.,
2018; Wen et al., 2019) to refine local surface variations. To
further improve reconstruction fidelity, recent works pro-
pose retrieval-augmented pipelines that first retrieve shape
templates visually similar to the target from a library, fol-
lowed by deformation to fit the observed images (Di et al.,
2023; Zhang et al., 2024; Di et al., 2024; Uy et al., 2021).
However, the performance of these methods is heavily con-
tingent on the geometric similarity between the retrieved
template and the target object. Furthermore, these deforma-
tion models typically fail to generalize beyond their training
categories, limiting their practical usage in open-world sce-
narios. In contrast, our method explicitly models foundation
features to guide the shape deformation learning, thereby
enabling superior generalizability across diverse shape vari-
ations and unseen object categories.

2.2. Object Representation with Foundation Models

Large-scale pre-trained 2D foundation models have demon-
strated strong generalization across categories and do-
mains (Radford et al., 2021; Oquab et al., 2024; Siméoni
et al., 2025), and their representations have been widely
adopted as generic visual descriptors for diverse downstream
tasks (Chen et al., 2024b; Barsellotti et al., 2025; Lin et al.,
2024). Despite these advances in 2D, extending such capa-
bilities to 3D remains challenging. Although recent efforts
explore native 3D foundation models (Pang et al., 2023;
Xue et al., 2023; Liu et al., 2023b), their scalability is fun-
damentally constrained by the scarcity and limited diversity
of high-quality 3D data. As a result, they often exhibit
limited generalization ability and a constrained understand-
ing of complex semantic concepts compared to their 2D
counterparts (Thengane et al., 2025). To bridge this gap,
a growing body of work adapts pre-trained 2D foundation
models for 3D understanding by lifting and aligning 2D fea-
tures with geometric representations, achieving promising
results in scene understanding (Knaebel et al., 2026; Zhu

et al., 2024; 2025), pose estimation (Caraffa et al., 2024;
Chen et al., 2024a), and robotic manipulation (Huang et al.,
2023; Chen et al., 2026). Inspired by these successes, we
study generalizable object shape deformation by making 2D
foundation features geometry-aware on the template surface,
enabling robust point-wise template-target correspondence
reasoning.

3. Methodology

We formulate the task as a geometry-guided shape deforma-
tion problem. Given a single RGB image I of a target ob-
ject and a category-level 3D template S € RV >3, our goal
is to predict a per-point deformation field D € RN <3 that
aligns the template geometry with the observed target shape.
Unlike standard reconstruction approaches, this formulation
yields both the recovered 3D shape and explicit point-wise
correspondences between the template and the target. To
achieve this, we model the deformation process as a condi-
tional flow matching problem. We define the conditioning
context as ¢ = {I7, Is}, where Is denotes the associated
template image. Our objective is to learn a continuous defor-
mation mapping ® that transports the geometric distribution
of the template S to the target 7 = ®(S | ¢). This ensures
that the reconstruction originates from a topologically plau-
sible prior while effectively recovering instance-specific fine
details through the learned flow.

3.1. Shape Deformation Learning via Flow Matching
3.1.1. FLOw MATCHING FORMULATION

Flow matching provides a framework for learning continu-
ous deformation paths from a template S to a target 7 under
context c. The flow is governed by an ordinary differential
equation (ODE) d¢;/dt = v;(¢; | ¢), transporting the dis-
tribution from p(x | §) to p(x | 7). Following (Albergo
& Vanden-Eijnden, 2023; Liu et al., 2023d), we construct
a linear interpolation path x; = (1 — ¢)xo + tx; between
correspondences, which implies a constant target velocity
u; = X3 — Xg. We train a network vg(xy, ¢, ¢) to approx-
imate this velocity field. At inference time, we achieve
efficiency by fixing ¢ = 0 and directly predicting the defor-
mation D:

D =1y(S,0,¢), T=8+D. 1)

This enables efficient single-step deformation prediction
while retaining the continuous flow based training objective.

3.1.2. GEOMETRY-GUIDED FOUNDATION FEATURE
MODELING

Guiding object shape deformation using 2D images of tem-
plate and target objects presents a significant challenge, as
the conditioning process requires robustness to target varia-
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Figure 2. Overview of our proposed framework. The core of our approach is a conditional flow-matching module that warps a template
shape toward a target via a continuous trajectory. This deformation is conditioned on the geometry-guided modeling of 2D foundation
features. To ensure these features are spatially aligned and robust to varying observation angles, we introduce two key components: (1) a
geometry-guided feature modeling process, which diffuses lifted 2D features across the 3D template surface to bridge the domain gap;
and (2) a view-adaptive feature aggregation module, which synthesizes a pose-aware, viewpoint-invariant feature map to compensate for

self-occlusions.

tions and the complex discrepancies between template and
target geometries. Our core insight lies in leveraging the con-
sistent representations of 2D foundation models pre-trained
on large-scale datasets, modeling these foundation features
via geometry-guided mechanisms. By explicitly aligning
robust 2D features with 3D geometry, we aim to maintain a
stable and informative conditioning signal, thereby facilitat-
ing generalizable deformation learning across diverse object
categories.

Geometry-Guided Feature Propagation. Bridging 2D
image semantics with 3D geometry introduces the challenge
of partial observability. Image-based foundation features
are inherently limited to the visible surface of the template,
whereas deformation requires holistic guidance for the entire
shape. To address this, we propose a geometry-guided prop-
agation mechanism that diffuses semantic cues from visible
regions to the full 3D structure. This approach relies on the
insight that geometrically correlated regions often share se-
mantic attributes, allowing us to infer features for occluded
areas based on their structural affinity with visible counter-
parts. Specifically, we first extract features Fj; € RM*D
corresponding to the subset of M visible points on the tem-
plate. Concurrently, a 3D encoder processes the complete
point cloud to yield geometric embeddings G € RN*,
capturing the structural context of all N template points.
These embeddings facilitate the computation of a pairwise
affinity matrix, where the geometric similarity between a
point j in the full shape and a visible point ¢ is defined as:

g 8i
= T @
ll&;l1lg:ll

where g € G represents the geometric feature vector. Lever-
aging these affinities as a structural bridge, we propagate the

Ji

available 2D semantics to the entire shape via a weighted
aggregation:

M
complete eXp(‘Sji/T) vis
gompiee —§° __© £,
=1 2 k=1exp(Sjk/T)

This formulation enables occluded points to acquire seman-
tic representations from geometrically related visible points,
yielding the comprehensive feature set Feomplee € RY*P.
This provides the deformation network with spatially con-
sistent conditioning signals regardless of initial visibility.

3

Semantic-Aware Feature Alignment. While the propa-
gated template features Feompiere provide comprehensive
semantic guidance regarding the template structure, effec-
tive deformation necessitates establishing robust correspon-
dences between the target object and the template. The tar-
get image features F';- encode the desired shape semantics
within a 2D patch-based representation, whereas the tem-
plate features operate on 3D point embeddings. To bridge
this gap, we introduce an alignment module that leverages
cross-attention to dynamically retrieve target semantics rel-
evant to each template point. Specifically, we formulate
the template features Feomplete € RNXD ag queries and the
flattened target image features Fr- € R¥W XD a5 keys and
values. This allows us to synthesize the aligned features by
aggregating target information via:

(FcompleteWQ ) (FTWK)T
vD

“)

where Wq, Wi, Wy are learnable projections. This

mechanism enables template points to attend specifically
to semantically corresponding regions in the target image,

Faligned = softmax ( ) (FTWV),
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Figure 3. Qualitative comparison with existing shape deformation methods on novel target objects under the Random Template setting.

effectively overcoming geometric misalignments. The re-
sulting aligned features Fyj;gneq are further refined through
self-attention layers to enforce local consistency, ultimately
producing a conditioning signal c that guides the deforma-
tion network to predict shape changes that are both geomet-
rically plausible and semantically faithful to the target.

3.2. View-Adaptive Feature Aggregation

While geometry-guided modeling effectively densifies the
semantic signals into F complete, the underlying information
remains rooted in a specific 2D observation. Consequently,
these foundation features inherently encode viewpoint-
dependent biases, where the same 3D structure may man-
ifest differently in the feature space when observed from
distinct camera poses. To address this, we propose a view-
adaptive feature aggregation mechanism that dynamically
incorporates camera pose embeddings to explicitly discrim-
inate perspective-induced geometric misalignments from
actual shape deformations, thereby disentangling viewpoint
effects from intrinsic object semantics. This enables a
viewpoint-invariant representation, providing stable guid-
ance for the deformation learning.

3.2.1. MULTI-VIEW CAMERA POSE ENCODING

To align the multi-view features within a unified geomet-
ric context, we establish a canonical reference frame cen-

tered on the template view most semantically consistent
with the target. Formally, given a set of template views
Vs = {IE}E | and their camera extrinsics {E&}< | we
identify the primary view IS by maximizing the foundation
feature cosine similarity with the target image I7. The re-
maining views {I%} ;.. serve as auxiliary sources, offering
complementary structural details from varying viewpoints.

To capture the spatial configuration of the auxiliary views
relative to the primary anchor, we compute the relative cam-
era transformations. Specifically, we define the relative pose

P*, of the k-th view with respect to the primary view * as:

Pp, = (E5)'E§, )
where Egs represents the camera-to-world transformation
matrix. This formulation explicitly encodes the geometric
offset between the auxiliary and primary perspectives. We
flatten the rotation and translation components of P~ into
a vector p*¥ € R'? and project it into the feature space:

et = vaosepl€ + prSC7 (6)

where Wose € RP*12 and bpose € R are learnable pa-
rameters. The resulting embeddings e* provide the network
with viewpoint-invariant geometric cues, facilitating the dis-
entanglement of pose-induced discrepancies from intrinsic
shape deformations.
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Table 1. Performance on seen and unseen categories with retrieved vs. random templates. Our-SV and Our-MV refer to our method using
single-view template and multi-view template feature fusion, respectively. The best results are in bold.

Seen Categories Unseen Objects

Unseen Categories

Methods Retrieved Template Random Template Retrieved Template Random Template
CD EMD S-IoU CD EMD S-IoU CD EMD S-IoU CD EMD S-IoU

(107H 4 107 (@1 107 A07H L (%)t 107H ] 107H L (BT (1071 A7) ] (%)
ShapeMatcher
(Di et al., 2024) 5.92 6.43 4047 13.02 8.82  34.36 - - - - - -
KP-RED
(Zhang et al., 2024)  3.05 523 4673 510 635  42.05 - - - - - -
Our-SV 2.45 476 4845 2.6l 494 4678 431 584 5031 494 6.15  49.36
Our-MV 2.38 469 4879 246 486 4731  3.69 542 5238 4.4 5.65 5257

3.2.2. POSE-AWARE CROSS-VIEW FEATURE
AGGREGATION

Building upon the pose-encoded representations, we intro-
duce an aggregation strategy designed to distill viewpoint-
invariant semantics while exploiting complementary struc-
tural details from diverse orientations.

To explicitly inject geometric context, we first modulate the
semantic features with their corresponding pose embeddings.
For each visible point ¢ in the primary view, the feature

f];fartial € RP is added to the canonical pose embedding:

ry) __ gl *
fparlial - fpartial +e,

@)

where e* represents the embedding of the canonical ref-
erence frame. Similarly, for the M visible points in each
auxiliary view j, we modulate their features f3;x with the
relative pose embedding e7:

Fi — i 4 ol

aux aux

®

This operation aligns the semantic features with their geo-
metric acquisition conditions.

To further enrich the primary view with context from auxil-
iary perspectives, we employ a cross-view attention mech-
anism. We designate the pose-modulated primary features
as queries, while the concatenation of all view features
serves as the keys and values. This configuration allows
the primary view to selectively query semantically rele-
vant regions across all available viewpoints. Formally, we
stack all modulated features into a unified memory bank
F, € REXM)XD apq compute:

Fiusea = Attention(Q = Fprimarya K= Falh V= Fall)y
] ©)
where Fpimay € RM*P denotes the matrix of primary
features. The final aggregated representation is obtained via
a residual connection:

1'Nﬂpartial = Frused + ﬁ‘primary- (]0)

This formulation preserves the semantic integrity of the
primary view while integrating complementary cues from
auxiliary angles. The resulting features Fparlial are robust
to viewpoint variations and serve as the input for the subse-
quent geometry-guided propagation module.

3.3. Training Objectives

Training the deformation network requires supervising the
predicted flow field to ensure both geometric accuracy and
structural preservation. The primary objective is the flow
matching loss Lpyv, which aligns the predicted deforma-
tion field vy (x4, ¢, c) with the target velocity field derived
from the interpolation path. To prevent artifacts such as
non-smooth deformations or excessive distortions, we incor-
porate several geometric regularizers: Chamfer distance loss
Lcp for global shape alignment, Laplacian smoothness loss
Ly ap for local continuity, ARAP loss Larap for preserving
local rigidity (Sorkine & Alexa, 2007), a regularization term
Lyeg to constrain deformation magnitude, and a silhouette
loss Lg; for multi-view geometric supervision. The final
training objective combines these terms:

L =XemLem + AcpLep + ALapLiap

(11
+ AARAPLARAP + Areg Lreg + Asit Lsils

where \. are weights balancing the contribution of each
term. Please refer to Sec. A.1 for more details on training
objectives.

4. Experiments

In this section, we conduct extensive experiments to evaluate
the effectiveness of our proposed method, including compar-
isons with deformation-based and 3D generative methods,
ablation studies, and demonstrations of downstream appli-
cations.
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Figure 4. Quantitative and qualitative comparisons with existing 3D generative methods on single-view shape reconstruction. LRM-small,
LRM-base, and LRM-large denote different model sizes. Phidias-Image and Phidias-3D refer to models conditioned solely on target
images and those conditioned on additional 3D templates, respectively.

4.1. Experimental Setting

Datasets. Following prior works (Uy et al., 2021; Di et al.,
2024; Zhang et al., 2024), we use ShapeNetv2 (Chang et al.,
2015) as the training source and consider seven seen cate-
gories: chair, table, airplane, car, cabinet, bowl and bottle.
For each category, we randomly sample 500 shape mod-
els, from which 50 models are further randomly selected
as template objects; the remaining models are randomly
split into training and test targets with a 9:1 ratio. To evalu-
ate generalization to unseen categories, we additionally use
Oaklnk (Yang et al., 2022) and select four categories: mug,
teapot, lotion pump, and camera. For each category, we
randomly choose 5 objects as templates and 20 objects as
test targets, covering both real and synthetic instances. For
data generation, we render RGB observations by sampling
camera viewpoints on an object-centered upper hemisphere.
We uniformly sample 16 camera poses around the template
object to obtain multi-view template images, while for each
target object, we randomly sample one viewpoint to ob-
tain a single target observation, which naturally introduces
challenges such as self-occlusion or partial visibility.

Competing Methods and Evaluation Metrics. We com-
pare our approach against two representative deformation
learning methods, ShapeMatcher (Di et al., 2024) and KP-
RED (Zhang et al., 2024), and three 3D generative meth-
ods, LRM (Hong et al., 2024), Wonder3D (Long et al.,
2024), and Phidias (Wang et al., 2025). We quantitatively
evaluate the performance using Chamfer Distance (CD),
Earth Mover’s Distance (EMD), and silhouette IoU (S-IoU).
Please refer to Sec. A.2 and Sec. A.3 for more details.

4.2. Main Results

We assess different methods on novel objects to evaluate
shape deformation learning quality, employing two tem-
plate selection strategies for each target observation. The
Retrieved Template setting selects the template from the
library that maximizes the cosine similarity in DINOv3 fea-
tures between the canonical view and the target image. The
Random Template setting selects a template arbitrarily and
may introduce large shape variations. Regarding the base-
lines ShapeMatcher and KP-RED, we train separate models
for each category while setting the target occlusion ratio to
50% and utilizing ground truth depth values to recover the
target partial point cloud. In contrast, our method employs a
unified model across all categories without relying on target
observation depth information. We ensure fairness by using
identical training data and testing pairs across all methods.

Evaluation on Large Shape Variations. Tablel presents
quantitative results on novel objects within seen and unseen
categories. As can be seen, our method consistently achieves
lower CD and EMD scores alongside higher S-IoU values
to demonstrate superior deformation quality. Notably, the
performance of the two baselines drops significantly when
using random templates, whereas our method maintains
performance levels similar to the retrieved template setting.
This resilience shows that our geometry-guided modeling
effectively captures the intricate similarity between the tem-
plate and target observation to enhance robustness against
shape variations. Figure 3 illustrates qualitative comparisons
under the Random Template setting. It can be observed that
baseline methods struggle to match the target when sig-
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nificant topological changes occur, such as transforming a
four-legged chair into a sofa or simplifying a two-tier table
into a single-layer one. In contrast, our method handles
these structural variations effectively.

Evaluation on Unseen Categories. For the challenging
scenario where both template and target belong to unseen
categories, ShapeMatcher and KP-RED are not applicable
to this setting due to their requirement for per-category
training. Consequently, we only evaluate our method and
the results indicate that it continues to achieve high-quality
deformations and demonstrates strong generalization capa-
bilities for unseen categories. Figure 5 presents qualitative
results of our method on unseen categories.

Evaluation on Viewpoint Variations. During dataset con-
struction, we randomly sampled viewpoints around the tar-
get shape to render observations, inevitably introducing
challenging scenarios such as severe self-occlusion. Fig-
ure 4 presents comparisons with 3D generative methods. As
observed, when distinctive structures like a mug handle or
table legs are partially occluded in the input view, the base-
lines tend to generate implausible shapes, often failing to
reconstruct these missing parts. In contrast, our proposed de-
formation learning approach effectively leverages geometric
priors from the template, preserving the essential topology
of the template and ensuring the generated shape remains
semantically plausible and consistent with the category.

4.3. Ablation Study

In this section, we perform an ablation study to verify the
necessity of each proposed module. All model variants
were retrained on the same dataset and evaluated on novel
objects to assess deformation learning performance. The
experimental results are summarized in Table 2.

(i) Replacing the flow matching framework with a direct
regression objective (w/o FM) resulted in a performance
drop. This indicates that modeling the deformation as a
continuous trajectory via flow matching is superior to deter-
ministic regression for capturing complex shape variations.
(i) We demonstrated that our geometry-guided foundation
feature modeling strategy is essential for effective deforma-
tion learning. We validated this through two specific exper-
iments: (1) by assigning features only to visible projected
points on the template and setting the remaining points to the
mean value (w/o Prop.); (2) by removing the relational mod-
eling entirely, where target features were globally pooled
and broadcast via FILM to condition the template features
(w/o Rel.). In both scenarios, the performance deteriorated,
indicating that our geometry-guided design effectively cap-
tures the intricate spatial and semantic relationships between
the template and target foundation features for precise de-
formation. (iii) View-adaptive feature aggregation module
further enhances deformation learning. We compared our

Table 2. Quantitative ablation study results on novel objects.

Retrieved Template Random Template

Methods
CD EMD S-IoU CD EMD S-IoU
1074 107 L (%) 1T 1072 L (1072) | (%) T
w/o FM 2.66 487 4578 274 495 43.57
w/o Prop. 2.74 496 4419 295 5.18 41.10
w/o Rel. 2.56 485 4536 270 5.06 44.67
w/o PrimSel. 2.64 4.87 4450 284 5.08 44.40
w/o PoseAware.  2.60 4.87 4498 279 5.06 4447
Our-MV 2.38 4.69 48.79 246 486 47.31

full model against using a single-view template reference
(our-SV), removing the primary view selection by using the
mean of all features as the aggregation query (w/o PrimSel.),
and excluding camera pose encoding by directly averaging
multi-view features (w/o PoseAware.). All these variations
led to suboptimal results. Notably, we observed that inef-
fective utilization of multi-view foundation features (w/o
PrimSel. and w/o PoseAware.) can yield results inferior
to using a single view (our-SV). This confirms that the
proposed multi-view fusion module plays a crucial role in
constructing a robust, holistic template representation that
mitigates occlusion and viewpoint bias.

4.4. Applications

Robotic dexterous grasp generation serves as a fundamen-
tal prerequisite for complex manipulation in humanoid
robotics (Shu et al., 2024; Duan et al., 2022). While ex-
isting approaches include analytical (Liu et al., 2021; Wang
et al., 2023; Ma et al., 2025a) and generative (Liu et al.,
2023c; Lu et al., 2024) techniques, transfer-based meth-
ods (Yang et al., 2022; Ma et al., 2025b) typically exhibit
stronger generalization by adapting grasp representations
from known templates to novel targets via learned correspon-
dences. However, the success of such methods critically
depends on the quality of the underlying shape mapping.

Addressing this challenge, a distinct advantage of our
deformation-based framework is the inherent preservation
of dense point-wise correspondence, which naturally facili-
tates downstream tasks such as dexterous grasp transfer. As
illustrated in Figure 5, we leverage the predicted deforma-
tion fields to warp contact maps from templates to novel
targets, guiding the optimization of grasp configurations for
arbitrary robotic hands. This transfer-based dexterous grasp
generation process requires only about 0.67 s for deforma-
tion prediction and 15 s for contact-based grasp recovery.
We validate this capability in Isaac Gym simulations using
the Shadow Hand on the OaklInk dataset (Yang et al., 2022).
Compared to existing dexterous grasp generation methods,
our method achieves highly competitive grasp quality while
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Figure 6. Qualitative results of generalizable dexterous manipulation in the real world.

significantly reducing computational overhead and bypass-
ing the need for complete 3D target shapes. Furthermore, as
shown in Figure 6, we demonstrate the practical applicabil-
ity of our approach through real-world physical experiments
on a NAVIAI AW-1 humanoid robot. Evaluated across four
categories (bowl, bottle, mug, and lotion pump), our method
achieves an impressive overall physical grasp success rate of
77%, demonstrating robust generalization to unseen objects
in realistic settings.

5. Conclusion

In this paper, we presented a novel deformation learning
framework for generalizable single-view 3D shape recovery.
We introduced a geometry-guided feature modeling mecha-
nism that enriches foundation features with template topol-
ogy, enabling the model to capture fine-grained correspon-
dences and handle complex shape variations across unseen
categories. To mitigate performance degradation caused by
viewpoint disparities, we developed a view-adaptive fea-
ture aggregation module that dynamically synthesizes a

viewpoint-invariant template representation, ensuring con-
sistent alignment between the fixed template and arbitrary
target views. Extensive experiments demonstrate that our ap-
proach outperforms state-of-the-art methods in deformation
and reconstruction quality, while also proving its practical
efficacy in dexterous robotic manipulation tasks.

While our method shows promising results, visual evidence
from a single observation may remain insufficient for distin-
guishing intrinsic shape properties from variations caused
by severe occlusion, extreme viewpoints, and perspective
projection. Consequently, the recovered shape may exhibit
discrepancies in overall proportions or structural coherence
when the target image provides ambiguous geometric cues.
Please refer to Sec. A.5 for further analysis. In future work,
we plan to extend the current modeling of visual founda-
tion features to multimodal foundation representations by
incorporating language priors from vision language models.
Such priors may provide viewpoint robust knowledge of
overall proportions and structural relationships, supporting
more accurate and globally coherent reconstruction under
ambiguous observations.
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Impact Statement

This paper presents a geometry-guided framework for
monocular 3D object shape recovery via template defor-
mation, leveraging semantically robust 2D foundation fea-
tures to improve generalization across viewpoints and shape
variations. The resulting capabilities may advance down-
stream research in areas such as affordance transfer and
robotic manipulation, contributing to broader developments
in autonomous systems. We do not foresee immediate se-
vere risks or negative societal implications related to our
contributions.
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A. Appendix

In this supplementary material, we provide additional de-
tails, experiments, and results to support the main paper:

Al. Details on Training Objectives

A2. Details on Evaluation Metrics

A3. Implementation Details

A4. Additional Comparison Results

AS. Failure Analysis

A.1. Details on Training Objectives

As formulated in the main paper, our total training objective
L is a weighted combination of the flow matching loss and
geometric regularization terms. In this section, we provide
the detailed definitions for each component.

First, to supervise the continuous deformation trajectory,
we minimize the difference between the predicted vector
field vy and the target straight-line velocity field via the
Flow Matching Loss (Lpyv). This loss is computed as an
expectation over time ¢ and data pairs:

EFM = Et,X[),Xl “l?}@(Xt,t,C) - (Xl - XO)H%] ) (12)

where x; = (1 —1t)x(+tx; represents the interpolated state.
To ensure the deformed point cloud Py geometrically
aligns with the target shape Py, we employ the Chamfer
Distance Loss (L¢p), calculated as the symmetric sum of
squared distances:

Lep= ) min [p—ql+ ) min [lq-p[3. (13)
qepgt peppred
peppred qepgl

To prevent high-frequency artifacts and maintain local sur-
face smoothness, we incorporate the Laplacian Smoothness
Loss (Lrqp). Let §; be the Laplacian coordinate of vertex
1 (the difference between the vertex and the centroid of its
neighbors). We minimize:

red src
Lrap = D 157 = 57|13, (14)

which encourages the local geometry of the deformed mesh
to remain consistent with the source mesh topology. Fur-
thermore, to preserve structural rigidity and avoid unnatural
distortions (e.g., shearing), we enforce the As-Rigid-As-
Possible (ARAP) Loss (Larap) (Sorkine & Alexa, 2007).
This term minimizes the deviation of local transformations
from rigid rotations:

Larap =Y > will(pi—p))—Ri(pi—p;)ll3, (15)
i JEN(D)
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Table 3. Quantitative comparison of shape deformation perfor-
mance between our method and TAX3D on unseen objects.

Method CD | EMD | S-IoU 1 Time (s) |
TAX3D
(Caietal, 2025) 5.83 649 40.11 3.23
Ours 246 486 4731 0.64
Back View Side View
i Template Shape Chis
: Back View Side View
Target

Observation

e
WL

Deformation
13

Figure 7. Failure analysis. Under an extreme observation view-
point, visual evidence alone may not provide sufficient cues for
recovering a globally coordinated shape. In this example, the chair
is observed primarily from the back, and perspective projection
produces unequal apparent leg lengths in the target image. Our
reconstruction consequently predicts slightly shorter front legs,
although the underlying legs have comparable lengths. This re-
sult reflects the ambiguity of inferring intrinsic shape proportions
solely from a single visual observation.

where p, p’ denote vertex positions before and after defor-
mation, N (i) are neighbors of vertex i, w;; are cotangent
weights, and R; is the optimal rotation matrix for the local
neighborhood.

We also apply a Regularization Loss (L) to constrain the
magnitude of the deformation vectors d; and encourage
minimal necessary displacement:

1 N
Lreg = 55 > Il (16)
=1

Finally, to leverage multi-view supervision, we utilize the

Silhouette Loss (L) by rendering the deformed shape into

. (k)
2D silhouettes S, 4

them with ground truth masks Sétk ).

K
k
‘cSil = Z Hslgrezi -
k=1

from K viewpoints and comparing

SE13. (17)

A.2. Details on Evaluation Metrics

We quantitatively evaluate the reconstruction quality us-
ing three standard metrics: Chamfer Distance (CD), Earth
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Figure 8. Qualitative comparison with TAX3D on shape deformation. Our method achieves superior geometric consistency and
demonstrates greater robustness to large template-target variations compared to TAX3D.

Mover’s Distance (EMD), and Silhouette IoU (S-IoU).
Chamfer Distance (CD) measures the geometric accuracy
between the predicted point cloud P and the ground truth G
without requiring point-to-point correspondence. We com-
pute the symmetric Chamfer distance using the L2 norm,
defined as the sum of the average nearest neighbor distances
in both directions: CD(P,G) = ﬁ ZpEP mingeg [|p —
gll3 + ﬁ Y gcg Minper g — pll3. Lower CD values
indicate better surface alignment. Earth Mover’s Dis-
tance (EMD) captures both geometry and point density
by solving an optimal transport problem. It seeks a bi-
jection ¢ : P — G that minimizes the average distance:
EMD(P, G) = min, I%\ ZpE'P Ilp — &(p)||2, where lower
values imply a more accurate reconstruction of the shape
distribution. Finally, Silhouette IoU (S-IoU) evaluates the
visual fidelity from a specific 2D perspective. We render
binary masks M from the observed viewpoint and calcu-
late the Intersection-over-Union between the predicted and

|Mpredegl‘ 3
(Mo O] Higher S-

IoU values indicate better structural correctness in the pro-
jected 2D space.

ground truth projections: S-IoU =

A.3. Implementation Details

We represent each template shape as a point cloud with
N = 1024 points and render KX = 16 support views, with
images at resolution I = W = 512; for partial observa-
tions, we set the number of visible points to M = 512.
We extract patch-level features from the final transformer
block (layer 12) of a pretrained DINOv3 ViT-B/16 model,
yielding a feature dimension of D = 768. During geometry-
guided feature lifting, we adopt Point-MAE (Pang et al.,
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2023) to capture structural relationships within the com-
plete point cloud, using a 12-layer Transformer encoder
with embedding dimension 384 and 6 attention heads, and
a decoder that outputs point-wise features of dimension
d = 256. For both the feature alignment module and the
multi-view camera feature fusion module, we integrate con-
textual information into a 512-dimensional query stream
via an initial cross-attention block, followed by a stack of
self-attention layers with 8 heads for feature refinement. We
adopt PointTransformerV3 (Wu et al., 2024) as our defor-
mation backbone, which employs a hierarchical encoder-
decoder architecture with serialized attention mechanisms
to process point clouds organized into patches. We set the
loss weights to Apar = Arap = AarAP = Areg = 1.0,
Aep = 100.0, and Az = 5.0. We train the model from
scratch (except DINOv3) using Adam with batch size 8,
4 dataloader workers, and an initial learning rate of 10-°
annealed at 50% of the training epochs using a cosine sched-
ule. All models are trained for 100 epochs on two NVIDIA
H800 GPUs, which takes approximately 36 hours.

A 4. Additional Comparison Results

In addition to the state-of-the-art deformation methods eval-
uated in the main paper, we further compare our approach
with TAX3D (Cai et al., 2025), a recent diffusion-based
deformation field generation method. Specifically, we set
the template object as the initial action point cloud (P,4) and
the target object as the anchor point cloud (Pg) to predict
the per-point displacement flow from P4 to Pg. We used
the ground-truth depth to recover the target partial point
cloud, consistent with the evaluation of other baselines in
the main paper. We trained TAX3D from scratch on the
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same training dataset used for our method, following the
default hyperparameters from its original paper.

Both quantitative and qualitative results are presented in Ta-
ble 3 and Figure 8. As demonstrated, our method achieves
lower CD and EMD errors, as well as better qualitative
shape consistency after deformation. Because single-view
target observations are inherently partial, using them di-
rectly as a condition (as TAX3D does) leads to information
loss. In contrast, our method leverages the robust semantic
similarity provided by 2D foundation models to guide 3D
shape deformation learning. This makes our approach much
more robust to large template-target shape variations and
yields superior generalization to unseen objects. Addition-
ally, our single-step rectified flow matching framework is
computationally more efficient than the iterative denoising
process required by the diffusion model in TAX3D.

A.5. Failure Analysis

Our method leverages the template geometry, template 2D
foundation features, and their correlations with the target
visual features to construct a geometry aware shape rep-
resentation. While the template prior supports plausible
reconstruction of unobserved regions, visual features alone
may not fully distinguish intrinsic shape properties from
variations caused by extreme viewpoints and perspective
projection. As shown in Figure 7, observing the chair pri-
marily from the back produces unequal apparent leg lengths
in the target image. The predicted shape consequently con-
tains slightly shorter front legs, although the corresponding
legs have comparable lengths in the ground truth geometry.
This ambiguity is difficult to resolve from the monocular
visual evidence alone. In future work, we plan to extend
our framework from visual foundation features to multi-
modal foundation representations by incorporating comple-
mentary information such as language descriptions. Such
information may provide viewpoint robust knowledge of
overall proportions and structural coherence, enabling more
accurate deformation and reconstruction under ambiguous
observations.
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