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Abstract

Linear bandits traditionally prioritize regret mini-
mization, often overlooking statistical inference
of the underlying parameter as a critical objective.
In high-stakes settings such as healthcare, pre-
cise parameter estimation is indispensable, as it
provides fundamental insights into system mecha-
nisms and ensures robust decision-making under
covariate shift. We investigate the tripartite bal-
ance between regret, inference, and safety, deriv-
ing a fundamental minimax lower bound that char-
acterizes the Pareto-optimal frontier of these com-
peting goals. We then propose SERMiSC, a novel
algorithm that achieves the optimal trade-off by
matching this lower bound while maintaining a
near-constant O(1) safety risk. Empirical results
demonstrate that SERMiSC effectively navigates
the Pareto frontier and outperforms various base-
lines, thereby validating our theoretical analysis.

1. Introduction

The linear stochastic bandit problem has emerged as a piv-
otal framework for online decision-making under uncer-
tainty, with applications ranging from mobile health (Huch
et al., 2024) to algorithmic trading (Ji et al., 2022). In this
model, a decision-maker chooses an action represented by a
d-dimensional feature vector at each time step, receiving a
reward that is a linear function of the chosen feature and an
unknown parameter 6*. Traditionally, the primary objective
in this literature has been regret minimization—the pursuit
of maximizing cumulative rewards by balancing the explo-
ration of new actions with the exploitation of currently esti-
mated high-performing ones (Abbasi-Yadkori et al., 2011).

In online learning scenarios such as clinical trials, minimiz-

"nstitute for Interdisciplinary Information Sciences, Tsinghua
University, Beijing, China ?Xiongan AI Institute, Hebei, China
3Shanghai Qi Zhi Institute, Shanghai, China. Correspondence to:
Zhixuan Fang <zfang @mail.tsinghua.edu.cn>.

Proceedings of the 43" International Conference on Machine
Learning, Seoul, South Korea. PMLR 306, 2026. Copyright 2026
by the author(s).

ing regret undeniably constitutes an operational imperative
to ensure that the welfare of the current patient cohort is
not compromised. However, focusing exclusively on cu-
mulative performance often overlooks the critical role of
statistical inference. Estimating the underlying 6* is essen-
tial because it directly characterizes the Average Treatment
Effect (ATE), a pivotal metric in clinical research. More
importantly, uncovering the intrinsic mechanisms governed
by 6* is indispensable for generalizing findings to broader
populations and ensuring reliability against future shifts in
patient demographics (Villar et al., 2015). Consequently,
the challenge lies in conducting rigorous inference without
disrupting the clinical efficacy of the ongoing process.

Beyond these operational goals, safety remains the bedrock
of real-world deployment; any performance or inferential
gain is rendered moot if safety is compromised. Thus, this
dual pursuit must be fundamentally anchored in the prereq-
uisite of safety. Despite its paramount importance, existing
literature has rarely investigated the tripartite balance be-
tween cumulative performance (regret), parameter estima-
tion (inference), and the requirement of safety. While recent
advancements have begun to incorporate statistical inference
into the Multi-Armed Bandit (MAB) setting (Simchi-Levi
& Wang, 2025), research within the linear stochastic bandit
framework remains limited, with few exceptions exploring
linear trends (Simchi-Levi et al., 2023). This leaves a sig-
nificant gap in our understanding of how to navigate the
Pareto-optimal frontier (Simchi-Levi & Wang, 2025)—the
boundary where one objective cannot be improved without
degrading the others—under stringent safety constraints.

Contributions. In this paper, we bridge these gaps by inves-
tigating the interplay between regret, statistical inference,
and safety within a unified framework. Our primary contri-
butions are summarized as follows:

1. Information-Theoretic Lower Bounds. We derive a
fundamental minimax lower bound on the statistical es-
timation error under prescribed requirements on regret
and safety, providing a theoretical characterization of
the Pareto-optimal trade-off between these objectives.

2. Pareto-optimal Algorithm Design. We propose SER-
MiSC, a novel two-phase algorithm. We rigorously
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prove that while SERMiSC incurs a near-constant
safety risk of order O(1), it achieves the optimal Pareto
trade-off between regret and statistical inference, pre-
cisely matching our theoretical lower bound.

3. Empirical Validation. Simulation results show that
SERMIiSC outperforms baselines by effectively bal-
ancing the tripartite objectives, thereby validating our
theoretical findings.

1.1. Related Works

Trade-off between Regret and Inference. Standard ban-
dit literature typically focuses on either regret minimization
(Abbasi-Yadkori et al., 2011) or pure exploration (Soare
et al., 2014). Recently, Simchi-Levi & Wang (2025) pio-
neered the study of the fundamental conflict between these
two objectives: cumulative regret minimization and statisti-
cal estimation precision. Although their primary estimation
target is the ATE within a potential outcomes framework
(Rubin, 1974), this trade-off has since gained significant
traction. It has been extended to various settings, including
non-stationary environments where expected rewards evolve
over time (Simchi-Levi et al., 2023), network interference
where treatments affect the outcomes of interconnected in-
dividuals (Zhang & Wang, 2025), and high-dimensional
regimes (Duan et al., 2024).

Safety-aware Linear Bandits. Ensuring operational
safety has emerged as an indispensable requirement in lin-
ear bandit applications, leading to several distinct formula-
tions of safety constraints. (i) High-probability constraints
(Amani et al., 2019; 2020) require every action to remain
within a safe region with high probability, typically employ-
ing an expansion strategy starting from a known seed set. (ii)
Conservativeness-style constraints focus on performance-
based safety, either by ensuring that the cumulative reward
stays above a baseline percentage (Kazerouni et al., 2017) or
by maintaining stagewise expected rewards above a thresh-
old (Khezeli & Bitar, 2020). (iii) Expectation-based con-
straints (Liu et al., 2021; Ma et al., 2024) serve as a relax-
ation of strict high-probability requirements by focusing on
average performance. While the existing safety-aware liter-
ature largely neglects the objective of statistical inference,
our work addresses this gap by investigating the tripartite
balance between regret, inference, and safety.

Due to space constraints, a more comprehensive discussion
of the related literature is provided in Appendix A.

2. Preliminaries
2.1. Notation

For any integer N € Z, let [N] = {1,...,N}. We use
boldface letters (e.g., u, c) to represent vectors, and Ag

denotes the K -dimensional simplex. For vectors u,v €
R4, (u,v) denotes the standard inner product, and u ©®
v represents the element-wise (Hadamard) product. The
Kullback-Leibler divergence between two distributions P
and @ is denoted by KL(P||Q).

2.2. Problem Formulation

In this section, we introduce our stochastic linear bandit
setup. Within a time horizon 7, our algorithm needs to
make a choice from a fixed set of K arms at the beginning
of each time slot. Each arm a € [K] has a d-dimensional
feature vector z,, which is associated with its reward distri-
bution. The expected reward of arm a is the inner product
between its feature vector x, and an unknown underlying
true parameter vector 6%, where 6* lies in a reasonably
bounded subset By C R<. Formally, we consider the reward
at time slot ¢ € [T'] as being generated by

Y = <xat79*> + e,

where a; € [K] is the algorithm’s arm choice at time ¢
and {n; }e[r) is a sequence of conditionally o-subGaussian
stochastic noise, i.e.,

¢20’2
2

E[exp(wnt)‘ .Ft_l] < exp ( ), vy e Rt > 1,
where F;_ is the filtration o (a1, y1, ..., Gt—1, Ye—1, at). We
have that E[y:|F—1] = (x4,,0"). Define i, = (2,4, 0*) for
any a € [K].

In realistic scenarios, selecting different arms not only af-
fects the reward received but also introduces varied risks,
such as those related to safety and budget. Consequently,
we incorporate a general cost associated with each arm and
establish constraints that the algorithm must strive to satisfy.
Specifically, we assume that pulling arm a € [K] at time ¢
incurs a stochastic cost Z;(a), which is an independent ran-
dom variable with a (possibly unknown) mean ¢, € R, and
consider the following cumulative safety constraint, defined
for each 7 € [T'] (with T' denoting the total horizon):

Ty zt<a>m<a>] <o,

t=1 a€[K]

C(t):=E

following Liu et al. (2021) and Ma et al. (2024). m; € AK
denotes the arm selection policy at time ¢. We can also
loosen this constraint by replacing zero with a violation
tolerance parameter 6, > 0.

In contrast to the standard linear stochastic bandit, our ob-
jective involves a dual consideration: maximizing the cumu-
lative reward and ensuring that the algorithm can provide an
accurate estimate of the true parameter vector 8*. To define
the performance metrics of an algorithm, we generally need



Pareto-optimal Trade-offs in Linear Bandits under Safety Constraints

a baseline policy against which we measure performance.
Our algorithm’s efficacy is defined by how far its decisions
deviate from this baseline.

Let a* € arg max,¢[x](Zq, 0") denote the optimal arm. In
the standard (unconstrained) scenario, the fixed policy 7,
where m;(a*) = 1 for all ¢t € [T, serves as the baseline,
reflecting our goal of pulling the optimal arm as often as
possible. Nonetheless, when cost constraints are introduced,
a policy that only maximizes reward might result in a pos-
itive expected cost, thereby violating the constraints. The
fixed policy 7 is obviously unacceptable in our scenario.
Instead, we adopt as our baseline

m* € argmax{(m, pu) | (w,c) <0},
TEAK

with gt = (e )acix] and ¢ = (ca)ac|k] collecting the ex-
pected rewards and costs introduced above. More generally,
we define the optimal value of the safety-constrained reward
maximization problem as

= , <0jF.

P(y) = max {{m p) | (m ) +7 < i
Intuitively, 7* represents the optimal static policy that max-
imizes the expected reward while satisfying the safety con-
straint.

Thus, we evaluate the performance of our algorithms in
terms of the following two metrics:

* Cumulative Regret. The expected cumulative differ-
ence between the optimal single-round reward and the
actual reward

P3P

t=1 ac[K]
— Z<xat,9*>‘| .
t=1

« Statistical Estimation Error. The norm of the differ-
ence between the algorithm’s statistical estimate and
the ground truth

g, 0%)

err(t) = IE[HQT - 9*||2],

where 6, is the estimator for the true parameter 6* con-
structed by the algorithm at time ¢ using the historical
observations.

3. Pareto Optimal Trade-off

As established in the preceding section, the problem we
address is fundamentally a constrained multi-objective opti-
mization task. In such scenarios, the existence of a single

“utopian” solution that simultaneously optimizes all con-

flicting objectives is a rarity. Consequently, we adopt the
framework of Pareto optimality. Rather than seeking a sin-
gular optimum, Pareto optimality characterizes the boundary
of efficiency: the Pareto Frontier. On this frontier, no indi-
vidual objective (e.g., estimation accuracy) can be improved
without a commensurate degradation in at least one other
objective (e.g., camulative reward or safety). This concept
allows us to rigorously quantify the theoretical cost of pre-
cision: specifically, how much additional regret or safety
violation must be incurred to achieve a marginal gain in
statistical estimation accuracy.

We begin this section by introducing the intuition behind
the inherent tension between three distinct objectives: statis-
tical estimation, regret minimization, and safety constraint
satisfaction. Subsequently, we derive a theoretical Pareto-
optimal trade-off specific to the safety-constrained linear
bandit setting under consideration.

To grasp the inherent tension between statistical estimation
and regret minimization, we first examine the limitations
of the reward-maximizing policy. Let K* = {a € [K] :
7% > 0} denote the support of the optimal safe policy
7*. While 7w* is ideal for minimizing regret and satisfying
safety constraints, the set of actions * may span only a low-
dimensional subspace span(KC*) of the full parameter space
R<. Consequently, its associated design matrix X(7*) =
Zae[K] n¥r,r) can be rank deficient. In other words, 7*
provides insufficient geometric information to recover the
full parameter 6*.

To mitigate this issue, a reasonable strategy must shift the
probability mass of w* towards an exploratory direction,
denoted by an auxiliary policy 7/ with Apin (S(7')) > 0.
By augmenting 7* with 7/, the resulting policy 7 can reach
the previously hidden dimensions of the parameter space,
thereby resolving the rank deficiency of the design matrix
and enhancing its estimation power. Formally, we consider

= (1-kr)w" + K7, (1
where x € (0, 1) represents the offset magnitude (or explo-
ration budget). This decomposition allows us to analyze the
“price of information” through the lens of «: while a larger
 leads to a theoretical increase in cumulative regret and
safety violations, such that

TZ,UG o Ta —HTZﬂa _W;)a

a€|K] a€(K]

Vio(T >Tan7ra—f<;Tan T

a€[K] a€[K]

it simultaneously facilitates a lower limit on the achievable
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statistical estimation error:

err(T) 2,
VT min (S (

The preceding analysis reveals that the parameter « effec-
tively traces the Pareto frontier of the safety-constrained
linear bandit problem. Having established this intuition, we
now proceed to formalize this relationship. In the remain-
der of this section, we state and prove our main theoretical
result. This result establishes a fundamental lower bound
on the estimation error relative to the allowed cumulative
regret and safety violation, thereby providing a rigorous
characterization of the Pareto optimal trade-off.

1
)5 Thain(B(w)

Theorem 3.1 (Pareto Minimax Lower Bound on the Sta-
tistical Estimation Error). Consider the safety-constrained
linear bandit setup with fixed action set X = {4} qe[k]
and known subGaussian parameter 0. An environment v is
fully characterized by the pair (0*, ¢) of the parameter vec-
tor and the expected cost vector; we denote the environment
class by V = By x B., where B. C R¥ is a bounded set
containing the cost vectors of interest, and write 0}, := 0*
forany v = (0*,¢) € V. An estimator at time T € [T is
any measurable mapping 0, Jrom the observation history
(a1,y1,---,ar,yr) to R et O denote the class of all such
estimators.

For 8 € (0,1) and a tolerance parameter 61 > 0, define
the admissible policy class, which captures all algorithms
achieving sublinear regret of order T? while keeping the
safety violation within budget d1:

(8, 6r) :== {w s.t. {R(T)

= O(TB)
c(T) '

= 0(dr)

Then there exist constants o', C > 0 (independent of T)
such that

5 /
inf 5up E"[HG 0% ]2 ] é.
cl(B,0r) vev 2/ +10CT#

0eco

@

Here, we give a sketch of the proof of Theorem 3.1. A
complete proof can be found in Appendix B.

Proof Sketch of Theorem 3.1. The proof consists of the fol-
lowing three steps.

Step 1: Information-Theoretic Reduction to KL Diver-
gence

In the minimax formulation, the supremum over the set of
all possible environments can be relaxed by considering a

subset of two specifically constructed environments, v; and
v5. These environments are designed to be statistically diffi-
cult to distinguish for any admissible policy. The parameter
vectors for these environments are defined as:

01_|:0:|7 92_|:2A:|7

where A > 0 is a small perturbation constant. Furthermore,
we define an action set consisting of the following three

arms:
~Jo.2 _ [o4 ~ Jo1

L= o0l 27 ool T |oal

62:1, 63:2.

Cc1 = —].,

This construction ensures that in environment /1,

1. The baseline policy 7* is [0.5,0.5,0.0] T, and its asso-
ciated design matrix X(7v*) is rank deficient, as it only
spans the first dimension.

2. There exists an auxiliary exploratory policy 7’ (e.g.,
[1/3,1/3,1/3] ") that yields an invertible design ma-
trix by incorporating arm 3, which spans the second
dimension.

As established earlier in this section, this specific problem in-
stance necessitates a trade-off between statistical estimation
error and regret/safety penalties. Then, we show that it suf-
fices to upper bound the KL divergence between the proba-
bility measures associated with both environments, utilizing
techniques such as the Neyman-Pearson lemma (Lehmann
& Romano, 2005) and Pinsker’s inequality (Cover, 1999):
inf sup ]P’”(H@ 0512 > A)

wEH(B(S v
he®d

> inf max_P7 (||9 072 > A)
‘rrGH(B ér)i€{1,2}
hed

1 1
>-|1—,/5 sup KL(PT [|PT)],
2 2 ren(s.or)

where P7 (| 10— 6%, > A) is the error probability closely
related to the statistical estimation error.

Step 2: Linear Programming Formulation of the KL
Bound

Evaluating supc(g,5,,) KL(P7, || P7,) requires a maxi-
mization over all admissible policies in II(3, 7). To sim-
plify this procedure, we follow (Lattimore & Szepesvari,
2020) and decompose the overall KL divergence such that

KL(EE, 1P5)

3 Y K

t=1 a€[K]

1t|| l/2, )Plz:, (at:a’)7
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where P, is the probability measure with respect to time
slot t. By expressing the constraints R(T) = O(T")
and C(T") = O(dr) in terms of the sequence of measures
{PF }te[r) and exploiting the inherent temporal symme-
try of the problem, we can recast the search for the KL

divergence upper bound as the following linear program.

max > KLo(PJ 7l PT ) 7aT,
a€[K]

s.t. Z CoTo T < O,
a€[K]

> palmy — 7T < CT?,
a€[K]

e Axk.

Step 3: Establishing the Bound via Dual Variable Design

Starting from the linear program derived in the previous step,
we apply standard Lagrangian duality by introducing dual
variables (e.g., A > 0 to account for the safety constraints
and the regret). We can transform the primal maximization
of the KL divergence into the following dual form

min M7 + MCT? + T - max 1y,
A0 a’'€[K]

where
Lg! Z:KLa/(PIZ,T” PIZ;T)

— MCy — /\2( Z HaT, — Na/)-
]

a€[K

We proceed with the derivation by appropriately assigning
values to the dual variables \; and \». To ensure that the
resulting upper bound is non-trivial, the coefficient of T'
in the final term must be non-positive. Under our problem
instance construction, the two environments v, and vy are
indistinguishable with respect to the first two arms, i.e.,
KL, (P} 7||P], 7) = 0 for a € {1,2}. Furthermore, given
ZaE[K] HaTgq—
Zue[K] HaTg—p2

satisfy max,e (1,23 to < 0 is to set the ratio i—; = %
By imposing the additional requirement (3 = 0, we obtain
a unique feasible assignment for A. The existence of such
a feasible A is guaranteed by the fact that c3 > 0 and
Zae[K] ey — i3 > 0. This assignment for A yields the
upper bound

<1
that c;co < Oand 2 = , the only way to

sup  KL(PT || PT) = O<A2 (57 + cTﬁ)).
w€ell(B,67)

With A = @(\/ﬁ), the proof of (2) follows from

direct calculation. O

Algorithm 1 SERMiSC - Phase I: Statistical Estimation

1: Input: =, ¢, (;

2: Y,N,C «[0,...,0]" e R¥

3: fort=1,...,77 do

4 sample and pull the arm a; ~ 7, where

e_Cté(i)

) ‘s
m(1) = g -7 () + (1 — qr) Zje[K] e—CtC ()
5 observe the reward y;
6: Yo, Y, +us

70 Ny, < Ng, +1
8 Clay) + Clar) +
9: end for

.
T {\/lel, \/NKxK}
11: Y « Y ©®1/y/max{N, 1}

~ 1 ~
12: Qstat — (XT Xstat) XT

Astat statY
13: Output: O

Zy
e (at)

4. Algorithm Design

We propose the Statistical Estimation and Regret Minimiza-
tion under Safety Constraint (SERMiSC) algorithm, a novel
two-phase approach for the joint optimization of our distinct
objectives.

The design of this algorithm is motivated by the decompo-
sition presented in (1). Specifically, the algorithm seeks to
strategically allocate the sampling budget between the base-
line policy 7v*, relative to which regret is defined, and an
exploratory policy 7’. The latter ensures sufficient exposure
of each arm to maintain a controllable statistical estima-
tion error for §*. Consequently, the SERMiSC algorithm
is structured into two phases, each striving to approximate
policies 7w’ and 7*, respectively, while adhering to safety
constraints.

4.1. Phase I: Safe Statistical Estimation

Let 77 denote the temporal length of Phase I. The imple-
mentation of the SERMiSC algorithm during Phase I is
summarized in Algorithm 1. The primary objective of this
phase is to obtain a statistically efficient estimate of the pa-
rameter vector 6* subject to safety constraints. To minimize
the estimation error, it is essential to employ an exploratory
policy 7’ that ensures sufficient and balanced coverage of
the action space.

However, a fundamental challenge arises: since the true
cost vector ¢ is unknown a priori, we cannot, at the outset,
guarantee that the exploratory policy 7’ is safe, i.e., that
it satisfies ) m,c, < 0. To alleviate this uncertainty, we
construct a hybrid arm-selection policy 7, that adaptively
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blends exploration with safety-aware exploitation. Specifi-
cally, the policy at time ¢ is defined as

X e—CiCi1(d) ;
(1—qt)- ZJ—E[K] GG () 3

m(i) = q - Wl(i) +

where C;(i) == ', f (z) I{as = i} serves as the in-
verse propensity weighting estimator of the cumulative cost
up to time ¢, and g, (; are time-varying hyperparameters.
The second term in (3) is a Gibbs-based policy (Sutton &
Barto, 2018), which is a standard construction for mapping
cost estimates to a risk-averse probability distribution. This
structure ensures that actions with higher predicted costs are
exponentially penalized, thereby providing a safety buffer
during the exploratory phase. In Theorem 4.1, we estab-
lish an upper bound on the estimation error of the proposed
algorithm.

Theorem 4.1 (Statistical Estimation Error Upper Bound).
Let 0 denote the estimator produced by Phase I of the SER-
MiSC algorithm in Algorithm 1, with the hyperparameter
sequence {q; }1>1 chosen such that q := inf;>1 ¢, > 0isa
constant independent of Ty. Then, EIEO € N such that for
any T1 > t,, it holds that

“)")

Before presenting the theoretical safety analysis for Phase I,
we introduce the following assumption regarding the costs.

110’2

E[|1 —6"l2] <

e (o

—O(T} é).

Assumption 4.2 (Bounded Safety Costs). For all ¢ € [T]
and a € [K], we assume the expected cost ¢, = E[Z;(a)]
and the realized cost Z;(a) satisfy the following conditions:

1. Expected Cost Bounds: There exists a constant ¢ > (
such that max,¢[x) ca < €. Furthermore, let cpin =
min,e[x] Cq; there exists a constant ¢ > 0 such that
|Cmin| > GC.

2. Almost Sure Bound: The realized costs are almost
surely boundeq, i.e., there exists a constant Z > 0 such
that Z;(a) < Z foralla € [K] and t € [T]].

The almost sure boundedness of Z;(a) is standard in the
constrained bandit literature (Liu et al., 2021; Ma et al.,
2024). The non-degeneracy condition |cyin| > <€ ensures
that at least one arm provides a meaningful safety buffer, pre-
venting degenerate cases where all arms incur non-negative
costs and safe exploration becomes impossible.

By setting

-1
) Vit € [Th]

“

QD(maxB(j) ]I{tfl}JrZ

JE[K]

in Algorithm 1 with B(¢) defined as:

B(i):2(2+20)<7r/1(i)+ E )>\F/q,vze[]

Zl’IllIl
where D > 0 is a tuning hyperparameter, we obtain the
following upper bound on the expected safety violation
during Phase L.

Theorem 4.3 (Safety Constraint Violation Upper Bound
for Phase I). Let C1(7) be the safety cost incurred during
Phase I of the SERMiSC algorithm in Algorithm 1 up to
time T < Ty. We define the additional safety cost as

K T
ACy (1) :=Cy(7) — [ZCM’(Z’) Z%
+ Cmin Z(l - Qt)‘| .

t=1

Set (; as in (4). Then, under Assumption 4.2, 3t, € N such
that for any Th > t,, it holds that

17 imin Ac; >0 t=1
2 )} DF1
W (i)2D? ’

where W represents a set of constants independent of 11,
and D is a hyperparameter. Furthermore, by choosing D =
1/1n Ty, we obtain the following bound on the additional
safety cost:

AC1 (Tl) = O((ln T1)2) .

The following corollary instantiates the safety bound from
Theorem 4.3 by considering a uniform exploration strategy,

thereby providing a clearer characterization of the algo-
rithm’s behavior.

Corollary 4.4. Suppose Assumption 4.2 holds. By setting
@ = 1y forallt € [11] and letting 7' be the uniform dis-

tribution (i.e., @ = %1 ), the expected safety cost satisfies:
Cl (Tl) S AC1 (Tl) = O((ln T1)2).

Prg{of of Corollary4 4. Tt suffices to verify the fact tEat
Dimy G (i )Et 1 Gt +Cmin Et 1(1=q) < j_ll 11< i=1
((Ci - |Cmm|) <0. O
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Detailed proofs for all results in Section 4.1 are provided in
Appendix C.

Remark 4.5 (On the Choice of the Exploratory Policy). The
uniform policy in Corollary 4.4 spreads the sampling budget
evenly across all arms, so the constant factor in the esti-
mation error bound of Theorem 4.1 is not yet optimized.
A constrained optimal experimental design could instead
allocate the budget more efficiently across arms, improving
this constant factor. Notably, under the mixing schedule
of Corollary 4.4, the safety guarantee holds for any lower-
bounded exploration policy and requires no knowledge of
the cost vector, so the optimal design depends only on the
known feature vectors and can be computed offline.

4.2. Phase II: Safe Regret Minimization

Let 75 denote the temporal length of Phase II. The details
of the SERMiSC algorithm during Phase II are presented in
Algorithm 2. The design of our arm selection strategy:

_ Z(H)Q()
V;S )

a; = argmax 74 (7)
i€[K]
where 7 () is an optimistic estimation of arm ¢’s expected
reward, addresses the core challenge where the expected
costs are unknown from the very beginning, rendering the
baseline policy 7* inaccessible.

To effectively navigate the trade-off between maximizing re-
wards and ensuring safety, we adopt a pessimistic-optimistic
framework (Liu et al., 2021). Central to this design is the
dynamic weight Q(t), which functions as a virtual queue
explicitly tracking the level of safety constraint violation.
The magnitude of Q(t) serves as a direct feedback mecha-
nism: a severe safety violation results in a large ((t), which
amplifies the penalty for risky actions and compels the agent
to focus on selecting more conservative arms to alleviate the
safety violation.

To theoretically justify this discrete selection mechanism,
we employ Lyapunov drift analysis. This analytical frame-
work allows us to control the deviation of the algorithm’s
actual discrete choices [{a; = a} from a reference mixed
strategy 7 (typically related to, but not necessarily identical
to, the baseline strategy 7*). Specifically, as we will show
in Appendix D, the relationship between the algorithm’s
choice and the reference strategy is governed by the drift of
the Lyapunov function L(t) := 1Q(t)*:

> ) |[m — Hae = 3]

JEIK]
Q[ S 4] - LHDZEO,

JE[K]

Based on the aforementioned approach, we derive the upper
bound for the cumulative regret in Theorem 4.7 under the

Algorithm 2 SERMiSC - Phase II: Regret Minimization
1: Input: V3, €, 0, A
2: Q(1+T1)«0
3 X Ay

4 Cr,(0) < {0 €R: |||z < VAS+o\/dlog(1/0)}
5. fort=1+1Ti,...,T do

6 (i) < clipp_y [ maxoec, (o) (0, 1)], Vi € [K]

7:  pull the arm

a; < argmax 74(i) — 2R
i€[K] Vi

8:  observe the reward
9:  compute

+

Qt+1)«+ QW)+ Y Zi(i){ar =i} + e

i€[K]

100 ¥4 X+ x4,2,,
11: 6§« x! Zi=1+T1 Ya.Ta,
12: Cilo) {9 eRY:[|f—0)ls < VAS +
U\/dlog(1+(tTl)L2/)‘)}
4
13: end for

following settings and assumptions. First, we consider the
parameters and features to be bounded. Let M be a uniform
upper bound for the expected rewards such that |u;| < M
forall j € [K]; for notational simplicity, we assume M = 1.
Similarly, we assume that the true parameter vector 8* and
the feature vectors x; are uniformly bounded, such that
[16*]]2 < S and ||z;|| < L for all j € [K]. To ensure
the existence of at least one safe strategy, we require the
following Slater’s Assumption:

Assumption 4.6 (Slater’s Assumption (Liu et al., 2021)).
There exists a constant 6 € (0, 1) such that P(9) is feasible,
and let 7r5 be a policy in its feasible set.

Slater’s condition is a standard constraint qualification in
constrained optimization (Liu et al., 2021). It requires the
existence of a policy 7 that strictly satisfies the safety
constraint with a positive margin 4, i.e., {(ms,c) < —d < 0.
This strict feasibility provides the safety buffer that drives
the virtual queue @Q(¢) downward in the Lyapunov drift
analysis, and the margin § will appear explicitly in our
regret bounds. Under these conditions, we establish the
regret upper bound for Phase II as follows:

Theorem 4.7 (Regret Upper Bound for Phase IT). Let Ro(7)
be the cumulative regret incurred during Phase II of the
SERMiSC algorithm in Algorithm 2 over the period from
time 1 + Ty to ™ < T. Under Assumption 4.6, by setting
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Vi, = 6\, e, = 4/\/t, and o = 1/T, it holds that

§+i+4(2+4)
5 82 &

-+2&7;49v55+2(ngbgf5(1+f§f2ﬂ

+ fAS) \/2T2 log (1 + Tiff),

Ro(T2) <4+ 16

which implies an asymptotic upper bound of Ro(Ts) =
O(¥L + 5%).

We also establish an upper bound on the safety constraint
violation in the following theorem.

Theorem 4.8 (Safety Constraint Violation Upper Bound
for Phase Il). Let Co(7) be the safety cost incurred during
Phase II of the SERMiSC algorithm in Algorithm 2 over the
period from time 1 + T} to 7 < T'. Under Assumption 4.6,
by setting V; = 6\/1, ¢, = 4/\/t, and o = 1/T, it holds
that

(Z +4)2+(Z +4)5/24
5/8
16(Z +4)% +2(Z + 4)5/3)
52/8
4(Z*% +16)
—

Co(Tp) <8+

x log (1+

+(1+(2—31)(2+4)+

implying that the safety cost remains O(1) relative to Ts.

Detailed proofs for all results in Section 4.2 are provided in
Appendix D.

4.3. Pareto Optimality of the Proposed Algorithm

In this subsection, we demonstrate the Pareto optimality
of the SERMiSC algorithm with respect to cumulative re-
gret, safety violation, and estimation error. The theoretical
analysis for each phase of the algorithm is summarized in
Table 1. We introduce a hyperparameter 5 € [1/2,1) such
that T) = |T%]. This parameter characterizes the relative
duration of Phase I and Phase II, thereby quantifying the fun-
damental trade-off between estimation error and cumulative
regret under safety constraints.

Corollary 4.9 (End-to-End Performance Guarantees of
SERMiSC). Let 8 € [1/2,1), Ty = |T?|, and Ty =
T — Ty. Under Assumptions 4.2 and 4.6, with the parame-
ter choices specified in Section 4, the SERMiSC algorithm
simultaneously achieves:

(Regret) R(T) = O(Ty + VTy) = O(T?),
(Safety) C(T) = O(1),

(Estimation) err(T) = O(T—ﬂ/Z)_

These bounds follow directly from summing the per-phase
guarantees in Table 1: the cumulative regret is O(Tl +
Vo) = O(T™x{8:1/2hy = (O(TP), while the total
safety violation remains O(l) and the estimation error is
O(l/\/ﬁ) Consequently, TCSERMISC € H(ﬂ, 6T) with
67 = O(1). Given that Theorem 3.1 establishes a mini-
max lower bound on the estimation error of Q(1/v/T#) for
this class, SERMiSC achieves the optimal rate up to log-
arithmic factors. This effectively demonstrates the Pareto
optimality of our proposed algorithm.

Remark 4.10. While setting 8 < 1/2 (i.e., Ty = o(T"/?))is
technically feasible, this regime is strictly dominated by the
choice of 3 = 1/2. Specifically, for 5 < 1/2, the algorithm
incurs a strictly larger estimation error without yielding any
reciprocal improvement in either cumulative regret or safety
performance. Consequently, our discussion focuses on the
rational regime where 3 € [1/2,1).

5. Simulations

In this section, we provide numerical simulations to evalu-
ate the performance of the proposed SERMiSC algorithm
across three key metrics: cumulative regret, safety constraint
violation, and statistical estimation error.

Experimental Setup. We consider a linear bandit envi-
ronment with time horizon 7" = 1000, K = 10 arms, and
feature dimension d = 8. The arm set consists of the eight
standard basis vectors eq, . . ., eg together with two dense
vectors (0.1,...,0.1)T and (0.1,-0.1,...,—0.1)", pro-
viding a mix of sparse and correlated actions. The hidden
parameteris 6* = (1,5, —3,0.2,3,3,—4,9) T and the mean
safety cost vector is ¢ = (2, —2,—5,0,0,0,0,4,1,1)T, so
that several arms carry positive expected cost and a safe
policy must randomize non-trivially. Reward and cost noise
are i.i.d. Gaussian with standard deviations 0 = 0.5 and
0. = 0.0, respectively. For SERMiSC, the Phase I explo-
ration policy 7’ is uniform over arms, the mixing coefficient
is ¢ = 0.5, and the ridge regularization is A = 0.1. All
results are averaged over 10 independent trials.

Experiment 1: Impact of Phase I Duration (77). As illus-
trated in Figure 1, we investigate how the duration of Phase I,
Ty € {70,200, 400, 700}, influences the algorithm’s perfor-
mance. The results reveal a clear trade-off: an increase in T}
leads to higher cumulative regret and safety violations; how-
ever, it significantly enhances estimation accuracy. This em-
pirical observation aligns with the theoretical upper bounds
summarized in Table 1, validating the consistency of our
analysis. In practice, T} should be chosen to reflect the rela-
tive priority of inference versus online reward: a larger T
favors estimation accuracy at the cost of cumulative regret,
while a smaller T} prioritizes reward performance.

Experiment 2: Comparative Analysis with Baselines. We
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Table 1. Theoretical Performance Guarantees of the SERMiSC Algorithm.

METRIC PHASE 1 PHASE 11 TOTAL
REGRET o(T) O(V/Tz) (THEOREM 4.7)  O(T1 + VTz)
SAFETY VIOLATION  O(1) (COROLLARY 4.4) O(1) (THEOREM 4.8) o)
ESTIMATION ERROR  O(1/+/T1) (THEOREM 4.1) N/A o(1/vT)
[— 1.=70
~ ~
> ) T, =200 > 0 — OFUL
o 2 o PO
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g | — 1m=700 & -2
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Figure 1. Performance of the proposed SERMiSC algorithm under
various Phase I durations 77 € {70,200, 400, 700}.

benchmark SERMiSC (with 77 = 100) against two repre-
sentative algorithms: OFUL (Abbasi-Yadkori et al., 2011)
and PO (Liu et al., 2021). We observe that OFUL incurs di-
vergent safety violations. In contrast, while achieving regret
and safety performance comparable to PO, SERMiSC sig-
nificantly outperforms PO in terms of estimation error. This
demonstrates the efficiency of our proposed two-phase struc-
ture in obtaining high-fidelity parameter estimates without
compromising reward and safety.

6. Conclusion

This paper investigates the fundamental trade-off between
regret and statistical inference under safety constraints in
linear stochastic bandits. We characterize the Pareto frontier
by deriving a lower bound on estimation error under specific
regret and safety budgets, a bound which is matched by our
novel algorithm. These results provide new insights into the
design of safety-aware, multi-objective decision-making.

Future Work. Two directions merit further investigation.
First, our analysis assumes a linear reward model, which
offers analytical clarity but may not faithfully capture real-
world reward behavior. Extending the framework to richer
settings, such as heteroscedastic noise, nonlinear reward

Figure 2. Performance comparison: SERMiSC vs. OFUL (Abbasi-
Yadkori et al., 2011) and PO (Liu et al., 2021).

models, or bounded model misspecification, is a natural
next step, and we expect the two-phase design principle to
remain applicable once the confidence and estimation ma-
chinery are reformulated accordingly. Second, SERMiSC
adopts an explicit two-phase split between estimation and
regret minimization, which causes the regret to accumu-
late linearly during the estimation phase. Designing a fully
adaptive algorithm that interleaves estimation and regret
minimization, smoothing out this early linear growth while
still attaining the same Pareto-optimal trade-off, is a promis-
ing direction for future work.
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A. Extended Related Works
A.1. The Trade-off between Regret and Statistical Inference

While the conventional multi-armed bandit (MAB) and linear stochastic bandit literature focus primarily on either regret
minimization (Abbasi-Yadkori et al., 2011; Ghosh et al., 2017; Hao et al., 2020; Kveton et al., 2020; Charisopoulos
et al., 2023) or pure exploration tasks such as best arm identification (Soare et al., 2014; Tao et al., 2018; Degenne et al.,
2020; Zaki et al., 2022; Shao & Fang, 2025), a growing body of recent work explores the fundamental tension between
these two objectives. To the best of our knowledge, the seminal study by Simchi-Levi & Wang (2025) first formally
characterized this trade-off, demonstrating that the objectives of minimizing cumulative regret and maximizing statistical
estimation precision—specifically, minimizing the expected error of the Average Treatment Effect (ATE) estimator—are
inherently in conflict. This necessitates a characterization of the Pareto-optimal frontier to navigate the balance between
estimation efficiency and cumulative performance. Building upon this foundation, several recent studies have extended the
regret-inference trade-off to various more complex structural and environmental settings:

* Non-stationary Environments. Simchi-Levi et al. (2023) extended the trade-off to experimental designs characterized by
non-stationary rewards following linear trends. Unlike the standard linear stochastic bandit setting where the underlying
parameters are typically assumed to be fixed, their framework treats the expected reward as a time-evolving process
with unknown drift coefficients. Consequently, their work can be viewed as an online decision-making problem where
covariates are strictly time-dependent and predictable, and the objective includes the precise estimation of these drift
parameters alongside regret minimization.

* Network Interference. In scenarios where a unit’s reward is simultaneously influenced by the treatment assignments of
other units, Zhang & Wang (2025) and Wang et al. (2025) investigated how such interference complicates the trade-off
within online experimental design. A distinct feature of these works compared to ours also lies in their estimation target:
they primarily focus on the ATE within a potential outcomes framework (Rubin, 1974), following the non-parametric
tradition of Simchi-Levi & Wang (2025). These models often operate without a global parametric structure, focusing
instead on identifying causal contrasts between treatments. In contrast, our linear stochastic bandit setting leverages a
parametric model-based approach, where the objective is the precise estimation of the underlying parameter vector 6*.

* High-Dimensional Settings. Duan et al. (2024) investigated the interplay between regret and estimation within high-
dimensional sparse linear bandits. Notably, they demonstrated that the Pareto conflict can be mitigated when the
environment satisfies a covariate diversity condition. This condition, a standard assumption in high-dimensional bandit
theory, requires the population design matrix of the arm covariates to have a minimum eigenvalue strictly bounded away
from zero. Under this assumption, the actions selected for regret minimization naturally provide sufficient information
to identify the parameter vector 8*. Consequently, satisfactory estimation performance can be achieved as a by-product
of exploitation, without the need for additional estimation effort.

A.2. Safety-aware Linear Bandits

Another line of research directly relevant to our work is safety-aware linear bandits, where the objective is to minimize
cumulative regret while ensuring the agent’s actions satisfy specific safety requirements. The existing body of research in this
area highlights two critical insights: first, ensuring safety has become an indispensable and increasingly vital requirement
in linear bandit applications; second, despite this growing importance, these studies have primarily focused on regret
minimization and have largely neglected the objective of statistical estimation. While the literature has established various
robust mechanisms for safe exploration, it offers several distinct formulations of safety constraints:

* High-probability Safety Constraints. A representative example within the safety-aware literature is the enforcement of
stringent anytime high-probability constraints. Amani et al. (2019) pioneered this direction by requiring that every
action taken by the learner remains within a safe region with high probability. Their algorithm, starting from a known
initial seed set of safe arms, employs a conservative expansion strategy: it only explores actions whose safety can be
statistically certified based on current observations. By strictly confining exploration to this sequentially expanding
empirical boundary, the framework guarantees zero safety violations throughout the entire horizon with high probability.
This methodology was later generalized to non-linear reward structures by Amani et al. (2020) in the context of
generalized linear bandits.

12
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* Conservativeness-style Safety Constraints. Kazerouni et al. (2017) pioneered the conservative bandit model, which
focuses on a cumulative performance constraint. This approach ensures that the learner’s total expected reward remains
above a fixed percentage of a baseline policy’s performance at any time ¢. In contrast, Khezeli & Bitar (2020) introduced
a more stringent stagewise safety constraint, requiring the learner’s instantaneous expected reward to stay above a
prescribed threshold b at every single stage. Crucially, this requirement is formulated as a PAC-style guarantee governed
by a risk tolerance parameter § € [0, 1], which explicitly quantifies the maximum allowable probability of safety
violation at each step. By allowing for this controlled risk, the learner can systematically expand its set of safe actions
while maintaining high-probability reliability—a feature particularly vital in high-stakes applications like clinical trials
where step-by-step operational safety is paramount.

» Expectation-based Safety Constraints. Most similar to our work are the primal-dual frameworks provided by Liu
et al. (2021) and Ma et al. (2024), which formulate safety constraints in expectation. This formulation functions
as a relaxation of high-probability constraints, prioritizing average performance across trials rather than worst-case
realizations. Liu et al. (2021) leverage this relaxation to develop an efficient pessimistic-optimistic algorithm for
general constraints (encompassing safety, fairness, budget limits, among others). In parallel, Ma et al. (2024) address
the high-dimensional contextual bandits with knapsacks (CBwK) problem. They develop an online hard thresholding
(Online HT) estimator to harness sparsity directly within a primal-dual scheme. This integrated approach allows them
to update dual variables via online learning rules, achieving a sub-linear regret that scales only logarithmically with the
feature dimension, thereby overcoming the polynomial dependency found in prior work. Both works exemplify how
Lagrangian-based techniques can effectively manage the feasibility-optimality trade-off in linear bandit scenarios.

B. Pareto Optimal Trade-off

In this part, we derive the minimax lower bound for statistical estimation power under the requirements for both regret and
constraint violation in order to demonstrate the trade-off among these objectives. For maximum generality, we establish the
bound under the anytime safety formulation

any — R(T) B O(TB)
I (8, 8) = {w st {cu):owt), vt € (1] }

for an arbitrary tolerance sequence & = {d; }+c[r) with terminal value d7. Since II*™ (3, §) C I1(3, dr) (imposing anytime
constraints only shrinks the admissible class), the statement of Theorem 3.1 follows immediately from the bound we prove
below. To achieve this, we need to construct hard instances as follows. There are two environments v, V5 that are difficult

to distinguish. We set
« |1 « |1
91 - |:0:| ’ 02 - |:2A:| ’

correspond to the environments v, s, respectively, where A > 0 is a constant. The variance of the stochastic noise in
both environments is o’2. As for the arm set, we propose constructing three arms. We need o > py > ps, ¢ < 0, and
c2, c3 > 0. The following construction satisfies these requirements:

0.2 0.4 0.1
xlz[o], x2:{0}’ 303:[0.1], co=—-1, co=1, c3=2.

To derive a lower bound for the estimation error, we need to show that, for whatever estimator we use, there exists a problem
instance such that the probability Pr (| |0 — 6%||2 > A) is non-negligible. By our problem instance construction, it suffices

to solve a simple two hypothesis testing problem. Define a minimum distance test ¢(f) = arg min ||§ — 6%||,. By the
ie{1,2}

triangle inequality,

167 = 03112
=[16 =07 — (0 = 03)ll2
<[|6 = 67[l2 + |10 — 65]]2.
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Thus, the event ¢() = 1 implies that
16 — 631l
1 N * N *
>2 (10 = 05l + 118 - 05112)
1 * *
>§||91 —031]2

1
25\/ 02 + (_2A) == A
since ||0 — 07> < ||0 — 63]|». Similarly, the event ¢»(d) = 2 implies that ||6 — 67]] > A. We now have

f PT (|10 — 05| > A
7,‘_el—llanny(lg a)sup (|| H2 )

fcd
> inf max_P7 ( > A)
mEI™ (8,8) i€{1,2}
6ecd

> inf max_ P7 (4(6) # 1)

m eI (5,6) ie{1,2}
6ed

>t (BT W0) £ 1) + PL 00 £ 2)

2me na"Y( )

Hecd
>o it [PL@# 1)+ PLE £2)]
(m,9):

Tell*™Y (3,8)

1
=5[l—  sup TV(P],
el (8,6)

1 1
>—|1—,/= sup KL(PT |[|P7)].
2 [ \/2 eIl (5,6) P

The second inequality is due to our argument that the event ¢)(6) # i implies that || — 67||» > A. The fourth inequality
follows from relaxing the infimum from tests of the form 1[1(9) to all measurable tests 7,/; mapping the observation history
(a1,y1,--.,ar,yr) to {1,2}; since tests of the form w(é) are a special case of 1]}, taking the infimum over the larger
class can only decrease the value. The equality is derived from the Neyman-Pearson Lemma, and the last inequality
is due to Pinsker’s inequality. Consequently, lower bounding the minimax error probability suffices to upper bound
KL(IED7r || 7, ). By the same argument in (Lattimore & Szepesviri, 2020), it can be decomposed such that KL(P7, || P7)) =

Zt 1 2aex) KLa(BF ¢ || 7 )P ((ar = a), where P is the probability measure with respect to time slot ¢.

Pyl

Since we require that our algorithm’s arm selection strategy 7 satisfies both regret and constraint violation requirements, the
upper bound of KL(P7, || P7,) is determined by the following linear program:

max Z Z KLo (P (|| 7, )P 1(ae = a),

{P, 1/1 1(at:a)}tE[T],a€[ K] j— 1 ac[K

Z Z caP);. Ja;=a) <6, Vte|[T], (constraint violation)

1= 1a€

T Z T Z Z 1o 1(ar = a) < CT”, (regret)
a€[K] t=1 a€[K]

S Pra=a)=1, VielT],

a€[K]

0< Pl (e =a) <1, Vtel[l]aclK],
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il Pre) =
KLy(PT .|| PZ ;) = 0and KLs(P[ || PT ) = 0.024% " We can refine this linear program by replacing the variables

{PT (ar = @) beir) aetic) With {EZ, [Ny (T) Fae ). noting that EZ, [N, (1)) = ', P (a. = a). The optimal value
of the above LP can be further upper bounded by the optimal value 0f another LP:

Z KL, (PT 7| PE 7)ET [N (T)],

where p, ¢, and 7* correspond to the environment ;. By our instance construction, we have KL; (P

{E7, [N (T)]}ae

s.t. caIElT,'1 [N.(T)] < or,
a€[K]
T Z Tobla — Z palE (1) < CTﬁv
a€[K] a€[K]

> B [NJ(T)] =T,
ac

(K]
0 <ET[N(T) <T, VaclK]

Note that we relaxed the anytime constraint to one that applies only with respect to time 7'. By defining variables 7 such
that 7, = E7 [N, (T)]/T, this linear program can be rewritten as

max Y KLo(P] 1l P 7)7T,
a€[K]

s.t. Z CoTo T < O,
a€[K]

Z pa(mt — 7T < CTP,
a€[K]

ﬁ‘EAK,

which is easier to analyze. We introduce a non-negative dual variable for each inequality constraint and a free dual variable
for the equality constraint:

e )\ > 0 for Constraint Violation.
e Xy > 0 for Regret.

e , € R for Sumto 1.

The Lagrangian £(7r, A, ¢) is formed by adding the objective function to the sum of the products of the dual variables and
their respective constraints,

L(7, A1) Z KLo(PT 7|l PE p)7aT

—)\1< > canra—(sT) —/\2< > Ma(ﬁ—@)T—CW) —L< > fra—1>.

a€[K] a€[K] a€[K]

The dual objective function is g(X, ¢) = minzy-o L£(7, A, ¢). Since L is linear in 7,, the minimum with respect to 7, is finite
only if the coefficient of each 7, is less than or equal to zero. To obtain the dual constraints, we rearrange the Lagrangian by
grouping terms related to 7,

‘c(ﬂ-y )\7 L) = Z Ta [KLG(PIZ,TH PVT;T)T - /\lcaT - )‘2(_/-1’11T) - [’:|
a€[K]

AMOT + Ao (CTﬁ -> ,M;T> +1.

a€[K]

15



Pareto-optimal Trade-offs in Linear Bandits under Safety Constraints

For the minimum to be non-trivial (i.e., not —oo) when 7, > 0, the coefficient of each 7, must be less than or equal to zero:
KLo(PF 7|l P )T — McdT + dopaT <ty Va € [K].
As a consequence, the dual program can be written as

H){lbn A0 + Ao (CT ;ﬂ /J,a7TaT> + ¢,

sit. KLo(PJ 7l P 7)T — ArcaT + AopeT — 1 <0, Va €K,
A 0.

Since ¢ is minimized in the objective and constrained to be greater than K different values, the optimal ¢ will be equal to the
maximum of those constraints:

o= max {KLQ(PIZ 2l BT )T — AreaT + AMT}.
ac ! ’

Substituting this ¢ into the objective yields the following simplified dual problem

r){lil% A167 + A2 (CTﬁ — ;{} Maﬂ':;T> + ar,rézb)g] {KLa,(P;";’TH Pl )T — Mo T + )\2Ma’T}

—min  Adr+ 0T + . {KLa/(PD’; oIl PEo)T = AyearT — AQ( S s — M)T}.
a’e ’ ’
- a€[K]

We investigate the properties of the strategy w*. Note that under the environment vy, p1 = 0.2, uo = 0.4, u3 = 0.1.
First, we must have 75 = 0. Otherwise, an alternative strategy 7 such that m; = 7} 4+ 73 and 72 = 75 would yield a
lower expected cost and a higher expected reward, which contradicts the definition of 7w*. Second, it is also obvious that
>ae(k] TaCa = 0. We have

7TT61 +7T;CQ +7T§63 = 7'('1‘01 +’/T§CQ = 0,

s =1

Thus, 7] = 626_261 , My = C;_cil . We attempt to properly set the value of A such that the max term equals zero. We find that
if we set % = dz
2 Cc2—C1

KLy(PT || P)T = Mer T — ,\2( 3 hamy - m)T

a€[K]
=—-ial - )\2( Z HaTy — Ml)T
a€[K]
C1
=—Aal = A — p2) r=0
Cy — C1

and

KLQ(P;:,T” ,ZVT)Tf)\lcQTfAQ( Z uaﬂzflug)T

a€[K]
= — )\102T — )\2( Z /J,aﬂ';i — /j,Q)T
a€[K]
C2
:—)\102T—)\2(,u1 —/1,2) T=0.
Coy — C1
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Thus, if we set A\; = A} and Ay = A}, where

N o= M2 — 1 A\ N — KL3(P7T T|| Vz, )
e T TR g B2lh + ) ek HaTs — ps’

the optimal value of the dual program

N A0+ ACTP {KL T — AegT — )\( . )T}
min 107 + XoC +a1,rée[xl>§] (P 7l Pl r) 1€ 2 aez[;qu — Ua

<N,07r + N,OT? + ma {KLa/ (PF || PR )T = Ny T — XQ( > - W)T}

a€[K]
=\ 07 + M,0T?
A% /6p
_8 B
20072 (10 +CT )
So we can conclude that
A2 or
KL(P™ || P™ ( cr?).

As a result, the minimax error lower bound is derived as follows:

f ET 0 — 0"
ﬂenlg}‘y(m)iup I oll2]

hcd
= £ ET[||6 — 6 0 — 0|y > AIPT(]|6 — 0%[]4 > A
ﬂenlgy(ﬁé)ilelp [l o2 Sll2 > AIPT(]] Sz > A)
hecd

+ET(10 - 03112 110 — 05|l2 < AIPT (10 - 05]]2 < A)

> f ET[||6 — 6 0 — 0%||, > AIP™(|16 — 6%||, > A
ﬁenlg;yw)sup [l 2 Sz > AIPT(]] Sz > A)

b6c®

>A f P7 6—0%,>A
>0t s E0 -6l > )

hed

A 1

—|1—,/= sup KL(PT ||P7)]|.

2 2 n vz

well*ny (8,6)
We set A = \/#W, and then observe that
T
- A 11 A !
inf  sup BT 07lla) > S 1oy /2t =22 2T

me™(B.8) vey 2 2 2] 4 2\/6r +10CT7

6e®

C. Theoretical Analysis for Phase I

C.1. Statistical Estimation Error Upper Bound

In this part, we aim to derive an upper bound for the statistical estimation error of our proposed SERMiSC algorithm. In
order to maximize the utility of each arm in our arm set for obtaining accurate estimations of the true parameter * across all
dimensions, the algorithm must ensure that every arm is sampled a sufficient number of times. Specifically, the expected

number of pulls for each arm should be proportional to the length of Phase I, 77.

Recall that N;(t) = >'_ T{a, = i}. Given the policy 7 in our algorithm and the fixed sequence {4s}sepmy it can be

17



Pareto-optimal Trade-offs in Linear Bandits under Safety Constraints

shown that the expected number of pulls for any arm 7 € [K] satisfies

E[Ni(T1)] E{iu{at = i}} = iE[E {H{at =i} Ht—l”
= iE[m(l)}
t;ll -
> Elgr' ()] =7'(1) Y @
t=1 t=1

The following lemma characterizes the expected estimation error in terms of a fixed vector of sample sizes N (77).

Lemma C.1. Let X = {x1,....,xx } C R% be a set of K feature vectors. Consider a linear regression model where each
feature vector x; is sampled N; times, resulting in a total of N = Zfil N; observations. The observed response for the
t-th sample associated with feature ., is given by:

yr = (20, 0%) +m, t=1,..,N

where 0% is the unknown parameter, and n; are zero-mean homoscedastic conditionally o-subGaussian noise terms.

Assume that the design matrix is full rank such that the matrix Zfil N;x;z; is invertible. Let 6 be the Ordinary Least
Squares (OLS) estimator. Then, the expected Lo-norm error of 0 is upper bounded such that

K —
En[l|6 — 67]3] < a%r((ZNmz,T) 1).
=1

Proof of Lemma C.1. We define the design matrix X’V *¢ such that each row of it corresponds to the feature vector of one
observation. Similarly, we define the observed label vector Y € R” and the noise vector € R,

The linear model can be rewritten in its matrix form:
Y =X6* + 1.

The OLS estimator is defined to be

6 =X"X)"XTy

=(XTX)"'XT(X6" + )
=X"X)'XTX)0" + (XTX)"'xTy
=0* + (X X)X .

Obviously, X X = S°N  2,2] = 325 Nyzsa] . Thus, the expected error can be rewritten as

En (16— 0713 =En [0 — 67) (0 — 07)]
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The covariance matrix satisfies:
En [(9 — )0 — 9*)T}
T

—En [(XTX) 1XTU((XTX)*1XT77) }

[(XTX)_lennTX(XTX)_l}
—(XTX) X En [ XX TX) !
<(X'X) !XT Iy X(XTx) 7!
=o?(XTX)™!

since 7, are zero-mean homoscedastic conditionally o-subGaussian noise terms. As a consequence, the expected error

w10 =013 = (En [0 - 00— 07)])
<tr(o?*(XTX) ™)

K -1
—o2tr ( ( Z Nlexj) ) .
i=1
L]

Knowing the expectation of sample sizes is, unfortunately, insufficient for controlling the expected error E[| |é — 6*||2]- This
is because the error is convex with respect to the vector of sample sizes IN (77), and we cannot use Jensen’s inequality to
directly compute an upper bound for the error. Before proceeding, we recall our assumption that the true parameter 6* lies
in a reasonably bounded subset By C R? and project our OLS estimator 6 onto this feasible set. This is to ensure that the
error || — 6*||5 is uniformly upper bounded. Let a constant G := maxg ¢, || — 6*]]2. Besides, let us define the good
event & when the sample sizes for all arms are large enough:

Ty
&= {Ni(Tl) >(1—e> qn'(i), Vie [K]}.

Under this good event &, we can adopt Lemma C.1 to derive an upper bound for the conditional error. We can simultaneously
show that the good event indeed happens with a high probability, thus obtaining an ultimate upper bound for the expected
error:

T
Pr(&,) =Pr (\ﬁ e [K], Ni(Ty) > (1 —e) Zqﬁr'(i))

=1-Pr (Hi €KL N(T) < (1)) qtﬂ/(i))

K Ty
>1 — ZPI‘ (Nz(Tl) < (1 - 5) Z qtﬂ-/(i))
i=1 t=1

K
>1-3 Pr (efoi(Tn > e x(1-9 T2, qﬂr’(i)>7

i=1
where y is a fixed positive constant. By Markov’s inequality, we further have that

K e XN'(Tl)]
Ze X(1=6) Sk ' (i)

=1
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Thus, it suffices to derive an upper bound for E[e~xN:(T1)]:

E[e_XNi(Tl)]
=E[E[e XN |7g, 4]]
—E[ex T Has=itg[e—xHar =i} |3y, _1]}
B [e I Mo ar, £ ) + e ¥ar, = i} Hr, 1]
R [ xS Hao=i) ((1 — 7y, () + e Xy (i))}

<F[e—x T Has=i} (e X~V (z‘)]

<E[exZi H{as:i}} ele = Dar, 7' (3)
where H; := o (a1, Z1, ..., at, Zy). Applying the above inequality recursively, we have
E[e—xNi(Tﬂ] < ele™-1) ik lIHT'(i)7

and furthermore
K i)
Pr(&) >1— Zexp ([(e—x —1)+x(1- e)} thﬁ’(i)>
i=1 t=1

K T
>1— Zexp ([— e—(1—¢)In(1 - e)} qu'(i)).
i=1

t=1

As T increases, the probability that event £, fails to hold diminishes exponentially. Consequently, the expected estimation
error can be upper bounded as follows:
E[|16 - 67|13]
=E[||0 — 0*[[3|€] Pr(Ec) + E[[0 - 07| I3]&] Pr(Ec)
—E[E[|16 - 6" 3| N (T1), &] €] Pr(€) + B[ — 0" 3] E.] Pr(&)

—E [Ener) 116 - 0°113]

] Pr(€) + E[|16 - 0% B|€] Pr(&)

- K » ) ) )
—E aQtr<(ZNi(T1)xix;r) ) E | Pr(&) +E[||0 — 0*]3|&] Pr(E)
L i=1
K T 1 K T
<02tr<< Sa-or®y thixiT) ) +GY exp ([ —e—(1—e)n(1 - e)} 3 thf(i)>
i=1 t=1 i=1 t=1
K . K
§02tr<< Z(l - e)w’(i)TlgxixiT> ) + GZ exp ([ —e—(1—¢)ln(l - e)} quw(z')> .
i=1 i=1
We can select € = 1—10 and observe that when T is sufficiently large,
A 110 u 1
=)0 1) < g (3w 0mer) )
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Finally, by the definition of variance, we have that

E[|16 — 0%|1s] =/E[118 — 6°13] — Var[J|d — 6*]l2]

E[||6 - 6+([3]]

102, X

e (o))
:O(Tf%).

C.2. Cost Analysis Results

In this part, we analyze the safety constraint violations of the first phase of the SERMiSC algorithm. As for the cumulative
cost, we have that at any time 7,

T K

E{;;Zt (i } ;;E[Zt (i }

T K K T
:;;E{Cﬂ't(i)} ZE[;Q§7Q(1):|

u ” /. e—CfCt—l(i)
2B [’ () + (1 - We e_m_l(j)ﬂ :

recalling that

Gy =3 f:((f))ﬂ{as _ ).

s=1

By inserting an intermediate term ZzK:1 GE [ > (1 = q)I{i = argmin ¢; }} , we obtain that
J

t=1 i=1
= T —¢:Ce—1(d)
e
SR zciE[zu_m o
i=1 =1 t=1 Z]G[K] G*thtfl(J)
K
:chﬂ' th+cmmz 17q,¢)
i=1 t=1
i ” —¢Ci—1(d)
e
+ZC'L 1—% — - _H{Z:afgmlncj}
i=1 t=1 ZjG[K] e—6tCt—1(4) j

K

Zcﬂr th+cm1nz 1qt)‘|

i = t=1

Y. o« Z(l — @)E[1Ae (é‘-1<i>‘5‘t-1<fmi">)} :

iZiminAc; >0 t=1

+

where 7.,i, 1= argmin ¢; and cpin = ¢;,,;,, . If we select the values of {qt}tem] to be sufficiently small, the first term on

J
the right-hand side (RHS) of the last inequality will be below 0. To proceed with the derivation, we need to analyze the value
Ct—1(%) — Ct—1(imin ), Which asymptotically approximates (¢t — 1)(¢; — ¢min) = ©(t). Therefore, we expect the second
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term on the RHS of the inequality to decrease at an exponential rate. Besides, we only consider arms whose costs c; are
non-negative.

We restate Bernstein’s inequality, which is useful in controlling the values of é‘t,l(i) — C‘t,l(imin) for the analysis of
cumulative cost.

Lemma C.2 (Bernstein’s Inequality (Simchi-Levi & Wang, 2025)). Let X, Xs, - - - be a martingale difference sequence,
such that | X;| < «ay for a non-decreasing deterministic sequence oy, as, - - - with probability 1. Let My := 22:1 X
be martingale. Let Uy,Us, - - - be deterministic upper bounds on the variance U; := ZZ LE[X2| Xy, , Xs-1] of the

n(2)
(e— 2)U,5 = oy

martingale M,, such that U,-s satisfy . Then with probability greater than 1 — 6 for all t:

— . 2
|Mt| SQ (6—2)Uth’lg

Define the martingale M (i) = 22:1 fﬁ 8)) I{as = i} — ¢;t for arm ¢ at time ¢. Assume that the cost random variable Z; is

almost surely bounded, i.e., | Z;| < Z a.s.. We have that the martingale difference X} is also almost surely upper bounded:

X0 =| 21 = ) -
_ Zt(z)]I{at = Z} — Ciﬂt(i) + ciH{at = ’L} — Ci]I{at = Z}
7Tt<i)
<o, =iy 2D il el Gy g, =y

— | T
m(4) m(4)
S|Zt( i) — Cf\ + |ei
(i)
Z + 2max;ex] ¢ < Z +2¢
@7’ () o' (i)

To apply Bernstein’s inequality, we still need a valid upper bound on the variance of the martingale M;. For arm ¢ at time ¢,
the variance is upper bounded as

. T 2

Ut(i):ZE < (ZZ))H{ s =i} — )

:ZE E (fé(z Has =i} —Ci> ’Hs—ll
)

1(4), e, Xs_l(z')]

Xl(i),...,Xs_l(i)]

S

:ZE E - (Z {as =i} + ¢ isg)]]{as :i}‘H81]

0 X1 (i), ...,Xsl(i)]
(i)

=Y E|E iS(Z)H —z}’%s 1] — 2| X1 (4),. .,Xsl(i)]
-
< SB[ ma(i) = X1 0 Ko )

s=1 S
t
S

Therefore, we set the upper bound Uy (i) for the variance Uy () to be

o LoZ2 In2 .
A :—max{zqs G (Z+2c) MM}zUt(z),
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where the exact value of the confidence @ € (0, 1) will be specified later. It can be easily verified that this definition of
Uy (i) satisfies

In2 g?r%(i)(e —2)In 2
< - >
(e = 2)U: (i) (6—2)<Z+25) In 2
g’ (i)
== t
Z +2¢ v

Thus, by Bernstein’s inequality, with a probability of at least 1 — = for any ¢:

| 2N 22 yr(nlp
My (i)] < 2 max{(e—2)lnwz sw’(i)’(z+20) M}

To derive an upper bound that is of a clear O(1/%) order, we notice that | M (i)| can be further upper bounded as

72 5 i 9 In 2)2 ¢ 1
<2 |max (efQ)fln—,(Z+2E> % -
(i) w T2(0) Yoz gt ) =1 9
72 9 ,_ 2(In 2)2¢, 1
3 - 2 ) L w/ 4l —
<2, | max {(e 2)7T/(’i) In = (Z + 20) m2(i)g? 52:; qs

2, [(z+2:) 2l

2(Z+2)m2
7' (i)g

_ q2
when ww < 2~ (¢~ zise) ™ (ar ¢ is a uniform lower bound for the value of ¢;. As a summary, for a small enough w,
we have that with a probability of at least 1 — Ko,

We denote this event as £,,. When this event happens, the value of o (i) — o (imin) can be effectively controlled. We
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have that
Ci—1(i) = Cy—1(imin)
=ci(t —1) — cmin(t — 1)
+Croa(i) = ci(t = 1) = Cro1 (imin) + Conin(t — 1)
>ci(t — 1) — epin(t — 1)
—[Cr1(3) = it = 1) = |Coo1(imin) — Canin(t — 1))
>ci(t —1) = cmin(t — 1)
2(2 + 25) In2
- W ¢ ; P Ct—1(imin) — Cmin(t — 1)
>ci(t —1) — cpin(t — 1)
2(2 + 25) mz
- g (w'u) '
We define

B(i) =2(Z + 2) (%(l) 4 (zmm) i/

Before deriving our final bound for the value of E { Yo Efil Zy (1) (z)}, we first use the result above to control the
following term,

i(l —q)E [1 Ae S (é‘*l(i)_é‘*(im‘“))}
t=1

:Z(l —q)E [1 Ae St (ét—l(i)_ét—l(imin)) (]I{gw} + H{gw})]
<30 (Eefct (Cer=Certimn)) 1yg_y 4 pr{gw})
< Z(l — @) (Ee*Ct (étfl(i)fétfl(imin))H{gw} + Kw)

<sz 1 _ Qt + Z 1 _ qt C (ci—cmin)(t—1)— (i)ln%\/ Z;} i)

2\ GBG) /X A
—Kw Z(l — @) + Z(l — ) Celei—emn)(t=1) . (7>

w
t=1 t=1

<sz 1—q) +maf<
t=1

. i 5—1 1 T
( 2 )CSB( W22t 5 . Z(l B qt)e—gt(c,-—cmm)(t—l).
t=1

w

We continue our derivation by recalling our choice of

G=D (maxB( ))_1, (t_D<

JE[K]

with a constant D = 1/In T} > 0. It can be easily observed that for any ¢ > 2,

D q

> : =
= max;e(x] B(j) Vt—1
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Now, with a trivial requirement that o < 2, the above term can be further upper bounded as

T

30— aE[s 6 0m0-Cr)]

t=1
T 9\ D -
<K 1-— + | — . 1— —Ci(Ci—Cmin)(t—1)
w;( qt) (w> ;( a)e
<Kw) (1-a)+ (%)D - e T ¢
t=1 t=1
T 9\ D . )
<Kw) (1-q)+ (=) (1-¢q) e FOU-D2
w; qt (’{ﬂ) g ;6
. 2\D T -
<Kw;(1—%)+(w) (1_Q){1+;e F(z)t2:|
y - 2o T _F(i)s} d
<Kw;(1 Qt)"'(w) (1—q) 1+/0 . }
- 2,\P 9 Fi)rs
_Kw;(l—%)—F (;) (1-g|1+ F(i)? /o c “udu}
T 9\ D ) )
<Kw ;(1 —q) + (;) (1-q) _1 + FUPF(Q)}

with F (i) := {ei—emin) Dy I'(z) = [~ t*"te~"dt is the Gamma function. I'(2) = (2 — 1)! = 1. By choosing

max;e (k) B(j) "

[ZDD(I - Q)(l =+ F(z) )} FE=s]
o =

K> (1—a)
for arm 7, we obtain that

> (1 -a)E[1ne (étﬂ(i%m(w)]

t=1

<(pmv + D7) [zKi(l ~a)] i (A-g+ F(Zi)Qﬂ .

t=1

which enables us to derive an upper bound for E [Z:Il Zfil Zy (i) (2)} :

B[y i AGLI0]

t=1 i=1

CﬂT Z qt + Cmin Z 1 - qt)
t=1

—

S

Mx

1

.
I

T D 1
1 __D_ porsy 2 D1
+, _ Z Ci(D1+D + D D+1)[2KZ(1—Qt)} {(l—g)(l—kF(i)Q)
1FiminAC; >0 t=1
K
SZ th+cm1nzl_qt)
i=1 t=1
K B 2 poEsY
t2 Y al2 S0 ] " 1= 90+ 55
1Fimin Ac; >0 t=1
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when 7} is sufficiently large. To gain a clearer understanding of how the cumulative cost scales with 77, we set 7 = T} and
have that

T K
E[> 3 ZG)m(i)]
t=1 i=1
K T T
< Z i’ (@) Z gt + Cmin Z(l —qt)
=1 t=1 t=1
& o NE:
2 Y rY (1-9] 7T [0-g0+ F(i)z)}
z;ﬁzm;n/\(‘i >0 t=1
K T
=2 el quﬂmle*%)
1=1 t=1

2 104
+2 Y aCkm)P[1+ "1 -0).
1Fimin ACci >0

Thus, we have the following asymptotic upper bound

T

T, K
E[zzzt(l)ﬂt(l)} - [Z ZQtJFlenZ (1—q)

t=1 i=1 t=1

= O((lnTl)z),

In Ty

1
by noting that TlD+1 =TT =TT <,

D. Theoretical Analysis for Phase 11
D.1. Regret Upper Bound

In this part, we derive an upper bound for the regret of the second phase of our proposed SERMiSC algorithm. To maintain
notational simplicity, we reset the time scale for Phase II, beginning the index from ¢ = 1. Recall that the algorithm
implements the following arm selection strategy in Phase II:

7.0
a; = argmax 7+ (1) — 775(2)Q(t).
i€[K] Vi

The arm selection strategy is based on maximizing a modified utility score, balancing optimistic reward estimation with a
dynamic safety penalty. The first term,

7(6) = elipy g | ,_max(6,2:)],

-1(e)

represents the optimistic estimate of the expected reward, typically implemented as an Upper Confidence Bound (UCB)
type approach to drive exploration and ensure regret minimization. The second term constitutes a dynamic penalty directly
related to the safety constraint. Here, Z; (%) is the stochastic cost incurred by pulling arm 4, reflecting the immediate risk of
constraint violation. Crucially, Q(¢) acts as an adaptively designed Lagrange multiplier, dynamically adjusting the penalty’s
weight based on the observed cumulative safety performance. Formally,

+

Qt+1)= QM)+ > Zi(i)l{ar =i} + e

1€[K]

When the system approaches or exceeds the safety boundary, ((t) increases significantly, making the penalty term dominant.
This mechanism ensures that the overall strategy maintains safety-aware prudence, compelling the agent to select safer arms
(those with lower Z;(4)) when necessary, thereby upholding the primary safety constraint while striving for optimal rewards.
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Define the Lyapunov function with respect to Q(¢):

L(t) = 5Q(1)"

Our primary objective in this part is to derive a sharp upper bound on the expected cumulative regret of the proposed

algorithm in Phase II. This derivation employs a technique of policy decomposition to break down the total regret into
several manageable terms. The regret can be decomposed as follows:

—TZTI',LLJ—E ZZH{at—j}Rt 7)

JElK) =1 jelx]

=7 Y wip—E Z > H{at—J}m]
JE[K] t=1j€[K]

_ZZ N +E ZZ 7, 5(7) —Hae = jHu 1
t=1 je[K t=1 je[K]

—ZZ i)k +E
t= 1]6
B3 3wl

t=1 je[K]

S 5 (r2a0) ~ Ho = 3HiG >]
t=1 je[K]
Zzﬂ{at*]}ﬁ J)— )]7

t= 1J€K]

+E

where R;(j) is the random variable representing the reward obtained from pulling arm j at time ¢, and m;, 5 is an intermediate
policy introduced to facilitate theoretical analysis. It is defined such that

*
Te,\s € arg m"EriX E Tala,
a€[K]

s.t. Z TaCq + min{e;, 6} <0,
a€[K]

e Ax.

The remainder of the proof is structured as a sequential bounding of these four terms:

e 71: Policy Gap Term
)= > () =l s())wy
t=1je[K]

This term captures the fundamental difference in expected reward between the true optimal policy 7v* and our chosen
intermediate policy 7}, 5. It measures the loss due to the sub-optimality of the intermediate policy itself.

 T3: Lyapunov Drift Term
—E[Z > (%, 5(5) — Har = 31 >]
t=1 je[K]

This is the core term that links the algorithm’s actual action sequence I{a; = j} to the desired sequence dictated by
the intermediate policy 7, 5. We will show that this term, often referred to as the Lyapunov drift term, converges or
remains small. Spec1ﬁcally, we will prove that the algorithm’s arm selection mechanism drives the selection sequence
to closely approximate the distribution of the intermediate policy.

e 73, 74: Estimation Error Terms

[zz —mm]

t=1 JE[K]
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=k ZZH%—J}W() 5)

tlje

These two terms quantify the error introduced by the difference between the true expected rewards i; and the optimistic
estimates 7 (j) used by the algorithm. By establishing high-probability confidence bounds on our optimistic estimator
7+(j), we will effectively control the magnitude of these terms.

Consider 71 (7).

Recall that strategy s was defined in Assumption 4.6. In order to compute a lower bound for e[k ., s(G)g, we
construct

- min{e;, o . min{e,d
7rt:<1— {5t })71' + {5t }m;,

which can be validated to be a feasible solution to the following optimization problem:

max g Talba,
™

a€[K]
s.t. Z TaCa + min{e;, 0} <0,
aE[K]
™ & AK7
because
> #(a)ca + min{e;, 5}
aG[K]
S(l _ min{e, 5}) > mm{et’d} D ms(@)ca + min{er, 0}
ee[K] a€[K]
mln{et, 6} Z a)cq + min{e;, 0}
aE[K]
SM(%) +minfe, 3}
=0
and

JjelK]
_ Z (1 B mln{et,d})ﬂk N mm{ehd}m(j)
5 J )
JelK]
B min{e;, d} min{e;, 0}
(1= )
=1.

Thus, 3¢k 7, 5(7)1; is lower bounded such that

Sl s(Dus =Y w(i)us.

J€lK] JE[K]

Y
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So we have

oD (=l s())k

=1 je[K]

33> [ﬂ;‘( - el min{gt’é}wam] "

t=1 je[K]

<333 [r- (1 mekey

t=1je[K]
u min{e;, 6}
DD T T
t=1 je[K]
" min{e;, 6}
<) M
t=1
where M is a uniform upper bound for p;: |u;| < M,Vj € [K].
Consider T5(7).

We note that the Lyapunov drift yields

L(t+1) — L(t)

<slew+ Y ZGHa =) +a] - 507
JjelK]
Q[ Y 2o =) +e] + 3| 3 Zl)Ha =) +a]
JE[K] Jje[K]
t)[ > Zi()Hae = j} +et} + (2% +€)
Je(K]
=Q)| Y ZG)Ha =3} +a| - Vi 3 AG)Ha =5}
JE[K] Je[K]
+ Vi z P Har = 5} + (2% + €).

JE[K]

Zt(i) ®)

Recall that our arm selection policy a; = arg max 74(i) — implies that

i€[K]

Vita, — Q(t )Zt(at)

>V Y miiG) = Q) Y miZilj), V.

JE[K] JE[K]

and furthermore

1) " Zi(){a = j} < Vita, = Vi Y mife(§) + Q) Y miZi(j).

jE[K] je[K] jE[K]

As a consequence, we are able to link the interested difference term 7; — I{a; = j} to the Lyapunov drift, which is easy to
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cancel out when summing over the time horizon. We proceed our derivation for the drift

L(t+1) - L()
t)[ (N{as =5} +€t:| Vi Z 7e(j){as = j}

JElK] JEIK]

+Vi Y A a =4} + (22 +€))
JEIK]

Q)| Y Zim +al Vi Y mi)

JelK] JElK]

+V Z P Har = 5} + (2% + €).
JElK]

We take the conditional expectation on both sides and obtain for any arm selection policy 7r at time ¢,

E[ Y (7~ Har = 3)(i)| ]

jE[K]
T L(t+1)—L(t) Q(t) , 72 + €
<E| — —‘ E Z ;
=5 ‘/t ’Ht:| + Vt |: ;{] t(])ﬂ'j + €t Ht} + ‘/t
7% 42

'@_L(t—&-l)’ }

LV Vit { 21; Zlaim +€t‘Ht} Vi

- )+ ] 3 0
te (H{et <6} + e, > 5})]7{4 Zz‘;: 2
:E[L‘g) - Lvm ’Ht] Q‘S)E{ S ZiG)m +et‘Ht}ﬂ{et <6}
JEIK]
+ %%[ 3" ZiG)m + e Ht}n{et Ny ZQ; t

JE[K]

:E[@ _ LVt+1 ’H } Q‘E)E{j; Zi()mj + e Ht}]l{et <5}

Vi
k K]
ZQ"’% Q( )

Pt (e — ) > 0.

Q)

t

+ E[ 3 Zt(j)wﬁa‘yt}u{et >0} 4

JelK]
Recall that the benchmark strategy 7* is given by

¥ € arg max E Tafbas
™
a€[K]

s.t. Z TaCa <0,

a€[K]

SIAY

Unfortunately, we are unable to directly control the value of E [ > jerr) (M) — Kae = j})7(j)[He | since €, and § in the
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RHS of the last equality cannot be eliminated. This necessitates the selection of an intermediate strategy 7, 5 such that

*
T, 0 € arg mT?X E Tallas
a€[K]

s.t. Z TaCq + min{eg, 0} <0,
a€[K]

TeA K
and then control the difference between 7* and =}, 5. For the chosen strategy = 7, 5, one can directly verify that both

E[Zje[K] Zy(j)mj + q”Ht}H{et <4} and]E{Zje[K} Zy(j)mj + 5‘7—[4]1{@ > 0} are smaller than 0.

Now we can calculate the cumulative term of interest at time 7:

B[S Y (s —H{at—j}m()}

t=1 je[K]
E[L(1 E[L 72 —|— e E[Q(t) (e — 0)I{e, > b}
< [Vi )] i Z ; [ . ]
E[L(1)] E[L(t+1)] <22+ ef t(Z 4 €1)(er — 0)I{e; > 0}
A AvanhD D A ; 7

< ZT: Z2 4 é N XT: tZ + 61)(€t‘; N{e > 5}7

t=1 t

where the second inequality is due to the trivial bound that Q(¢) < 22:1 (Z + €5) < t(Z + €1), and the last inequality
follows from noticing that the constraint violation at the very beginning is surely 0.

Consider 73 and 73.

These values can be bounded if () is close to ;, which is characterized by the event £c = {Vt >0:0"€ Ct(g)},
where the confidence set

2
Ci(o) == {GGRd 116, — 9||zt<o—\/d1og(1+tj“)+ﬁs}

where we define

t
Y =My + Zxatx;,
s=1

t
—1
=X E Ya, Lay
s=1

and assume that 0*, z-; are uniformly bounded: ||6*||o < S and ||z;||2 < L,Vj € [K]. Theorem 2 in (Abbasi-Yadkori et al.,
2011) implies that Pr(E¢) > 1 — p.
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Under the event £-, we have

7e(5) — wy
< max (0.a) = (0",3)) = (0 0",
:<ét O+ 0,1 — 0", ;)

<|I0: = be-1lls, s il g, + 101 = 0I5,y [l

1+tL2/\
<2 (a\/dlog (*T/) + ﬁs) 1551,
2
<9 (a\/dlog (mj/)\) + \55) min {17 HijHE,‘_ll}

by noting that our choice of 0, isin Cy_q (o) and under the event £, we also have 8* € C;_1(p). This observation implies
the following upper bound when choosing ¢ = 1/T"

B[S 3 Hor =46 () - )]

t=1 je[K]
—E[Z Z Har = jH(re(j /ij)‘gc] Pr(&c)
t=1 je[K]
[Z Z Rae =7} (7e() M)IEC} Pr(Ec)
szr/ﬂE[Z > Haw = jH6l) - )| Ec]
t=1 je[K]

<2T/T+2<0\/dlog (HTQLZ)/A) - fAS>E imin{l, Hxat\lz;_ll} 50]
Lt=1

<27/T +2 (U\/dlog (#) + \[\S)E J Timin {17 ||$at||2271 }
i oy t—1

e

where the last step is due to the Cauchy-Schwarz inequality. Using Lemma 11 in (Abbasi-Yadkori et al., 2011), we further
have that

B[S Har = 3}) - )]

t=1 je[K]

N

<27/T + 2(o+/dlog[T(1 + 7L? /)] + VAS) \/ 2riog (1+ Aidz)

e
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Similarly, we can derive an upper bound for this term

E[z Z 77 5k — 7))

=[5 3> mali)s = e fec] rcee)
t=1je[K
+E[Z Z Ter s ft(j))’gc} Pr(&c)
t=1 je[K]
<27/T,

since under the event £c, we have that p; — 74(j) < 0.
By setting V; = 81/, ¢; = 4,/1/t, we obtain the final upper bound for the regret. Recall that

Z > (m ()

t=1 je[K]
min{e;, d}
SZTM

16
_ LZ mln{et,é}M Z mln{et,5}
=14
Observing that ¢, > 0 for t < L%J and e; < ¢ otherwise, we have

L3

=
=

]
M+ 6tM

t= f;SW

4M
jM—i—i fda:

LlGJ f
16 SM

L52JM+T<ﬁ_ L?TSJ)'

Ti(r) <

04\04

~
Il
—

<|;

01‘@

Then, for 75(7), we have that

T 7?2 . t(Z I )
Talr) < +6t+§; relta Zoa = 0)
t=1 t=1 ¢
min{‘r,[lG/éﬂ}

A 1 16~ _3 -
S?;%+th2+(Z+el) > ‘Z

min{r,|16/6% |}

Z? 1 16 T s = tes
ST[I—F ) 7dx] +F[1+/1 x 2dx} (Z+e) ; A
Z? 16 2 16

D.2. Cost Analysis Results

In this part, we analyze the constraint violation of the algorithm. The key is to prove an upper bound for E[L(t+1)— L(t) | H4],
which implies an upper bound for E[||Q(t + 1)||2 — ||Q(t)||2|H+]. Then, by applying Lemma 11 in (Liu et al., 2021), we
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are able to derive an upper bound for the constraint violation.

The constraint violation metric is defined as

Vio(t {Z z Zy()H{ay *]}] V0.

t=1 je[K]

We rewrite the formula using our definition Q)(¢). Note that

+
QU+1) =|QM) + > Zi(j)l{ar=j} +e
JE[K]
>Qt)+ Y Zi()Har = j} + &
JEIK]

Thus, we can decompose Q(7 + 1) such that
Qr+1) =Q(r+1) = Q1) + Q1) = QT = 1) + ... + Q1) — Q(0) + Q(0)

ZZ [ Z Zy()Har = j} +€t}

t=1je[K]
=>_ > Z()Ha —.7}+Zet
t=1je[K]

Using this fact, we know that controlling Vio(7) suffices to derive an upper bound for Q(7 + 1), because

Vio(r) < E[Q(T +1)— iet} V 0 = max {0, E[Q(T+1)] — iet}.

t=1 t=1

We derive an upper bound for E[Q(7 + 1)] by showing that when the value of @ is sufficiently large, it has a significantly
negative expected shift in the next step, i.e.,

E[Q(t +1) ‘Ht}
:E[\/Q(t—i- 12— /Q(t 2‘%4
gﬁE[Q@ +1)2 - Q(t)?]m}
:%E[L(t 1) - L(t)’%t].

The inequality is due to the concavity of the function /-. Recall our upper bound on the Lyapunov drift, selecting the policy
to be ;s defined in Assumption 4.6,

E[L(t+1) - L[] <(Z2+&)+ QUE] 3 Zii)ms(i) +e
JelK]

—ViE[ 3 (m(3) ~ Har = 31)7(5)| ]

JElK]

3

U2+ )+ Q1) Y ems(h) + Q)
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—VE[ Y (ms() —~ Has = j})i(5)|Me]

JE[K]

(2% +&)+Qt)(er — 0) — ViE[ 3 (mo(j) — Haw = 1)) He].
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Note that 7;(j) is clipped into [—1, 1], which means that

S Hao=j}i() < Y Har =4} =1

JE[K] JE[K]
> ms()rG) = Y m)(=1) = -1
JE[K] JE[K]

and of course
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Ht} < (2% + )+ Qt) (e — 6) + 2V

72 2
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2
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o200 4

A Zhe 86

= 2¢(t) 4 8

Lemma 11 in (Liu et al., 2021) implies that Vg : €, < g,

5/8
(Z+e)2+(Z+e)d/24

E[exp(6Q(1)] < expleQ(to)) + g5 oxp (2 +a+0()), 6 =

Recall our objective, for ¢ such that e;, < g:
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By selecting V; = 0v/%, ¢; = 41/1/t, we have the final upper bound

T

Vio(r) < max {o, EQ(r+1)] - et}

t=1
to 72 2 T
1 16 > 4(2VT+1 +2Z°+ €T+1)
< z _— _
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to ~2 2 T
1 16 _ 422+
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t=1 t=1
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¢ 5 ( 0) 2 t+ € 5 ! NG
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1 16 - 4z
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Choosing to = [93], we have that

1 1 _ NZ2+ &
Vio(r) < max {0, > log (1 + —6) A4 )7+ (14 t)er + ) 8}

§ &6 5
SmaX{O,%log (Hg) +(1+to)(2+61)+@+8}
_(Z+ap t;/(f+4)6/24 log (1 N 16(Z+4)2;/2(Z+4)5/3)

P+ 1)z D

36



