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Abstract
Incorporating group symmetries via equivariance
into neural networks has emerged as a robust ap-
proach for improving efficiency and overcoming
the data requirements of modern deep learning.
While most existing approaches, such as group
convolutions and averaging-based methods, focus
on compact, finite, or low-dimensional groups
with linear actions, this work explores how equiv-
ariance can be extended to infinite-dimensional
groups. We propose a strategy designed to in-
duce diffeomorphism equivariance in pre-trained
neural networks via energy-based canonicaliza-
tion. Formulating equivariance as an optimization
problem allows us to access the rich toolbox of
already established differentiable image registra-
tion methods. Empirical results on segmentation
and classification tasks confirm that our approach
achieves approximate equivariance and general-
izes to unseen transformations without relying on
extensive data augmentation or retraining.

1. Introduction
Deep learning models have become a cornerstone of modern
data-driven research in numerous scientific fields (Abram-
son et al., 2024; Degrave et al., 2022). In particular, in com-
puter vision (Voulodimos et al., 2018) and medical imag-
ing (Wang et al., 2020; Chen et al., 2022b), deep learning
has become a central tool for tasks such as classification (Li
et al., 2019), object detection (Zhao et al., 2019), and seg-
mentation (Ronneberger et al., 2015). Despite this, these
models’ reliance on large-scale, high-quality data and in-
tensive computational requirements remains a major chal-
lenge (Goodfellow et al., 2016; Sun et al., 2017). Crucially,
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even with sufficient data, generalization properties are diffi-
cult to guarantee, as they depend heavily on the data seen
during training and testing (Marcus, 2018; Zhang et al.,
2017). In the quest for more robust and generalizable ma-
chine learning models, the focus has shifted towards exploit-
ing known symmetries of the problem through invariant or
equivariant neural networks (Bronstein et al., 2021). While
group invariance means that a model’s output remains un-
changed when the input is transformed by any element of
the group, group equivariance means that the model’s out-
put transforms in a predictable way under the group action
that is applied to the input. More formally, let G be a group
acting on differentiable manifolds X and Y . A function
f : X → Y is called G-invariant if for all g ∈ G and
x ∈ X :

f(g ·X x) = f(x), (1)

and G-equivariant if for all g ∈ G and x ∈ X :

f(g ·X x) = g ·Y f(x), (2)

where the group element g ∈ G acts on X and Y with cor-
responding actions ·X and ·Y . For brevity, we will omit
the subscripts when the action is clear from the context.
The distinction between equivariance and invariance is illus-
trated in Figure 1, using segmentation and classification as
representative tasks under the group of diffeomorphisms.

Enforcing invariance or equivariance with respect to a rele-
vant transformation group can not only increase robustness
but also reduce the need for extensive annotated data and
therefore training time (Cohen & Welling, 2016; Bronstein
et al., 2021; Bietti et al., 2021; Brehmer et al., 2025). De-
pending on the task, either group invariance (e.g., classi-
fication) or group equivariance (e.g., segmentation) is de-
sired. Classically, the task is assumed to be symmetry-
preserving with respect to the group considered; however,
problems with approximate or local symmetries (Weijler
& Hermosilla, 2025) as well as active symmetry break-
ing (Lawrence et al., 2025b) are also of interest.

Previous works have primarily focused on small, discrete
symmetry groups, in particular rigid motions, or very spe-
cific learning settings (Cohen & Welling, 2016; Dieleman
et al., 2015). However, in many applications, more generic
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Figure 1. Examples of (a) diffeomorphism equivariance in lung image (Radiologi RSUA, 2023) segmentation and (b) diffeomorphism
invariance in predictions of topological invariants in MNIST (LeCun et al., 1998). Applying a diffeomorphism g ∈ D(X ) to the input
should result in a correspondingly transformed segmentation output, i.e., fθ(g · x) = g · fθ(x), and preserve the classification, i.e.,
fθ(g · x) = fθ(x). The classically grayscale color scheme is adjusted for better visualization.

nonlinear transformations are desirable. These transforma-
tions are naturally modeled as diffeomorphisms.

Definition 1.1 (Diffeomorphism). Let X and Y be differen-
tiable manifolds. A map g : X → Y is called a diffeomor-
phism if it is bijective, differentiable, and has a differentiable
inverse g−1 : Y → X . The set of all such maps is denoted
by D(X ,Y).

If X = Y , this set forms an infinite-dimensional group under
composition, which we call D(X ) (Omori, 1974). Diffeo-
morphisms are frequently used in imaging applications, par-
ticularly medical image registration (Younes, 2010; Dalca
et al., 2019; Ashburner, 2007), where they model realistic
anatomical transformations while preserving topological
properties (Miller, 2004; Sotiras et al., 2013). A neural net-
work that is equivariant to diffeomorphisms would therefore
be highly valuable for real-world tasks, e.g., in cell seg-
mentation in histopathology with variability in cell shapes;
or lung segmentation with different breathing phases (Liu
et al., 2025; Onieva Onieva et al., 2018).

To formalize our setting, let X denote the space of grayscale
images, defined on the domain Ω ⊆ R2 with intensities
in [0, 1], modeled as functions that map from Ω to [0, 1],
X := {x | x : Ω → [0, 1]}. The group of diffeomorphisms
D(X ) acts on the image domain Ω. We define the group
action of D on X as

(g · x)(p) := (x ◦ g)(p) = x(g(p)) (3)

for all p ∈ Ω, x ∈ X and g ∈ D(X ). This group action
produces deformed images, such as the input in Figure 2.

1.1. Contribution

In this work, we introduce Diffeomorphism-Equivariant
Neural Networks (DiffeoNN)1, a framework for adapting
pre-trained models to achieve (approximate) diffeomor-
phism equivariance. Our approach extends the energy
canonicalization methods of Shumaylov et al. (2024) and
Kaba et al. (2023) from finite-dimensional Lie groups to
the infinite-dimensional group of orientation-preserving dif-
feomorphisms. Unlike standard equivariance methods that
require integration over locally compact groups, DiffeoNN
utilizes group-agnostic canonicalization to achieve approxi-
mate equivariance without exhaustive sampling in practice.
We parameterize these transformations using stationary ve-
locity fields (SVFs), covering a broad class of complex spa-
tial deformations, while being computationally feasible.

Extending energy canonicalization (Section 2) to the infinite-
dimensional setting requires two technical modifications
inspired by image registration (Younes, 2010). First, we pro-
pose a new energy functional (Section 3.2) that integrates a
Variational Autoencoder (VAE) loss with an adversarial dis-
criminator (Lunz et al., 2019; Mukherjee et al., 2024) and a
deformation regularizer (Han et al., 2023; Bostelmann et al.,
2026) to ensure structural consistency in the canonicalized
outputs. Second, we replace the Lie-algebra optimization
used in LieLAC (Shumaylov et al., 2024) with a gradient-
based strategy specifically tailored for SVFs (Bostelmann
et al., 2026). These adaptations provide a generalized frame-
work applicable across various computer vision tasks, such
as the segmentation example shown in Figure 2.

We evaluate DiffeoNN on approximate diffeomorphism-
equivariant segmentation (Section 4.1) utilizing a syn-

1Source code is available at https://github.com/
mic-uzl/DiffeoNN
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thetic dataset of nested squares and a real-world dataset
of chest X-rays (Karmakar, 2024), as well as approx-
imate diffeomorphism-invariant homology classification
(Section 4.2), using the MNIST dataset (LeCun et al., 1998).
Our results demonstrate that DiffeoNN consistently out-
performs the naı̈ve baseline and is on par with the data
augmentation approach, while producing consistently fewer
outliers. We further verify that the canonicalization step
is in practice approximately diffeomorphism-invariant by
construction and quantify the equivariance error.

1.2. Related Work

Unlike finite groups or simple transformations such as ro-
tations and translations, the group of diffeomorphisms is
infinite-dimensional. Consequently, it cannot be compactly
parameterized for integration into standard equivariance ap-
proaches, like data augmentation (Shorten & Khoshgoftaar,
2019), group-equivariant layers (Cohen & Welling, 2016),
and averaging-based methods (Murphy et al., 2019; Puny
et al., 2022). Given the limitations of these approaches,
canonicalization emerges as the most viable strategy for
achieving diffeomorphism equivariance. It is worth men-
tioning that while techniques from Topological Deep Learn-
ing can be used to construct topological invariants, achiev-
ing nontrivial geometric equivariance remains technically
challenging, with most existing approaches focusing on re-
stricted symmetry groups (e.g., Euclidean transformations)
rather than infinite-dimensional diffeomorphism groups (Ha-
jij et al., 2023; Ferrari et al., 2023; Eijkelboom et al., 2024).

Data Augmentation Data augmentation (Shorten &
Khoshgoftaar, 2019) offers a heuristic framework to ap-
proximate diffeomorphism equivariance (Hauberg et al.,
2016) by expanding the training set through random group
transformations. While conceptually viable, this approach
encounters significant computational bottlenecks, primar-
ily due to the necessity of sampling and transforming data
within an infinite-dimensional space. As finite sampling
cannot capture the full variability of the diffeomorphism
group, this approach fails to provide rigorous guarantees of
formal equivariance. Despite these limitations, it represents
the primary alternative to canonicalization within existing
literature; we therefore adopt it as our comparative baseline.

Group-Equivariant Layers In contrast to data-based
methods, incorporating symmetries through equivariant ar-
chitectures guarantees group equivariance by design. Convo-
lutional neural networks (CNNs) are famously translation-
equivariant due to weight sharing in their convolutional
layers (Fukushima & Miyake, 1982; LeCun et al., 1989),
claimed to be an important reason for their efficiency in
imaging tasks (Krizhevsky et al., 2012; He et al., 2016).

This motivated Group Convolutional Networks (G-
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True Segmentation
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fθ g−1
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(
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Figure 2. Canonicalization (DiffeoNN) for lung segmentation. The
network fθ is pre-trained on a simple chest X-ray/ground-truth
segmentation dataset. Applying the trained model fθ to a diffeo-
morphically transformed image without canonicalization results in
an Intersection-over-Union (IoU) of 0.8769 (naı̈ve) with clearly
visible errors in the segmentation map. Using canonicalization,
i.e., transforming the input closer to the training dataset before
applying the network fθ and reversing the transformation, achieves
an almost perfect segmentation with an IoU of 0.9560 (ours).

CNNs) (Dieleman et al., 2015; Cohen & Welling, 2016),
which replace standard convolutions with group convolu-
tions over discrete symmetry groups, generalizing equivari-
ance to arbitrary finite groups. G-CNNs have since been
extended to compact groups such as SO(2) and SO(3) via
spherical CNNs (Cohen et al., 2018), and to efficient imple-
mentations using fast Fourier transforms on groups (Kon-
dor & Trivedi, 2018). While being a promising strategy
for incorporating equivariance into neural networks, group
convolutions require the group G to be finite (or at least
compact and tractably parameterized (Cohen & Welling,
2016)), being implemented by a discrete sum over G, mak-
ing G-CNNs incompatible with continuous, infinite, or non-
representation groups such as the diffeomorphism group.

Lie group convolutions generalize to arbitrary Lie groups via
integration with respect to the Haar measure with tractable
implementations, e.g., different parameterizations (Finzi
et al., 2020; Bekkers, 2021), exploiting the local Lie group
structure (Kumar et al., 2024), and group-specific ap-
proaches for roto-translation groups (Bekkers et al., 2018).
However, they too are inapplicable to our setting involving
the group of diffeomorphisms, as they require the existence
of a Haar measure (Milnor, 1984).

Averaging-based Approaches Averaging methods offer
an alternative way to achieve equivariance without redesign-
ing a neural network’s internal architecture. Instead of build-
ing specific symmetries into the layers, these methods oper-
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ate on the group orbit of input x:

Ox := {g · x | g ∈ G}. (4)

These strategies range from group averaging (Murphy et al.,
2019), which integrates over the entire orbit, to frame aver-
aging (Puny et al., 2022) and weighted frames (Dym et al.,
2024), which utilize input-dependent subsets or measures to
improve tractability. Despite these refinements, having to
integrate over the group remains a bottleneck for diffeomor-
phisms, as the absence of a Haar measure makes defining a
suitable integration measure computationally infeasible.

Canonicalization An approach closely related to, but dis-
tinct from frame averaging, is orbit canonicalization (Kaba
et al., 2023). Canonicalization maps each input x ∈ X to a
canonical representative xc within its orbit Ox. By restrict-
ing the model’s domain to these representatives, the task
complexity is reduced, allowing standard architectures to
handle large or continuous groups. Canonicalization shifts
complexity from averaging over an infinite-dimensional
group to a non-trivial optimization problem. However, min-
imization requires only identifying a single element of the
(infinite-dimensional) group rather than visiting all of them,
which makes this approach highly efficient (Tahmasebi &
Jegelka, 2025), robust to approximate symmetries (Kaba
et al., 2023), with expressivity generalizable through proba-
bilistic symmetry breaking (Lawrence et al., 2025a;b).

A notable extension of this paradigm is Lie Algebra Canon-
icalization (LieLAC) (Shumaylov et al., 2024), framing the
canonicalization step as a preprocessing step. Crucially, it
can be realized without explicit equivariant architectures, by
defining the canonical representative as the minimizer of a
task- and data-dependent energy function E : X → [0,∞]
over the group orbit:

c(x) := arg min
y∈Ox

E(y). (5)

Intuitively, the energy E is chosen such that its minimiz-
ers are “close” to the training data XE . LieLAC utilizes
Lie algebra descent to find this minimizer, which, when
combined with a pre-trained model trained on sparse data
XE , enables equivariance for arbitrary Lie groups without
modifications of the underlying model. However, LieLAC is
inherently restricted to finite-dimensional Lie groups, leav-
ing the infinite-dimensional case as an open problem. In
this work, we directly solve this by extending energy canon-
icalization to the problem of diffeomorphism equivariance.

2. Framework
Given a data manifold X , the central idea of DiffeoNN is
to train a simple model fθ only on a sparse labeled training
dataset XE ⊆ X and without additional training, extend

model fθ
(trained on XE)

gx g−1
x

gx ∈ arg min
g∈D(X )

Ecan(x, g)

xc = gx · x yxc
∈ Y

x ∈ X yx = g−1
x · yxc

Figure 3. In the canonicalization step, an input x ∈ X is canon-
icalized to xc = gx · x, where gx is a canonicalization element
that is determined by solving a task-specific optimization problem.
Then the inner model fθ is applied to xc. Its output yxc := fθ(xc)
is transformed by the reverse canonicalization g−1

x to obtain the
final output yx = g−1

x · yxc .

it to perform well on the entire dataset X ⊆ X containing
all diffeomorphic transformations of XE . This allows us to
make pre-trained networks equivariant without retraining.

Inspired by Shumaylov et al. (2024), our extended model
f̃θ consists of three steps: a canonicalization step, an in-
ner model trained on the training data XE , and a reverse
canonicalization step (Figure 3):

1. In the canonicalization step, we find a representation
xc for a given input x ∈ X such that xc is “close” to
the training data XE . A canonicalizing element (dif-
feomorphism) gx ∈ D(X ) is found by minimizing a
task-specific canonicalization energy:

gx ∈ arg min
g∈D(X )

Ecan(x, g). (6)

The canonicalized input is then xc := gx · x.

2. At the core is a model fθ : X → Y , x 7→ fθ(x) =: yx
that is trained on the smaller dataset XE . The range Y
is a task-specific output space such as labels or segmen-
tation masks. The model performs the task and outputs
yxc

= fθ(xc) ∈ Y for the canonicalized input xc.

3. To obtain the final output, a reverse canonicalization is
applied:

f̃θ(x) := g−1
x · (fθ(gx · x)), (7)

where g−1
x ∈ D(Y) reverses the map corresponding to

the canonicalizing element gx on Y . For example, if X
and Y are both image spaces under the usual diffeomor-
phism action, g−1

x would apply the inverse of gx in order
to obtain equivariance, while the trivial action in the Y
space would result in invariance.

2.1. On Exact Equivariance

Exact Equivariance in Theory In a purely theoretical
setup, canonicalization has been shown to result in an equiv-

4



Towards Diffeomorphism-Equivariant Neural Networks via Canonicalization

ariant model (Kaba et al., 2023), i.e., f̃θ(h·x) = h·f̃θ(x) for
all h ∈ G if the energy satisfies Ecan(h·x, g) = Ecan(x, g·h)
and the minimizer is unique. When uniqueness fails due to
a nontrivial stabilizer subgroup, the construction of Kaba
et al. (2023) requires “relaxed equivariance”. Shumaylov
et al. (2024) and Ma et al. (2024) address this by con-
sidering the full frame FE(x) = argming∈G E

(
g−1x

)
,

which is strictly equivariant in a set-theoretic sense: for
all g, FE(gx) = gFE(x). Then, averaging (or any
permutation-invariant aggregation) over the equivariant out-
put set

{
gSθ

(
g−1x

)
| g ∈ FE(x)

}
yields exact equivari-

ance.

Approximate Equivariance in Practice In practice, for
reasons of computational tractability and stability, we adopt
three modifications that can break exact equivariance: we
add regularization, breaking equivariance of Ecan; the group
D(X ) is finitely parameterized; and only a single approxi-
mate critical point of Ecan(x) is found in the minimization.
Despite this, our energy functional in Section 3.2 still recov-
ers approximate equivariance, as explained in Section 3.4.

3. Canonicalization for Diffeomorphisms
Applying the canonicalization framework to the group of
diffeomorphisms D(X ) requires defining the canonicaliza-
tion step (5). In practice, this entails parameterizing D(X )
and finding a suitable energy Ecan that is small whenever
g · x is “close” to the training data XE , with g physically
plausible, e.g., orientation-preserving, diffeomorphisms.

3.1. Parameterization via SVFs

In analogy with Dalca et al. (2019), we parameterize the
group of diffeomorphisms G = D(X ) using stationary ve-
locity fields (SVFs). This yields DSVF(X ) ⊂ D(X ), a struc-
tured subset of computationally efficient SVF-generated dif-
feomorphisms. Such transformations are commonly used in
deformable image registration due to their smoothness, eas-
ily computable inverses, and well-defined theoretical struc-
ture (Younes, 2010; Ashburner, 2007; Dalca et al., 2019).
Definition 3.1 (Stationary Velocity Field (SVF)). A station-
ary velocity field is defined as a vector field v : Ω → Rd,
where v(p) specifies the velocity at position p.

A velocity field v can be used to generate a flow φ:
Definition 3.2 (Flow). Given a stationary velocity field v,
the associated flow φ : Ω× [0, 1] → Ω, φt(x) := φ(x, t) is
defined as the solution to the ordinary differential equation
(ODE) with t ∈ [0, 1] and p ∈ Ω:

dφt(p)

dt
= v(φt(p)), φ0(p) = p. (8)

For v ∈ C1
0(Ω,Rd), the solution of the ODE (8) at t = 1

yields a diffeomorphism g := φ1 (Arguillere et al., 2014).

The solution map is defined by exp(v) := φ1 = g, called
the exponential map, and connects the set of smooth vec-
tor fields to the group of diffeomorphisms (Younes, 2010;
Trouvé, 1998) similarly to the exponential map that con-
nects a Lie algebra to its Lie group. Compared to the time-
dependent, more general LDDMM formulation (Younes,
2010), SVF-generated diffeomorphisms are computation-
ally more efficient, as the temporal integration can be per-
formed by scaling and squaring (Arsigny et al., 2006a).
While not every orientation-preserving diffeomorphism can
be generated by an SVF (Hernandez et al., 2008), DSVF suits
our method as it includes id := exp(0), is closed under in-
verses, as g−1 = exp(v)−1 = exp(−v), and it is expressive
enough for our purpose; see also Appendix C.

3.2. Canonicalization Energy

The canonicalization energy Ecan measures the similar-
ity of a transformed image with the training data and
encourages more “realistic” transformations within the
allowed set of transformations DSVF(X ). In this work,
the energy Ecan : X ×DSVF(X ) → R consists of an im-
age similarity energy EXE

: X → R and a regularizer
Ereg : DSVF(X ) → R:

Ecan(x, g) := EXE
(g · x) + Ereg(g). (9)

We again note that inclusion of a regularization term techni-
cally violates the conditions required for canonicalization to
remain exactly equivariant (Kaba et al., 2023; Shumaylov
et al., 2024). Nevertheless, the regularization term can be
understood as a selection operator and approximate equiv-
ariance can be retained, see Section 3.4 and Appendix E.

Image Similarity Energy The image similarity energy
estimates the similarity of an input to the training dataset
XE , defined for positive scalars λVAE and λadv as:

EXE
(g · x) := λVAEEvae(g · x) + λadvEadv(g · x), (10)

The VAE-based energy EVAE is the variational autoen-
coder (VAE) loss (Kingma & Welling, 2022), trained on the
training dataset XE . Low energy means the input can be
well reconstructed by the VAE.

The adversarial energy Eadv is based on an adversarial
discriminator trained to distinguish between the training im-
ages XE (“real”) and diffeomorphically transformed ones
(“fake”) following (Lunz et al., 2019; Mukherjee et al., 2024;
Shumaylov et al., 2024). The “fake” diffeomorphically
transformed images are generated by randomly sampling
deformation parameters from a radial basis function parame-
terization (Forti & Rozza, 2014) to warp the training images
XE . Eadv is then the adversarial energy of the trained dis-
criminator, and is smaller for inputs x that are “closer” to the
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training dataset XE . Crucially, training this discriminator is
both stable and efficient, requiring minimal overhead.

Regularizing Energy In order to encourage physically
plausible transformations, we follow (Han et al., 2023;
Bostelmann et al., 2026) and define the regularizer Ereg as

Ereg(g) :=λ∆∥∇v∥22︸ ︷︷ ︸
gradient loss

+λJ ∥max(0,− det(Jg))∥1︸ ︷︷ ︸
Jacobian determinant loss

, (11)

where λ∆ and λJ are positive scalar weights, v the SVF
that induces g, and det(Jg) the Jacobian determinant of g.
The gradient loss is large for deformations with high spatial
variation in their flow field. Therefore, it is small when
the deformation is smooth. The Jacobian determinant loss
penalizes negative Jacobian determinants. The intent is
to enforce det(Jg(p)) > 0 for all p ∈ Ω, as such diffeo-
morphisms are orientation-preserving, ensuring physical
plausibility. A negative determinant indicates local reversal
of orientation, such as folding or tearing, which is undesir-
able in most image processing tasks. Therefore, restricting
to diffeomorphisms with a positive Jacobian determinant is
a common practice in image processing and has been widely
researched (Liu et al., 2023; Kuang, 2019).

Note that the canonicalization energy can be adjusted per
task if desired. However, our approach is already highly
versatile, as it only depends on training data and the group
of diffeomorphisms, see Section 4. For more details and an
ablation study regarding the energy terms, see Appendix D.

3.3. Canonicalization via Gradient-based Optimization

It remains to solve the canonicalization step (6). In contrast
to the approach of LieLAC (Shumaylov et al., 2024), which
uses Lie algebra descent, we use a gradient-based optimiza-
tion method similar to (Dalca et al., 2019; Balakrishnan
et al., 2019) to minimize the canonicalization energy Ecan.
We follow (Han et al., 2023; Bostelmann et al., 2026) in
using a Sinusoidal Representation Network (SIREN) (Sitz-
mann et al., 2020) to parameterize the SVFs and a Scaling
and Squaring approach (Arsigny et al., 2006a) to compute
the solution gθ = exp(vθ) of the ODE.

In practice, we can only expect the canonicalization step
to be approximately diffeomorphism-invariant: Except for
very rare cases, exact minimizers are numerically inaccessi-
ble due to the finite iteration budget of the gradient-based
optimization scheme (Bostelmann et al., 2026).

3.4. Recovery of Approximate Equivariance

The unfortunate drawback of making canonicalization prac-
tically feasible is that exact equivariance may be violated,
as explained in Section 2.1. However, the ways in which it
is broken retain approximate equivariance.

On Regularization of the Canonicalization The full
frame is often too large, as the whole stabilizer subgroup
is contained inside: g StabG(x) ⊆ FE(x) for g ∈ FE(x).
Yet, they are redundant for averaging over, as quotienting
preserves equivariance:

g (FE(x)/ StabG(x)) = FE(gx)/ StabG(gx). (12)

The regularization therefore simply acts as a selection op-
erator (e.g., minimal-norm), common in inverse problems
(Benning & Burger, 2018), and bypasses the continuity con-
straints of canonicalization (Dym et al., 2024), formalized
in Appendix E, Theorem E.5.

On Parameterization of the Group Unlike classical
equivariance methods, such as group convolutions, in canon-
icalization, the group parameterization only enters the opti-
mization step. It naturally tolerates coarse parameterizations,
or those lacking closure under composition, provided it is
rich enough for the optimization step to generate canoni-
calized elements that are sufficiently close to the training
data.

On Selecting a Single Frame Element By selecting only
a single approximate critical point from the full frame FE(x)
of a non-convex energy, canonicalization fundamentally be-
comes non-equivariant, and this cannot be overcome with-
out extra assumptions. However, the overall output can still
be approximately equivariant as long as canonicalization
selects an element “close enough” to the training distribu-
tion: On the training distribution, fθ must necessarily be
approximately equivariant, as otherwise the training data
are incompatible with equivariance to begin with. Then

gxfθ(g
−1
x x) ≈ gxg

−1
x fθ(x) = fθ(x), (13)

and approximate equivariance of the output is restored.

In practice, these effects remain sufficiently small to be
negligible (see Section 4), allowing the overall network f̃θ
to maintain a high degree of approximate equivariance.

4. Experimental Results
We consider two different tasks: segmentation, where we de-
sire diffeomorphism equivariance, and classification, where
we aim for diffeomorphism invariance. We adopt data aug-
mentation as our gold-standard baseline. While computa-
tionally demanding due to the infinite-dimensional nature
of the diffeomorphism group, it allows sufficiently expres-
sive models to learn the symmetry by densely sampling the
group orbit. We do not aim to outperform this baseline’s
accuracy, as it represents a theoretical performance ceiling
for a given dataset; rather, we aim to match its performance
without retraining the task model.
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Figure 4. Lung segmentation of diffeomorphically transformed chest X-ray images from (Karmakar, 2024). Shown are the steps of
DiffeoNN (columns two and three), as well as the final outputs of DiffeoNN, an augmented U-Net, and the inner U-Net of DiffeoNN
without augmentation (naı̈ve) (columns four, five, and six). The lung segmentations that are produced by DiffeoNN are closer to the
ground truth than the segmentation outputs of the naı̈ve and the augmented approach.

4.1. Segmentation

This work focuses on binary segmentation, i.e., the output
is a binary mask yx : Ω → {0, 1}. For segmentation, dif-
feomorphism equivariance means that if the input image is
deformed by a diffeomorphism g, the predicted segmenta-
tion output should deform exactly the same way. Hence, the
reverse canonicalization in (7) is exactly the inverse of the
canonicalizing element gx, i.e., f̃θ(x) = g−1

x · f̃θ(gx · x).

4.1.1. SYNTHETIC DATASET

To visualize the functionality of DiffeoNN, we consider a
synthetic toy example dataset of nested squares with the task
of segmenting the inner square (Appendix A). The training
dataset XE contains images with two nested squares of vary-
ing sizes and added Gaussian noise, but crucially, restricted
to squares aligned to the coordinate axes. For evaluation,
we create a diffeomorphically transformed dataset XTE by
sampling deformation parameters from a radial basis func-
tion parameterization (Forti & Rozza, 2014) to warp the
“canonical” images in XE . Examples from the datasets XE

and XTE can be found in Figure 5 and Appendix A.1.

Benchmarking Results To evaluate the performance of
the proposed method, we compare the results of DiffeoNN,
the simple inner U-Net of DiffeoNN (naı̈ve approach), and
an augmented U-Net that is trained in the same way as the
inner U-Net of DiffeoNN but on an augmented dataset that
includes “canonical” and transformed images. For more
details of the setup and training, see Appendix A.2.

We apply the methods to 100 images from the test dataset
XTE and compute the Dice coefficient, Intersection-over-

Union (IoU), and pixel-wise accuracy (Table 1). DiffeoNN
outperforms the naı̈ve approach consistently. While Dif-
feoNN does not, on average, surpass the performance of
our gold-standard baseline (augmented), it produces more
stable and reliable results, with DiffeoNN exhibiting fewer
outliers, suggesting that our approach is more robust than
the augmented U-Net. Moreover, DiffeoNN achieves these
results with a significantly smaller training dataset, making
it a practical and efficient alternative to the data-intensive
augmented U-Net.

4.1.2. LUNG SEGMENTATION

Additionally, we evaluate the performance of DiffeoNN on
real-world data, using a dataset with chest X-ray images
and their ground-truth lung segmentation from (Karmakar,
2024). The original dataset contains images and correspond-
ing ground-truth segmentations, which are split into a train-
ing dataset of 504 image/segmentation pairs, a validation
dataset of 100 pairs, and a test dataset of 100 pairs. We then
proceed as in Section 4.1.1 to create a dataset of diffeomor-
phically transformed images.

Invariance of the Canonicalization A desirable property
of the canonicalization step is diffeomorphism invariance.
As the energy Ecan is not strictly convex, the canonicaliz-
ing element gx is not necessarily unique. Intuitively, the
non-uniqueness is not problematic as long as Ecan(gx · x)
is sufficiently small to indicate that the canonicalized in-
put xc = gx · x is close enough to the training data XE .
To verify the approximate invariance in practice, we ap-
ply canonicalization to images from the training set XE and
their randomly transformed counterparts from XTE . Ideally,
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Figure 5. Examples of images x ∈ XE and their canonicalized form xc (row one) with corresponding transformed images g′ · x ∈ XTE

and their canonicalized form (g′ · x)c (row two) with their canonicalization energies. The experiment is described in Section 4.1.2. The
energies before the canonicalization steps are very different. In contrast, after canonicalizing the inputs, the energies are approximately the
same. Furthermore, the canonicalized images look very similar to images from XE . This indicates the effectiveness of the canonicalization
step and its invariance empirically.

the former should be kept almost invariant, and both canoni-
calizations should be close, confirmed by the experimental
results (Figure 5). This is also reflected in the fact that the
energies of the canonicalized elements are very similar.

Equivariance Error To quantify the empirical equiv-
ariance error of our practical framework, we randomly
choose 100 images from the training dataset XE and
compare the segmentation output of the inner network
fθ, trained on XE only, and the output of our network
f̃θ(x) = g−1

x ·fθ(gx ·x). If f̃θ makes the inner network
fθ diffeomorphism-equivariant, the segmentation outputs
should be identical. In our experiments, we obtain a mean
Dice coefficient Dice(fθ(x), f̃θ(x))=0.9812 and a mean
pixel-wise accuracy Acc(fθ(x), f̃θ(x))=0.9902. This indi-
cates that the segmentations are in fact very similar and that
the equivariance error remains sufficiently small in practice.

Benchmarking Results We apply DiffeoNN, the inner
U-Net (naı̈ve approach) and an augmented U-Net, which
is trained on the original and the diffeomorphically trans-
formed training dataset, to the diffeomorphically trans-
formed images from the test dataset. Visual results are
presented in Figure 4 and further details on the experimental
setup, training, and additional examples in Appendix B.2.
The results closely mirror those obtained on the synthetic
dataset, see Table 1b. On average, DiffeoNN outperforms
the naı̈ve approach, validating the effectiveness of our ap-
proach. The canonicalization step pushes the input image
towards the training dataset by moving the thorax to a more
central position and aligning the shoulders, which makes it
easier for the inner U-Net to predict an accurate lung seg-
mentation. While our method performs slightly below the
augmented gold-standard baseline, it offers more flexibility
by not relying on data augmentation or retraining, making it
a practical and robust solution in real-world applications.

We further show that the framework can be naturally ex-
tended to 3D computed tomography (CT) data (Wasserthal,
2023) using the pre-trained TotalSegmentator (Wasserthal
et al., 2023), with preliminary results shown in Appendix G.

4.2. Classification

To illustrate the ability of our approach to achieve invariance,
i.e., f̃θ(x) = f̃θ(g · x), we test it on the MNIST dataset (Le-
Cun et al., 1998) for the task of determining the genus, i.e.,
counting topological holes. The typical classification task of
identifying the written digit is not diffeomorphism invariant
as, e.g., “6” can be mapped to “9” by a diffeomorphism,
so they would be assigned to the same class. Similarly to
Section 4.1, we transform the MNIST dataset XE diffeo-
morphically to create a second dataset XTE for testing.

Benchmarking Results We compare the performance of
DiffeoNN to the naı̈ve approach, i.e., the inner convolu-
tional classifier for determining the genus and an augmented
approach. The latter is trained, in analogy with other experi-
ments on images, from the original and transformed MNIST.
The mean accuracy over 100 transformed MNIST images
can be found in Table 1c and visual examples are presented
in Appendix F. Our canonicalization strategy noticeably
improves the naı̈ve approach, matching the performance
of the augmented classifier, yet without retraining on the
augmented data.

5. Conclusion
By combining Lie group theory with differentiable im-
age registration, we have developed a robust energy-based
canonicalization strategy for diffeomorphism equivariance.
Our approach is highly data-efficient, achieving approxi-
mate equivariance using only a small dataset without data
augmentation. The primary advantage of this approach

8



Towards Diffeomorphism-Equivariant Neural Networks via Canonicalization

Table 1. Performance of DiffeoNN compared to an augmentation baseline (Aug.) and the inner network of DiffeoNN without augmentation
(Naı̈ve) for (a/d) segmentation of the inner square on 100 images from the synthetic dataset (Appendix A), (b/e) lung segmentation on
100 diffeomorphically transformed chest X-rays from (Karmakar, 2024), and (c/f) homology classification task on 100 diffeomorphically
transformed MNIST (LeCun et al., 1998). DiffeoNN outperforms the naı̈ve approach on average and with less variable and thus more
stable results. On MNIST (c), it matches the augmented approach’s average accuracy for the classification task. Although DiffeoNN
does not surpass the augmented baseline on average for segmentation, it produces smaller outliers or fewer outliers, suggesting that our
approach is more robust than the augmented U-Net. Furthermore, DiffeoNN has the advantage of needing to be trained only on the simple
dataset XE , reducing training time and computational resources while requiring no retraining.

(a) Mean Intersection-over-Union (IoU), Dice coef-
ficient (Dice), and pixel-wise accuracy (Acc.) on
the synthetic dataset.

MODEL IOU ↑ DICE ↑ ACC. ↑
NAÏVE 0.9276 0.9582 0.9962
DIFFEONN 0.9571 0.9777 0.9981
AUG. 0.9770 0.9878 0.9989

(b) Mean Intersection-over-Union (IoU), Dice coef-
ficient (Dice), and pixel-wise accuracy (Acc.) on
diffeomorphically transformed chest X-rays.

MODEL IOU ↑ DICE ↑ ACC. ↑
NAÏVE 0.9147 0.9547 0.9755
DIFFEONN 0.9214 0.9586 0.9777
AUG. 0.9251 0.9606 0.9790

(c) Mean accuracy (Acc.) on
the diffeomorphically trans-
formed MNIST dataset.

MODEL ACC. ↑
NAÏVE 0.68
DIFFEONN 0.82
AUG. 0.82

(d) Box plots of the Dice coefficient of the segmen-
tation results on the synthetic dataset XTE .

(e) Box plots of the Dice coefficient on diffeomor-
phically transformed chest X-rays.

(f) Cross-entropy loss on trans-
formed MNIST.

is its modularity: it can inject diffeomorphism equivari-
ance into any pre-trained network without altering the inner
task-performing model. Crucially, we demonstrated that
energy canonicalization remains robust even when applied
to groups as large as the group of diffeomorphisms.

Our results highlight a gap in the broader literature: de-
spite accumulating empirical evidence of efficacy, there are
few theoretical results regarding the stability and generaliz-
ability of canonicalization. Characterizing learning bounds
and the sufficiency of approximate canonicalization for full
equivariance remains a critical next step for future research.
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Arguillere, S., Trélat, E., Trouvé, A., and Younes, L.
Shape deformation analysis from the optimal control
viewpoint, 2014. URL https://arxiv.org/abs/
1401.0661.

Arjovsky, M., Chintala, S., and Bottou, L. Wasserstein
generative adversarial networks. In Precup, D. and Teh,
Y. W. (eds.), Proceedings of the 34th International Con-
ference on Machine Learning, volume 70 of Proceedings
of Machine Learning Research, pp. 214–223. PMLR, 06–
11 Aug 2017. URL https://proceedings.mlr.
press/v70/arjovsky17a.html.

Arsigny, V., Commowick, O., Pennec, X., and Ayache, N.
A log-euclidean framework for statistics on diffeomor-
phisms. volume 9, pp. 924–31, 02 2006a. ISBN 978-3-
540-44707-8. doi: 10.1007/11866565 113.

Arsigny, V., Commowick, O., Pennec, X., and Ayache, N.
A log-euclidean framework for statistics on diffeomor-
phisms. In International Conference on Medical Image
Computing and Computer-Assisted Intervention, pp. 924–
931. Springer, 2006b.

Ashburner, J. A fast diffeomorphic image registration al-
gorithm. NeuroImage, 38(1):95–113, 2007. ISSN 1053-
8119. doi: https://doi.org/10.1016/j.neuroimage.2007.07.
007. URL https://www.sciencedirect.com/
science/article/pii/S1053811907005848.

Balakrishnan, G., Zhao, A., Sabuncu, M. R., Guttag, J.,
and Dalca, A. V. VoxelMorph: a learning framework for
deformable medical image registration. IEEE Transac-
tions on Medical Imaging, 38(8):1788–1800, 2019. doi:
10.1109/TMI.2019.2897538.

Bekkers, E. J. B-spline CNNs on Lie groups, 2021. URL
https://arxiv.org/abs/1909.12057.

Bekkers, E. J., Lafarge, M. W., Veta, M., Eppenhof, K. A.,
Pluim, J. P., and Duits, R. Roto-translation covariant
convolutional networks for medical image analysis, 2018.
URL https://arxiv.org/abs/1804.03393.

Benning, M. and Burger, M. Modern Regularization Meth-
ods for Inverse Problems, January 2018. URL http://
arxiv.org/abs/1801.09922. arXiv:1801.09922
[math].

Bietti, A., Venturi, L., and Bruna, J. On the sample com-
plexity of learning under invariance and geometric stabil-
ity, 2021. URL https://arxiv.org/abs/2106.
07148.

Bostelmann, J., Gildemeister, O., and Lellmann, J. Sta-
tionary velocity fields on matrix groups for deformable
image registration. Journal of Mathematical Imag-
ing and Vision, 68:9, 2026. ISSN 1573-7683. doi:
10.1007/s10851-026-01284-y. URL https://doi.
org/10.1007/s10851-026-01284-y.

Brehmer, J., Behrends, S., de Haan, P., and Cohen, T. Does
equivariance matter at scale?, 2025. URL https://
arxiv.org/abs/2410.23179.

Bronstein, M. M., Bruna, J., Cohen, T., and Veličković,
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A. Synthetic Dataset
A.1. Examples of Synthetic Dataset

XE YE XTE YTE XE YE XTE YTE

Figure 6. Examples of the generated square images XE (column one) and their binary segmentation YE (column two), as well as a
random diffeomorphic transformations of those images XTE , (column three) and the corresponding output YTE (column four). The
images in XE contain two nested squares of varying size and color, where the squares’ edges are parallel to the image edges with added
Gaussian noise. The binary segmentation YE indicates the inner square. The images XTE and their corresponding segmentations YTE

are obtained by transforming the images XE and their binary segmentations YE with the same randomly chosen transformations.

For our experiments, we randomly generate images of nested squares XE and corresponding binary segmentation of the
inner square YE . To evaluate the performance of our method, the invariance of the canonicalization step and equivariance of
the whole framework, we generate diffeomorphically transformed data by randomly transforming image and segmentation
pairs from XE and YE . To avoid an “inverse crime” (Wirgin, 2004), we do not use the same technique as in our
canonicalization step to parameterize diffeomorphisms for the creation of our diffeomorphically transformed synthetic data.
The implementation of these transformations relies on the implementation of (Bostelmann et al., 2026).

The transformations are parameterized using thin-plate spline radial basis function interpolation based on a set of randomly
sampled control points. In all experiments, 12 control points are used and displaced with a maximum magnitude of 0.12 in
normalized image coordinates. In addition, random rotations are incorporated to increase variability and generate more
realistic non-rigid deformations. The resulting deformation field is converted into a dense vector field and applied jointly
to the image and segmentation mask using spatial resampling. Bilinear interpolation is used for image intensities, while
nearest-neighbor interpolation is employed for segmentation masks in order to preserve binary labels.

To reduce unrealistic artifacts, the determinant of the Jacobian of the deformation field is monitored to identify non-
diffeomorphic transformations. Moreover, samples in which foreground structures intersect the image boundary are
rejected.

A.2. Experiments on the Synthetic Dataset

For the inner network, we train a simple U-Net (Ronneberger et al., 2015) with a learning rate of 5 · 10−5 and a batch size of
2 for 20 epochs on the training dataset XE using Adam (Kingma & Ba, 2017).

For the image similarity energy (see Section 3.2 and Appendix D) a VAE-CNN with a ten-dimensional latent space is trained
on XE using Adam (Kingma & Ba, 2017) with a batch size of 1, a learning rate of 5 · 10−5 and 50 epochs, following the
implementation of (Kingma & Welling, 2022; Shumaylov et al., 2024). The implementation for the convex adversarial
discriminator closely follows (Lunz et al., 2019; Mukherjee et al., 2024; Shumaylov et al., 2024). The images are transformed
on-the-fly with randomly chosen diffeomorphisms similar to the ones, used for creating XTE . The gradient penalty weight
is set to µ = 10 and the learning rate to 1 · 10−4, the batch size to 16, and the number of epochs to 50. The optimizer is
Adam (Kingma & Ba, 2017). See also https://github.com/mic-uzl/DiffeoNN.

We set the scalar weights in Ecan, see (10) and (11), to λadv = 0.01, λVAE = 1 · 10−5, λ∆ = 1, and λJ = 10.
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Input x Canonicalized
Input xc

Segmentation
of xc

Output
DiffeoNN

Ground-Truth
Segmentation

Figure 7. Examples of results of DiffeoNN step by step on the synthetic test dataset XTE . The first four rows show a nearly perfect
segmentation through DiffeoNN. The canonicalized input images look very similar to the training dataset of squares XE , and the output
segmentation is very similar to the ground-truth segmentation. Row five shows an example where the canonicalization step failed. As a
result, the segmentation of the canonicalized image xc contains artifacts. The artifacts are transferred to the output segmentation of the
input x, which differs noticeably from the ground-truth segmentation. In row six, we show an example where the canonicalization step
leads to an image xc that contains rectangles rather than squares. Even though this image does not look exactly like the training images
with squares XE , the segmentation output for xc is still very accurate, which leads to a segmentation output for x that is nearly identical
to the ground truth.
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Input Output
Naı̈ve U-Net

Output
DiffeoNN

Output
Augmented

U-Net
Ground Truth

Figure 8. Examples comparing the results of the naı̈ve U-Net, DiffeoNN, and the augmented U-Net on XTE (synthetic dataset). Column
one shows the input image from x ∈ XTE , and column five shows the corresponding ground-truth segmentation. In columns two to
four, we present the segmentation output of x by different networks. In the first four rows, the segmentation of the naı̈ve U-Net is
noticeably different from the ground truth, while the segmentations of DiffeoNN and the augmented U-Net are similar. The last two rows
show examples where the augmented U-Net performs worse than the other two methods.
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B. 2D Lung Segmentation
B.1. Implementation Details

Our training dataset consists of 504 chest X-ray image/lung segmentation pairs from (Karmakar, 2024), while the validation
dataset contains 100 pairs. The images are resized to 128× 128 grayscale images with corresponding binary segmentation
masks of the same resolution.

Transformed Images for Testing The diffeomorphically transformed image/segmentation pairs are created similarly
to the transformed synthetic data, see Appendix A.1: Each image and mask is transformed using a deformation field
generated through thin-plate spline radial basis function (RBF) interpolation. The deformation is defined by 12 control
points uniformly placed across the image domain in normalized coordinates [−0.5, 0.5]2. For each control point, a random
displacement vector with maximum norm 0.12 is sampled. In addition, a random rotation with angle θ ∼ U(−π/6, π/6)
is applied. No translation is used, making it less likely that transformed structures move outside the image frame. The
resulting displacement vector field (DVF) is used to spatially warp both the image and its corresponding segmentation mask
using bilinear interpolation. To preserve binary labels, transformed masks are rounded to {0, 1}.

Although the use of RBFs does not guarantee a diffeomorphic transformation, we make it “smooth enough” through a
suitable choice of parameters, making extreme deformations highly unlikely. Furthermore, the Jacobian determinant of the
DVF is evaluated to detect non-orientation-preserving deformations.

To ensure that foreground structures remain within the image domain, we verify that no non-background point touches the
image boundary after the transformation. Otherwise, the transformation is discarded and a new one is randomly created.

U-Net Lung segmentation was performed using a 2D U-Net, implemented as a lightly modified version of the original
U-Net architecture (Ronneberger et al., 2015). The contracting path consists of convolutional blocks followed by max
pooling, while the expanding path uses transposed convolutions for upsampling. Each block contains two 3× 3 convolutions
followed by batch normalization and ReLU activations.

The network is trained using the Adam optimizer (Kingma & Ba, 2017) for 20 epochs with a learning rate of 5 · 10−4 and
batch size 2. Training is supervised using a pixel-wise cross-entropy loss, and performance is evaluated on the validation
dataset.

The augmented U-Net is trained using the same hyperparameters on an augmented dataset consisting of the original 504
image/segmentation pairs along with diffeomorphically transformed versions. The transformations are sampled randomly in
a manner similar to those, used to generate the transformed test dataset.

Canonicalization Energy For the image similarity energy (see Section 3.2 and Appendix D), a VAE-CNN with a 100-
dimensional latent space is trained on the training dataset using Adam (Kingma & Ba, 2017), with batch size 1, learning rate
1 · 10−4, and 50 training epochs, following the implementation of (Kingma & Welling, 2022; Shumaylov et al., 2024).

The implementation of the convex adversarial discriminator closely follows (Lunz et al., 2019; Mukherjee et al., 2024;
Shumaylov et al., 2024). During training, images are transformed on the fly using randomly sampled diffeomorphisms,
similar to those used to construct the transformed test dataset. The discriminator is trained with gradient penalty weight
µ = 10, learning rate 1 · 10−4, batch size 16, and 100 epochs.

In the canonicalization step, we set weights in the canonicalization energy Ecan to λadv = 0.001, λVAE = 0.001, λ∆ = 1,
and λJ = 10 and perform 100 gradient steps to find a canonicalizing element. For the source code, see https:
//github.com/mic-uzl/DiffeoNN.
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B.2. Visual Results

Input x Canonicalized
Input xc

Segmentation
of xc

Output
DiffeoNN

Output
Naı̈ve U-Net

Output
Augmented

U-Net

Ground-Truth
Segmentation

Figure 9. Lung segmentation of diffeomorphically transformed chest X-ray images from (Karmakar, 2024). Shown are the steps of
DiffeoNN (columns two and three), as well as the final outputs of DiffeoNN, the inner U-Net of DiffeoNN without augmentation (naı̈ve),
and an augmented U-Net (columns four, five, and six). In the canonicalized images, the thorax is moved to a more central position and
the shoulders were aligned, which makes it easier for the inner U-Net to predict an accurate lung segmentation. If the canonicalization
step works, DiffeoNN produces more accurate lung segmentations than the naı̈ve approach. The segmentation output of DiffeoNN is very
similar to the output of the augmented U-Net (and the ground truth) and occasionally even provides a more accurate segmentation (see the
last row).
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Figure 10. Lung segmentation of diffeomorphically transformed chest X-ray images from (Karmakar, 2024) on which neither of the
three methods produced satisfactory lung segmentations. The canonicalized images do look “close” to the training dataset XE , but there
are artifacts and tearings in the lung area. The final segmentation output of DiffeoNN does not match the ground-truth segmentation.
However, both the naı̈ve and the augmented approach also struggle with these specific inputs.

B.3. Exaggerated Diffeomorphisms

To explore the robustness and generalizability of our method further, we evaluate DiffeoNN on images that differed more
extremely from the training dataset. For the experiment, we create the transformed testing image/segmentation pairs as
before (see Appendix B.1), but set the maximum norm of the randomly drawn displacement vector to 0.6. This results
in more exaggerated transformations. We compare the performance of DiffeoNN to the performance of the inner U-Net
(naı̈ve) and the augmented U-Net. Exemplary visual results can be found in Figure 12 and the Dice coefficients in Figure 11.
Although the canonicalization step does not always result in perfect canonicalized images that are “close” to the training
samples, DiffeoNN outperforms not only the naı̈ve, but also the augmented approach.

Figure 11. Dice coefficient on transformed chest X-rays with exaggerated diffeomorphisms. Overall, DiffeoNN produces more accurate
lung segmentations than the naı̈ve and the augmented U-Net, as the mean Dice Coefficient (orange line) is higher and DiffeoNN has fewer
drastic outliers.
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Figure 12. Lung segmentation of chest X-ray images from (Karmakar, 2024), where the data (chest X-ray and ground-truth segmentation)
have undergone exaggerated transformations. Although the canonicalization step occasionally creates wavy warping artifacts, DiffeoNN
produces satisfactory lung segmentations, which are more accurate than the naı̈ve and the augmented approach and have fewer random
artifacts than the other two approaches.
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C. SVF-generated Diffeomorphisms
Unlike classical equivariance methods, the parameterization of the canonicalization group enters only in the optimization
step. It easily tolerates coarse parameterizations, or those that lack closure under composition, provided that approximate
minimizers can be found. Especially for learning-based image registration, a parameterization with stationary velocity fields
is commonly used (Balakrishnan et al., 2019; Chen et al., 2022a; Han et al., 2023) due to the fast computation offered by the
scaling-and-squaring approach (Arsigny et al., 2006b). As the group of diffeomorphisms is disconnected and separates into
the two connected sets of orientation-preserving and orientation-reversing diffeomorphisms, and flow-based methods start
from the identity, we can only expect to achieve orientation-preserving diffeomorphisms. This is not a specific issue with
using SVFs; it also applies to time-dependent velocity fields used in LDDMMs (Younes, 2010) and may even be preferred.
Orientation-preserving diffeomorphisms ϕ : R2 → R2, which cannot be obtained by integration of stationary velocity fields
in the continuous setting, include, for example:

ϕ(x) :=

(
−1 0
0 −2

)
x,

or more generally, linear deformations of R2 with two different negative eigenvalues. It is straightforward to create similar
examples for the 3-dimensional case. In such cases, the matrix logarithm of the generating matrix includes imaginary
components, which directly shows that no SVF of the form v(x) := Mx can create the corresponding action of this group
element ϕ by integrating the velocity field, as the (matrix-)exponential map is exactly the solution of integrating a stationary
linear velocity field at time 1 starting from the identity. To the best of our knowledge, no continuous, possibly nonlinear,
stationary velocity field can generate this deformation. If we wanted to include such deformations, it would be an easy
adaptation to concatenate two diffeomorphisms obtained by integrating SVFs, thereby finding a compromise between the
fast computability of SVFs and the expressivity of time-dependent velocity fields. For the example above, this allows
factoring the matrix (

−1 0
0 −2

)
=

(
−1 0
0 −1

)(
1 0
0 2

)
.

Both matrices on the right-hand side have real matrix logarithms, so that even linear SVFs can create these individual
deformations. See also the theorem of Moskowitz–Sacksteder for a deeper theoretical and more general connection to the
exponential map of Lie groups (Moskowitz & Sacksteder, 2003).

Ablation Study To verify the expressiveness of parameterizing the group of diffeomorphisms via SVFs, we compared the
canonicalization step with a deformation parameterization via a displacement field defined by

ϕu(x) := x+ u(x), (14)

while fixing the rest of our canonicalization step. In this way, only the difference from the identity id is generated from
the model. By default, displacement fields automatically parameterize every transformation ϕ by setting u = ϕ − id.
However, these parameterizations do not inherently guarantee a diffeomorphism, and even if the resulting deformation is
diffeomorphic, computing the inverse is nontrivial and requires solving an additional optimization problem. In contrast,
SVFs provide the inverse transformation at almost no cost by simply integrating the negative velocity field. Visual results
on the chest X-ray dataset (Karmakar, 2024) are presented in Figure 13. Our results show that the canonicalized images
closely resemble each other regardless of the parameterization, and that the underlying deformations are quite similar,
with the energy only slightly higher in the SVF case. In conclusion, we think the advantages (theoretically guaranteed
diffeomorphism with an easy calculation of its inverse) outweigh the disadvantages (possibly lower expressivity, slightly
higher final energies in Figure 13), which do not seem to be significant issues for the images and deformations we considered
in our experiments.
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Figure 13. Impact of the parameterization via SVFs in comparison to directly predicting the displacement fields (Displ.). The first row
depicts the transformed input images, while the canonicalized versions are shown below using SVFs (second row) and displacement fields
(third row), and the difference in the canonicalized versions as well (fourth row). The high similarity of the images indicates that SVFs are
sufficiently expressive for this class of transformations. Closer inspection of the deformed grids also shows a high degree of similarity
between the generated transformations (last two rows).
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D. Canonicalization Energy: Details on the Energy Terms and Ablation Study
The canonicalization energy Ecan measures the similarity of a transformed image with the training data and encourages
more “realistic” transformations within the allowed set of transformations DSVF(Ω). In this work, the energy function
Ecan : X ×DSVF(Ω) → R consists of a weighted sum of different loss terms:

Ecan(x, g) := EXE
(g · x)︸ ︷︷ ︸

image similarity

+ Ereg(g)︸ ︷︷ ︸
regularization

, (15)

where the image similarity energy is defined as

EXE
(g · x) := λVAEEVAE(g · x) + λadvEadv(g · x) (16)

and the regularizing energy (following Han et al. (2023) and Bostelmann et al. (2026)) as

Ereg(g) := λ∆∥∇v∥22︸ ︷︷ ︸
gradient loss

+λJ ∥max(0,− det(Jg))∥1︸ ︷︷ ︸
Jacobian determinant loss

. (17)

Here, λVAE, λadv, λ∆, and λJ are positive scalar weights. The energy functions EVAE (VAE-based energy) and Eadv
(adversarial energy) evaluate the similarity of an input to the training dataset XE . The regularizing energy Ereg penalizes
implausible or undesired transformations.

In the following, we discuss the individual components of our energy in more detail and present an ablation study on the
different components, thereby further strengthening our final chosen combination of energy terms.

VAE-based Energy EVAE One of the central parts of Ecan is the energy function EVAE derived from a variational
autoencoder (VAE) (Kingma & Welling, 2022). We train the VAE only on the training dataset XE with the following loss:

Definition D.1 (VAE Loss/ELBO). We consider a VAE with a latent space of dimension d < n. For each input x ∈ [0, 1]n,
we assume a Gaussian latent space distribution q(·|x) ∼ N (µ, diag(σ2)), parameterized by µ := (µj)

d
j=1 ∈ Rd and

σ2 := (σj)
d
j=1 ∈ Rd. We define the VAE loss as a combination of binary cross-entropy (BCE) and Kullback–Leibler

divergence (DKL, also called KL divergence) between the encoder distribution and the standard normal distribution:

LVAE(x) := BCE(x, x̂)︸ ︷︷ ︸
reconstruction loss

+DKL (q(·|x) || N (0, I))︸ ︷︷ ︸
KL divergence

, (18)

where x̂ ∈ [0, 1]n is the output of the VAE. Here, the binary cross-entropy is defined as

BCE(x, x̂) := −
n∑

i=1

[xi ln x̂i + (1− xi) ln(1− x̂i)] (19)

with 0 ln(0) := 0, and the KL divergence is

DKL (q(·|x) || N (0, I)) := −1

2

d∑
j=1

(
1 + lnσ2

j − µ2
j − σ2

j

)
. (20)

The latter helps to bring the approximate posterior close to a standard normal distribution, while the binary cross-entropy
helps to minimize the difference between the input x and the reconstructed input x̂. The VAE loss is also called evidence
lower bound (ELBO). Classically, the first term is more complicated than the BCE. However, as our inputs are normalized to
[0, 1]n, we can use the BCE.

We then use the trained VAE to compute a scalar energy value for new inputs. The energy EVAE corresponds to the VAE loss
and indicates the distance from an input to the training dataset XE , on which we train the VAE. Hence, we define the VAE
energy EVAE : Rn → [0,∞) as

EVAE(x) := LVAE(x). (21)

A low energy means that the input can be reconstructed well by the VAE, indicating that the input is “close” to the training
dataset XE .
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Adversarial Energy Eadv To further increase the similarity between a transformed image and the training data, we
additionally use an adversarial energy function. The energy function is based on an adversarial discriminator learned by a
discriminator network, trained to distinguish between the training images XE and diffeomorphically transformed training
images.

The adversarial discriminator is determined by a Wasserstein generative adversarial network (WGAN) with a gradient
penalty (WGAN-GP) framework (Arjovsky et al., 2017). We base our implementation on adversarial regularization (Lunz
et al., 2019; Mukherjee et al., 2024), as in (Shumaylov et al., 2024). A discriminator D : X → R is trained in a way that

• D(x) is small if x is “close” to the training data XE (“real” images), and

• D(x) is large if x is different from the training data XE (“fake” images).

We generate the “fake” images by applying synthetic transformations to “real” images. This setup defines two implicit data
distributions, preal and pfake. These correspond to the dataset XE and to the distribution of randomly transformed images,
and are accessed only via sampling rather than by explicit probability densities.

Let x be an image of the training data XE and x̂ = g · x a generated “fake” image. Furthermore, let the image

x̃ = αx+ (1− α)x̂, α ∼ Uniform(0, 1) (22)

be a linear interpolation between x and x̂, where p̃ denotes the implicit distribution of interpolated samples x̃ between real
and fake images. The WGAN-GP loss for training the discriminator D is defined as

LD(x, x̂) := Ex̂∼pfake [D(x̂)]− Ex∼preal [D(x)] + µ · Ex̃∼p̃

[
(|∇x̃D(x̃)|2 − 1)

2
]
, (23)

where µ ∈ R is the gradient penalty weight. The term Ex∼preal [D(x)] denotes the expectation of the discriminator output
over data samples,

Ex∼preal [D(x)] =

∫
D(x) dpreal(x). (24)

In practice, we approximate the expectation through averaging over the batch size B,

Ex∼preal [D(x)] ≈ 1

B

B∑
i=1

D(xi), xi ∼ preal(x). (25)

We define the expectation analogously for x̂ and x̃ with their respective distributions pfake and p̃. The trained discriminator
can be used directly to define the adversarial loss:

Eadv(x) := D(x). (26)

The “closer” the input x is to the training dataset XE , the smaller the energy Eadv(x). For more details, see (Lunz et al.,
2019; Mukherjee et al., 2024; Shumaylov et al., 2024).

One disadvantage of adding the adversarial energy term Eadv to the canonicalization energy is that by training the adversarial
discriminator for the energy term, we rely on limited data augmentation. However, this is outweighed by two major
advantages. Firstly, training an adversarial regularizer requires a much smaller memory and computational footprint
than classical augmentation. In our experiments on the chest X-ray dataset, training the adversarial discriminator with
approximately 35k weights for the canonicalization energy takes about 10 minutes, whereas training the augmented U-Net
with approximately 23.7M weights takes about 50 minutes. Secondly, the adversarial discriminator is trained only on
unlabeled image data and is not specific to the task of interest. As such, it is usable for various tasks without retraining. In
addition, the ablation study on the energy terms shows that we do not necessarily need the adversarial energy term, but it
improves the performance of our network; see Table 2.

Regularizing Energy Ereg The proposed regularizing energy Ereg (17) is based on the regularization used in (Han et al.,
2023; Bostelmann et al., 2026). We penalize deformations that are not smooth or have negative Jacobian determinants by a
weighted sum of the gradient loss

∥∇v∥22 (27)
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MODEL IOU ↑
DIFFEONN WITH ECAN = λVAEEVAE + λADVEADV + EREG 0.9233
DIFFEONN WITH ECAN = λVAEEVAE + λADVEADV 0.9190
DIFFEONN WITH ECAN = λVAEEVAE 0.9179
DIFFEONN WITH ECAN = λADVEADV 0.6166
DIFFEONN WITH ECAN = λVAEEVAE + EREG 0.9163
DIFFEONN WITH ECAN = λADVEADV + EREG 0.9020
NAÏVE 0.9167
AUGMENTED 0.9261

Table 2. Mean Intersection-over-Union (IoU) on 100 randomly chosen and transformed chest X-ray images from (Karmakar, 2024).

and the Jacobian determinant loss
∥max(0,− det(Jg))∥1. (28)

The parameter v is the SVF that induces g, and det(Jg) denotes the Jacobian determinant of g.

This energy is only one option to regularize, and it could be adjusted task-specifically. Adding a regularization energy
term breaks strict equivariance but can be understood as a selection operator. This is discussed in detail in Section 3.2 and
Appendix E.

D.1. Ablation Study

To explore the impact of the different energy terms of the canonicalization energy Ecan (9), we conduct a simple ablation
study on 100 randomly chosen and transformed chest X-ray images from the test dataset of (Karmakar, 2024), see also
Section 4.1.2. We only vary the energy terms, and otherwise use the implementation of the benchmarking experiments, see
Appendix B.1.

We compare the mean Intersection-over-Union (IoU) of the segmentation output and the ground-truth segmentation when
using DiffeoNN with different combinations of energy terms. The performances of the naı̈ve and the augmented approach
serve as a baseline. The results are presented in Table 2. While the VAE-based energy term EVAE with and without the
adversarial energy term Eadv both outperform the naı̈ve approach, the combination of all energy terms (including the
regularization term Ereg) yields the best results. The adversarial energy term Eadv, either alone or with the regularization
energy term Ereg, does not produce sufficient results.

Although the individual energy terms exhibit certain limitations (see discussion above), we consider these trade-offs justified,
as their combination yields the most promising results. Consequently, the combination of adversarial, VAE-based, and
regularization energy terms emerges as a suitable choice for the canonicalization energy.
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E. Regularization as a Selection Operator
In this section, we will show that certain types of regularization act as selection operators. Given such results hold in
generality and are largely standard in the inverse problem literature (Benning & Burger, 2018), this should mostly be seen as
a recap. We consider the following setting: Let G be a first-countable, Hausdorff topological space (such as a Lie group
acting on a space X). We consider the unregularized objective function f : G → R ∪ {+∞} defined by f(g) = E(g−1x).
We introduce a Tikhonov-style regularization term λP (g) for λ > 0, where P : G → R≥0 is a continuous penalty function.

Assumption E.1 (Lower Bounded, Proper and LSC). The function f is proper, bounded below with m0 = infg∈G f(g) >
−∞. Furthermore, f is lower semi-continuous (LSC) on G.

Assumption E.2 (Coercivity of the Penalty). The penalty function P is continuous and coercive, meaning that for any
C > 0, the sub-level set {g ∈ G | P (g) ≤ C} is compact.

Assumption E.3 (Existence of Unregularized Minimizers). The exact infimum of the unregularized problem is attained.
That is, the set of exact minimizers M = {g ∈ G | f(g) = m0} is non-empty.

Before proving the main selection theorem, we demonstrate that the required minimizers are guaranteed to exist as a direct
consequence of coercivity and lower semi-continuity.

Lemma E.4 (Guaranteed Existence of Minimizers). Under Assumptions E.1 to E.3:

(i) For any λ > 0, the regularized objective Fλ(g) = f(g) + λP (g) admits a global minimizer gλ ∈ G.

(ii) The set of penalty-minimizing exact solutions, MP = argming∈M P (g), is non-empty.

Proof. Firstly, we establish the existence of gλ. Choose any g0 ∈ dom(f) (where f (g0) < ∞) and let C = Fλ (g0). The
specific sub-level set {g | Fλ(g) ≤ C} is nonempty (as it contains g0) and is contained within {g | P (g) ≤ (C −m0) /λ}.
By Assumption E.2, the latter is compact. Since f is LSC and P is continuous, Fλ is LSC. The sub-level sets of Fλ

are therefore closed subsets of a compact set, making them compact. An LSC function on a compact space achieves its
minimum, guaranteeing the existence of gλ.

Secondly, we establish the existence of MP . By Assumption E.3, M is non-empty. Because f is LSC, M = {g ∈ G |
f(g) ≤ m0} is a closed set. Let g0 ∈ M be an arbitrary exact minimizer. To minimize P over M, it suffices to search
within the restricted set M∩{g ∈ G | P (g) ≤ P (g0)}. This set is the intersection of a closed set and a compact set (due to
the coercivity of P ), hence it is compact. Because P is continuous, it attains its minimum on this compact set, guaranteeing
that MP is non-empty.

With this, we can finally show the main result, establishing selection.

Theorem E.5. Assume Assumptions E.1 to E.3 hold. As λ → 0+, the sequence of regularized minimizers {gλ}λ>0 is
contained within a compact set. Furthermore, every accumulation point ḡ of this sequence as λ → 0+ belongs to MP .

Proof. Let g∗ ∈ MP be an arbitrary but fixed penalty-minimizing solution to the unregularized problem (whose existence
is guaranteed by Theorem E.4). Since gλ is a global minimizer of the regularized problem, we have:

f(gλ) + λP (gλ) ≤ f(g∗) + λP (g∗). (29)

By definition, g∗ ∈ M, which implies f(g∗) = m0. Additionally, since m0 is the global infimum of f , we have f(gλ) ≥ m0.
Substituting these bounds into (29) yields:

m0 + λP (gλ) ≤ m0 + λP (g∗). (30)

Subtracting m0 and dividing by λ > 0, we obtain:

P (gλ) ≤ P (g∗). (31)

This establishes that for all λ > 0, the minimizers gλ belong to the sub-level set {g ∈ G | P (g) ≤ P (g∗)}. By
Assumption E.2, this sub-level set is compact.
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Let λn → 0+ be an arbitrary sequence. Because {gλn
} lies in a compact set, and G is first-countable, it admits a convergent

subsequence. Without loss of generality, let {gλn} denote this convergent subsequence with limit point ḡ ∈ G.

We first show that ḡ is an exact minimizer of f . Rearranging (29) evaluated at λn, we obtain an upper bound for f(gλn
):

f(gλn
) ≤ m0 + λn (P (g∗)− P (gλn

)) . (32)

Taking the limit inferior as n → ∞, and exploiting the lower semi-continuity of f , we have:

f(ḡ) ≤ lim inf
n→∞

f(gλn) ≤ lim
n→∞

[m0 + λn (P (g∗)− P (gλn))] . (33)

Because P (gλn
) ≤ P (g∗) for all n, the sequence of real numbers P (gλn

) is bounded. Thus, the term multiplied by λn

vanishes as λn → 0+. Hence,
f(ḡ) ≤ m0. (34)

Since m0 is the global infimum, it must be that f(ḡ) = m0, which implies ḡ ∈ M.

Finally, we show that ḡ minimizes the penalty within M. By the continuity of P and the inequality established in (31):

P (ḡ) = lim
n→∞

P (gλn
) ≤ P (g∗). (35)

Because ḡ ∈ M and g∗ is defined as an element that yields the minimum possible penalty in M, the inequality P (ḡ) ≤ P (g∗)
forces P (ḡ) = P (g∗). Therefore, ḡ ∈ MP .

This concludes the proof that any accumulation point of {gλ} is a penalty-minimizing exact solution.
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F. Homology Classification on MNIST
F.1. Setup and Implementation Details

Dataset The dataset is generated from the MNIST handwritten digit dataset (LeCun et al., 1998) by constructing a
topology-preserving classification problem based on the number of enclosed holes in each digit. First, digits {2, 4} are
excluded, and the remaining digits are assigned to one of three classes according to their hole count:

Class 0 : {1, 3, 5, 7}, Class 1 : {0, 6, 9}, Class 2 : {8}.

To avoid class imbalance, a balanced subset is created by randomly sampling an equal number of images from each
hole-count group, corresponding to the minimum available class size. The dataset is then partitioned into 2000 training, 500
validation and 500 test samples.

For every selected image, we additionally generate a transformed version through a smooth random diffeomorphic defor-
mation, similar to the other datasets, see Appendix A.1 and B.1. Specifically, a regular grid of 16 control points (4 × 4)
is initialized within the normalized image coordinate system [−0.5, 0.5]2 and scaled inward by a factor of 0.6. A random
affine transformation is then applied, consisting of a rotation θ ∼ U

(
−π

3 ,
π
3

)
, combined with a scaling factor of 1.5. In

addition, each control point receives an independent local displacement sampled uniformly with a displacement vector with
maximum norm 0.2. Additionally, all points are clipped to remain inside the image domain.

The sparse deformation field is interpolated into a dense displacement vector field (DVF) using a thin-plate spline radial
basis function (RBF) interpolator. The resulting dense deformation is evaluated on the full image grid and applied using a
bilinear spatial transformer. Finally, transformed images are intensity-clamped to the range [0, 1] and saved together with
their corresponding topology label (number of holes).

Homology Classification Network For the inner network, a convolutional neural network (CNN) was implemented to
estimate the number of holes present in a digit image, serving as an auxiliary structural feature extractor. The model accepts
a grayscale input image and consists of two convolutional blocks. The first block applies 16 convolutional filters of size
3× 3, followed by a Rectified Linear Unit (ReLU) activation and 2× 2 max pooling. The second block increases the feature
depth to 32 filters using the same convolutional configuration, again followed by ReLU activation and max pooling. The
resulting feature representation is flattened and passed through a fully connected classifier composed of a hidden layer with
64 neurons and a final output layer with three logits corresponding to the possible hole counts/homology classifications (0,
1, or 2).

The inner network was trained using the Adam optimizer (Kingma & Ba, 2017) with a learning rate of 10−3 and optimized
using cross-entropy loss. Training was conducted for 10 epochs with a batch size of 64, using shuffled mini-batches from
the training set and a separate validation split for model selection. The model checkpoint achieving the highest validation
accuracy was retained for evaluation on the test set.

The augmented network was trained in the same manner. Only the training dataset was a adjusted: the training dataset
contained the original training dataset of the inner network and additionally one diffeomorphically transformed version of
each of the training samples.

Canonicalization Step Except for slight dimensional changes, the canonicalization energy was trained as in Appendix A.1
and B.1 on the original dataset. The latent space of the VAE was adjusted to dimension 10.

In the canonicalization step, we use 100 gradient steps to find the canonicalization and set λadv = 0.01, λVAE = 0.01,
λ∆ = 1, and λJ = 10.

The detailed source code is available at https://github.com/mic-uzl/DiffeoNN.
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F.2. Visual Results
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Figure 14. Homology classification task on 100 diffeomorphically transformed MNIST (LeCun et al., 1998). Shown are the input image
with the predicted genus by the naı̈ve approach (column one), the augmented approach (column two), and the ground truth (column
four) as well as the canonicalized input and the prediction by DiffeoNN (column three). For DiffeoNN and the naı̈ve approach, we train
a simple convolutional classifier for determining the genus, an adversarial network and a VAE with latent space dimension 10 on the
original MNIST. The augmented classifier is trained similarly but on a dataset containing original and transformed MNIST images. The
canonicalized images in DiffeoNN are visually “closer” to the original MNIST. The naı̈ve classifier struggles most with the transformed
input images, but also the augmented approach predicts incorrect labels, see last three rows.
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G. 3D Lung Segmentation: Preliminary Visual Results
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Figure 15. Lung segmentation on three-dimensional CT data (Wasserthal, 2023). We use the pre-trained TotalSegmentator (Wasserthal
et al., 2023) as an inner network and compare DiffeoNN with the naı̈ve approach. Groups of three rows present one example, showing one
slice of each of the three axes. The canonicalization approach is successful, but the canonicalized images do occasionally have warping
artifacts (see wavy torso in the last two rows). The segmentation outputs of DiffeoNN and the naı̈ve TotalSegmentator are close to the
ground truth segmentation. In example one (rows one to three), DiffeoNN produces a more accurate segmentation than the naı̈ve approach.
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