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Abstract

In this work, we extend distributional reinforce-
ment learning (RL) to develop a risk-sensitive
multi-objective RL framework, with applications
to domains such as finance and robotics. We
achieve this by adopting vector-risk measures and
approximating them via Knothe-Rosenblatt (KR)
quantile regression. This approach directly ex-
tends the IQN framework to the multi-objective
setting, aligns with the axiomatic definition of
vector-risk measures, and guarantees that critics
converge under the distributional Bellman oper-
ator. To mitigate the artificial ordering imposed
by the KR map, we employ a transformer archi-
tecture without positional encoding, and intro-
duce MO-TQC for training stability. We demon-
strate improved performance on MO-Gymnasium
benchmarks and use our framework to study risk-
sensitive policies in multi-objective tasks.

1. Introduction

Reinforcement learning (RL) has proven effective in various
sequential decision-making problems, demonstrating signif-
icant success in domains such as finance (Zhang et al., 2020;
Wang & Ku, 2022), autonomous driving (Bernhard et al.,
2019), robotics (Bodnar et al., 2020), and healthcare (Lu
et al., 2020). However, these real-world applications often
require highly sophisticated reward engineering, which re-
mains a substantial barrier to the practical deployment of RL.
Furthermore, these domains are inherently risk-sensitive.
For instance, a robotic agent is expected to complete tasks
while minimizing energy consumption, whereas a financial
trading agent must maximize profits while mitigating trading
costs or potential losses. These conflicting objectives require
risk-sensitive decision-making, as failures in these domains
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often lead to asymmetric or irreversible consequences.

The most intuitive way to overcome such compound prob-
lems is to apply multi-objective RL (MORL) and risk-
sensitive RL simultaneously. However, within the machine
learning community, there has been little theoretical or prac-
tical discussion regarding risk-sensitive MORL, with the
exception of distributional MORL methods that utilize the
duality of stochastic dominance in DPMORL (Cai et al.,
2023). To achieve multi-objective risk-sensitive RL, four
key components are required:

1. The definition of multivariate risk.

2. A framework that tractably handles risk.

3. Convergence guarantees for the critic in RL.

4. Practical engineering to facilitate better convergence.

Fortunately, the definition of multivariate risk has already
been discussed in the field of financial mathematics (Ararat
& Feinstein, 2024; Jouini et al., 2004; Hamel et al., 2007);
vector-risk (Jouini et al., 2004). The vector-risk measure
serves as a natural extension of univariate risk measure
concepts to the multivariate setting. This function computes
an expectation vector that prioritizes adverse outcomes by
emphasizing worse case scenarios for each objective in an
elementwise manner'. Here, a risk measure refers to the
function used to calculate risk.

In risk-sensitive single-objective RL, calculating risk via
a weighted integral of the quantile function has become a
prominent approach (Dabney et al., 2018a). Similarly, in
MORL, we aim to compute vector-risk using a weighted
integral of the quantile function. A significant challenge,
however, is that the definition of a quantile for a random
vector is ambiguous. We adopt the Knothe-Rosenblatt (KR)
map as a multivariate quantile formulation. Since it has been
unknown whether this calculation aligns with the theoretical
definition of vector-risk, we provide a proof of this corre-
spondence and demonstrate the convergence of using the KR
map as a critic in RL. Note that this is distinct from prior
MMD-based methods (Zhang et al., 2021; Wiltzer et al.,
2024) or marginal-based strategies (Kim et al., 2023; Zhou
et al., 2021). MMD-based methods are not order-preserving

!Although this is technically a coherent risk; an inaccurate
description is provided here for better understanding.
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Figure 1. Comparison of marginal, MMD, and KR map approaches. The upper area is the domain of the particle (quantile-level for
KR map) and the lower is the codomain of the map, each of which aims to regress ground truth (left side). The gray arrows describe how
the vertices of the domain, as a box, are mapped. As an MMD-based approach is not a transport map, the arrows are crossing; calculating

risk is not appropriate.

(i.e., not a transport map), rendering them unsuitable for
computing risk. Further, they have a theoretical flaw (Dab-
ney et al., 2018b). See Corollary B.1 in Appendix B. Mean-
while, marginal-based approaches fail to capture correla-
tions among objectives and suffer from convergence issues.
See Figure 1 for details.

In essence, the KR map is an autoregressive quantile func-
tion. Therefore, it inherently imposes an order among objec-
tives. This induced ordering can be unnatural in scenarios
where objectives lack a predefined hierarchy, thereby im-
posing an incorrect inductive bias on the model. As a result,
the model may capture spurious correlations among ob-
jectives, reducing performance. To address this issue, we
use a transformer-based architecture without positional en-
coding (PE). Its autoregressive property enables flexible
modeling of the conditional distributions in the KR map. By
integrating this architecture with our theoretical findings,
we propose a framework, KR Implicit Quantile Network
(KR-IQN). This framework enables the agent to learn depen-
dency structures and perform risk-sensitive decision-making
in multi-objective environments.

Finally, to ensure practical convergence and stability, we
propose Multi-objective TQC (MO-TQC). Building on the
success of TQC (Kuznetsov et al., 2020a) in mitigating
overestimation bias and controlling distributional precision
via ensemble-based backpropagation, MO-TQC extends this
truncation mechanism to the multivariate setting, reducing
preference-induced overestimation that can remain after
scalarization. Our contributions are as follows:

* We propose KR-IQN, the first practical framework
that enables tractable risk-sensitive decision-making in
MORL settings.

* We establish a theoretical foundation for risk-sensitive
MORL by proving that the KR map aligns with the
rigorous definition of vector-risk and demonstrating
the convergence of the KR-IQN.

* To mitigate the artificial ordering of the KR map, we
propose a transformer-based architecture without PE
for KR map estimation.

* We introduce MO-TQC, which incorporates dimension-
wise and summation atom removal mechanisms, to ad-
dress overestimation bias and ensure stability in multi-

objective settings.
Critic convergence
(Proposition 4.6)
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Figure 2. Structure of major contributions

Section 2 reviews related work. Section 4 proves that the risk
measure induced by the KR-map is a proper risk measure
and states the convergence of the KR-critic-based Bellman
equation. Section 5 details the practical implementation
and introduces multi-objective TQC to stabilize the learn-
ing process. Section 6 presents the experimental results in
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MO-Gymnasium along with a case study in a financial ap-
plication. An overview of how these proposed components
depend on one another is visually summarized in Figure 2.

2. Related Work

MORL: Existing distributional MORL methods face limi-
tations in risk assessment. MMD-based approaches (Zhang
et al., 2021; Wiltzer et al., 2024) lack the transport property
essential for risk calculation and sample minimizer problem
(see Appendix B), while marginal-based frameworks (Zhou
etal., 2021; Kim et al., 2023) fail to capture objective depen-
dencies. Utility-based methods like DPMORL (Cai et al.,
2023) suffer from scalability issues (Ropke et al., 2023).
Our work builds on the non-distributional CAPQL (Lu et al.,
2023), utilizing its preference-conditioned policy with en-
tropy maximization, in contrast to policy family approaches
like PGMORL (Xu et al., 2020) or DPMORL.

Risk-sensitive RL: In single-objective risk-sensitive RL,
the framework corresponding to ours is the IQN framework
proposed by Dabney et al. (2018a). We have extended what
Dabney et al. (2018a) accomplished by performing quantile
regression in one dimension and computing distortion risk
measures through KR quantile regression. Regarding practi-
cal implementation, Yoo & Woo (2025); Yoo et al. (2024)
previously utilized TQC in risk-sensitive RL. Notably, Yoo
& Woo (2025) provided an analysis of the positive effects
of TQC in risk-sensitive offline RL.

Multivariate Quantile and Risk: Various multivariate
quantiles exist (Abdous & Theodorescu, 1992; Kong & Miz-
era, 2012; Carlier et al., 2016; Wei, 2008), but most (e.g.,
spatial, directional) are set-valued, resulting in difficulty
for deep RL. While the optimal transport (OT, Carlier et al.
(2016)) offers vector-valued map with the transport property,
it has computational and theoretical limitations for RL. We
thus adopt the KR map (Wei, 2008) to facilitate tractable
risk calculation. Regarding vector-risk, we follow the estab-
lished vector-based framework (Hamel et al., 2007; Ararat
& Feinstein, 2024). Note that this is within the existing set-
valued framework, with the cone fixed as Rar . It induces an
elementwise order and simplifies the intractable set-valued
map for a deep RL agent into a tractable vector-valued map.

3. Preliminary and Problem Formulation
3.1. Preliminary

We consider spectral risk measures. The spectral risk mea-
sure is a class of risk measures that emphasize worse cases.
Therefore, spectral risk measures are defined as weighted
integrals of the quantile function of the return distribution.

Definition 3.1. Let X be a random variable with cumulative
distribution function (CDF) Fx : R — [0, 1]. The quantile

function of X, denoted by F' : [0,1] — R, is defined as
the left inverse of F'x; i.e.,

Fil(u) =inf{z € R: Fx(z) >u}, uwec[0,1]. (1)

Definition 3.2. (Acerbi, 2002) Let Z be a set of random
variables denoting returns. Let ¢ : [0, 1] — [0, 00| be a non-
increasing weight function satisfying fol o(p)dp =1 (ie,
¢ is some probability density). The spectral risk measure
p(+;¢) : Z = Ris defined as

p(Z;6) = —BuvpnlFz (@7 (W), @)
where @=L is the quantile function of ¢; i.e., F¢_1.

For example, Conditional Value at Risk (CVaR) with param-
eter € (0,1) is defined with ¢(u; ) = L11,<0(u) &
O~ (u; ) = au.

We introduce the quantile loss for distributional critics.
Theorem 3.3. (Univariate Quantile Loss; Koenker (2005);
Bernard & Czado (2015)) Let Z be a random variable whose

mean is finite. Fix w € (0,1). Let Log be a loss function
defined as

Lor(0;Z) = Ellu —1(Z -0 <0)| x[Z = 0]]. ()

The problem ming Log(0; Z) is a convex minimization prob-
lem. The solution exists and is equal to the quantile F', L(w).
Definition 3.4. (Knothe-Rosenblatt map?, Knothe (1957);
Rosenblatt (1952)) Let Z: be a d-dimensional random vec-
tor. For readability, we denote the conditional quantile as
F*(u; y) rather than F)alyzy(u) Amap Qg : [0,1]¢ —
R? is called the Knothe—Rosenblatt map (KR map) if it is
defined as

[Qz(w) = F7,' (w),
[Qz(W)]k = Fg, (w; [Qz(w)]<k) fork = 2,... . d.

Here u € [0,1]%, and X oy, denotes [X1,...,Xp_1].
Theorem 3.5. The KR map Qz(u) ~ Z ifu ~ U|[0,1]%.

“

This is known as the pushforward property. For the proof,
see (Backhoff et al., 2017).

Considering the conditional quantile and univariate case, we
can consider the quantile loss for a KR map, KR quantile
regression, by minimizing the loss as follows.

Corollary 3.6. (KR Quantile Loss) Let u € (0,1)%, and Z
be a d-dimensional random vector, whose first moment is
finite. We define KR-quantile loss Lxg as

d

Lir(0;Z,u) = > Eljuy—1([Z4|Z <] — 01 < 0)]
k=1 )

X |[Zk]|Z <] — O4]],

™t is also known as KR rearrangement or KR quantile.
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with the convention that Z1|Z <1 := Z1. From the Theo-
rem 3.3 and Theorem 3.5, we observe that the solution of
mingege Lxr(0; Z) exists and is equal to Qz(u).

3.2. Problem Formulation

We consider a multi-objective MDP (MO-MDP). MO-MDP
is a 5-tuple (S, A, R, P,v), where S # () is a state space,
A # () is an action space, R : S x A — R denotes rewards,
which may be random, d is the number of objectives, P :
S x A — P(S) is a transition kernel, and v € [0,1) is a
discount factor. Here, P(X') denotes the set of all probability
measures defined on the set X.

Let 7 : S — P(A) be a policy. Define multi-objective
state-action value distribution Z™ (s, a;) as

Z7 (st,a) = Z 'YiR(StJria At4i) (6)
i=0

where s, is a t-timestep state and a; ~ 7(s¢).

Assume that a preference set WW C A is given, where A :=
{Z?:l wi=1,w; >0foranyi=1,...,d}. Further, a set
of univariate risk measures {p(-; ;) }¢_,, associated with
each objective, is also given. Define 1 : [0, 1]¢ — [0, 1]¢
as

& '(u) = (@7 (w), ..., ;" (ua)], @)

where <I>;1 is the quantile function of ¢;. Let Qz=
[0,1]¢ — R? be the KR map for Z™. Our objective is to find
a policy 7 (s, -) for each preference,

(st ar) = argmin —w” By ppo,14[Qz 0 @71 (u)]
(®)
for any w € W. This is a natural extension of the risk-
sensitive single-objective RL to the MORL.

4. Theoretical Analysis

Here, we prove that Eq.(8) is a proper vector-risk measure
and that a critic learned from KR-Quantile regression con-
verges. We also propose exotic risk measures, which do not
exist in a univariate space.

4.1. Vector-risk Measure

Definition 4.1. (dynamic vector-risk measure, (Jouini et al.,
2004)) Let <. be an elementwise inequality defined on R%.
Let LY (Fr) be a set of random variables that we are inter-
ested in. Here F is a filtration (history) of the coordinate
process. Amap py : L (Fr) — Lg)
vector-risk measure if it satisfies:

is called a (dynamic)

(2) p:(0) =0,
M) X <. Y as. = p(Y) <. pe(X),
(C) ps(X + ¢) = p¢(X) — c for any constant ¢ € RY.

Theorem 4.2. Define pg(X):=—Eyy0,1]¢ [Qxo® (u)].
Then, there exists a dynamic risk measure {py }¢_, such that
Pe = Pd-

Proof: (Z) and (C) are trivial. For (C), Qxic(u) =
Qx (1) + c. The negation follows from the Eq.(8).

To prove (M), we need to introduce an extended concept.
Note that this does not change any framework or theoretical
perspective in our work. We introduce this concept because,
although the KR-map is effective for modeling a single ran-
dom vector, it struggles in comparative settings involving
multiple vectors. Such settings necessitate comparisons of
unrealistic pairs®, or require excessively restrictive assump-
tions like comonotonicity or identical copulas.

Definition 4.3. (Causal Transport (Beiglbock et al., 2024,
Acciaio et al., 2020)) Consider a random vector’s elements
as a realization of the random process (coordinate process)
X = (Xy,...,X4). The causal transport is defined as

Qx (u)]x = Qx (up]| F<r), ©)

where F - denotes an arbitrary history (filtration) that can
be obtained before the k-th step. Note that if we choose
Fi = Xk, then this coincides with the KR map.

Choose Foj, = (X<, Y<i). Then (Qx (u), Qy (u)) fol-
lows Law (X, Y') by the pushforward property of the regular
KR map. Further, Qx (u) <. Qy(ug). Since the image
of @~ is contained in [0, 1]¢, the property (M) holds.

The actor loss defined in Eq.(8) does not introduce a com-
parison of risk between two policies, nor does the critic loss
in Eq.(5). Therefore, Def. 4.3 is purely conceptual®

4.2. Extended Risk Measures

As an MORL framework, we may extend the ® in Eq.(7),
which induces a risk measure. Consider a map ®_ ) :
[0,1]9 — aA?, where aA = {ax]|||x]1 < 1}, a € (0,1]

is constant; e.g., 271, A (%) = « ||q~;:|\01C X.

Definition 4.4. The simplex risk measure is defined as

oo (X; @) ::_uNUH%O,l]d[QX o ®_ ) (u)], where o € [0, 1].

Corollary 4.5. (Corollary of Theorem 4.2) The simplex risk
measure p(-; ) is a proper vector-risk measure.

The simplex risk measure is one example of a non-trivial
extension of the one-dimensional CVaR risk measure to the
multivariate case. Note that when o« = 1, it considers the
case where one of the returns can be optimistically high, but
not others simultaneously.

3Pairs X, Y with zero probability of joint realization.
“However, one should implement the causal transport to incor-
porate the risk-comparison with KR map.
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4.3. Convergence of KR-Quantile Regression

Define distributional MO-Bellman operator 7 (-) as fol-
lowing (Wiltzer et al., 2024; Zhang et al., 2021),

TTZ" (s¢,a¢) = R(se,a¢) + VL™ (s441,a041).  (10)

Since the Wasserstein distance does not depend on field
properties or order properties of the real numbers, but on
metric properties, we can enjoy many results of distribu-
tional RL theory proposed by (Bellemare et al., 2017; Dab-
ney et al., 2018b; Zhou et al., 2023) and others, though
we must replace the standard Wasserstein with the adapted
Wasserstein (Wasserstein distance conditioned on the coor-
dinate process) to accommodate the KR-map.

In particular, the distributional Bellman operator directly
induces a valid multi-objective temporal difference (TD) tar-
get, allowing us to apply KR quantile-regression based up-
dates without additional assumptions. Given this TD-target,
we show that the critic converges by minimizing the KR
quantile loss in Eq.(5).

Proposition 4.6. Let Z,Z' € Z be two state-action value
distributions in an MO-MDP with countable state and ac-
tion spaces. Then, for any policy T,

doo AW T"Z, Uaw T"Z') < vdoo(Z,Z'), (11)
where

d(Z,Z') = sup AWo(Z(s,

s,aESXA

a),Z'(s,a)). (12)

In other words, Uaw T™ is a y-contraction on (Z,d,). The
definitions of Il aw and AW, are in Appendix A. 1.

The adapted Wasserstein distance AW is a variant of the
Wasserstein distance for an autoregressive structure and
IIaw is the quantile projection operator for the empirical
KR-map. The proof follows the contraction argument of
Dabney et al. (Dabney et al., 2018b), tailored to the multi-
objective setting. See Appendix A for details.

5. Implementation of KR-IQN

Our approach is directly inherited from IQN and CAPQL.
First, a preference vector w € A is sampled from the Dirich-
let distribution Dirch(1, 1, ..., 1), so that a uniform distribu-
tion of preferences can be learned. This approach does not re-
quire any a priori assumption about the preference, therefore
itis general enough to apply to any MO-MDP. For simplicity,
we denote the f-parameterized critic as Qz~ (u; s¢, ag, w, 0).
Here, the preference vector w is given as an input of the crit-
ics, enabling the critics to incorporate the actor’s behavioral
changes into the value function. Then, for the critic learning,
we calculate the TD-target with parameter §'*¢° by

Qtarge[ = R(Sta at)—'_’YQZ" (u7 St+1, 41, W, etarget)7 (]3)

following distributional MO-Bellman Equation in Eq.(10).
For simplicity, we omit the entropy maximization terms
used in our actual implementation.

The critics are trained to minimize KR quantile loss between
Qz-(u; 8¢, az,w, ) and Q?(ggé[ as defined in Eq.(5)

6 = argming B, 10,114 Lxr (6; Qrae - w),  (14)

so that Eq.(10) can be achieved. The details about TQC are
explained in Section 5.2. Finally, the actor can achieve the
objective Eq.(8) by the loss function,

L(r) = —w By urjo,1¢[Qzr (P~

Since we do not introduce a target actor, we identify 7 as a
policy parameter. Algorithm 1 depicts the overall procedure.

L(a);s,a,w,0)]. (15)

Algorithm 1 KR-IQN Learning

Rollout stage:
m : Policy, D : Replay Buffer, env : environment.
w < Dirich(1,...,1)
s  reset(env), done <— False
while not done do
ap <+ m(st)
St4+1, R(8t,a:), done « step(env, a;)
D.add(st, ag, Rt, St+1)
end while
Critic Learning:
0: param critic, §""€': param critic target, \.: critic Ir
7: soft update coefficient
w < Sample(Dirich(1,...,1))
u < Sample(U10,1]%)
st,at, R(st,at), st41 < sample(D)
Apyq < Sample(ﬁ(st+1))
Qe R (8¢, ar) +7Qzr (U5 8141, App1, w, 0E)
Q’l]z‘l(rjg(ejt « TQc(Qtarget).
/* KR Quantile Regression by Eq.(5)*/
0+ 60— )\CVGACKR(QZ“ (u; Sty Aty W, 0) Qtja’réeéw )
elarget — (1 T)etargel + ,7_9
Actor Learning:
&' : Risk Measure, A actor Ir
a < Sample(7(s,w)), u < Sample(U[0, 1]9)
L(7) ¢ ~w By, [Qz (7' (1); 5,0,w,0)].
T T — A L(T)

5.1. KR Quantile Regression with Transformers

Although the KR map guarantees a pushforward map, it
generates an artificial ordering relationship. To relax the
problem, we adopt a transformer for the value embedding
without PE, and shuffle the objective order when training
the critic. Figure 3 depicts the overall architecture.

The backbone’s input consists of state, action, preference,
and the value inferred for previously estimated objectives.
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Figure 3. Overall architecture of our proposed method. F.F. emb denotes the Fourier Feature, Lin. denotes the Linear layer, and L.N.

denotes the Layer normalization.

Internally, there are task embeddings for denoting what kind
of objectives are being estimated. We use the terminology
task embedding rather than objective embedding, as the
latter may be mistaken for the objective values themselves
or prior predictions. This separation of value predictions
and task embeddings ensures distinction between padding
and objectives, and among objectives with value estimates
of similar scales.

First, the state, action, and preference are input through indi-
vidual encoders, and their features are concatenated. Then,
they are repeated and elementwise multiplied to match the
currently inferred objective. This enables the critic to under-
stand which objective is currently being inferred. Next, task
embeddings are shifted and padded with NIL task. Then,
they are fed to the transformer with encoded previous value
predictions. In this way, the inferred values for each previ-
ous dimension required for the KR rearrangement can be
used auto-regressively as input. PE is not used for the trans-
former to minimize the disadvantage of KR rearrangement,
which enforces an unnatural ordering. Finally, the value is
estimated via the KR-IQN head, which is essentially an
IQN head receiving an additional feature: the previous value
prediction.

5.2. Multi-objective TQC

As demonstrated in (Kuznetsov et al., 2020b; Yoo & Woo,
2025), TQC benefits outlier removal and distribution pre-
cision control by back-propagating over ensembles rather
than a single model. We propose MO-TQC, which intro-
duces two truncation steps: marginal TQC (dimension-wise
atom removal) and projective TQC (summation atom re-
moval). The intuitive approach is projective TQC, applying
truncation to the projected distribution w” Q'*%!. However,
overestimated quantile atoms associated with low-weighted
objectives may persist and induce overall action-value over-
estimation. Moreover, since objectives in MORL are of-
ten negatively correlated, simply enforcing underestimation
may be undesirable. Thus, MO-TQC first truncates upper
quantiles (and optionally lower quantiles) in each marginal

distribution, then truncates the projected quantiles.

The first step is to find the largest and smallest TD-target
atoms for each objective and remove them. The next step is
to compute the linearization w” Q' for a given preference
w and remove the largest atom.

6. Experiment

We compare with the baselines introduced below using MO-
Gymnasium (Felten et al., 2023), which is the standard
benchmark for MORL. We also evaluate KR-IQN in finan-
cial trading environments using FinRL (Liu et al., 2020).
All results are averaged over 5 seeds. See Appendix D for
the hyperparameter details and environment settings.

Baselines: PGMORL (Xu et al., 2020) is a PPO-based
algorithm that first learns a preference-conditioned pol-
icy during a warm-up phase, and then evolves specialized
preference-specific policies during the evolutionary phase.
DPMORL (Cai et al., 2023) is a PPO-based algorithm that
aims to obtain a diverse set of optimal policies with respect
to model-generated and non-decreasing utilities, seeking to
achieve stochastic dominance across them. CAPQL (Lu
et al., 2023) is a Q-learning based algorithm that adds
an entropy bonus as a strongly concave term to fix lin-
ear scalarization’s limitations and recover the Pareto front.
EWP (Wiltzer et al., 2024) is a distributional extension
of CAPQL, where the critic learns value distributions via
MMD minimization. Marginal-IQN (Zhou et al., 2021) is
a multi-objective extension of IQN, without consideration
of the dependency structure of objectives. Marginal-IQN
(N) is trained by a neutral risk-measure, while Marginal-
IQN(RS) is trained by CVaR 50% for the risk-sensitive
axis; i.e., <I>;1 (u) = 0.5u; for risk-sensitive objective 4, and
<I>j_1(u) = wu as described in Eq.(7), for j = 1,...,d and
i # j. KR-IQN is our proposed approach. KR-IQN (N)
is trained by a neutral risk-measure, while KR-IQN(RS) is
trained by CVaR 50% for the risk-sensitive axis.

Metrics: We choose four criteria: expected utility (EU), hy-
per volume (HV), risk-sensitive expected utility EUj;, and
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Table 1. Main results. The ¢ in parentheses in Eq.(16) and Eq.(18), as well as in KR-IQN(RS), denotes the index of the objective that is
treated as risk-sensitive for each environment. Finance* does not belong to the MO-gymnasium. The bold numbers denote the largest

value.
Environment Hopper(d = 3,i = 2) Cheetah (i = 2)
Algorithm EU EUgis HV(x10®%) HVgixk(x10%) EU EUrix HV(x10%) HVRis(x10%)
PGMORL 392.45+37.58 376.10+50.586 0.97+0.23 0.87+0.31 —154.66+245.19  —174.78+260.10  1.03+0.42 1.02+0.49
CAPQL 796.06+211.63 534.69+114.23 6.05+3.15 5.86-£3.04 997.13+898.08 766.384-975.55 7.16+3.36 7.15+3.36
DPMORL 988.18+56.91 680.74+102.91 6.59-+14.24 3.49+1.67 558.89+32.38 67.44+123.78 4.05+0.32 4.31+0.27
EWP 429.75+0.56 376.39+48.582 1.18+0.01 1.18+0.01 1578.34+147.46 1575.96+126.87 9.59+0.50 9.49+0.70
MarginallQN (N)  909.52+140.61 384.95+170.54 7.73+2.47 6.67+3.18 2097.21+96.63 2113.80-+179.73 11.48+0.36  11.44+0.75
MarginallQN (RS) 702.57+253.62 181.46+84.92 4.59+3.30 3.10+2.74 1797.59+394.39 1933.87+164.57 10.10+1.96  10.61+1.05
KR-IQN(N) 1247.39+9.55 934.89+232.51 15.75+020  15.33+0.51 2172.71 13114 2153.02+130.46 12.10+0.61  11.82+0.60
KR-IQN(RS) 1253.93+11.36 1086.62+106.02 16.28+0.47 15.96+0.60  2153.88+228.74 2140.37+216.99 12.02+1.00  11.81+0.99
Environment Walker2d (i = 2) Hopper-2d (: = 1)
Algorithm EU EUgisk HV(x10%) HVRgixk(x10%) EU EUrix HV(x10%) HVRis(x10%)
PGMORL 458.09-+98.81 429.47+108.92 4.94+1.32 4.45+1.35 267.78+87.23 225.60+113.59 0.11+0.05 0.08+0.06
CAPQL 422.77+245.68 292.41+292.74 4.62+3.35 4.52+3.32 1142.18+277.25  700.93+260.20 1.48+0.73 1.43+0.75
DPMORL 953.64+42.91 668.10+54.03 12.82+0.65  9.65+2.03 1583.86+34.73 760.00+67.30 2.80+11.73  2.08+0.32
EWP 456.37+110.25 186.76+37.24 4.75+1.23 4.71+1.22 196.53+63.37 108.87+54.56 0.56+0.03 0.39-+0.02
MarginallQN (N) 882.81+51.582 606.53+131.49 12.09+1.08  11.25+2.08 1285.86+147.01 641.46+262.12 1.85+0.44 1.65+0.58
MarginallQN (RS)  802.44+160.38 636.37+144.19 10.49+2.36  10.30+2.17 1285.10+275.10 757.544-280.67 1.89+0.73 1.73+0.73
KR-IQN(N) 883.39+156.63 819.23+106.24 11.32+2.37  11.07+2.00 1572.15+330.44 1337.64+535.71 2.91+1.02 2.78+1.20
KR-IQN(RS) 1107.29-+70.41 960.98+131.74 15.88+1.37  15.72+1.22 1724.41+12.42 1675.48+ 15 584 3.37+0.04 3.35+0.03
Environment Ant (i = 3) Finance* (i = 3)
Algorithm EU EURgisk HV(x10%) HVgisk(x10%)  EU EUgisk HV(x10%) HVRisk(x10°)
PGMORL 190.61+25.95 207.81+28.23 0.35£0.08 0.21+0.12 —94.30+18.52 —185.66+10.06 5.16+0.75 0.95+0.44
CAPQL 577.06+121.19 381.47+115.48 4.63+2.47 4.62+2.50 2.47+3.24 —10.70+5.96 8.52+0.98 9.03+0.10
DPMORL 683.85+11.20 602.62+35.58 5.84+3.82 5.85+0.53 13.8945.30 —63.27429.29 19.56:251  17.54+1.84
EWP 783.20+161.83 320.84+93.87 9.70+4.52 8.80+3.45 12.67+12.38 2.18+8.99 1.06+1.18 1.07+1.26
MarginallQN (N) 1399.39-+308.63 1429.64+404.34 34.86+14.21  35.47+12.60  51.44+6.60 30.16+3.69 11.59+0.80  12.93+0.36
MarginallQN (RS) 912.61+77.73 948.00+101.71 12.44+2.77 16.95+4.21 50.41+7.67 29.94+4.12 11.68+0.55 12.98+0.49
KR-IQN(N) 1513.96+194.01 1459.33+166.78 41.81+12.41  39.14+7.79 50.55+6.87 32.05+6.59 11.49+0.46 13.12+0.23
KR-IQN(RS) 1596.25+:101.15 1645.08+133.61  45.87+720 45.6946.15  46.36+3.92 27.84+5.86 11.87+0.42  12.99+0.37

risk-sensitive hyper volume HV . To define the metrics,
let P™ be the set of policies generated by MORL algo-
rithms. For a preference-conditioned algorithm, we may set
PT = {m(-|w)|w € W}. Here, W is the preference set.

Similar to EU and HV, we define EU;s« and HV 5. EUjiex
measures the scalarized multi-objective risk. It is defined as

EUsac(P) = E |max B [wpfoe(Z%0)],  (16)

where
Pl (Z754) = B[Z7|Z] < Fz (0.1)). (17

It is the conditional expectation of Z™ when the specific Z]
falls within the worst 10% of outcomes. This construction
is from a tractable approximation of Eq.(8). The negation is
omitted to align with the RL convention of higher is better.
HV,ik quantifies the risk-adjusted dominated volume in
objective space. With a reference point r, it is defined as

d
HV i P7s0) =Vol( | [[1o5R(Z75 i) mil). (18)
TeEPT k=1

We evaluate CVaR ¢, instead of CVaR5qy, which is the
trained objective, to emphasize the severe failure cases. For

the pSeR, see Appendix D.

6.1. Main Results

Table 1 depicts the overall results. The proposed method
KR-IQN achieves an average performance improvement of
29.77% over the strongest baseline. In particular, on risk-
sensitive metrics (EUgjq, HVRisk), KR-IQN demonstrates
an improvement of 41.18%, which is more than twice the
improvement observed on standard metrics (18.36%). Ex-
cluding the Finance environment, the average improvement
reaches 38.72%. In Finance environment, DPMORL outper-
forms KR-IQN with respect to HV and HVg;s. However,
in this case, the EU drops substantially, which suggests that
DPMORL excessively amplifies a particular objective in
a nonlinear manner. This behavior is likely because DP-
MORL learns multiple policies with respect to randomly
sampled nonlinear utility functions. While MarginallQN
(N) shows the largest EU, the difference is negligible con-
sidering the standard deviation. We show the details about
it in Section 6.2. There are cases where a model trained
in a risk-sensitive manner (KR-IQN(RS)) yields a higher
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Figure 4. Score KDE of Hopper and Walker2d.

risk-neutral metric HV or EU.

KR-IQN (RS) often achieves a higher mean score, the undis-
counted reward sum, because it raises the lower tail of the
value distribution. This phenomenon has also been observed
in (Dabney et al., 2018a); see Figure 4 as well. One may
observe that the score of KR-IQN (RS) tends to be concen-
trated in a higher region. Figure 4 and the graphs in Ap-
pendix D.2 provide sufficient evidence for our main claim
that KR-IQN (RS) makes risk-sensitive decisions.

1500 Metric
1 EU B HV 15
EZA EU (risk ST HV (risk)
- 1000 10 8
= >
500 5 T

0 KR-IQN Remove AddPE Remove Remove Remove

(RS) Shuffle Marginal Proj. TQC All TQC
[Ours] TQC

Figure 5. Ablation study results (Hopper(d = 3)).

Ablation Study: Figure 5 reports performance degradation
relative to the full model.For the ordering perspective, re-
moving shuffle (34.3% | EUi, 27.2% | HV,is) and PE
(66.9% | EUiisk, 58.3% | HV,i5x) causes performance drop
with higher variance. This suggests that they effectively
eliminate unnecessary inductive bias while providing data
augmentation. Marginal TQC alone achieves the smallest
degradation in expected utility (8.2%J)EU, 27.9%|HV), but
still shows notable drops in risk-sensitive metrics (46.0%
4 EUlisk, 35.7% | HV sk ). Meanwhile, Projected TQC alone
performs (56.9% | EUiisk, 49.8% | HV,isx) worse than re-
moving both components entirely. This is because a mature
MORL policy inherently faces value trade-offs regardless
of optimality, inducing negative correlations among values.
This aligns with Section 5.2, explaining the degraded per-
formance of projective TQC alone.

6.2. Case Study

We aim to investigate how various risk measures affect real-
world applications. In particular, for the trading environment
in Section 6.1, we use an unseen test interval (Jan 02-Jun 30,

2025) that does not overlap with the training interval. We
additionally investigate the Wang and simplex risk measures.
The Wang risk measure is defined by the weight function

w o) — SD(FJ\_/(l()J)(l*u)JFO‘)
) Pty )

in Def. 2. Here, ¢ is the density of the standard normal
distribution. As in the case of CVaR, we apply the Wang
risk measure only to the third objective. The simplex risk
measure is defined in Def. 4.4.

(19)

Prioritizing practical applicability over theoretical metrics
like EU, we employ Earnings, MDD, Sharpe/Sortino ratios,
VaR(5%), and CVaR(10%). We report the average perfor-
mance of the top-5 policies selected by Sortino ratio up to
April 30. The unselected policies (Pg,;;) incur an Incubation
Cost (IC), defined as

- 1
1e(P7) = | Prail

> (1-RE /RT),  (20)

T
TE€ P

where R is the asset value and T, is the selection date.
A negative IC implies that even unselected policies yield
positive returns. We introduce IC to quantify the cost of
run-time policy selection, as methods like DPMORL and
PGMORL require evaluation on test data to determine which
utility they are optimized for. Detailed definitions of other
metrics are provided in the Appendix D.6.

Table 2 summarizes the results. KR-IQN achieves higher
earnings, Sortino, and Sharpe ratios compared to both base-
lines and the benchmark asset. The modest MDD improve-
ment reflects that MDD captures the maximum peak-to-
trough drawdown, which cannot align with the memoryless
property of (MO-)MDP. Except for the risk-neutral setting,
our method yields a negative IC, indicating a pool of highly
profitable policies. The risk-neutral setting yields the lowest
earnings due to its lack of robustness against distributional
shifts, whereas coherent risk measures remain robust via
their dual representation p(Z) = infge g Eg[Z], optimizing
returns under adverse scenarios.

7. Conclusion and Limitation

We introduce KR-IQN, a risk-sensitive MORL framework
based on KR quantile regression. We theoretically prove
that our framework defines a valid vector-risk measure and
yields a convergent MO-Bellman operator. To mitigate KR’s
inherent artificial ordering, we employ a transformer archi-
tecture without PE. We also introduce MO-TQC, which is
tailored for MORL to stabilize the framework. Experiments
on MO-Gymnasium and financial tasks demonstrate that
KR-IQN learns risk-sensitive behaviors.

Although we relax the unnatural ordering induced by the
KR map, we cannot eliminate it. The principal way is using
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Table 2. Finance test data results.

Category Name Earning (%)  Sortino Sharpe MDD VaR5¢ CVaR;(y, 1C (%)
CVaRsg9 25.40+21.58  4.50+2.99  2.01+1.090 —0.12+0.07  23.41+1956  23.32+19.48  —2.10+5.28
KR-IQN Neutral 18.09+8.75  3.98+2.73 1.72+0.84 —0.17+0.08  15.58+9.66 15.46+9.66 1.04+3.26
(Ours) Simplex; 27.32+16.97  5.30+3.02  2.36+0.90 —0.15+0.07  25.79+16.02  25.62+1590 —1.94+4.26
Wang_¢ 71 25.79+16.28  5.67+2.99 2.40+0.96 —0.14+0.02 23.39+15.37  23.37+15.28 —5.35+5.45
Mareinal CVaR5(9, 15.73+10.65  3.17+2.74  1.55+1.13  —0.15+0.07  14.58+10.64  14.51+10.63 —5.04+8.93
IQgN Neutral 11.08+4.65  2.44+0.78  1.41+040 —0.18+0.04  10.19+4.53 10.15+451  —0.92+2.77
(Baselines) Simplex; 13.66+11.23  2.84+3.15 1.33+1.13 —0.18+0.05 12.48+10.35  12.37+1020  0.10+7.56
Wang_, -, 17.23+13.83  2.11x126  1.10+056 —0.17+0.07  15.55+1258  15.38+12.44 4182273
EWP 5.14+1.71 1.10+0.18  0.65+0.11  —0.09+0.05 4.90+1.48 4.90+1.48 1.54+2.39
Baselines PGMORL 2.77+1.53 0.37+0.21  0.15+0.14 —0.33+0.03 —12.69+2.78 —14.03+2.36  4.52+0.31
) ) CAPQL 11.38+8.27  2.05+0.94 1.18+0.52 —0.15+0.11 9.53+£6.47 9.46-+6.41 —0.53+3.57
DPMORL 10.05+7.36  1.77+088  0.93+044 —0.32+0.07  —1.89+4.69 —3.01+4.51 2.20+3.28
Benchmark Physical Gold 22.74 3.81 2.02 —0.07 — — —
et Nasdag 100 7.70 0.88 0.52 ~0.23 — — —
S&P 500 5.80 0.70 0.41 —0.19 — — —
OT as explained in Section 2. In Appendix B, we discuss References

why OT fails and outline other possible approaches.
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A. Proof of Convergence Proposition 4.6

Proposition 4.6. Let Z,Z' € Z be two state-action value distributions in an MO-MDP with countable state and action
spaces. Then, for any policy T,

Ao (MAwT"Z, Taw T7Z') < vdoo(Z,Z'), (A1)
where B
doo(Z,Z) = sup AW(Z(s,a),Z'(s,a)). (A.2)
s, a€ESXA

Proof of Proposition 4.6: Applying Lemma A.5 and by the fact that AW (X,Y) < AW, (X,Y), we obtain the
proposition. The first step is defining adapted Wasserstein distance. The second step is verifying that the adapted Wasserstein
distance has the same property as the Wasserstein distance. Finally, we repeat the proof of (Dabney et al., 2018b). The
detailed processes are as follows.

A.1. Step 1. Definitions

We define some tools, which are required for the proof. For the convergence analysis, we leverage the adapted Wasserstein
(AW-distance). The AW-distance is useful to analyze the behavior of the KR map.

Definition A.1. (Adapted Wasserstein (Beiglbock et al., 2023)) Let X, Y be d-dimensional random vectors. Further, let
ux, py be push-forwarded probability measures on R? induced from X, Y. Let T'(ux, iy ) be a set of all couplings of
ux, py. The set I'y. C T of bicausal coupling consists of those | whose successive disintegration kernels satisfy almost
surely,

(e X<, Y<i) € D((px | X <)o (1w [Y <)), (A.3)
i.e., the couplings whose k-th components only depend on previous 1, ...,k — 1 components. Further, we define p-Adapted
Wasserstein distance as )
AWM&Y)mf( HXYM@)i (A4)
HE e Rd

Sorp € [0,00].

Now we extend the quantile projection of Dabney to multi-objective settings.
Definition A.2. Let Q be a set of conditional quantile functions whose codomain’s cardinality is fixed M € N. Then,
AW-projection I avw is defined as

Haw|[Z|Z<i]r = arqg inHW1 (Qo(up; Zr), Qz(up; Zy)), (A5)
0E

where W1 is the Wasserstein 1-distance. Note that this coincides with AW from conditionality.

A.2. Step 2. 7™ is a ~y-contraction:
Lemma A.3. Let
AW (X,Y) = inf esssup||X — Y| wo- (A.6)
epl(X,Y)ET .
Then AW (X + R, Y + R) < AW (X,Y), whenever R is an independent random vector with respect to both X, Y.
Note further, it is trivial that AW (aX,aY) = aAW(X,Y) for any scalar constant a > 0.

Proof: For any coupling ¢pl € I'ne(X,Y), consider the pair of random vector (X + Qr(u), Y + Qgr(u)). Note that X,
only depends on X, Y <, and so are Y, [Qr(u)]. By definition of the KR map and independence of X and Y by
assumption, (X + Qr(u), Y + Qgr(u)) is bicausal. For this,

esssup [ X+ Qr(u) - Y - Qr(u)|lcc = esssup || X - Y- (A7)
X, Y ~epl(X,)Y) X, Y ~epl(X,)Y)

Since the choice of coupling was arbitrary, we conclude that

AW(X+R, Y +R) < AW (X,Y). (A.8)
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Lemma Ad. Let Z be the set of all state-action distributions for some MO-MDP. T™ is a ~y-contraction on (Z,ds), where
dwo is defined in Eq.(12) (in Appendix, Eq.(A.2))for any pair of value distributions Z,Z' € Z.

Proof: From direct calculation and Lemma A.3, we obtain that 7™ is a y-contraction on (Z, do):
doo(T™Z(5,a), T"Z (s,a)) = sup AW (R(s,a) +7Z(s',a'),R(s,a)+7Z'(s',a"))
(s,a)eSxA

<AAW(Z(s',d'), Z' (s',d')) <~y  sup AW o(Z(s,a),Z (s,a)) = ydoo(Z(s,a),Z (s, a)).
(s,a)eSxA

(A9)

A.3. Step 3. IIaw 7™ is a y-contraction.
Lemma A.5. IIow 7™ is a y-contraction on (Z,dy).

Before we prove the Lemma, we need a weak assumption
Assumption A.6. Z is essentially bounded for any pair of (s,a) € S x A.

This assumption implies 7 < 1 or finite horizon, and R(s, a) is essentially bounded. This is a necessary condition for
dealing with the value distribution in a plausible way for any RL algorithm. This assumption allows us to fix the upper
bound and thereby reduce the proof to the one-dimensional case of Dabney et al. (2018b).

Proof: Since 7™ is a y-contraction in d>, it suffices to show the case when 4 = 1. Given a pair of X, Y € Z, let
(X(s,a0; X))k = o oL, 5(55)(3, a),and let [Y (s,a; Y )] = 2 S0, 552)(3, a), for some functions 0,1 : S x A —
RM . Further, choose (k, X -1, Y <) as a triplet such that
(k‘,X<k,Y<k) € argmax ||<Xk ‘ X<k> — (Yk | Y<k)Hoo (A.10)
kX <k, Y <k
Here |||« is the L norm of a univariate random variable. They exist because X,Y are bounded random vectors by
Assumption A.6, with convention X; | X1 = X;|0 = X;.

Let {(s;, a;)}icr be all the I-indexed state-action pairs that are reachable from (s’, a’) in a single transition, where [ is a
countable indexing set. Construct a new MDP and a new value distribution for this MDP in which all distributions are given
by single Diracs, with a view to applying Lemma A.4. The new MDP is of the following form. We take the state-action pair
(s',a’) and define new states, actions, transitions, and policy 7, so that state-action pairs reachable from (s’, a’) in this new

MDP are given by {(553 ), dl(»j ))}Zez 11 M "and probability of reaching the state-action pair (553 ), dgj )) is p; /M. Further, we

define new value distributions X, Y as follows. For each i € I and j € {1,..., M}, we set:
XY, a?) = 65 (si,0), Y (5, a) = 007 (54, a,). (A.11)

By construction of AW-projection and Assumption A.6, the difference |6(E,]:) (siya;) — 61(;?(81', a;)| is bounded by AW,.
Therefore, the following holds: '

oo (Maw T*X (s, 0)] <a, [Maw T Y (5,0)|<a) < sup (05 (55, 05) — 05 (54, 1)

iel
j=1,...M (A.IZ)
< sup AWoo (X (81, a5 X<k), Y (84,053 Y <))
1€
By choice of k, X, and Y -, we have
sup AWoo (X (s, ai; X)), Y (81, a5 Yei)) = doo (X (84, a7), Y (54, a5)), (A.13)

el
as desired.
B. Theoretical Discussion

B.1. MMD Failure of (Adapted) Wasserstein Distance Minimization

Proposition 1. of Dabney et al. (2018b) Ler Zy be a quantile distribution, and Zum be the empirical distribution composed
of m samples from Z. Then for all p > 1, there exists a Z such that

argminE[Wp(Zm, Zg)] # argminW,(Z, Zy). (B.14)
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Corollary B.1. (MMD Failure) Let Zy be a d-dimensional random vector, and Z,,, be the empirical distribution composed
of m samples from Z. Then for all p > 1, there exists a Z such that

argminE[AW,,(Z,,,, Zy)] # argminAW,(Z, Z) (B.15)
and so is for the W,

Proof: Set d = 1. Then, Zy is a quantile distribution by the pushforward property. From Proposition 1. of Dabney et al.
(2018b), the statement holds. For d > 2, consider the almost ideal case [Zg]<q ~ Law(Z4). By choice of Z, we only
consider a random variable Z,|Z ;. However, from the case when d = 1, this fails and Corollary B.1 holds for AW,,. For
the W), consider the case Z; is independent of Z_ 4, then for the case when W,,, Corollary B.1 holds.

Proposition 1 of Dabney et al. (2018b) implies not only the failure of MMD but also the potential failure of naive optimal
transport implementations. Since RL is fundamentally based on TD or explicit return-based learning, it is inherently a
sample-based learning paradigm. Therefore, the fact that the sample Wasserstein minimizer does not converge to the
minimizer of the Wasserstein distance with respect to the true distribution is a critical limitation. This implies that, at least
for naive OT-based methods, the theoretical utility is severely limited relative to the substantial computational cost (batch
OT-based methods using the Hungarian algorithm require at least O( BdN3C'), where B is the batch size, d is the number
of objectives, NV is the number of samples, and C is the number of critics).

In contrast, KR-IQN has a computational complexity of O(BdNC'log(dNC') + Bd* NC) (the d? term arises from the
transformer architecture, and the sorting operation from TQC costs approximately dNC'log(dNC')). Here, d and C' are
typically much smaller than the number of samples N (among the well-known benchmarks in MO-Gymnasium (Felten et al.,
2023), only Fruit Tree has d > 5), and since sorting is a well-known parallelizable operation, the practical cost is even lower.

B.2. Discussion about Multivariate Quantile

By definition of spectral risk measure, extending a quantile function from the univariate case to the multivariate case is
important to define and calculate the risk. First, for clarity, we review the definition and properties of the univariate quantile.
Then, we discuss other approaches and their limitations.

Review of Univariate Quantile and Quantile Regression Loss: We may rewrite the quantile regression loss Eq.(3)
(including v € (0, 1) as a parameter of the loss function) as follows:

u|lZ — | ifo—27>0

B.16
(1 —u)|Z — 6] otherwise. (810

EQR(e; Z7 ’LL) = {

Here, v and (1 — u) can be interpreted as the probability of data (realized random variable) lying below and above the
quantile g, respectively. That is, the u-quantile partitions the data such that a fraction u lies below and (1 — u) lies above.
In other words, it is an asymmetric L' loss according to the v (Koenker, 2005). Focusing on this property, the directional
quantile according to the Tukey depth is induced.

Meanwhile, we may rewrite the quantile regression loss as follows:

Lor(0; Z,u) = ‘Z_HH(Q?;_U(Z_G). (B.17)

Subtracting the constant at = 0 from Eq.(B.17) yields

Z—6l+@u-1)(Z-0) |2+ @u-1)Z

ECentered QR(G; Zv u) = ‘CQR(Ga Z; U) - ﬁQR(Oa Zv u) = 9 2

(B.13)
Since £(0; Z, ) is a constant for fixed Z and u, the minimizer is invariant with respect to translation. Eq.(B.18) induces the
spatial quantile.

Spatial Quantile (Abdous & Theodorescu, 1992): The spatial quantile is a definition induced by the loss function form
of Eq.(B.18). For a more intuitive explanation, we examine the median case argument proposed by Kemperman (1987). The
median of a random variable Z can be written as

argming R E[|Z — 0]]. (B.19)
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Extending this to a d-dimensional random vector Z, we have median of random vector under assumption that E[||Z]|,,] < oo
argmingpqE[||Z — 0||,] (B.20)

To avoid the additional assumption that expectation of || Z||,, is finite, Eq.(B.20) can be written as
argming g E[|Z — 0], — [|Z],] (B:21)

This is the motivation for defining spatial quantile and Lcentered QR-

Following the definition of multivariate median of Kemperman (1987), one may (re-)define the u-quantile as a minimizer of
(centred) quantile regression loss;
argmingeR‘CCemered QR(Q; Z, u) (B.22)

Definition B.2. The spatial quantile Q%”zml :[0,1] = B(R?) is a set-valued map, whose function value is containing a

minimizer of the d-dimensional extended L centereaQ R

QSZ”;';’mz(u) = {x € RYx = argminyE[|Z — 0|

piu ”Z”p;u}}a (B~23)

where
x1 + (2u — 1)xy xq+ (2u — 1)x4

5 ey 5

(B.24)

1%/l =
p

Eq.(B.24) is followed from 6 dependent term of Eq.(B.18). Not only is the spatial quantile a set-valued map, but it also
cannot exaggerate the influence of each individual component when calculating risk.

Tukey Depth and Directional Quantile (Hallin et al., 2010; Kong & Mizera, 2012): Tukey depth focuses on the
partitioning property of the univariate quantile. It measures how far a data point lies from the center of a distribution. The
definition of Tukey depth Dryey is as follows:

Drukey(x; Lawx) = inf Pr[v’ (x — X) > 0], (B.25)

vesd—1

where x € R? is a real vector, X is a d-dimensional random vector, and Lawx denotes the probability distribution of
X. Eq.(B.25) corresponds to the Eq.(B.16). This allows us to extend univariate quantile regression and derive a directional
quantile loss that incorporates Tukey depth.

This partitioning property naturally extends to the multivariate setting by considering projections onto each direction
v € S%1. For a given direction v, we project the random vector X onto v and perform univariate quantile regression. Hallin
et al. (Hallin et al., 2010) formalized this idea: the directional index 7 € B := {x € R? : 0 < ||x|| < 1} factorizes into
T =||7||v°. Let Vi, € Mgy (4—1)(R) be ad x (d — 1) matrix whose columns form an orthonormal basis for the orthogonal
complement of v.

Definition B.3. The directional quantile Q%" is a set-valued map

Qir(r) = {{x eR? | v'x =blV]x+ar} |ar, by = argmin, p\E [chkyr (v Z —b"V]'Z — a)] } . (B.26)

where
chk,(z) == z(u — I(z < 0))° (B.27)
Also recall that Q(0; Z, u) = chk,(]Z — ]), which connects to univariate quantile regression.

Both spatial quantile and directional quantile are set-valued maps, making them unsuitable for deep RL. In contrast, optimal
transport is vector-valued, which yields more favorable properties.

Optimal Transport (Carlier et al., 2016):

SHere, we introduce the variable 7 instead of u to emphasize that their domains are different.
SThis is an abbreviation for the check function, usually denoted as p,. Since we already use p as a risk measure, we use chk instead of
p.
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(MMD/Categorical) ( KR-distributional)

Figure A. Taxonomy of MORL methods.

Definition B.4. A multivariate quantile of a random vector X defined by optimal transport (Carlier et al., 2016) is a map
& 0,1 — RY, where

QY = arginf  Eyopjoe) [c(u, T(0))], (B.28)
T:TyU[0,1]4=X

where ¢ : [0,1]¢ x R? — [0, 00] is a cost function, which is usually chosen to be the L* norm.

The Eq.(B.28) is known as the Monge problem, and finding a tractable solution has been considered extremely difficult (Vil-
lani et al., 2008). To circumvent this, one may either solve the Kantorovich problem and derive a map from it, or directly
find the Brenier potential; however, both approaches remain highly challenging (Villani et al., 2008). A relatively indirect
approach is solving the Kantorovich-Rubinstein duality, as used in WGAN (Arjovsky et al., 2017), but this only minimizes
the Wasserstein distance between the learned and generated distributions, i.e., it only produces a pushforward and does not
directly solve the OT problem.

Meanwhile, even if one manages to solve it, the discussion in Corollary B.1 still applies to the OT-based approach. Combining
Tukey depth or spatial quantiles with optimal transport, instead of the proposed KR map, may yield promising results;
however, this remains beyond the scope of this paper.

However, one notable advantage is that the source distribution in OT maps is not restricted to be uniform. Much like
specifying a prior in Bayesian inference, one can incorporate domain knowledge by choosing an informative source
distribution, which is similar to copula-based methods (Bernard et al., 2014).

For example one may choose a Gaussian distribution N'(u, X) as a source, where u € R and = € M(_R)dxd is a
covariance matrix. This does not conflict with the uniform-based formulation: extending the codomain to R¢ allows a
map ([0,1]%,U) <5 (R4, N) 25 (RY, 1), where R = R U {—00, 00} and v is the target distribution. Since there is

. . T = .
no degenerate set of positive measure (i.e., atom) under U or A’ measure, the OT map ([0, 1]¢, U) RN (R4, N) is a
measure-preserving bijection almost everywhere.

C. Taxonomy of MORL Literature

Zhang et al. (2021) introduced the first MMD-based distributional MORL algorithm. This work was extended by Wiltzer
et al. (2024), who theoretically formalized the multi-objective distributional Bellman equation and proposed corresponding
particle-based and categorical algorithms.

While MMD-based methods lack the transport property, which is necessary for calculating risk, categorical methods are
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Table A. Hyperparameters of KR-IQN/Marginal IQN/EWP Table B. Hyperparameters of PGMORL
Item MO-gymnasium Finance Item Value
Optimizer Adam (81 = 0.5, 82 = 0.9) Base algorithm PPO
Learning rate 3x 1074 Optimizer Adam
Batch size 256 Learning rate 3x 1074
~ 0.99 Batch size 32
Entropy coef. Auto 5x 1072 v 0.995 (MO-gymnasium)
Replay buffer 10° 2(931 I(]l:;r:;:)lce)
-3
Target “Pfk“e 5x10 Num. Environments 6 (Cheetah, Hopper-2d, Walker2d)
Num. critics 3 15 (H
ini 6 4 opper, Ant)
Trammg Steps. ) 1x10 7.5 x 10 80 (Cheetah, Walker2d)
Truncaqon Lower (Marg.ma] TQC) 0 (Hopper, 1) 1 Warmup Iterations 80 (Finance)
Truncation Upper (Marginal TQC) 2 2 200 (Hopper-2d, Hopper, Ant)
Num. quantiles per objective (critic training) 16 20 (Cheetah, Finance)
Num. quantiles per objective (actor training) 8 Evolutionary Iterations 100 (Hopper-2d, Walker2d)
210 (Hopper, Ant)
Performance buffer size 2
Num. of weight candidates 7
S it fficient —1.0 (Finance, Cheetah, Hopper-2d, Walker2d)
parsity coetlicien —1 x 10° (Hopper, Ant)
.. 1 x 10% (MO-gymnasium)
Training Steps 7.4 x 10° (Finance)
Table C. Hyperparameters of CAPQL Table D. Hyperparameters of DPMORL
Item Value Item Value
Optimizer Adam .
Learning rate 3x 1074 Bas,e a}gorlthm PPO
Batch size 256 Optimizer Adam
5 0.99 Learning rate 3x107%
Buffer Size 1 x 108 Batch size 256
Target smoothing coefficient (7)  0.005 0.99
0.2 (Hopper, Hopper-2d) Y e ; B
Augmentation strength () 0.1 (Cheetah, Ant) Num. p011C165 20 (Fm‘mce 15) -
0.05 (Walker2d, Finance) Training Steps 1 x 107 (7.4 x 10°, Finance)
Training Steps 1 x 10% (7.5 x 10*, Finance)

constrained by the need for predefined supports (i.e., domain knowledge). Given this limitation, we exclude the categorical
approach and benchmark our method primarily against the MMD approach. (Cai et al., 2023) proposed a framework which
learns predefined non-decreasing utility functions, DPMORL.

Cai et al. (2023) introduced DPMORL, which learns policies optimized for predefined non-decreasing utility functions
based on the principle of first-order stochastic dominance. Although theoretically robust when all possible utilities are
considered, practical constraints limit the method to a few dozen of learned policies. This creates a scalability issue: as the
objective dimension grows, a handful of policies fails to adequately cover the preference space. Ropke et al. (2023) provide
a theoretical discussion on these limitations.

Meanwhile, Zhou et al. (2021) and Kim et al. (2023) proposed marginal-based distributional RL frameworks, with Kim et al.
(2023) specifically targeting Constrained MDPs. However, as discussed earlier, these marginal-based approaches inherently
fail to capture the dependencies among distinct objectives.

In non-distributional MORL, Yang et al. (2019) introduced the preference-conditioned framework in non-distributional
MORL. Building on this, Lu et al. (2023) proposed CAPQL, showing that stochastic policies with entropy maximization are
superior for approximating Pareto frontiers; our base implementation follows this approach. In contrast, Xu et al. (2020)
proposed PGMORL, an evolutionary algorithm that generates a family of policies. While PGMORL is the foundational
basis for DPMORL, our work diverges by focusing on a single preference-conditioned policy rather than a policy family.

Figure A outlines the historical context of the field and the position of our proposed approach.

D. Experiment Detail
D.1. Hyperparameters

Tables A, B, C, and D summarize the hyperparameters used in our experiments. For DPMORL, we followed the original
implementation (Zhang, 2023), which uses Stable-baselines3 (Raffin et al., 2021). To ensure version compatibility and
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reduce wall-clock time, we modified the implementation to use the JAX-based version (Raffin, 2022). PGMORL and CAPQL
were implemented using (Felten et al., 2023), and we adopted the hyperparameters specified in the original papers (Lu et al.,
2023; Xu et al., 2020) when available.

Since KR-IQN, Marginal IQN, and EWP share a similar base architecture, we used the same network structure and only
differentiated the critic head, which captures the essential differences among the methods. Note that KR-IQN required
minimal hyperparameter tuning, implying its robustness to hyperparameter choices.

D.2. MO-Gymnasium

For MO-Gymnasium, we did not perform any additional engineering. We only fixed the maximum time step to 500 to align
with other works in the literature. When computed using marginal risk with 50% CVaR, KR-IQN (RS) achieved the best
performance across all environments except for Cheetah and Finance. For Cheetah, the performance is nearly identical, so
we cannot conclude that it is statistically worse. Furthermore, for Finance, KR-IQN (N) and KR-IQN (RS) achieve the

highest EUg;x when computed at 50%.

The risk-sensitive objectives for Walker2d, Ant, and Cheetah are centered on energy, as described in Section 1. In contrast,
Hopper uses z-axis height (¢ = 2) and Hopper2d uses x-axis velocity (¢ = 1) as their respective risk-sensitive objectives. For
Hopper, this design aligns with the inherent risk of episode termination when the agent loses balance due to the locomotion
characteristics. These settings represent the problem of optimizing risk in different directions under different objectives

within the same environment.

0.020
-—- KR-IQN(N)
0.04 i
> KR-IQN(RS) 20015 2004 ~
2 A 2 0,010 E A
9 0.02 i L -l fo
aks R a) Qoo 1N\,
1 0.005 ”, | \
[ s ! \
0.00 A 0.000—7 L 000 =7 >
: 200 400 : -1000  -500 0 04550 1600 1650
Score (i =3) Score (i =2) Score (1 =1)
(a) Ant (b) Cheetah (c) Hopper2d

Figure B. Score KDE plot for other MO-gymnasium environment

Investigating multiple risk-sensitive objectives and conducting extensive experiments representing different risks within the
same environment could be valuable. However, we did not pursue the former due to substantial computational cost, and the

latter is already represented by Hopper. See Appendix E for further discussion.

Figure B presents KDE plots of scores for the risk-sensitive objective in environments not included in the main text. KR-IQN
(RS) exhibited more risk-sensitive behavior, which provides sufficient evidence to support our main claim that KR-IQN (RS)

makes more risk-sensitive decisions.

Figure C depicts the learning curves of our algorithm. Because w € A is chosen at random, the curves exhibit some variation.
Furthermore, there is an inevitable oscillation in the learning dynamics; for more details regarding this phenomenon, see
Section 4.1 of (Stooke et al., 2020); Stooke et al. addressed the difficulties caused by the Lagrangian, but the underlying
dynamics remain essentially unchanged in the context of MORL.

D.3. Finance

Observation: To implement the financial environment, we slightly modified the FinRL framework. The components
of observation are described in Table G. All technical indicators are shifted by one time step to prevent data leakage.
For preprocessing, price-related features (OHLC, Volume, EMA) are log-transformed and then standardized, while other
technical indicators (RSI, CCI, MACD) are only standardized. The standardization parameters (mean and standard deviation)
are computed solely from the training data to avoid information leakage. For the Buy Avg./ Open price feature, we apply the
transformation = — log(1 + x) for preprocessing. For RSI and CCI, we use periods of 7 and 14, while EMA is calculated
with periods of 5, 10, 20, 50, and 100. Finally, for the number of shares, we apply = — (x/100) — 3 for preprocessing. The
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Figure C. Learning curves examples

training data spans from May 1, 2019 to December 30, 2024, while the test data covers January 2, 2025 to June 30, 2025.

Transition: For bidding prices, we use adverse uniform sampling during training, where the price is uniformly sampled
between the U[Low, min(Open, Close)]]. During testing, the bidding price is uniformly sampled between the U[Low, High].
This bidding design assumes that a separate bidding policy exists, but its quality is unknown. The more challenging bidding
method during training is intentionally chosen to mitigate overfitting to some extent without relying on additional training
techniques. Both buy and sell transactions incur a 0.1% transaction cost. Additionally, an automatic stop-loss is triggered
when an asset’s price drops below 15% of its average purchase price.

Multi-objective: The rewards are defined according to the following principles:

1. Lower volatility
2. Asset distribution: How uniformly are the assets distributed?
3. Logarithmic earnings

Reward 1 (Lower Volatility): The first reward is defined as
Ri(s,a) = 107* - min(Asset; {1 — Asset;, 0), (D.29)

where Asset; is the sum of all assets defined above at time-step ¢, and 10~ is a scaling coefficient. This reward penalizes
only negative returns, thereby reducing downside volatility.

Reward 2 (Asset Distribution): The second reward is defined as,

4
Rs(s,a) =0.1- <— ZNormedAsseti log[NormedAsset;] — 0.5) , (D.30)
i=1
i.e., the entropy of the asset distribution with a constant offset. Here, NormedAsset; = 2% and

- 4 il
ST, assel;

1. asset; is the commodity: XLE (Energy Sector Equity’ ETF), GLD (Physical gold), SLV (Physical silver),
"Non-precious metal commodities such as crude oil or natural gas are typically traded via futures-based ETFs/ETNs, which exhibit

price distortions due to contango and backwardation. Such distortions can adversely affect model training, so we use Energy Sector Equity
ETF as a proxy for commodity exposure.
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Table E. Main Table 1 results evaluated by p$per EUgisk and HVgig.

o

Environment Cheetah (i = 2) Walker2d (i = 2) Hopper-2d (i = 1)
Algorithm EUgisk HVRisk(x10%)  EUgisk HVRisk(x10%)  EUgjsk HVRisk(x10°)
PGMORL —161.34+255.36  1.04+0.45 446.47+106.07 4.76+1.37 249.18+97.07 0.09-+0.06
CAPQL 863.43+1004.38 7.16+3.37 331.87+268.84 4.56+3.36 795.82+265.50 1.46+0.73
DPMORL 43.06+116.03 4.28+0.27 661.47+35.34 11.7641.01 1150.44+71.59 2.62+0.14
EWP 1625.17+125.51 9.64+0.75 198.69+25.67 4.74+1.23 128.33+61.48 0.05+0.02
MarginallQN (N) 2197.77+174.34  11.65+0.83 646.27+157.10 11.72+2.00 811.85+305.17 1.74+0.51
MarginallQN (RS) 2034.79-+182.78 10.38+1.87 661.23+147.57 10.07+2.10 866.89+324.21 1.84+0.74
KR-IQN(N) 2197.15+142.30 12.01+0.62  840.80+110.75 11.22+2.14 1368.30+509.23  2.80+1.21
KR-IQN(RS) 2176.83+221.50 11.94+1.00 1019.89+14620 15.60+1.07 1724.71+1681 3.36+0.04
Environment Ant (i = 3) Hopper (i = 2) Finance* (i = 3)
Algorithm EUrisk HVRisk(x10%)  EURisk HVRisk(x10%)  EUgjsk HVRisk(x10°
PGMORL 214.01422.23 0.30+0.12 385.27+43.75 0.93+0.26 —135.46+24.02  3.13+0.99
CAPQL 425.65+133.48 4.64+2.48 572.08+137.38 6.04+3.16 3.85+2.34 9.27+0.80
DPMORL 656.85+29.69 6.91+0.56 642.83+88.97 5.72+1.51 —33.49+23.66 21.17+2.06
EWP 677.71+223.96 10.46+4.99 378.14+49.91 1.18+0.01 14.61+9.25 10.80+1.16
MarginallQN (N) 1579.72+363.03 36.06+15.76  471.66-+194.21 7.3342.68 30.16-+3.69 12.83+0.36
MarginallQN (RS) 1169.10+173.96 13.19+4.83 207.76+92.72 3.9743.42 29.94+4.12 12.98+0.49
KR-IQN(N) 1785.23+141.31 45.57+9.88 1070.63+152.21 15.61+0.34 54.97+6.41 12.56+0.34
KR-IQN(RS) 1847.12+10.60 49.39+5.01 1163.43+75.19 16.17+052  49.13+4.37 12.62+0.68
Table F. Reference points used for hypervolume computation.
Cheetah Walker2d  Hopper-2d Ant Hopper Finance
Reference Point (0, —3000) (0,—500) (0,—100) (0,0,—500) (0,—100,—100) (—100,—210,—575)

2. assety is the bond: TLT (Long-term Treasury bond ETF), TIP (Inflation-protected bond ETF), JNK (High-yield bond
ETF),

3. assetgs is the stock equity: SPY (S&P 500 ETF), QQQ (Nasdag-100 ETF), SOXX (Semiconductor ETF),

4. assety is the cash.

The coefficients 0.1 and 0.5 are hand-crafted to balance the scale across different reward components.

Reward 3 (Logarithmic Earnings): The third reward is defined as

Assety 1 >

D.31
Asset; ( )

R5(s,a) =100 - log <
The coefficient 100 is set to a large value since the daily log return is typically close to zero.

D.4. Detailed Experiment Results

Tables I and J present experimental results not included in the main text. For ease of comparison, some entries overlap
with Tables E and 1. Due to the negative correlation among objectives, EU%?SZ’ exceeds EU in most cases. This occurs
because pessimistic outcomes on a risk-sensitive objective tend to yield optimistic outcomes on other axes; when a policy
is sufficiently mature, trade-offs among objectives naturally induce negative correlations. This observation carries two
implications: it suggests the insufficiency of projective TQC, and supports the importance of the simplex risk measure.

D.5. Additional Ablation Studies

When the number of critics is 4, performance appears to decrease slightly compared to when it is 3. This seems to be due to
the TQC-related ratio, although the decrease is not statistically significant. Similarly, when the number of quantiles is 18
compared to 16, the other metrics remained largely unchanged, with only EUg;s showing a slight increase.
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Table G. Observation Space of the Financial Environment. (T) denotes technical indicators

Type Features
Per Asset Open Price Buy Avg/Open num.Share Prev. OHLVC EMA (T) RSI(T) CCI(T) MACD (T)
Common Cash

Table H. Ablation results with different num. critics and num. quantiles (critic training) values.

1 8 8
Num. critics EU EUria HV(x10° HV g (x10%) Num. quantiles EU EURisk HV(x10%) HVgjsk(x10%)
22.589 313.557 5. 3¢ 5.
2 1036.025 55 11 692.215 005001 10.10+1 57 9.88+1 1 12 1233.629:20 550 923.38151 15302130 15102141
. : 14 1201.921 15507 868.0664275.002  14.50-1.66  14.00-2.06
3 (Default)  1253.93:1136  1086.62+106.02  16.28+0.47  15.96-0.00 1.9 . 0

4 1184.976 1004179 110 4 1340125 13.20.02 45 16 (Default) 1253.93+11.36 1086.62+106.02 16.28+0.47  15.96+0.60
<o i 18 1245.090.090  1142.541456.015  15.602052  15.4020.77

Figure D depicts the results when we shuffle the environment’s objective order. As shown, while the EU shows almost no
change, EUg;s responds somewhat more sensitively because it accounts for tail values.

D.6. Case Study Detail

Metrics: Since earning is a straightforward metric, we begin by explaining the concept of MDD. Let { R, }7_ be a sequence
of asset price from initial time 0 to the final time 7". The MDD is the largest decline from the running maximum and defined

as
ma; {noaxt (1 — Rt) . (D.32)

MDD({R:}_) = max 7

The Sharpe ratio evaluates the risk-adjusted return of a strategy by comparing its excess return over the risk-free rate to its
return volatility. Let ; denote the daily return at time ¢t = 1,...,T;i.e., (Ry — R;—1)/R¢—1. Let r; be risk-free interest
rate (often, the base rate). Then the Sharpe ratio is

El[r, —ry] .
/ Var[ry — ry]

Similar to Sharpe ratio, Sortino ratio also evaluates the risk-adjusted return of a strategy. However, it only accounts for
lower-semi volatility;

Sharpe({R;} 1) = (D.33)

Elr, —
Sortino({R,}X_y) = i _/ ] (D.34)
Var[min(r¢, 0)].
Table I. Finance Test (i = 3)
Category Name EU EURP EUL% HV (x10%)  HVZO% (x10%) HVEZ (x10%)

CVaR 10.72+6.81  6.85+6.28 6.10+5.73 12.57+0.26  12.56+0.25 12.55+0.24
KR-IQN Neutral 10.06+3.71  5.56+2.69 4.05+3.07 12.45+0.23  12.44+0.23 12.42+0.23
(ours) Simplex; 12.67+4.88  7.69+4.00  6.79+5.15 12.76+0.25  12.74+0.25 12.73+0.25
Wang_, -, 11.75+517  8.39+4.54 7.58+4.45 12.65+0.23  12.63+0.23 12.6140.22
CVaR 7.98+4.48 6.10+4.24 5.58+4.38 12.30+0.28  12.28+0.28 12.27+0.28
MarginallQN Neutral 6.10+1.09 4.14+1.34 3.75+1.31 12.35+0.11  12.34+0.11 12.33+0.12
g Simplex, 6.57+5.60 4.53+4.04 3.93+4.42 12.14+0.40  12.13+0.39 12.12+0.38
Wang_ ,; 8.67+4.58 4.00+4.82 3.10+4.30 12.40+0.33  12.38+0.33 12.37+0.32
EWP 2.63+2.05 0.76+1.03 0.60-+0.92 11.99+0.20  11.99+0.29 11.98+0.29
Baselines PGMORL —0.59+023 —3.09+0.36 —6.09+048 11.54+0.04 11.36+0.04 11.15+0.05
CAPQL 4.01+3.73 2.75+2.78 1.79+1.86 11.83+0.26  11.83+0.26 11.82+0.25
DPMORL 3.28+2.34 2.63+1.98 —2.89+1.78  13.11+0.43 14.21+0.83 13.35+0.50
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(a) EU (b) EUgisk
Notation o_germ l;el‘ﬂl germ Perm Zerm germ
Permutation | [0,1,2] [0,2,1] [1,0,2] [1,2,0] [2,0,1] [2,1,0]
Figure D. Hopper: Objective shuffling results
Table J. Finance Train (i = 3)
Category Name EU EURYE EULYE HV (x10%)  HV3® (x10%)  HVEZ® (x100)
CVaR 46.36+3.92  49.13+4.37  27.84+586 11.87+042  12.62+0.68 12.99+0.37
KR-IQN Neutral 50.55+6.87  54.97+6.41 32.05+6.59 11.49+0.46  12.56+0.34 13.12+0.23
(ours) Simplex, 50.63+8.44  54.52+8.34  28.84+5.75 11.50+0.68  12.09+0.51 12.40+0.33
Wang_, ,; 50.81+1068 55.48+13.06 37.26+s8.00 11.91+055  12.83+0.20 13.24+0.33
CVaR 50.41+7.66  50.09+6.62  29.94+4.12 11.68+0.55 12.48+0.48 12.98+0.49
MarginallQN Neutral 51.44+6.60  53.66+4.57  30.16+3.60 11.59+0.80  12.28+0.70 12.83+0.36
& Simplex, 55.34+4.46  57.48+577  35.28+294 12.12+046  12.94+0.35 13.18+0.35
Wang_,,; 50.18+1038 54.00+11.05 31.15+466 11.56+1.17  12.65+1.00 12.80+0.86

The VaRj5y;, is defined as the return corresponding to the worst 5% quantile of outcomes, i.e.,

VaRso ({Ri}izo)) = Fi, (0.05). (D.35)
Equity Curve Examples: Figure E shows examples of equity curves generated by KR-IQN. As shown in Figure E(c), a
policy not selected based on the Sortino ratio may still offer an advantage: very low volatility. Additionally, even a selected
policy may underperform in terms of returns. In contrast, the risk-neutral approach often fails to generate such policies, as
shown in Figure E(a). Conversely, in Figure E(b), the return-seeking policy (orange dashed line) initially showed the worst
performance, but recovered quickly and ultimately achieved higher returns than the conservative policy.

E. Discussion on Empirical Methodology

Risk-sensitive MORL inherently demands substantial computational cost for both training and evaluation. Moreover,
methods such as DPMORL and PGMORL require separate training for each utility function. This raises two discussion
points.

Exhaustive Evaluation: Due to the nature of risk-sensitive measures, evaluating a single policy requires 100 rollouts,
multiplied by the number of simplex iterations and random seeds. We attempted to apply more than two risk-sensitive axes
for evaluation, but this requires at least 10,000 samples to obtain a meaningful pfg%R, resulting in 660,000 evaluations per
seed. This is because the required number of samples increases quadratically with each additional axis. This computational

burden underscores the need for discussion about more efficient evaluation methodologies in risk-sensitive MORL.

Policy Choice: Methods like DPMORL and PGMORL require real-environment evaluation before deployment, yet such
assumptions are infeasible in domains like finance. We introduced IC as a workaround, but this does not fully address the
practical limitations.

To the best of our knowledge, as a pioneering study in risk-sensitive MORL, we performed extensive empirical evaluations.
Nevertheless, the associated computational burden extends beyond the scope of this paper. This challenge represents a
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Figure E. Equity Curve Examples. Benchmark assets are priced via ETFs: QQQ (NASDAQ), SPY (S&P 500), and GLD (Gold). April
30th (04-30) is the policy selection date. The orange dashed lines represent return-seeking policies (weighted toward returns), the crimson
dash-dotted lines represent balanced policies, and the dark violet solid lines represent conservative policies (focused on lower volatility).

broader methodological hurdle for the field rather than a deficiency in specific algorithms, including ours or baselines.
Additional experiments alone cannot address these fundamental limitations; thus, the community must reach a consensus on
appropriate evaluation standards given computational constraints.

We outline some possible directions to address these issues. One potential solution leverages the distributional properties of
value functions.

Conjecture E.1. Let (S, A, R, P, ) be an MO-MDP with finite state and action spaces. For w € W, suppose the optimal
policy 7 induces a recurrent Markov chain; i.e., Pr[rs, < 0o | so] = 1 and E[rs,] < oo, where 75, = inf{n >1: s,
s0}. Then the value distribution Z?, is asymptotically normal: Z*, — N'(u, ) for some p € R? and covariance matrix
3 e Rix4,

This conjecture is a natural extension of the well-known result that if 7 induces a recurrent Markov chain, then the univariate
value distribution Z™ is asymptotically normal (Mendoza-Pérez & Herndndez-Lerma, 2010). We leave this as a conjecture,
as a formal proof is beyond the scope of this work. Furthermore, at least for the mujoco benchmarks, the optimal policies
empirically induce recurrent chains. See Figure F. Leveraging this observation, one may consider:

1. Performing statistical tests (e.g., Mardia, Energy ) to assess whether the value distribution follows a Gaussian distribu-
tion.

2. Diagonalizing the covariance matrix and computing univariate risk measures along the principal components. Some
risk measures (e.g., CVaR, EVaR) have closed form formula for univariate gaussian distribution.

The first approach at least allows for rapid screening of poor policies in known environments. However, this approach
requires careful recalculation to account for the effects of discounting, and cannot be applied to policies defined on MDPs
for which the central limit theorem does not hold.
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Figure F. Multivariate Gaussian Approximation of Cheetah Scores. The Cheetah environment is a well-known recurrent environment.

The second approach is to apply the model risk framework as discussed in (Bernard et al., 2024; Yoo & Woo, 2025). For
objectives of primary interest, we can compute the empirical mean and standard deviation from rollouts; that is, we take a
univariate approach along the most important objective dimension. Then, assuming the policy’s value distribution follows a
distribution with mean p and standard deviation o, we can compute the worst-case risk over all distributions whose distance
from the empirical marginal distribution is at most € > 0 (Bernard et al., 2024). This allows us to estimate an upper bound
on risk for the objective without exhaustive evaluation.

These methods may substantially reduce the number of evaluations required, offering practical directions for future work.

24



