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Abstract

Multi-view classifiers typically fuse all observed
views into a single representation, which becomes
fragile when some views are missing or corrupted.
We propose a prototype-anchored fusion module
based on an entropically regularized unbalanced
optimal transport (UOT) barycenter. Each view
is summarized into a small set of learned atoms
and is matched to a shared prototype support; fu-
sion outputs a probability measure over proto-
types with fixed dimension. By relaxing marginal
constraints with a generalized KL penalty, the
UOT objective can leave a fraction of view mass
unmatched when matching is geometrically costly,
yielding a simple differentiable trimming mecha-
nism without hand-tuned thresholds. We provide
a basic theoretical result showing that discarding
an arbitrary subset of atom mass incurs a penalty
bounded by its total mass, independent of trans-
port distances. Experiments on multi-view action
recognition benchmarks under simulated miss-
ing views, missing-rate shift, and feature-space
corruption demonstrate consistently improved sta-
bility under severe missingness with modest over-
head on top of strong backbones.

1. Introduction

Many real systems collect multiple views of the same event.
In action recognition, the same motion can be captured from
different cameras or described by different modalities such
as RGB and skeleton (Shahroudy et al., 2016; Liu et al.,
2019). Multi-view learning uses this redundancy to improve
accuracy (Xu et al., 2013). Most fusion pipelines follow a
simple rule: if a view is observed, it should be used. This
rule is reasonable when views are clean and aligned, but it
becomes risky when the observation process is imperfect.
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Two issues appear in practice. First, a view may be miss-
ing. This is common in multi-camera capture and in multi-
modal sensing (Wang et al., 2020a; Poklukar et al., 2022).
Second, an observed view can be corrupted by occlusion,
motion blur, tracking errors, or sensor failures (Valada et al.,
2020; Jiang et al., 2022). In both cases, a fusion module
must decide how much each view should influence the fi-
nal representation. A frequent choice is to enforce full
alignment across views, for example by attention-style ag-
gregation (Vaswani et al., 2017; Hudson & Manning, 2018)
or by balanced matching objectives (Cuturi, 2013; Solomon
et al., 2015). The intent is to combine all evidence. The
side effect is that the fused representation can be pushed by
a single bad view, because the model is trained to always
explain every observed input.

This paper makes a deliberately different choice. We treat
fusion as a matching problem, not as a pooling problem.
A view should contribute only to the extent that it can be
matched to a shared representation at a reasonable geomet-
ric cost. The counter-intuitive point is that, in contaminated
settings, using less of an observed view can lead to a more
reliable classifier. This is not a heuristic. It follows from a
first-principles mismatch: strict mass conservation is a good
constraint when the two measures describe the same con-
tent, but it is a poor constraint when one measure contains
extra mass that should not be explained (Chizat et al., 2018;
Séjourné et al., 2019).

We implement this idea with unbalanced optimal transport.
For each view, we extract a small set of latent atoms with
learned-query pooling (Jaegle et al., 2021). We then com-
pute a barycenter on a shared prototype support (Cuturi
& Doucet, 2014). The barycenter is the fused represen-
tation. The key is that we use a KL-relaxed unbalanced
objective (Liero et al., 2018; Chizat et al., 2018) rather than
balanced transport. When matching part of a view to pro-
totypes is too expensive, the solver can pay a bounded KL
penalty and leave that mass unmatched. In effect, the fusion
layer can trim unreliable evidence while remaining fully
differentiable. The prototype support is not a cosmetic addi-
tion. It keeps the transport problems small and makes fusion
comparable across samples, since the fused measure always
lives on the same support (Claici et al., 2018).
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The proposed method is motivated by robustness, not by
achieving universal gains in the clean full-view regime. If
all views are present and clean, a simple fusion rule can be
as good after careful tuning (BaltrusSaitis et al., 2018). We
also do not claim that unbalanced transport can detect every
kind of corruption. If the encoder maps an outlier close
to the prototypes, geometry alone cannot flag it as unreli-
able. There is also a harder failure mode when all available
views drift in a consistent wrong direction (Hendrycks &
Dietterich, 2019). In that case there is no clean anchor, and
prototype learning can reinforce the bias. We report these
limitations because they shape when the method should be
used and what it cannot do.

We evaluate the approach on multi-view action recognition
benchmarks under simulated missing-view and corrupted-
view conditions. Our method offers three features that fol-
low naturally from the unbalanced transport formulation.
First, the marginal relaxation prevents the objective from
being dominated by distant outliers, which we formalize in
a simple proposition. Second, the fusion module remains
fully differentiable through unrolled generalized Sinkhorn
iterations, enabling end-to-end learning with standard back-
propagation. Third, the shared prototype support keeps com-
putational cost low, since each transport problem is solved
on a small atom-prototype grid rather than across long token
sequences. Experiments show that the unbalanced transport
fusion is more stable when the number of observed views
drops or when one view becomes unreliable, and it adds
limited overhead on top of strong backbones (Chen et al.,
2021; Liu et al., 2022).

2. Related Work

Multimodal learning has attracted substantial attention,
with various approaches handling incomplete modalities
through knowledge distillation (Wang et al., 2020a), self-
supervised adaptation (Valada et al., 2020), and geometric
constraints (Poklukar et al., 2022; Jiang et al., 2022). How-
ever, most methods rely on reconstruction objectives or
simple aggregation, struggling to capture complex distri-
butional relationships between heterogeneous modalities.
Compositional attention (Hudson & Manning, 2018) and
Perceiver architectures (Jaegle et al., 2021) demonstrate ef-
fective cross-modal reasoning but lack explicit distributional
alignment mechanisms.

Optimal transport theory provides principled frameworks for
comparing distributions, with applications in unbalanced
transport (Chizat et al., 2018; Séjourné et al., 2019) and
barycenter computation (Claici et al., 2018; Solomon et al.,
2015). Our work formulates multimodal fusion as an op-
timal transport problem, enabling robust alignment even
with missing modalities while maintaining distributional
consistency across views.

3. Method

Setting and notation. We study a V' -view (multi-modal)
classification problem. The dataset is D = {(x;,v:)}¥ ;.
where x; = {x},...,x}} collects view-specific observa-
tions and y; € {1,...,C} is the label. Since a view may
be missing, we introduce a binary mask m? € {0,1} in-
dicating whether z} is observed. Fusion must operate on
the observed subset {v : m? = 1} during both training and
inference.

View corruption model (optional but useful). When a
view is observed (m; = 1), it may still be unreliable due to
sensor noise, occlusion, or tracking failures. We model this
with a standard contamination mixture:

JJ;) ~ (1 - p:)) Dglean(' | yi) + p;) Dsoisev (D

where p? € [0,1] is unknown and DY . may be heavy-
tailed. Our goal is to produce a fused representation that
remains stable when some views are missing and some

observed views contain outliers.

Our fusion module is built on unbalanced optimal trans-
port (UOT). The key idea is to represent each modality by a
small set of latent atoms, and to fuse modalities by matching
these atoms to a shared set of learned prototypes. Unlike
balanced matching, UOT does not force every part of an ob-
served modality to be explained by the fused representation.
When matching becomes too costly in the learned geometry,
the optimizer can pay a bounded marginal penalty instead
of transporting mass across large distances. This gives a
differentiable trimming effect without thresholds.

3.1. Prototype support and modality atoms

We work in a d-dimensional latent space. The model main-
tains a set of K learnable prototypes

P = {pk}§:17

which define a shared support for fusion. The fused repre-
sentation of sample i is a probability vector b; € A over
these prototypes, where A = {b € RY : 3~ b, = 1}.

pr € RY, 2)

For each modality v, an encoder fg maps the raw input x} to
a token sequence HY € R™*?, We then extract a compact
set of J atoms by learned-query pooling. Let SV € R7*¢
be J learnable queries for modality v. We compute

QY = Attn(S, HY, HY )W} € R7*4, 3)

where Attn(-) is scaled dot-product attention and W is a
linear projection. The j-th row of Q7 is the atom ¢;’; €
R, Here, the learnable queries SV attend to the encoded
token sequence I, which serves as both keys and values;
this cross-attention pooling summarizes the variable-length



Robust Multi-View Fusion via Prototype-Anchored Unbalanced Optimal Transport

sequence into a compact fixed-size set of J atoms while
preserving the geometry required for downstream transport.
This step keeps fusion cheap while preserving the geometry
needed for matching. To make the transport cost scale stable
across backbones and training steps, we £>-normalize both
atoms and prototypes before computing distances. We use
the squared Euclidean cost

2, )

Yk =114 — b

where ¢ = ¢/||q||2 and p = p/||p||2- This bounds the cost
and improves numerical behavior of the transport solver. We
adopt the squared Euclidean cost on ¢s-normalized embed-
dings for two reasons: (i) it produces costs bounded in [0, 4],
keeping the Gibbs kernel numerically well-conditioned
across layers and epochs; (ii) it is agnostic to the learned
geometry, so the trimming behavior is driven by the en-
coder rather than by a hand-designed similarity. We empir-
ically verified that replacing the cost with cosine distance
yields nearly identical results (£0.3% accuracy), whereas
unnormalized squared Euclidean distances can destabilize
Sinkhorn iterations in early training.

3.2. Discrete measures for modalities and fusion

An observed modality is represented as a discrete probability
measure on its atoms,

a;j € AJ7 (5)

where ¢, denotes the Dirac measure concentrated at point
q € R, so that o is a discrete probability measure sup-
ported on the J learned atom locations with weights a;. We
obtain a; by scoring atoms with a lightweight function g”
and applying a softmax,

a = softmax(g*(QY)) . (6)

This parameterization keeps o} well-defined while letting
the model emphasize informative atoms.

The fused representation is a measure on the prototype sup-
port,

K
Bi=Y bikbp, bi€Ag, )
k=1

where §,, is similarly the Dirac measure at the k-th pro-
totype location. Although both « and 3; are normalized,
the matching between them is unbalanced. The transport
plan is not required to match these marginals exactly, and
the mismatch is handled by a KL penalty. In practice, this
lets the solver reduce the influence of atoms that would
otherwise require large transport cost.

3.3. KL-relaxed entropic unbalanced transport

Given weights a € Ay, b € Ak, and a cost matrix C' €
R7*X  we define the entropically regularized unbalanced
OT objective

UOT; -(a,b;C) = min

TFGRiXK

(C,m)+e Z Tk (log mik—1)
Jik

+7KL(71 || a) + TKL(7"1|b) (8)

where 1 is the all-ones vector and KL is the generalized KL
divergence

KL(pllg) = > (pz log% —pe+ (H) : )

14

The parameter 7 controls how strongly the plan is pushed to
match the marginals. As 7 grows, the objective approaches
balanced OT. Smaller 7 allows more deviation, which is the
mechanism that downweights costly parts of a modality.

3.4. Prototype-anchored UOT barycenter fusion

For sample i, we compute the fused weights b; as the
barycenter that minimizes the sum of UOT costs over ob-
served modalities:

b; € arg brengr}( Z Ay UOT, (a7, b;CY) . (10)

vimy =1

Because 3; always lives on the same prototype support, the
fused representation has a fixed dimension and is compara-
ble across samples. This also keeps each transport problem
small: it is solved on a J x K grid instead of across long
token sequences.

The weights A} control modality importance among the
observed set. We tie them to the transport solution so that
a modality receives less weight when a large fraction of its
mass is effectively trimmed. Concretely, once we have a
transport plan 7, we define the transported mass

ti = [lmi 1, (11)

which is at most 1 under the KL-relaxed formulation. We
also allow a small learned gate that depends on the modality

content:
st = o(h(Pool(Q}))) (12)

where Pool(-) is mean pooling over atoms, h is a two-layer
MLP shared across modalities, and o is the sigmoid. We
then set

o misY)
’ Zu:’mf:l(tgsg) + d

with a small n > 0 for stability. This keeps A} data-
dependent, but it remains anchored to the trimming behav-
ior of UOT rather than acting as an unconstrained attention
module.

(13)
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3.5. Differentiable solver and training

We solve (10) with generalized Sinkhorn iterations and un-
roll a small number of steps so the fusion module is end-to-
end differentiable. For modality v and sample ¢, define the
Gibbs kernel

K7 = exp(=C}/e). (14)
We parameterize the plan as 77 = diag(u?) K7 diag(v?)

with scalings u¥ € RY and vy € RE. Let

-
0= . 15
T+e¢€ (15

Note that 6 is a derived quantity rather than an indepen-
dent hyperparameter. Although 6 € [0, 1] alone controls
the exponent in the Sinkhorn updates, the entropic scale ¢
also enters the Gibbs kernel K = exp(—CY?/¢), so (7,¢)
cannot be collapsed into a single § without losing control
over regularization strength. We therefore parameterize the
solver by (7, ) and report sensitivity in Table 6. Starting
from b; uniform on A and u}, vy initialized to ones, each
iteration updates

v 0 )
¢ Kol +n) ! (K)Tul+n) ’
a

where division and power are elementwise. We then update
b; by a fixed-point step and renormalize to the simplex:

( > A:((Kffu?)a)é),
vim?= (17)

b; Normalize(

z

NOrmaliZe(z) = m

The max with i safeguards against underflow when all en-
tries of z are vanishingly small; whenever ||z||; > 71 (which
holds throughout training in practice), this reduces to the ex-
act simplex projection z/||z||; and b; € A strictly. We use
a log-stabilized implementation of the matrix-vector prod-
ucts in (16) when needed, but the equations above capture
the solver that is unrolled in training.

The fusion output b; is fed into a classifier ¢(-), and we train
all components end-to-end with cross-entropy:

1 N
L= N;CE(c(bi),yi). (18)

Here c(-) : Ag — R is a lightweight classification head
(a two-layer MLP) that maps the fused prototype measure
b; to class logits over the C' action classes. Cross-entropy
is computed against the ground-truth class label y;, not
against the prototype indices: the prototypes {py }&_, are
never directly supervised and are learned end-to-end as
an intermediate shared support such that the induced b;

is discriminative for classification. Consequently, K is a
capacity hyperparameter of the latent factorization and need
not correspond to the number of classes. When a modality is
missing (m; = 0), we skip its atom extraction and transport
terms, so the module naturally handles arbitrary missing
patterns at both training and test time.

Finally, the robustness of this design is limited by the learned
geometry. If a corrupted modality is mapped close to the
prototypes, transport has no reason to trim it. The barycenter
can also fail when all observed modalities drift in the same
wrong direction, since there is no clean signal to anchor
prototype learning. These cases motivate the evaluation
protocols in Section 5.

4. Theoretical Analysis

This section clarifies what the KL-relaxed UOT term guar-
antees, and what it does not. We do not aim to prove
generalization; instead, we formalize a bounded-cost trim-
ming property implied by Eq. (8). We adopt the convention
0log 0 = 0 in the entropy term.

4.1. A bounded-cost trimming property

We consider the UOT objective used in Eq. (8). For conve-
nience we restate it here. Givena € Ay, b € Ak, a cost
matrix C € R7*K and parameters € > 0 and 7 > 0,

min
ﬂERiXK

UOT. (a,b;C) = (C, W)+€Z7rjk(log7rjkfl)
gk
+7KL(71][a) + TKL(x "1][b) (19)
where KL is the generalized KL divergence in Eq. (9).

The next proposition states a simple but important fact:
the objective can always avoid paying an arbitrarily large
transport cost by leaving a part of the mass unmatched, and
the price of doing so is controlled by 7.

Proposition 4.1 (Dropping mass has bounded penalty). Fix
a€Ajandb e Ak. Let S C {1,...,J} be any subset of
atoms, and let « = j¢s @ be the total mass outside S.
For any cost matrix C, there exists a transport plan 7 such
that

K
UOT. (a,b;C) < Y > a;b Cji

jes k=1
K
+e Z Z a;by (log(asby) — 1)
jes k=1
+ 27
(20)
In particular, the contribution of atoms in {1,...,J}\ S to

the upper bound depends only on their total mass o, and
not on their distances in C.
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Proof. Define a candidate plan 7 € R_{_XK by

by, j€ES,
mip =4 A @1)
0, Jj¢s.

Its row sums are (71); = a; for j € S and (71); = 0 for
j ¢ S.Its column sums are 7' 1 = (1 — a)b.

The transport term and the entropy term under this 7 are
exactly the first two terms on the right-hand side of Eq. (20).
The remaining part comes from the KL penalties. For the
row KL term, using the definition of generalized KL, each
dropped row contributes

KL(0] a;) = aj, (22)

while rows in S contribute zero because they match a;
exactly. Hence

KL(rl|[a) = a; =a. (23)
igs
For the column KL term, since 7'1 = (1 — )b and
Zk b =1,
K

KL((1=a)b | b) = > ((1—a)by log(1—a)—(1—a)bx+by)

k=1
=a+(1-a)log(l—a)<a. 24

because (1 — a) log(1 — a) < 0 for « € [0, 1]. Multiplying
by 7 and summing the two KL terms gives at most 27a.
Since UOT, ; is the minimum over all m > 0, plugging this
candidate plan yields Eq. (20). O

Proposition 4.1 explains why UOT can be stable under se-
vere corruption. If a subset of atoms is pushed far away in
the latent space, balanced matching would make the objec-
tive grow with the distance. Here the model can reduce the
influence of those atoms by leaving them largely unmatched.
The price is at most linear in their total mass, scaled by 7.
This is the mechanism we rely on when a modality contains
partial failures.

5. Experiments

We evaluate our method on multi-modal action recognition
under missing and corrupted views. The goal is to test
whether unbalanced optimal transport (UOT) yields robust
fusion when the observation process is unreliable. We first
describe the datasets and evaluation protocol, then compare
with existing methods, and finally analyze the trimming
behavior directly.

5.1. Experimental Setup

Datasets. We use three action recognition benchmarks.
NTU RGB+D 60 (Shahroudy et al., 2016) contains 56,880
clips across 60 action classes with RGB, skeleton, and in-
frared modalities. NTU RGB+D 120 (Liu et al., 2019)
extends this to 114,480 clips and 120 classes.

We report Top-1 accuracy under standard Cross-Subject (X-
Sub), Cross-View (X-View), and Cross-Setup (X-Set) splits.
For NTU datasets, we use RGB, skeleton, and infrared as
three modalities when available.

Implementation details. We implement the model in Py-
Torch. We use pre-trained CTR-GCN (Chen et al., 2021) for
skeleton and Video Swin-B (Liu et al., 2022) for RGB. For
UOT fusion, we sete = 0.1, 7 = 0.5, J = K = 16, and
run 1" = 20 generalized Sinkhorn iterations. We train for
50 epochs using Adam with learning rate 10~* and batch
size 64. All experiments use one RTX 3090 GPU with FP32
precision.

Missing protocol and evaluation setup. Let V' be the
number of modalities (or views). For a nominal missing
rate 7 € [0, 1], we generate a binary mask m; € {0, 1}V for
each sample ¢ by dropping each modality independently:

my ~ Bernoulli(1 —r), v=1,...,V.

To avoid undefined fusion when all modalities are missing,
we apply the following rule: if Zq‘;/:1 m; = 0, we uniformly
select one modality v* and set mf* = 1. Thus every sample
has at least one observed modality.

This rule changes the effective missingness slightly. In par-
ticular, the expected number of observed modalities be-

comes
|4

E[Zmﬂ =V(@1-r)+r".
v=1

For example, with V' = 3 and r = 0.8, E[#observed] =
3 x 0.2 4 0.8 = 1.112. Equivalently, the per-modality
probability of being observed becomes (1 — r) + 7V /V,
which is 0.3707 in this setting (i.e., an effective per-modality
missing rate of about 62.9%). Following common practice,
we still report results under the nominal rate 7 for ease of
comparison, and we use the same missing-mask generation
procedure for all multi-modal baselines for fairness. Unless
stated otherwise, we apply the same protocol at test time.

Baselines. We compare against three groups of baselines
under the same missing-mask generation protocol.

(1) Multi-modal action recognition. We include Late Fu-
sion, Channel Exchange (Wang et al., 2020b), and robust
multi-modal models MLA (Zhang et al., 2024) and DMR-
Net (Wei et al., 2024). We also compare recent 2025 meth-
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ods: RCMCL (Akgul et al., 2025) (self-supervised pretrain-
ing then supervised fine-tuning), Ca/MRL (Liu et al., 2025)
(plug-and-play calibration module, '), and MV-GMN (Lin
et al., 2025) (aggregation module with our backbones).

(2) Missing-view learning (adapted). We adapt DCP (Lin
et al., 2023), CPSPAN (Jin et al., 2023), and UIMC (Xie
et al., 2023) by replacing their prediction heads with tempo-
ral pooling and a linear classifier. Methods implemented by
us are marked .

(3) Single-modality references. We report unimodal back-
bones CTR-GCN (Chen et al., 2021) (skeleton), Video Swin-
B (Liu et al., 2022) (RGB), and BHaRNet (Cho & Kim,
2025) (skeleton). These assume full modality availability
and serve as upper bounds rather than missing-view base-
lines.

5.2. Performance Under Missing Views

Table 1 reports accuracy under varying missing rates on
NTU 60 and NTU 120. At low missing rates (0-20%),
recent robust methods such as RCMCL and MLA are com-
petitive; in fact, at =0 RCMCL marginally outperforms
our method on both splits (e.g., 96.2 vs. 96.0 on NTU 60
X-Sub), which is consistent with our positioning that UOT-
Fusion targets robustness rather than universal gains under
clean observations. As the missing rate increases, the perfor-
mance gap widens in our favor: under 80% nominal missing
on NTU 60 X-Sub, our method reaches 78.3% while the
strongest 2025 baseline RCMCL achieves 70.8% (a +7.5-
point gap), and MLA/DMRNet degrade to 68.9%/68.2%.
We attribute this widening advantage to the trimming behav-
ior of UOT: when a modality is unreliable (or only partially
informative), the UOT objective can reduce its influence
by leaving a fraction of its mass unmatched, whereas bal-
anced aggregation must always explain every observed in-
put, which amplifies errors under heavy missingness. Single-
modality references provide additional context: CTR-GCN
alone reaches 92.4% on NTU 60 when skeleton is always
available, and Video Swin-B reaches 94.2% when RGB
is always available. Under the V = 3, r = 0.8 protocol,
the expected number of observed modalities is about 1.11
per sample, so the fusion accuracy around 78% is plausible
given that the available modality varies across samples and
fusion must operate under heterogeneous missingness.

We visualize the performance trends and the corresponding
transported mass in Figure 1, demonstrating how our UOT-
Fusion adaptively reduces the influence of unreliable views
as corruption intensity or missing rates increase.

5.3. Generalization Under Missing-Rate Shift

We further test robustness when the test-time missing rate
differs from training. In Table 2, we train all models at
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Figure 1. (A1-A2) Top-1 accuracy and transported mass under
varying corruption and missing rates.

a fixed 20% missing rate and evaluate across a range of
test-time missing rates. As test-time missingness increases,
all methods degrade, but the degradation is smaller for our
approach. For example, from 0% to 80% test missing, Late
Fusion drops from 91.3% to 60.1% (31.2 percentage points),
MLA drops from 94.0% to 70.5% (23.5 points), while our
method drops from 94.9% to 79.8% (15.1 points). This is
consistent with the intended behavior of UOT: the fusion
relies on matching costs and can reduce the influence of less
compatible inputs, which remains applicable under shifted
missingness.

5.4. View Corruption and Adaptive Trimming

Missingness is not the only failure mode; a modality can
be present but corrupted. To test this directly, we conduct
a controlled experiment where all modalities are present,
but one modality is corrupted with additive Gaussian noise.
Specifically, for each test sample, we add noise N (0, 021)
to the encoded latent features of the RGB modality (af-
ter the encoder and before atom extraction). We vary
o € {0,0.5,1.0,1.5,2.0} and measure accuracy and the
transported mass "GP for RGB, as defined in Section 3.4.

Table 3 shows results on NTU 60 X-Sub. As corruption in-
creases, our method degrades more gracefully (from 96.0%
to 89.7%), while the transported mass "B decreases (from
0.94 to 0.61), indicating that the solver downweights the cor-
rupted modality by leaving part of its mass unmatched. We
also include two reference fusions: (i) a cross-attention fu-
sion baseline (a lightweight Transformer-style fusion block)
and (ii) a near-balanced OT baseline implemented by using
a large marginal penalty (we set 7 = 10), which yields
transported mass close to 1.0. These baselines degrade
faster under corruption, consistent with the lack of explicit
trimming.

Finally, this experiment highlights a limitation: trimming
depends on geometry in the learned embedding space. If
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Table 1. Top-1 accuracy (%) under varying missing rates. Results are mean =+ std over 3 runs with different random seeds. Best in bold,

second underlined. Methods marked with T are implemented by us.

2*Method ‘ NTU 60 (X-Sub) Missing Rate ‘ NTU 120 (X-Set) Missing Rate
‘ 0% 20% 40% 60% 80% ‘ 0% 20% 40% 60% 80%

Single-Modality References (modality always available)
CTR-GCN (Skel) (Chen et al., 2021) 92.4 92.4 92.4 92.4 92.4 88.9 88.9 88.9 88.9 88.9
BHaRNet (Skel) (Cho & Kim, 2025) 93.2 93.2 93.2 93.2 93.2 89.6 89.6 89.6 89.6 89.6
Video Swin-B (RGB) (Liu et al., 2022) 94.2 94.2 94.2 94.2 94.2 91.5 91.5 91.5 91.5 91.5
Multi-Modal Fusion (all modalities subject to missing)
Late Fusion 951103 89.2105 82.1i97 72.8409 583+12 | 927104 86.31056 7794108 672410 524413
Channel Exchange (Wang et al., 2020b) | 95.2192  90.1104  83.5106 74.840s 61.2411 | 93.0403 87.1i9s 793107 69.1:09 54.8412
Incomplete / Missing-view Learning (adapted to action recognition)
DCP (Lin et al., 2023) 95.7403 923104 8724105 796107 689109 | 934103 89.8105 83.Ti06 752108 629110
CPSPANT (Jin et al., 2023) 953404 918405 86.5106 78.7r0s 674110 | 929404 892405 829407 743109 61.5414
UIMC (Xie et al., 2023) 95.6403 921104 8694105 792407 685109 | 93.2403 89.6404 834106 749108 62.6410
CalMRL' (Liu et al., 2025) 95.840.3 92.6404 87.8405 80.7407 T70.1499 | 93.6403 90.2404 84.6406 T76.8108 652410
Recent Robust Multi-Modal Methods (2025)
RCMCL (Akgul et al., 2025) 96.2:0, 931,55 886.,4 812,05 708,05 | 943105 91y, 858,05 749, 663,00
MV-GMN (Lin et al., 2025) 95.840.3 92.740.4 88.1405 80.640.6 69.510.8 93.840.3 90.5+0.4 85.1105 76.7+0.7 64.940.9
Recent Robust Multi-Modal Methods (2024)
MLA (CVPR’24) (Zhang et al., 2024) 959102 929403 883105 804106 689108 | 93.7103 904404 849105 76.3107 63.8409
DMRNet (ECCV’24) (Wei et al., 2024) | 95.7403 925404 87.9405 7984106 682408 | 93.5403 90.1404 843105 758107 64.1409
Ours (UOT-Fusion) 96.0,0, 93.7i05 90.6104 852105 783107 | 941,09, 918103 87.9:04 821igs 746105

A vs. RCMCL —0.2 +0.6 +2.0 +4.0 +7.5 —0.2 +0.7 +2.1 +4.7 +8.3

the encoder maps corrupted inputs close to clean prototypes,
transport costs remain low and trimming may not activate.

Figure 2provides a sample-level visualization of the trans-
port plans, illustrating how the model maintains robustness
by producing sparse, trimmed plans for corrupted inputs in
successful cases.

5.5. Ablation Study

Table 4 validates each design component at 40% missing
rate on NTU 60 X-Sub. Replacing UOT with cross-attention
fusion causes a 7.6 percentage-point drop, indicating that
forcing all available content to participate in fusion can be
harmful under unreliable observations. Using near-balanced
OT (7 = 10) improves over attention but still lags by 3.6
points, consistent with the inability to discard outlier mass.
Removing the prototype support and fusing directly in fea-
ture space drops performance by 3.2 points, suggesting that
the shared prototype support stabilizes matching. Finally, us-
ing fixed uniform weights X instead of the mass-dependent
weighting in Eq. (13) decreases accuracy by 1.3 points. The
full model combines all components and achieves 90.6%.

5.6. Computational Cost

Table 5 reports inference time and parameter count. We
measure end-to-end inference on a single sample (batch size
1) on an RTX 3090 with FP32 precision, averaged over 1000
samples. Timing includes the backbone forward pass and
the fusion module (including 7' = 20 Sinkhorn iterations
for OT-based methods, when applicable).

The backbone encoders (CTR-GCN and Video Swin-B)
take 16.4ms and have 82.3M parameters. Adding our
UOT fusion with J = K = 16 increases time to 18.2ms
(1.8ms overhead, ~ 11% relative increase) and parameters
to 83.1M (0.8M added for prototypes and lightweight fu-
sion/classification layers). Increasing to J = K = 32 yields
a marginal accuracy gain (+0.3 points) but increases fusion
time.

Asymptotic complexity. The fusion module’s theoretical
cost per sample is O(T - V - JK) for the Sinkhorn-style
unrolled solver, where 1" is the number of iterations, V' the
number of observed modalities, and J, K the atom and pro-
totype counts. With T'=20, V' <3, J=K=16, each fusion
forward pass requires on the order of 1.5 x 10* kernel op-
erations, negligible compared to the ~ 10'° FLOPs of the
backbones (CTR-GCN + Video Swin-B). For comparison,
balanced entropic OT fusion shares the same asymptotic
cost but lacks mass trimming; cross-attention fusion across
raw tokens scales as O(V - n, - J) in the token length n,,,
which is typically far larger than K (e.g., n,~196 for Swin-
B vs. K=16). This explains why UOT-Fusion introduces
only ~11% wall-clock overhead in Table 5 while delivering
substantially better robustness.

5.7. Hyperparameter Sensitivity

Table 6 analyzes sensitivity to UOT parameters 7 and ¢
on NTU 60 at 40% missing. Performance is stable within
7 €[0.2,1.0] and € € [0.05,0.2]. When 7 < 0.1, marginal
relaxation becomes too loose and the model may over-trim,
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Figure 2. Visualization of cost matrices and transport plans for success and failure cases under corruption.

Table 2. Generalization under missing-rate shift on NTU 60 (X-Sub). All multi-modal models are trained with 20% missing and tested at
various missing rates. Numbers are mean =+ std over 3 runs.

2*Method Test Missing Rate 2*Drop (0—80)
0% 20% 40% 60% 80%
Late Fusion 91.3404 892405 827497 T4.2409 60.14719 31.2
Channel Exchange (Wang et al., 2020b) 92~1i0.3 90-1i0.4 84-1i0.6 75-8i0.8 61.7i1,1 30.4
DCP (Lin et al., 2023) 93.440.3 92.340.4 8794105 79.940.7 70.340.9 23.1
CPSPANJr (Jin et al., 2023) 93~0i0.4 91.8i0,5 87-2i0.6 79-1i0.8 69.8i1,0 23.2
CalMRL (Liu et al., 2025) 93.6403 92.6104 884105 815107 T1.3100 223
RCMCL (Akgul et al., 2025) 94.3,05 931,05 891,04 821,56 716,05 227
MV-GMN (Lin et al., 2025) 93.8103 92.7404 88.6105 8l.lipe 70.8408 23.0
MLA (CVPR’24) (Zhang et al., 2024)  94.0.035 92.9:05 88.7105 813106 70.510.s 235
DMRNet (ECCV’24) (Wei et al., 2024)  93.74035 925104 88.3105 80.6407 69.810.0 23.9
Ours (UOT-FUSiOD) 94.9:‘:0.2 93.7:‘:()‘3 90.9:&0.4 86.4:|:0,5 79-810,7 15.1

discarding useful signal. When 7 > 2.0, the objective ap-
proaches near-balanced matching and robustness decreases.
Extreme ¢ values can also lead to numerical instability in the
Sinkhorn solver. We use 7 = 0.5 and £ = 0.1 throughout.

5.8. Limitations and Failure Modes

Our method adopts a deliberately geometric notion of relia-
bility, trimming evidence only when it becomes expensive
to match in the learned embedding space. While this design
provides robustness to distant contamination, it also implies
clear failure modes. If a corrupted modality is mapped
close to the prototype support—or to an incorrect region
with low transport cost—the trimming mechanism can be-
come effectively inactive, and the fused barycenter may
be confidently wrong. More generally, the approach as-
sumes that at least part of the observed evidence remains
anchored to a correct region of the prototype space; when

all modalities drift consistently due to systematic bias, syn-
chronized failure, or shared spurious cues, the barycenter
can become stable yet wrong, and unbalanced transport
cannot recover a correct reference. Anchoring fusion on a
fixed prototype support further introduces a strong inductive
bias: rare but correct patterns that are far from the learned
prototypes (e.g., long-tail motions or unusual viewpoints)
may be treated as geometrically incompatible and trimmed,
even though they carry useful signal. Finally, although
features are normalized and transport hyperparameters are
analyzed empirically, the practical behavior remains sensi-
tive to cost scaling, marginal relaxation, and solver accuracy,
with overly large or small trimming strength leading to loss
of robustness or over-pruning. Overall, these limitations re-
flect a fundamental property of the objective: transport can
only judge reliability through geometry, and failures that
are not separable in the embedding space remain inherently
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Table 3. Robustness to view corruption on NTU 60 (X-Sub). All
modalities are observed, but RGB is corrupted with Gaussian
noise AV (0, 02T added to latent features. We report accuracy and
transported mass t2“E for the corrupted modality.

2*Method Noise level o

00 05 10 15 20
Accuracy (%)
Cross-Attn Fusion 95.7 923 886 854 83.1
Near-Balanced OT (7 = 10) 95.8 93.1 89.8 87.2 852

Ours (UOT-Fusion) 96.0 942 921 90.5 89.7
Transported mass tS® for corrupted RGB modality

Near-Balanced OT (- =10) 098 097 096 0.96 0.95
Ours (UOT-Fusion) 094 0.87 0.78 0.69 0.61

Table 4. Ablation study on NTU 60 (X-Sub) at 40% missing rate.
Each row removes or modifies one component.

Configuration Accuracy (%)

Full model (UOT + Prototypes + Adaptive \) 90.640.4
(a) w/o UOT (cross-attention fusion) 83.010.6
(b) Near-balanced OT (7 = 10) 87.0+10.5
(c) w/o Prototypes (direct feature fusion) 87.440.5
(d) Fixed uniform A 89.340.4

Oracle (no missing, all modalities observed) 96.010.2

challenging.

6. Conclusion

We presented a robust multi-view fusion module based on
prototype-anchored unbalanced optimal transport. By re-
laxing marginal constraints with a generalized KL penalty,
our approach allows the model to adaptively trim unreli-
able or missing evidence when matching costs are high.
This mechanism provides a principled, differentiable alter-
native to standard aggregation methods that often struggle
with corrupted inputs. Theoretical analysis confirms that
the influence of outliers is bounded by their mass, inde-
pendent of their distance in the latent space. Extensive
experiments on action recognition benchmarks demonstrate
that our method maintains high stability under severe miss-
ingness and feature-space corruption with minimal computa-
tional overhead. This framework offers a scalable and robust
solution for multimodal learning in real-world environments
where observations are frequently imperfect.

This paper presents work whose goal is to advance the field
of machine learning. There are many potential societal
consequences of our work, none of which we feel must be
specifically highlighted here.

Table 5. Computational cost on NTU 60 (40% missing). Inference
time is measured on RTX 3090, FP32, batch size 1, averaged over
1000 samples. Time includes backbone forward pass and the fusion
module.

Method Params GFLOPs Time Acc. (%)
M) (ms)

Backbones only 82.3 452 16.4 -

+ Late Fusion 82.3 452 16.5 82.1

+ Channel Exchange (Wang et al., 2020b) 86.7 48.1 17.9 83.5

+ DCP (Lin et al., 2023) 84.5 46.8 18.4 87.2

+ MLA (Zhang et al., 2024) 87.0 493 19.2 88.3

+ Ours (J=K=16) 83.1 46.3 18.2 90.6

+ Ours (J=K=32) 834 47.1 19.6 90.9

Table 6. Sensitivity to UOT hyperparameters on NTU 60 (X-Sub,
40% missing). Default: 7=0.5, e=0.1.

T Acc. (%) | & Acc. (%)
0.05 85.7 0.01 88.3
0.1 88.6 0.05 89.9
0.2 89.8 0.1 90.6
0.5 90.6 0.2 90.3
1.0 90.2 0.5 89.1
2.0 88.1 1.0 87.4
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Impact Statement

This paper advances the field of machine learning by im-
proving the robustness of multi-view fusion under missing
and corrupted observations. Potential downstream appli-
cations include assistive healthcare, human—robot interac-
tion, and industrial safety monitoring. At the same time,
action-recognition technology built on RGB video carries
well-known risks related to privacy and surveillance; we
encourage practitioners to favor privacy-preserving modali-
ties (e.g., skeleton or infrared), adopt on-device inference,
and comply with applicable data protection regulations. We
also caution that our trimming mechanism judges reliability
through geometry in a learned embedding space, so cor-
rupted inputs mapped close to the prototype support may be
silently accepted; the module should therefore not be used
as a standalone safety detector. Our experiments rely solely
on publicly available benchmarks and do not involve new
human-subject data collection.
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