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Abstract

Continual learning with large pre-trained models
offers significant potential for cross-task knowl-
edge accumulation, but faces critical challenges
such as catastrophic forgetting and parameter in-
terference, especially when historical data is un-
available. Existing approaches typically rely on
sequential fine-tuning or model merging strate-
gies, yet often overlook the impact of loss land-
scape sharpness and dominant singular value di-
rections, which leads to subspace misalignment
and severe knowledge forgetting. In this paper,
we propose the Sharpness-Aware Isotropic Merg-
ing (SAIM) framework, which introduces targeted
optimizations in both the fine-tuning and merg-
ing stages to address these issues. Specifically,
SAIM consists of two synergistic modules: (1) a
Sharpness-Aware Block Coordinate Descent (SA-
BCD) optimizer that guides the model toward
flatter minima and selectively updates the most
task-sensitive parameters, thereby mitigating pa-
rameter interference and enhancing robustness;
(2) an adaptive isotropic merging algorithm that
dynamically balances the singular value spectrum
across tasks, effectively preventing the model
from overemphasizing any single task direction,
maintaining balanced knowledge representation,
and improving subspace alignment. Extensive
experiments on vision and language benchmarks
demonstrate that SAIM achieves 5-10% higher
accuracy than existing methods and maintains ro-
bust performance as the number of tasks increases.
Our code are available at https://github.
com/Yangqunl23456/SATIM.
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Figure 1. Performance comparison of SAIM against baseline
methods on MergeBench using Llama-3.2-3B.

1. Introduction

With the rapid development of deep learning, large pre-
trained models have become the cornerstone of numerous
artificial intelligence applications (Radford et al., 2021;
Dosovitskiy et al., 2020). However, when these models are
required to continually learn from new tasks, they inherently
face two fundamental macroscopic challenges: catastrophic
forgetting and generalization degradation (Kirkpatrick et al.,
2017; Lopez-Paz & Ranzato, 2017). These challenges are
fundamentally driven by parameter interference, where con-
flicting gradient updates across tasks misalign shared param-
eters, leading to structural representation distortion. Tradi-
tional continual learning methods typically adopt sequen-
tial fine-tuning; while this enables adaptation to new tasks,
its sequential nature biases the model toward recent data
and erodes earlier knowledge (Buzzega et al., 2020; Zenke
et al., 2017). Additionally, existing strategies such as re-
play buffers, regularization, or parameter expansion often
struggle to balance efficiency and effectiveness, frequently
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failing to address data privacy and storage concerns (Rusu
et al., 2016; Yoon et al., 2017; Farajtabar et al., 2020).

In recent years, model merging techniques have shown great
potential in continual learning scenarios, particularly ex-
celling in applications with data privacy protection and stor-
age constraints (Ilharco et al., 2022; Wang et al., 2024; Li
et al., 2023). Task arithmetic (Ilharco et al., 2022) constructs
multi-task models, MagMAX (Marczak et al., 2024) reduces
parameter interference via maximum magnitude selection,
orthogonal projection-based continual merging (Tang et al.,
2025b) further minimizes task interference through sequen-
tial projections, while mixture-of-experts approaches (Qiu
et al., 2024) leverage dynamic gating and low-rank adapta-
tion for robust continual integration. However, when applied
to continual learning scenarios, these methods face two main
challenges: on one hand, they typically require maintaining
the cumulative results of all historical task vectors, increas-
ing storage overhead (Izmailov et al., 2018; Wortsman et al.,
2022); on the other hand, these methods have limitations
in addressing parameter update conflicts between different
tasks, resulting in severe interference issues and represen-
tation space distortion. More importantly, the fine-tuning
and merging processes are often treated as independent
stages, overlooking their potential synergy, which leads to
loss landscape incompatibility and subspace misalignment,
ultimately affecting knowledge retention and transfer effi-
ciency.

To address these challenges, we propose a novel contin-
ual learning method—Sharpness-Aware Isotropic Merging
(SAIM)—which unifies the fine-tuning and merging pro-
cesses into a synergistic framework to achieve efficient con-
tinual knowledge acquisition and retention. SAIM is based
on two key technical innovations:

First, in the fine-tuning stage, we propose the Sharpness-
Aware Block Coordinate Descent (SA-BCD). SA-BCD in-
troduces a critical perspective: treating the potential param-
eter drift induced by future model merging as a predictable
perturbation. Conventional fine-tuning often converges to
sharp minima where slight weight shifts (caused by merging)
lead to drastic performance drops. By explicitly optimizing
for flatness, SA-BCD ensures the learned solution resides
in a high-volume basin that remains valid even after the
weights are shifted.

Second, in the merging stage, we introduce an adaptive
isotropic merging algorithm to resolve inter-task parameter
interference. By dynamically rebalancing the singular value
spectrum, this method mitigates the spectral bias where re-
cent or dominant tasks overshadow others. This isotropic
constraint ensures an equitable utilization of the parameter
space and facilitates superior subspace alignment across
tasks, effectively preserving the structural robustness estab-
lished during fine-tuning. The effectiveness of our approach

is illustrated in Figure 1, where SAIM consistently outper-
forms existing methods in both knowledge retention and
adaptation in most tasks.

Our main contributions are as follows: @ We treat fine-
tuning and merging as synergistic processes, where flat
solutions facilitate subsequent parameter integration and
merging provides a better starting point for new tasks. This
unified framework enhances knowledge retention and im-
proves overall continual learning performance. & We pro-
pose a novel approach that jointly optimizes fine-tuning and
merging to mitigate catastrophic forgetting and parameter
interference. By adaptively balancing the singular value
spectrum, our method enhances subspace alignment across
tasks, alleviates forgetting, and eliminates the need to store
historical task vectors. ® We systematically evaluate SAIM
across three vision architectures and three language model
architectures, as well as varying numbers of tasks, demon-
strating its effectiveness in reducing catastrophic forgetting
and improving adaptation to new tasks. Furthermore, the
SA-BCD can be combined with most existing model merg-
ing approaches to further enhance performance.

2. Preliminaries

Before presenting our method, we briefly review the funda-
mental problem setup of continual learning and key theoret-
ical foundations.

2.1. Problem Setup

In the continual learning (CL) setting, we focus on the
following problem: Given a large pre-trained model with
parameters 6, and a sequence of N downstream tasks 7 =
{1,2,..., N} arriving sequentially, each task ¢ is associated

(t)) g

with an independent dataset D; = {(a:;t), y; ) }jL,, where

:cg.t) € X and yj(»t) € C; C Y, with C; being the label space
for task ¢. Our goal is to efficiently integrate the newly
obtained task expert §; with the current model parameters
0, 9¢d at each step, and finally obtain a unified model

compatible with all seen tasks.

As in conventional continual learning, we assume that no
historical training data is accessible during the model in-
tegration process; all knowledge transfer and integration
occur in parameter space. The continual merging process
can be formulated as:

gflerged = ContinualMerge(@anfgeda 6o, ) )

where 6)"“"9°* = ¢, The final objective is to minimize the

average loss over all seen tasks:

T
i 1 merged
min, 7 2 Bawo L F @ 05T @)

merged
eN



Merge to Remember: Sharpness-Aware Isotropic Merging for Continual Learning

where F(x; 0) denotes the backbone network, A is the task-
specific head, and L is the loss function.

2.2. Sharpness-Aware Minimization and Flatness

In the process of fine-tuning and merging deep models,
the "flatness” of the local minima where model parameters
reside is closely related to generalization. Flat minima are
more robust to parameter perturbations, helping the model
accommodate knowledge from multiple tasks and reducing
catastrophic forgetting.

Sharpness-Aware Minimization (SAM, Foret et al., 2021)
optimizes parameter flatness by simultaneously minimizing
the loss value and its sharpness. The optimization objective
is:

main leﬂlax L(O+¢D)—LO;D)|+LO:;D) (3
ell2<p

where € is a perturbation vector and p controls the radius

of the neighborhood. For efficiency, SAM uses a Taylor

approximation to simplify the objective as:

VoL(0;D)

min £(0 + & D), where é=p—— ‘-
L ) PINeL(6:D)]

“
By optimizing with SAM, the model is more likely to con-
verge to flat minima, improving robustness and multi-task
compatibility.

2.3. Task Arithmetic and Subspace Alignment

Task Arithmetic (TA, Ilharco et al., 2022) provides a frame-
work for constructing multi-task models. The knowledge of
each task ¢ can be represented as a task vector 7, = 6; — 6.
By weighted summation of these task vectors, multiple task
models can be merged:

T
emerged = 90 + Z QT (5)

t=1

where «; denotes the task weight. However, as the num-
ber of tasks increases, simple vector addition can lead to
parameter conflicts and interference (Tang et al., 2025b).

Recent studies have found that merging performance de-
pends on the degree of alignment among the subspaces
spanned by the task vectors (Gargiulo et al., 2025). The
Subspace Alignment Ratio (SAR) measures the overlap
between the merged model and task-specific parameter up-
dates:

Tk tr Asrc
src

where Ay and A, denote the source and target task up-
date matrices, respectively, and k represents the number of

dominant left singular vectors used to compute the subspace
alignment ratio. 7y ty¢ is the projection operator onto the
k-dimensional principal subspace of the target update ma-
trix. A higher SAR value implies that the task vector retains
its essential directionality within the merged subspace. In
continual learning, maintaining high SAR is critical, as it
ensures that new updates do not destructively interfere with
the geometric structures encoding previous knowledge.

3. Approach

Continual learning traditionally relies on sequential fine-
tuning, using regularization (e.g., EWC (Kirkpatrick et al.,
2017)) or experience replay (Buzzega et al., 2020) to mit-
igate catastrophic forgetting. Recently, model merging
methods such as MagMAX (Marczak et al., 2024) and
OPCM (Tang et al., 2025b) have enabled continual learning
by integrating knowledge from multiple task-specific mod-
els, thereby further reducing forgetting. However, most ap-
proaches treat fine-tuning and merging as separate processes.
In this work, we explicitly consider both sharpness-aware
fine-tuning (Sec. 3.1) and self-adaptive isotropic merging
(Sec. 3.2), and demonstrate that jointly optimizing these two
stages leads to more effective knowledge integration and
retention in continual learning.

3.1. Sharpness-Aware Block Coordinate Descent
Optimizer

To address parameter interference and catastrophic forget-
ting, we propose the Sharpness-Aware Block Coordinate
Descent (SA-BCD) optimizer. In the paradigm of continual
learning via model merging, the integration of a new task
model essentially constitutes a parameter perturbation
to the current model state. SA-BCD is explicitly designed
to preemptively address this challenge by modeling and
adapting to worst-case parameter perturbations during the
fine-tuning stage. By forcing the model to accommodate
these simulated disturbances, SA-BCD guides convergence
towards regions that are not only flat but intrinsically robust
to parameter shifts. This process effectively prepares the
model for the inevitable parameter drift caused by subse-
quent merging operations, ensuring that the model retains
its original capabilities even after the integration of future
tasks.

Concretely, at each iteration, SA-BCD computes the gra-
dient of the current parameters ©; with respect to the loss
function £(O;, D), and updates the first-order momentum
as follows:

my = ﬁlmt—l + (1 - ﬁl)ve‘c(gtap)a (7)

where (31 is the first-order momentum coefficient (5, = 0.9
by default). The magnitude of |m;| is then used to select
the top p% of parameters with the largest absolute values,
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denoted as €, = Top,,(|my|) (p = 30% by default). We
exclusively update these parameters to ensure efficient adap-
tation to the current task, while freezing others to preserve
the model’s existing capabilities. For the selected subset
Q;, SA-BCD introduces a sharpness-aware perturbation
mechanism to explore the worst-case direction in the loss
landscape:

. VeoL(0:,D)gq,

f— 8
2 = PT6L(6:. D)a |z ®

where p is a hyperparameter controlling the perturbation
magnitude, and Vg L£(0;,D)q, denotes the gradient re-
stricted to the subset €2;. This perturbation enables the
optimizer to probe the geometry of the loss surface, steer-
ing the model away from sharp minima and towards flatter,
more generalizable regions. Next, the optimizer updates
the second-order momentum and applies bias correction
as in Adam (Kingma & Ba, 2014): v; = Savp—1 + (1 —
B32)(VeL(©:, D)%, 1y = my /(1= BY), 0 = v/ (1~ B3).
The gradient is then recomputed at the perturbed point
O + € g, yielding gi = VoL(O; + € o, D). Finally,
SA-BCD updates only the parameters in {2;, while keeping
the others unchanged. The update rule is:

@,-—n%g’-’ i€y
Ott1,i = { l e , ©))
®t7ia g ¢ Qt

where 7 is the learning rate and € is a small constant to
prevent division by zero.

By computing gradients at the perturbed point (i.e., ©; +
€/ o) rather than the original point (i.e., ©;), SA-BCD en-
courages convergence to flatter regions while preserving
general knowledge. The complete algorithm is provided
in Appendix C, with theoretical convergence guarantees in
Appendix B.1.

3.2. Sharpness-Aware Isotropic Merging for Continual
Learning

Building upon SA-BCD (Sec. 3.1), we present our complete
approach to continual learning. SA-BCD guides models
toward flatter minima and selectively updates task-sensitive
parameters, creating parameter updates with reduced in-
terference and enhanced flatness. To fully leverage these
benefits, effective continual learning also requires optimized
knowledge integration in the merging stage. Isotropic merg-
ing preserves this carefully structured knowledge and en-
sures balanced representation across all tasks, maximizing
knowledge retention and subspace alignment.

We propose Sharpness-Aware Isotropic Merging (SAIM),
a continual learning model merging framework that inte-
grates sharpness-aware fine-tuning and adaptive isotropic
merging. SAIM maximizes knowledge retention and sub-

space alignment across tasks, addressing catastrophic for-
getting and parameter interference.

For each new task, SAIM consists of two stages: (1)
sharpness-aware fine-tuning using SA-BCD, and (2) adap-
tive isotropic merging in parameter space. Specifically, at
each step ¢, given the current model parameters 6;_; and
a new task T}, we first fine-tune the current merged model
0;—1 on T} using the SA-BCD optimizer (see Algorithm 1),
obtaining the task expert model 67, and defining the task
vector Ag, = 6, — 0;_1.

During the merging stage, for each layer k, SAIM combines
the cumulative update A*, == 6F | — ngre, which encodes
all historical task knowledge, with the current task update

A’%ﬁ via a weighted sum to obtain the merged update:

A/ccam = (]‘ + A)Alccum + (1 - )‘)Al%t (10)

where ) is a coefficient balancing historical and new knowl-
edge. In most cases, A is set to 0 for equal weighting.

Next, for each layer, SAIM performs singular value de-
composition (SVD) on AF ie., Ak~ =UFSKVF)T,
where U* and V'* are the left and right singular vectors,
and ¥* is the diagonal matrix of singular values. To
achieve isotropic merging and enhance subspace align-
ment, SAIM adaptively balances the singular value spec-
trum. Specifically, it first computes the mean singular value
ok = % 22:1 oF, and then constructs a new diagonal ma-
trix by interpolating with the mean:

Sk =k E_ =k 1

Y=g+ (8" -35") x 7 (11)
where ¢ is the current task index. For small ¢, higher weights
preserve task-specific spectral features by preventing lim-
ited variations from being obscured by premature averaging.
As the feature matrix diversifies and the subspace stabilizes
with increasing ¢, transitioning toward an isotropic state
serves as a stabilizing regularization. This mechanism bal-
ances recent updates with historical knowledge, mitigating
recency bias (Marczak et al., 2025). The merged update
for each layer is reconstructed as Aﬁwrged = UFSkH(VF)T,
and the final model parameters are updated as:

975 = 00 + aAmerged (12)

where « is a scaling factor determined by validation set
search. By repeating this process for each task, SAIM pro-
duces a final model 0 ;,,.; that efficiently integrates multi-
task knowledge and achieves high subspace alignment. The
complete algorithmic procedure of SAIM is provided in
Algorithm 2 in Appendix C.

4. Experiments

We evaluate our method on both vision and language contin-
ual learning tasks. Sec. 4.1 and Sec. 4.2 present settings and
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Table 1. Comparative results of continual merging, reporting average accuracy (ACC) and backward transfer (BWT) over different
numbers of tasks. Best results are in bold; second-best are underlined.

ViT-B/32 ViT-B/16 ViT-L/14

Method

8 tasks 14 tasks 20 tasks 8 tasks 14 tasks 20 tasks 8 tasks 14 tasks 20 tasks
Pre-Trained 48.1 56.9 55.6 55.4 62.0 59.8 64.9 69.1 65.6
Fine-Tuned 90.4 89.3 89.8 92.4 91.3 91.6 94.3 93.4 93.5
C. Fine-Tuned 79.8 67.4 62.6 82.9 72.2 68.2 90.0 70.9 77.7
ACC (%) 1
Average (SWA) 66.3:{:0,0 65.4:&0,0 6].1:(:()_() 72.3:‘:0‘0 69.7:‘:().() 64.8:{:0,0 80.0:‘:0‘0 77.5:‘:0,0 71.1:&0,0
C. Task Arithmetic 67.5i()‘0 66.5i0'0 60.0:“).0 77.1i0‘0 70.9i0.0 64.2i()‘0 82.1i0‘0 77.910'0 70-3i0.0
C. TIES-Merging ~ 49.01102 6624106 599107 66.8437 705108 630116 643170 78.0+06 6831009
MagMAX-IND 70.7:‘:0'0 67~0:I:0.0 612:&:0.0 76~7i148 67-O:t0.0 62.5:‘:0,0 83.4:&0‘0 71.2:(:0,0 71.2:|:0,0
OPCM 75.5405 71.9403 6574100 818403 77.1405 70.3 102 87.0404 835402 76.04¢2
EWC 84.7113  T4li10 670107 878111 774109 733113 912406 850109 829414
ER 81.8419 746410 688115 877413 7864097 734412 90.8417 85.1i07 809413
SAIM (Ours) 821407 787105 73.6103 86.2i05 820105 79.0109 9l.lig1 885i05 87.5i05
BWT (%) 1
Average (SWA) 115422 80413  -7dioq 97415 Tdlira 73117 73114 58110 64415
C. Task Arithmetic ~ -9.6415  -13116 34410 42410 -13104  -3.6104 -71lios -18103 -3.3103
C. TIES—Merging ‘15~3i8.0 1-9i0.6 -1.5i0A7 -5.5i0A4 1-4i()‘7 '1-5i12 ‘13~0i5.7 -1-11044 '2'9i1,0
MagMAX-IND 834113 T4i1a -T2416 61113 -Tdioo  -80422 50408 -6.0121 -65i21
OPCM -63+11  -6.0410 78415 48107 51414 63429 26410 43107 65113
EWC 474109 -16.0115 237112 37404 -145+13 -20.0411 29102 -9.dior -11.8413
ER -7.8403 -150414 -21.6417 -39403 -132408 -19.1479 -29401 -8.6406 -13.4409
SAIM (Ours) -39+08  -57:r06 -11.5105 -29+04 48110 90111 -Llig2  -25:07 43107

results for vision and large language model experiments, re-
spectively. Sec. 4.3 and Sec. 4.4 provide detailed empirical
analysis and ablation studies of our approach. Due to page
limitations, additional results and implementation details
are available in the Appendix.

4.1. Experiments on Vision Tasks

Following the FusionBench protocol (Tang et al., 2025a;
Qiu et al., 2025), we evaluate our method on 20 diverse
image classification tasks using three CLIP-ViT backbones
(ViT-B/32, ViT-B/16, ViT-L/14). For each new task, the
model is continually fine-tuned and merged, simulating a
realistic continual learning scenario. To ensure a fair com-
parison under an equivalent computational budget, we align
the training cost of SA-BCD with baselines. Since SA-
BCD involves dual forward-backward passes, we adjust the
training epochs accordingly, ensuring that all methods are
evaluated with comparable total compute time.

Evaluation metrics. We use average accuracy (ACC) and
backward transfer (BWT, Lin et al., 2022) as the main
evaluation metrics. ACC is defined as the mean accu-
racy over all tasks using the final merged model: ACC =
~ SN L ai(07°79%Y), where a;(-) denotes the accuracy on
task 2. BWT measures the extent of forgetting by compar-
ing performance on earlier tasks before and after merging:

BWT = ﬁ Zq]\;;l [ai (ajrzlzerged) —a; (elnerged)].

Main results. Table 1 compares our method with various
continual learning and model merging methods. In terms
of ACC, SAIM consistently outperforms other methods as
the number of tasks increases, especially at 14 and 20 tasks.
For example, on ViT-L/14 with 20 tasks, SAIM achieves
87.5%, which is 10 percentage points higher than OPCM
(76.0%). While EWC and ER have a slight advantage at 8
tasks, SAIM shows stronger scalability and stability as the
number of tasks increases. For backward transfer (BWT),
SAIM achieves results comparable to mainstream methods.
This is because SAIM effectively suppresses interference
from previous tasks when merging new tasks, resulting in a
relatively high initial accuracy for new tasks. Consequently,
although there may be some subsequent decline, the overall
change is moderate.

Comparison with PEFT baselines. To comprehensively
evaluate SAIM against different continual learning archi-
tectures, we compare it with recent parameter-efficient
fine-tuning (PEFT) baselines (InfLoRA Liang & Li, 2024;
LoRA-Sub Liu & Chang, 2025; SD-LoRA Wu et al., 2025)
on the ViT-B/32 backbone. As shown in Table 4, SAIM
exhibits significant robustness over the demanding 20-task
sequence, achieving 73.6% accuracy—outperforming In-
fLoRA and SD-LoRA by 9.3% and 7.2%, respectively. Fur-
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Table 2. Comparison of Model Merging and PEFT Methods on TraceBench with Llama-3.2-1B-Instruct.

Task Performance (1)

Method Avg. (1) BWT (1)
C-STANCE FOMC MeetingBank ScienceQA NumGLUE-cm NumGLUE-ds 20Minuten

Pre-Trained 0.339 0.258 0.204 0.678 0.122 0.165 0.380 0.306 -
Fine-Tuned 0.498 0.599 0.371 0.852 0.390 0.579 0.388 0.525 -
DARE 0.414 0.381 0.212 0.718 0.220 0.323 0.382 0379  -0.032
SWA 0.421 0.504 0.218 0.734 0.220 0.317 0.381 0.399  -0.028
Task Arithmetic ~ 0.422 0.498 0.209 0.737 0.244 0.348 0.380 0.406  -0.003
TIES-Merging 0.424 0.474 0.214 0.743 0.244 0.354 0.386 0.406  -0.005
MagMAX-IND 0.456 0.460 0.237 0.713 0.244 0.348 0.385 0.406  -0.020
O-LoRA 0.508 0.464 0.182 0.654 0.463 0.433 0.382 0441  -0.034
LoRAMOoE 0.421 0.488 0.180 0.738 0.439 0.524 0.384 0.453  -0.086
MH-MoE 0.421 0.442 0.189 0.734 0.366 0.457 0.384 0428  -0.067
PASs-MoE 0.455 0.554 0.188 0.787 0.341 0.506 0.382 0.459  -0.063
SAIM (Ours) 0.466 0.518 0.259 0.766 0.488 0.476 0.384 0.480 -0.022

Table 3. Average fine-tuning time (seconds) of AdamW and SA-BCD. SA-BCD times with epochs halved to align computational budget.

Task Fine-tuning Time (s)

Optimizer Avg. (1)
C-STANCE FOMC MeetingBank ScienceQA NumGLUE-cm NumGLUE-ds 20Minuten

AdamW 287097 1665.87  3156.74 1197.72 1992.97 1997.82 2789.43 2238.79

SA-BCD (Ours) 2298.19 1380.55  3211.08 1381.32 2304.44 2306.22 3225.53  2301.05 (1.03x)

thermore, SAIM mitigates catastrophic forgetting more ef-
fectively, improving the BWT metric to -11.5% (compared
to -22.5% for InfLoRA and -18.6% for SD-LoRA). These
quantitative results rigorously indicate that our weight-space
merging approach, driven by SA-BCD optimization, offers
more scalable continuous learning capabilities than relying
solely on strict parameter isolation.

Table 4. Comparison with recent PEFT baselines on ViT-B/32.

ACC (%) 1 BWT (%) 1
8 tasks 14 tasks 20 tasks 8 tasks 14 tasks 20 tasks

Pre-Trained 48.1 56.9 55.6 - - -
Fine-Tuned 904  89.3 89.8 - - -

Method

InfLoRA 795 714 643 -68 -146 -225
LoRA-Sub 71.8  68.7 61.5 -85 -172 -2538
SD-LoRA 81.2 735 664 -52 -128 -18.6
SAIM (Ours) 82.1  78.7 73.6 -39 -5.7 -11.5

4.2. Experiments on Large Language Models

We conducted continual learning experiments on large lan-
guage models using both the MergeBench (He et al., 2025)
and TRACEBench (Wang et al., 2023b) benchmarks to
evaluate the effectiveness of the SAIM method in merg-
ing domain-specialized LLMs and continual adaptation to
diverse language tasks. Following Sec. 4.1, we halve epochs
for SA-BCD to ensure equivalent compute. Table 3 verifies
this alignment (1.03 x), attributing our gains to optimization

efficiency rather than extra resources, while maintaining
consistently competitive training efficiency across tasks.

Evaluation metrics. In the MergeBench experiments, we
report the average score across five domains (instruction,
math, multilingual, coding, safety). Each domain score is
obtained by directly averaging the core metrics (such as
accuracy, pass@1, etc.) of the main tasks in that domain
(He et al., 2025), and the final overall score is the arith-
metic mean of the five domain scores. In the TRACEBench
experiments, we report the arithmetic mean of the main
metric scores across all tasks. The specific metrics used for
calculation are detailed in the Appendix D.1.1.

Main results. On TRACEBench (Table 2), SAIM achieves
a top score of 0.480, significantly outperforming merging
baselines like MagMAX-IND (0.406) and strong PEFT
approaches such as PASs-MoE (0.459). Notably, SAIM
demonstrates superior knowledge retention, yielding a
BWT of -0.022 compared to -0.086 for LoORAMOoE. SAIM
also attains the best performance on MeetingBank (0.259)
and NumGLUE-cm (0.488). This performance advantage
persists at the 3B scale (Appendix E.1.4). Furthermore,
MergeBench results (Table 5) reinforce SAIM’s efficacy;
for Llama-3.2-3B, it reaches 0.454, a substantial gain over
Task Arithmetic (0.407). These findings underscore SAIM’s
robust generalization and integration capabilities in large-
scale LLM merging, with further validation on Llama-3.1-
8B provided in Appendix E.1.3.
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Table 5. Comparison of Model Merging Methods on MergeBench
with Llama-3.2-3B.

Task Performance (1)

Method Avg. (1)
Instr. Math Multi. Coding Safety
Pre-Trained 0.100 0.308 0.453 0.268 0.286 0.283
Fine-Tuned 0.350 0.578 0.461 0.442 0.754 0.513
SWA 0.132 0.425 0.458 0.375 0.377 0.354
TIES-Merging 0.168 0.449 0.452 0.400 0412 0.376
DARE 0.264 0.441 0.440 0.405 0.440 0.398
MagMAX-IND 0.279 0.493 0.425 0.391 0.402 0.398
Task Arithmetic 0.270 0.461 0.442 0.418 0.445 0.407
SAIM (Ours) 0.387 0.583 0.433 0.380 0.485 0.454

4.3. Empirical and Theoretical Analysis

To understand our method’s effectiveness, we analyze it
from several key perspectives: parameter change magnitude,
loss landscape stability and weight disentanglement.

Parameter Change Magnitude Analysis. We measure
parameter changes after fine-tuning on five visual task cate-
gories and compare SA-BCD with standard AdamW opti-
mizer. As shown in Fig. 2, parameter changes after SA-BCD
fine-tuning concentrate around 10~%-, significantly smaller
than those under AdamW (around 10~3-%). SA-BCD’s re-
striction on update magnitude minimizes the divergence
from the pre-trained manifold. This conservation of pre-
trained structure not only better preserves generalization
ability during continual adaptation (Chen et al., 2024) but
also reduces interference with original knowledge.

Loss Landscape Stability. Model updates induce shifts in
the parameter space. When task gradients conflict, shared
parameters risk escaping local flat basins, leading to perfor-
mance degradation. To verify that SAIM neutralizes these
conflicts, we evaluate the average Cross-Entropy loss drift
(ALoss 4,4) on previous tasks after learning the N-th task,
following Order 1. As shown in Table 6, standard AdamW
fine-tuning exhibits a massive drift (+1.4522) after learning
the 8th task, indicating a clear basin escape.” In contrast,
SA-BCD maintains a minimal drift of +0.0407, demonstrat-
ing that SAIM effectively anchors parameters within the
shared flat basin throughout the task sequence.

Table 6. Loss Landscape Stability on ViT-B/32. Lower drift indi-
cates better preservation of previous task knowledge.

AdamW SA-BCD (Ours)

Setting Improvement
AL0SS Avg AL0SSimar AL0SSAvg ALOSSmax

N=2 0.0251 0.0575 0.0206 0.0466 0.0045

N=8 14522 2.6249 0.0407 0.1083 1.4115

Weight Disentanglement Visualization. We quantitatively
analyze the output differences between the merged model
and each task-specific model on their respective tasks. Let

1.2 Grounding
1.0 OCR
VQA
0.8
? Geometry
£0.6 Chart
9]
(a)
0.4
0.2
0.0

-6.5 -6.0 =55 -5.0 =45 -4.0 -3.5 -3.0 =25
The magnitude of parameter changes (Log10)

(a) AdamW Fine-tuning

1.2 Grounding
1.0 OCR
VQA
30'8 Geometry
206 Chart
9]
o
0.4
0.2

0'96.5 -6.0 =5.5 -5.0 -4.5 -4.0 -3.5 -3.0 -2.5
The magnitude of parameter changes (Log10)

(b) SA-BCD Fine-tuning (Ours)

Figure 2. Comparison of parameter change distributions under
different fine-tuning methods. This figure shows the distribution
of parameter changes for five task categories after fine-tuning with
(a) AdamW and (b) our SA-BCD optimizer. It can be seen that
SA-BCD results in overall smaller parameter changes, which helps
preserve the generalization ability of the pre-trained model.

6y denote pre-trained model parameters, ; the task vector
for task ¢, and o the task coefficient. The weight disentan-
glement error is defined as:

2
§lon,a2) =Y Epexo {diSt(f(CB% 0o + oy 7i),
t=1 (13)

O]

where f(-) denotes model output, dist(-, -) is output distance
metric, and X ® is data for task ¢. Lower ¢ indicates less
interference between tasks.

By visualizing the heatmaps of ¢ under different «; and
ag (see Fig. 3), we demonstrate the degree of weight dis-
entanglement of the merged model. Experimental results
show that the merged model under SA-BCD fine-tuning
achieves lower disentanglement errors in the two-task sce-
nario, indicating that our method effectively reduces param-
eter interference. Further analysis of multi-task scenarios
and subspace alignment with increasing task numbers is
provided in Appendix E.3.1.
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Table 7. Ablation of SA-BCD selection and perturbation on ViT-B/32.

Selection Perturbation ‘ GTSRB SVHN MNIST Cars RESISC45 DTD ‘ Avg. 1 BWT 1
momentum (default) random 7346 59.34 8746 65.11 85.19 68.62| 7320 -16.94
momentum (default) none 85.66 60.28 9548 65.11 86.30 7340 77.71 -12.57
none sa (default) | 89.14 73.82 94.66 63.58 88.16 67.88| 79.54 -9.36
gradient sa (default) | 93.06 75.34 96.12 63.02 88.89 69.68| 81.02 -6.88
momentum (default) sa (default) | 95.83 7540 9570 71.13 89.74 68.62| 82.74 -6.46
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Figure 3. Visualization of weight disentanglement error in the two-task merging scenario. Each subplot shows the output differences
between the merged model and each task-specific model on their respective tasks under different fine-tuning methods (e.g., AdamW and
SA-BCD). Darker colors indicate lower disentanglement error, reflecting better weight disentanglement.

4.4. Ablation Studies

Components of SA-BCD Optimizer. We ablate the two
pillars of the SA-BCD optimizer: the parameter selection
mechanism and the perturbation strategy. As Table 7 demon-
strates, both are essential for performance. Replacing SA
perturbation with random noise—while maintaining mo-
mentum selection—causes accuracy to drop significantly
from 82.74% to 73.20% and exacerbates forgetting (BWT
falls to -16.94%). This underscores SA’s critical role in
bypassing sharp minima to preserve historical knowledge.
Regarding selection, switching from momentum to instanta-
neous gradients reduces accuracy to 81.02%, while omitting
selection entirely drops it to 79.54%. This confirms that
historical momentum serves as a more stable indicator for
identifying core parameters, effectively buffering against
the stochastic volatility of dynamic gradients.

Generalizability Across Merging Methods. To validate
the generalizability of our proposed optimizer, we evalu-
ate the impact of SA-BCD fine-tuning on various model
merging methods. We compare the performance under stan-
dard AdamW and SA-BCD fine-tuning on 20 tasks using
ViT-B/32 and ViT-B/16 backbones. As shown in Tables 8
and 9, SA-BCD fine-tuning consistently improves accuracy
for most methods, with gains up to 3.5% for TIES-Merging.

This indicates that sharpness-aware fine-tuning is compati-
ble with and beneficial for existing merging strategies. No-
tably, SWA sees a slight decline, likely due to optimization
conflicts with its averaging strategy.

Table 8. Impact of SA-BCD on Merging Methods (20 tasks, ViT-
B/32).

Accuracy (%)

Method Imp.
w/o SA-BCD  w/ SA-BCD
Average (SWA) 61.1400 59.640.0 -1.5
C. Task Arithmetic 60.0+0.0 612401 +1.2
C. TIES-Merging 59907 63405 +3.5
SAIM (Ours) 70.8106 73.610.3 +2.8

Table 9. Impact of SA-BCD on Merging Methods (20 tasks, ViT-
B/16).

Accuracy (%)

Method Imp.
w/o SA-BCD w/ SA-BCD
Average (SWA) 64.840.0 6244100 2.4
C. Task Arithmetic 64.210.0 65.610.0 +1.4
C. TIES-Merging 63.041¢ 66.510.7 +3.5
SAIM (Ours) 770105 79.00.9 +2.0
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5. Related Work

Continual Learning (CL). Continual learning aims to en-
able models to accumulate knowledge from a stream of
new tasks. Traditional approaches such as regularization
constraints (EWC, Kirkpatrick et al., 2017), structural ex-
pansion (modular networks, Gurbuz & Dovrolis, 2022), and
experience replay (Buzzega et al., 2020) can partially al-
leviate forgetting, but often require storing historical data
or introducing additional parameters, making it difficult to
balance stability and plasticity. Recent methods such as
MoFO (Chen et al., 2024), which selectively updates param-
eters via momentum filtering, and PAM (Sokar et al., 2025),
which improves merging through parameter alignment, have
made progress in optimizing efficiency and knowledge re-
tention. However, most of these methods treat fine-tuning
and knowledge integration as separate processes, failing
to fully exploit their synergy. Our method is based on the
idea of joint fine-tuning and merging optimization, aiming
to achieve efficient knowledge acquisition and retention in
continual learning scenarios.

Model Merging. Model merging has become a key re-
search direction in multi-task and continual learning (Yang
et al., 2026a). Early approaches such as parameter aver-
aging (Izmailov et al., 2018; Wortsman et al., 2022) and
task arithmetic (Ilharco et al., 2022) integrate knowledge
through simple parameter operations, but often suffer per-
formance degradation in multi-task scenarios. To address
parameter conflicts, TIES (Yadav et al., 2023) reduces sign
conflicts to improve merging, while MagMAX (Marczak
et al., 2024) adopts a maximum magnitude selection strat-
egy to enhance stability. Beyond these parameter-space
heuristics, more recent studies have explored model merg-
ing from complementary perspectives: AdaMerging (Yang
et al., 2024b) investigates adaptive merging for multi-task
learning, Representation Surgery (Yang et al., 2024a) miti-
gates inter-task interference from the representation perspec-
tive, and MergOPT (Yang et al., 2026b) further improves
robustness through merge-aware optimization. Recently,
ISO-C (Marczak et al., 2025) has significantly improved
inter-task alignment and merging performance by flattening
the singular value spectrum and introducing task-specific
subspaces. However, existing methods still face knowledge
conflicts between tasks in continual learning, limiting the
performance of merged models. Our method employs adap-
tive isotropic merging to dynamically balance the singular
value spectrum, thereby enhancing the knowledge integra-
tion and generalization ability of merged models.

Sparsification & Sharpness-Aware Optimization. Recent
studies have demonstrated that parameters are highly redun-
dant during fine-tuning, and sparsification or parameter se-
lection strategies (e.g., DARE Yu et al., 2024) can effectively
alleviate parameter interference in model merging. DARE

discards most delta parameters and rescales the remaining
ones, enabling efficient multi-task integration. In a parallel
line of research, sharpness-aware minimization (SAM Foret
et al., 2021) guides models to converge to flatter minima,
improving generalization and stability. Recently, SAFT Lee
et al., 2025 applied sharpness-aware optimization to model
merging scenarios to reduce parameter interference between
task-specific models. Unlike SAFT which only addresses
sharpness in isolated multi-task settings, our approach op-
erates in continual learning settings without historical data
access and evaluates on both vision and language tasks.
Inspired by these works, we introduce a sharpness-aware
block coordinate descent (SA-BCD) optimizer that jointly
leverages parameter selection and flat minima optimization
to facilitate efficient merging and continual learning.

6. Conclusion

In this work, we proposed Sharpness-Aware Isotropic Merg-
ing (SAIM), a framework that unifies fine-tuning and model
merging for continual learning. Our core strategy lies in
treating the potential parameter drift from future merg-
ing as an anticipated perturbation. Specifically, the SA-
BCD optimizer fosters intrinsic robustness by defending
against parameter shifts during fine-tuning, while the adap-
tive isotropic merging algorithm ensures equitable knowl-
edge integration by balancing the singular value spectra
across tasks. Empirical results demonstrate that this syner-
gistic mechanism effectively mitigates catastrophic forget-
ting, yielding strong performance on individual tasks while
maintaining stability as the number of tasks scales.

Limitations. Despite SAIM’s strong performance in con-
tinual learning, there are still some limitations worth noting.
First, our current experiments focus on classification and
language modeling tasks, and future work could explore di-
verse tasks; second, this study only explores single-modality
input scenarios (pure vision or pure language), without ad-
dressing knowledge integration and transfer in multi-modal
learning environments, which has significant importance in
real-world applications; additionally, the model’s adaptabil-
ity under certain extreme data distributions requires further
validation. Improvements in these areas will be directions
for our future work, to enhance SAIM’s applicability and
effectiveness in complex scenarios.

Acknowledgements

This work was supported by the National Natural Science
Foundation of China (No. 62376282) and the Science
and Technology Innovation Program of Hunan Province
(No.2025RC3117).



Merge to Remember: Sharpness-Aware Isotropic Merging for Continual Learning

Impact Statement

This research focuses on developing model merging tech-
niques for efficient knowledge integration in Al systems.
We acknowledge that all machine learning methods, includ-
ing ours, may inherit biases from training data. While our
primary contributions are algorithmic and methodological
in nature, we encourage practitioners to evaluate potential
societal impacts before deployment in sensitive applications.
Our work aims to advance technology, and we urge users
to use our technology responsibly, complying with relevant
laws and regulations.
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Appendix

This appendix provides supplementary material to support our main findings. It consists of five main sections: (A)
LLM Usage Statement, (B) Proofs presenting theoretical foundations of our approach, (C) Algorithmic Details with full
pseudocode for our core methods, (D) Experimental Details describing implementation specifics, and (E) Additional Results
offering extended empirical evaluations.
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E.1.1 Detailed Task Performance .. ..... ... ..ot e 23
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E.1.3  Results of Five-Task Model Merging on MergeBench ............ ... ... o ... 25
E.1.4 Evaluation on TRACEBench with Llama-3.2-3B-Instruct ...............c..cciiiiiiiiiniiiiiieenn.. 25
E.2  Ablation Studies and Training AnalySis ..............o ittt e 25
E.2.1 Analysis of Fine-tuning Strategies ... ...........o.uotn ittt 25
E.2.2  Parameter Sensitivity ANAlySis . ... ......oonnuttn ittt e 27
E.2.3 Impact of Full Training Epochs on Llama-3.2-1B-INStruct ..............coiuiiiiiniiiniinianne.. 28
E.2.4 TImpact of Full Convergence on Vision Tasks ...t 28
E.3 Model Mechanisms and Computational Efficiency .......... ... . i 29
E.3.1 Multi-task Weight Disentanglement and Subspace Alignment ........... ... ... ... 29
E.3.2 Memory and Computational Efficiency Analysis .............coiuiiiiiiiiiiiiii .. 30
A. LLM Usage Statement

This paper made use of a large language model (ChatGPT) exclusively for language polishing, spelling correction, and
grammar checking. The LLM was not involved in literature retrieval or in the development of specific ideas. Following the
polishing process, the authors carefully reviewed and revised the content as necessary and assume full responsibility for the
final published version.

B. Proofs

In this section, we provide theoretical analyses for the key components of our SAIM approach. We present the convergence
analysis of SA-BCD (B.1), examine the subspace alignment properties of isotropic merging through a formal weighted
alignment score (B.2), and analyze how our method bounds parameter interference in continual learning scenarios (B.3).

B.1. Convergence Analysis of SA-BCD

Theorem 1 (Convergence of SA-BCD). Let £ be L-smooth and p-strongly convex. Let 8* be the global minimizer, and
suppose the block-selection operator satisfies E[|| Po, g¢ || | Fi—1] > pl|g¢||*. Given perturbation magnitude p and stochastic
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gradient variance o2, if the step size satisfies < the SA-BCD optimizer satisfies:

4L ’
Cn(L?p* + a?)
pp

ElL(0r) — £0)] < (1~ )" [£(00) - £007)) + (14)

2

where C > 0 is an absolute constant.

Proof. Let g = VL(0;_1 + €) + & be the stochastic perturbed gradient, where E[¢;] = 0 and E[|¢;||?] < 2. The update
rule is 6; = 0;_1 — nPq,g:. By L-smoothness, we have:

- Ln? -
L(0:) < L(B:-1) = 1lg1, Pa,Ge) + S5-I Po, 3t (15)
Define r, = VL(0;—1 + €;) — g;. Since L is L-smooth and ||¢; || < p, it follows that ||r¢|| < Lp. Taking the conditional
expectation E;[-] = E[- | F;—1] yields:
N p 1 p L*p?
Bal(on P, ] = EallPoael? + (Pougn, Pord) = planl? = (Bl + 5l = Bl - 52, 1o

where we utilized the coverage condition and Young’s inequality (a,b) > —£|al|* — ﬁ ||b]|%. For the quadratic term:
Ee[l| Po,gell*) < 3Eell| Pay gel® + | Pa,rell® + [[1Pa,&el”] < 3(llgell® + L?p* + o). (17)

Substituting these bounds into the smoothness inequality yields:

3L L? 3Ln?
E[L(00)] < L£(01) — (”21’ - ”) lgell* + u + (120 + o). (18)

Given ) < 5, we obtain ‘2 — % > "2 Applying the y-strong convexity condition ||g¢||? > 2u(L(0;—1) — £(6*)) and
denoting A; = E[L(6;) — L(6%)]:

L2 2
A, < (1 - %) Av_y +nC’ (p + L7702> . (19)
p
Unrolling the recursion for T steps and applying ZiT:_Ol (1—-7) < % completes the proof:
On(L20% + o2
Ap < (1- 1) T a4 G+ 07) 20)
2 pp
O

B.2. Subspace Alignment Analysis of Isotropic Merging

Next, we analyze how isotropic merging affects the alignment between task-specific representations and the merged
principal components. Note that a standard orthogonal projection matrix U U, ,;'— does not incorporate singular value weights.
Therefore, task aggregation is modeled through an energy-weighted subspace formulation.

Theorem 2 (Weighted Alignment via Isotropic Merging). Let A, be the parameter update matrix for task ¢, and let the
merged architecture possess principal components Uy, with corresponding left singular vectors u;. Define the Weighted

Alignment Score (WAS) for a set of normalized weights w; as WAS(Ay;w) = S2F_ | w?[|u] A||2, where S5 w; = 1. Let

wiA = kfg denote the weights used in Task Arithmetic, and w!*® = % denote the uniform weights of Isotropic Merging.

%
]17

Let p;(w) = % be the normalized alignment distribution. Isotropic Merging maximizes the Shannon entropy H of

the representation:

1
= < ™13 @D

Hp(w™)) = H(p(w™)) and [uwl[3 = -

14
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Proof. Let ¢; = ||u;’ A|| denote the unweighted projection magnitude of task ¢ onto the i-th principal component. In Task
Arithmetic, empirical singular values o; are typically skewed (e.g., 01 > o). As a result, the squared alignment terms

2

(whe;)? = ( L ci) are dominated by the leading singular vectors, which concentrates the variance such that task ¢
J

is predominantly represented by a small fraction of the rank-% subspace. In contrast, Isotropic Merging enforces equal

weighting w!*® = %

%

1
WAS(Ag; ') = = d e (22)

By applying uniform weights, Isotropic Merging balances the influence across all k basis vectors. Because it minimizes
the Ly norm of the weight vector (min,, |[w||3 = ||w"°||3 = 1/k), it maximizes the entropy of the effective alignment
distribution. By distributing the representation evenly rather than concentrating it in the leading principal components
(where w* — 1), Isotropic Merging prevents dimensional collapse and yields a higher entropy H (p(w'™°)). O

B.3. Analysis of Parameter Interference Reduction

In this section, we rigorously connect the optimization landscape (Theorem 1) and subspace alignment properties (Theorem
2) through Lemmas 3.1 and 3.2 to formally bound parameter interference reduction (Theorem 3).

Lemma 3.1 (SA-BCD Bounds Hessian Maximum Eigenvalue). Let £(6) be the empirical loss. Let 5P be a minimizer
found by SGD, and §54™ be a minimizer found by SA-BCD. Then:

Amax(VZL(03™M)) < A (V2L(659P)) (23)

Proof. SGD minimizes the empirical risk £(6). By the definition of a global minimum, £(65P) < £(#54™). Conversely,
SA-BCD minimizes the Sharpness-Aware surrogate loss L£g 4(6). Using a second-order Taylor expansion around a critical
point, the worst-case perturbation within a radius p follows the eigenvector associated with the maximum eigenvalue:

2
Lsa(6) = max L(0+) = L(8) + 5 Amax(TL(6)) 24)

HSGD)

By definition, 5™ minimizes this surrogate loss, yielding L4 (054™) < Lg4( . Expanding this inequality gives:

2 2
LENM) + EAnax(V2LERM)) < LE5P) + Eod o (V2L(0°P)) @3)

Rearranging the terms isolates the eigenvalues:

2 2
%)\max(vzﬁ(GSAlM)) S %)\max(v2£(98GD)) + [c(eSGD) _ E(GSAIM)] (26)
Since £(65P) — L£(§54™M) < 0, the right-hand side is bounded by the SGD eigenvalue term:

Amax(VZL(O5AM)) < Ao (V2L(65P)) (27)

This indicates that the optimizer found by SA-BCD resides in a region of the loss landscape with bounded maximum
curvature. O

Lemma 3.2 (Isotropic Merging Bounds Parameter Distance). Let At be the merged task updates under standard Task
Arithmetic. Isotropic Merging equalizes the full-rank singular value spectrum to the mean . This transformation limits the
Frobenius norm of the parameter space, thereby bounding the maximum Euclidean distance between the merged model
Osamv and the individual task expert 07, :

|0samv — 07, ||* < [|0s6D Meree — O, || (28)
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Proof. Let the full-rank SVD of the Task Arithmetic matrix be Aa = Y. Ay = UXV T, where ¥ = diag(oy,...,0,). The
squared Frobenius norm is determined by the unconstrained spectrum:

Esop = [|Anal| 7 =Te(278) = of (29)
=1

Isotropic Merging transforms the spectrum by enforcing uniform capacities, generating Ay, = U(G1)V T where & =
% >-i_, 0i. The geometric energy of this constrained parameter space is:

2

T 1 T

Bsam = [[Awol[7 = > 0% =r- <r Zo—z) (30)
i=1 i=1

By the Cauchy-Schwarz inequality, for a skewed singular value distribution, this becomes a strict inequality:

2
r 1 "
201‘227“' *Zai = FEsamm < Esop @1
i=1 =

This demonstrates that uniformizing the singular spectrum limits the overall Frobenius norm of the parameter manifold.
Because large Euclidean divergences are typically dominated by a few skewed principal directions (o1 > o,.), Isotropic
Merging constrains these magnitudes. Since fsapv operates within this lower-energy spectral manifold, its distance to the
task expert 67, is constrained accordingly. Consequently, the Euclidean distance satisfies:

|Osamm — O, || < l0sGD Merge — O, 12 (32)

O

Theorem 3 (SAIM Bounds Parameter Interference). Let Osapv be the merged model after singular value re-balancing, and
07, be the task expert found by SA-BCD for task ¢. The interference drop in the task loss due to merging is defined as
01 = L1(0samm) — L1 (01,). SAIM provides a tighter bound on this interference compared to standard SGD merging:

0samm < ISGD_Merge (33)

Proof. We perform a second-order Taylor expansion of the task loss £;(0samv) around the task expert minimum 67, . Since
O, is a local minimum, the gradient V.L;(fr,) = 0.

1
L (0samm) =~ L4(07,) + 5(95AIM — HT,,)THt(QSAIM —0r,) (34)

Rearranging for the interference drop d;:

(Osamm — 07,) " Hy(0samm — 07,) (35)

N =

0¢ = Li(Osamm) — Li(07,) =

Using the Rayleigh quotient property (z " Hz < Amax(H)||z||?), we can bound this quadratic form:

1
0 < 5/\max(Ht)||9SAIM — 01,12 (36)

This derivation decomposes the interference deviation into two components: the landscape curvature Apyax(H;) and the
squared parameter distance ||@sapy — 67, ]|?. By Lemma 3.1, SA-BCD enforces the curvature bound Aya, (HPA™M) <
Amax (HF6P). By Lemma 3.2, Isotropic Merging enforces the distance bound ||0sam — 67, ||? < ||0s6p Merge — O ||?- Since
both non-negative terms in the upper bound are minimized under the SAIM framework, their product is appropriately
constrained. The resulting interference deviation satisfies:

0samM < 0SGD_Merge (37)

O
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C. Algorithmic Details

We present the full pseudocode for the two core components of our SAIM framework: the Sharpness-Aware Block Coordinate
Descent (SA-BCD) optimizer (Algorithm 1) and the Sharpness-Aware Isotropic Merging (SAIM) procedure (Algorithm 2).

Algorithm 1 Sharpness-Aware Block Coordinate Descent (SA-BCD) Optimizer Fine-tuning

1: Input: Initial model parameters O, learning rate 1, momentum parameters 31, 82, small constant €, perturbation
magnitude p, parameter selection ratio p

2: Output: Fine-tuned model parameters O
3: Initialize momentum estimates mg = 0,v9 = 0
4: fort =1to T do
5. Sample batch data D; and compute gradient
6: gt — V@L(@t_l, Dt)
7:  Update first-order momentum: m; = Syms—1 + (1 — B1)g:
8:  Select index set §2; corresponding to top p% values of ||
9:  Compute worst-case perturbation on selected subset:
10: €o = p%
11:  Update second-order momentum: vy = Bovy_1 + (1 — [2)g2
12:  Bias correction: m; = %, Uy = #
1 2
13:  Compute gradient at perturbed points: g; = Vo L(0,_1 + €}, Dy)
14:  Selective parameter update:
15 for each parameter ¢ do
16: if i € Q; then h
17: Gt,i = thl,i — nﬁggﬂ
18: else
19: O, = ©;_1,; (remain unchanged)
20: end if
21:  end for
22: end for

23: Return O

D. Experimental Details

This section outlines the experimental setup used to evaluate our method. To systematically present these details, we divide
this section into two parts. In Section D.1, we provide the general setup and baselines, covering datasets and task settings,
baseline methods, and implementation details. In Section D.2, we describe specific analysis setups, including parameter
change analysis and weight disentanglement visualization. These details ensure reproducibility and provide context for our
empirical findings.

D.1. General Setup and Baselines
D.1.1. DATASETS AND TASK SETTINGS

Vision Tasks. For evaluating SAIM in the vision domain, we follow the FusionBench protocol (Tang et al., 2025a; Qiu
et al., 2025), using 20 diverse image classification datasets organized into three task groups. To ensure robustness and
consistency, we conduct experiments with five different random task permutations (using seeds 42-46), as shown in Table 11.
For clarity, we denote the datasets by their indices: (1) SUN397(Xiao et al., 2010), (2) Stanford Cars(Krause et al., 2013),
(3) RESISC45(Cheng et al., 2017), (4) EuroSAT(Helber et al., 2019), (5) SVHN(Netzer et al., 2011), (6) GTSRB(Stallkamp
et al., 2012), (7) MNIST(LeCun et al., 2002), (8) DTD(Cimpoi et al., 2014), (9) Flowers102(Nilsback & Zisserman, 2008),
(10) PCAM(Veeling et al., 2018), (11) FER2013(Goodfellow et al., 2013), (12) Oxford-IIIT Pets(Parkhi et al., 2012), (13)
STL-10(Coates et al., 2011), (14) CIFAR-100 and (15) CIFAR-10(Krizhevsky et al., 2009), (16) Food-101(Bossard et al.,
2014), (17) Fashion-MNIST(Xiao et al., 2017), (18) EMNIST(Cohen et al., 2017), (19) KMNIST(Clanuwat et al., 2018),
(20) Rendered SST-2(Socher et al., 2013).
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Algorithm 2 Sharpness-Aware Isotropic Merging (SAIM) for Continual Learning

1: Input: Pre-trained model parameters 6,,,., task sequence 7 = {13, T5, ..., Tn }, balance coefficient A, scaling factor o
2: Output: Final model parameters 6 ¢;y,4;

3: 90 — gpre

4: fort =1,2,3,...,N do

Sharpness-Aware Fine-tuning (see Algorithm 1)

Or, + SA-BCD-Finetune(0;_1, T3, 7, .. .)

Ar, =0, — 01

Amerged 0

9:  for each parameter layer £ do

10: A’ccurn = 9571 - 9;7“6

11 Acom = AL, + Ak

12: Singular value decomposition: Ay, = U svT
13: Adaptive singular value balancing:

14: o= % Mo

15: S=0+(2-0)x %

16: AR gea < USVT

17:  end for

18:  Update model parameters: §; < 0o + aAerged
19: end for

20: Return 0 ;4 < On

* 8-task setting: SUN397, Stanford Cars, RESISC45, EuroSAT, SVHN, GTSRB, MNIST, and DTD
* 14-task setting: The 8-task setting plus Flowers102, PCAM, FER2013, Oxford-IIIT Pets, STL-10, and CIFAR-100

e 2(-task setting: The 14-task setting plus CIFAR-10, Food-101, Fashion-MNIST, EMNIST, KMNIST, and Rendered
SST-2

These datasets span various domains including scene recognition, object classification, remote sensing, texture analysis, and
character recognition. To provide a comprehensive overview, we list the detailed statistics of all downstream datasets used in
our experiments in Table 10, following prior works Tang et al., 2025a; Qiu et al., 2025. The table includes the number of
classes, training and test samples, and the corresponding task type for each dataset.

To ensure robustness to task ordering effects, we conduct experiments with five different random task permutations, as shown
in Table 11. For all vision experiments, we use CLIP-ViT models (ViT-B/32, ViT-B/16, and ViT-L/14) as the backbone
architectures.

Language Model Tasks. We evaluate SAIM in language domains using two benchmark suites:

MergeBench (He et al., 2025): This benchmark consists of five distinct domains with various tasks in each domain. We use
the official Llama-3.2-3B and Llama-3.1-8B model weights in our experiments. Table 12 details the datasets and evaluation
metrics for each domain.

TRACEBench (Wang et al., 2023b): This benchmark evaluates continual learning through a sequence of seven tasks, with
each task containing 5,000 samples. We use Llama-3.2-3B-Instruct and Llama-3.2-1B-Instruct as the base model and follow
the official task sequence. The evaluation metrics for each task are summarized in Table 13.

Evaluation Protocol. We evaluate our method in two fine-tuning settings:
* Independent fine-tuning: Each task is fine-tuned separately from the same pre-trained model, then merged.

* Sequential fine-tuning: Each task is fine-tuned from the previous merged model, forming a true continual learning
pipeline.
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Table 10. Extended downstream datasets used in our experiments.

Dataset #Classes  #Train (k) #Test (k) Task
SUN397 287 19.9 19.9 Scene category
Stanford Cars 196 8.1 8.0 Car series
RESISC45 45 18.9 6.3 Remote-sensing scene
EuroSAT 17 21.6 2.7 Satellite land-use
SVHN 10 73.3 26.0 Digit recognition
GTSRB 43 39.2 12.6 Traffic sign
MNIST 10 60 10 Hand-written digit
DTD 47 3.8 1.9 Texture recognition
Flowers102 102 1.0 6.1 Flower species
PCAM 2 262 32.8 Tumour classification
FER2013 7 28.7 3.6 Facial emotion
Oxford-IIIT Pets 37 3.7 3.7 Animal species
STL-10 10 5 8 Object recognition
CIFAR-100 100 50 10 Natural object
CIFAR-10 10 50 10 Natural object
Food-101 101 75.8 25.3 Food type
Fashion-MNIST 10 60 10 Fashion product
EMNIST 10 60 10 Hand-written digit
KMNIST 10 60 10 Kuzushiji character
Rendered SST-2 2 6.9 1.8 Rendered sentiment

Table 11. The five different task orderings used in our vision experiments.

Order Dataset Order by ID

(6—5—-7—-2—-3—-8—1-4—10—14—13—-11—-12—-9—-20—15—16—19—18—17)
(7—8—5—-4—-2—-6—3—1—-13—-12—-9—-14—10—-11—-15—-16—17—20—18—19)
3—-8—-2—1-5-7—-6—54—9—11—-13—10—12—14—15—-16—20—19—18—17)
4—-7—-8—2—-1-6—5—-3—-11—-10—12—13—14—9—17—19—18—15—20—16)
2—6—54—8—1-7—5-3—-10—-13-9—-11—-14—-12—17—-19—18—16—20—15)

DN AW -

For vision tasks, we follow the FusionBench protocol proposed by (Tang et al., 2025a; Qiu et al., 2025), reporting average
accuracy (ACC) and backward transfer (BWT) as defined in the main text. For MergeBench, each domain score is calculated
as the average of the main metrics of all tasks within that domain (e.g., prompt-level accuracy, exact match, pass@1, etc.),
and the overall score is the arithmetic mean of the five domain scores. For TRACEBench, the main metric of each of the
seven tasks is extracted, and the final score is the arithmetic mean of these seven metrics.

D.1.2. BASELINE METHODS

All baseline methods evaluated in this work are implemented following their original principles and code logic, with
hyperparameters set according to the recommendations in their respective papers. Let 6y denote the pre-trained parameters,

0, the expert model fine-tuned for task ¢, and the task vector 7, = 6; — . After ¢ tasks, the merged model is denoted as
(t)

merged*
Continual Fine-tuning (C. Fine-Tuned). The model is sequentially fine-tuned on each new task dataset D;, updating

parameters as () = FineTune(#*~), D,), with (°) = §,. This approach adapts the model to each new task but may lead
to forgetting previous knowledge.

Stochastic Weight Averaging (SWA). SWA incrementally averages the parameters of all task-specific models(Izmailov
et al., 2018). At each step, the merged model is updated as 0&2,/\ = =1 Géi;Al) + 1 6;, which is equivalent to Gg}& =

0o + + Z;F:l 7¢. This method smooths out individual task updates and can improve robustness.
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Table 12. Datasets used for model evaluation in MergeBench.

Category Dataset Metric # Data
Instruction-following IFEval Prompt level accuracy 541
Mathematics GSMS8k EM (8-shot CoT) 1320
MATH EM (0-shot CoT) 5000

M_MMLU Accuracy 60K

Multilingual understanding M_ARC Normalized accuracy  10.34K
M _Hellaswag Normalized accuracy  37.35K

Codin Humaneval+ Pass@1 164
& MBPP+ Pass@1 378
WildGuardTest RTA 1730

Safet HarmBench RTA 410
y DoAnythingNow RTA 15.14K
XSTest Accuracy 450

Table 13. TRACEBench tasks and evaluation metrics.

Category Task Description Metric Avg. Len.
ScienceQA Science reasoning Accuracy 210

Domain-specific FOMC Meeting summarization  Accuracy 51
MeetingBank Meeting QA ROUGE-L 2853

Multi-lineual C-STANCE Stance detection Accuracy 127
£ 20Minuten News summarization SARI 382
NumGLUE-cm Commonsense math Accuracy 32

Mathematical reasoning NumGLUE-ds  Data science reasoning Accuracy 21

Continual Task Arithmetic (C. TA). For each task ¢, the task vector is defined as 7: = 6; — 6y. The cumulative task

vector up to step ¢ is TC(J% = Z:Zl 7;. The merged model is constructed by applying a scaling factor « to the cumulative

task vector, i.e., Q(t) =6+« Tc(f%. This approach integrates knowledge from all tasks by accumulating their parameter
merged 1YY g g y g p

changes(Ilharco et al., 2022).

Continual TIES-Merging (C. TIES). Each task vector 1y is pruned by keeping only the top-k% entries with the largest
absolute values, setting the rest to zero. The pruned vector is denoted as Trimg (7). The cumulative pruned vector is
updated recursively as Aéf,?n = Agﬁ;l) + Trimg(7), starting from AéS}n = 0. The merged model is then computed as
ot 0= b+« Aéﬁzn, where « is a scaling factor. This method emphasizes the most significant parameter changes and

merge:
reduces interference(Yadav et al., 2023).

Maximum Magnitude Selection (MagMax). For each parameter dimension j, MagMax selects the update with the
i\/’[;gMax er(rfe)rged =

0o + aAGiv[agMax, where « is a scaling coefficient. This approach aims to maximize stability by always choosing the strongest
signal for each parameter(Marczak et al., 2024).

largest absolute value among all tasks, i.e., Af = argmax,<¢ |75 ;|. The merged model is given by

Orthogonal Projection-based Continual Merging (OPCM). OPCM is a projection-based scheme to mitigate task
interference by enforcing orthogonality between parameter updates. Specifically, at each step, the update A#d, is projected
onto the orthogonal complement of the subspace spanned by previous updates. The merged model is computed as

greed — gy + /\% [/\t_lAH?_erlged + P(t_l)(AGt)}, where P(t=1) denotes the orthogonal projection operator and \; is

a normalization factor. This approach reduces overlap between tasks and preserves unique information in the merged
model (Tang et al., 2025b).
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Elastic Weight Consolidation (EWC). EWC protects past knowledge by penalizing parameter drift weighted by diagonal
Fisher information (Kirkpatrick et al., 2017). The objective is to minimize £;(6) + 5 >°, F;(6; — 0;)%, where 6* is the
previous optimum and A controls the trade-off between stability and plasticity. This regularization helps retain important
parameters for previous tasks.

Experience Replay (ER). Current data D; is mixed with a replay buffer 3 of past samples. The optimization objective
isming E, y)~p, L(0;2,y) + pE(e)~L(0; 2, y), with i > 0 controlling the replay strength. This method alleviates
forgetting by revisiting previous data during training (Buzzega et al., 2020).

O-LoRA (Wang et al., 2023a). O-LoRA incrementally allocates task-specific LORA subspaces and constrains the current
task subspace to be orthogonal to previous ones. Denote LoRA factors of task ¢ by (A;, Bt). The orthogonality penalty is

Lown = Y _ 14T A%, (38)
i<t

and the training objective is £; + ALqtnh. The effective weight update can be viewed as W = W + 22:1 A;B;. This
design reduces subspace interference without replay buffers.

LoRAMOE (Dou et al., 2024). LoRAMOE replaces single-adapter updates with a mixture of multiple LoRA experts and a
learned router. For input representation x, the routed LoRA update is

E
AW (z) = % 3 gel@) BeA., (39)
e=1

with routing weights g(z) = Softmax(Wyz). The layer output is y = Wyx + AW (x)z. By dynamic expert combination,
LoRAMOE improves adaptation flexibility over single-adapter continual tuning.

MH-MOoE (Chen et al., 2026). MH-MoE performs routing at the attention-head level instead of routing on a fully
mixed post-attention representation. Let x;, be the representation of head h. Head-wise routing computes gp,(z) =
Softmax(Wp,z},), and the MoE correction is aggregated as

H Ep

Ay = Z Zghﬁ(‘rh) Bh,eAh,e.'L'h. (40)

h=1e=1

This design reduces composition collisions in routing and mitigates forgetting caused by head-mixed interference.

PASs-MoE (Hou et al., 2026). PASs-MoE defines a pathway activation subspace for each expert using LoRA down-
projection: S, = span(A.). Routing is reweighted by pathway activation strength (e.g., based on || A.z||), and rank-
level stabilization is imposed on historically important directions. Its objective is typically formulated as £ = Lyagx +
ARS Lrank_stab, Where Liank stap penalizes drift on task-critical low-rank channels. A common rank-level form is

E r
Loantcstab = > 2 15 (Jlac; = a2S13 + I1be — b25113) (41)

e=1j=1

where a. ; and b, ; are the current rank-j LoRA factors of expert e, (a;’l?, b‘eﬂ?) are their historical references, and 1, é“;t is

the historical importance weight of that rank direction. This coupling of routing alignment and rank stabilization improves
retention under fixed-capacity MoE-LoRA.

InfLoRA (Liang & Li, 2024). InfLoRA expands a LoRA-like branch for each task while freezing the backbone and
previous branches. It designs the reduction matrix B; using gradient-space information so that the update for task ¢ lies in
an interference-free subspace. Let NV; denote the gradient subspace of the new task and M that of old tasks (estimated via
DualGPM); InfLoRA enforces

span{b; 1,...,b;r} C Ny N M, (42)

where b, ; are the rows of B;. Only A; is tuned, keeping updates orthogonal to old-task gradients while preserving plasticity
within NV;.
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LoRA Subtraction (Liu & Chang, 2025). LoRA-Sub addresses feature drift in exemplar-free continual learning by
establishing a Drift-Resistant Space (DRS). It subtracts accumulated LoRA updates of past tasks from the pre-trained
weights before processing new task data:

W, =Wo— Y AW;, AW, = B;A;, (43)

i<t

where W) is the initial pre-trained weight. The DRS is then derived from features under Wt, and new LoRA updates are
learned in this space to reduce interference without storing exemplars.

SD-LoRA (Wu et al., 2025). Scalable Decoupled LoRA (SD-LoRA) separates the learning of LoRA directions and
magnitudes across tasks. It keeps the previously learned directions { Ay By } <+ fixed and only reweights them with learnable
scalars {cy, } while adding a new direction for task ¢:

t
W= (WO + Z OékAkBk> x. (44)

k=1

This decoupling enables rehearsal-free continual learning with efficient inference, since the final model directly uses the
aggregated LORA components without task-specific selection.

D.1.3. IMPLEMENTATION DETAILS

All experiments were conducted on NVIDIA RTX 4090 (48G) GPUs using mixed precision (FP16). We utilized the AdamW
optimizer with cosine learning rate scheduling and a weight decay of 0.01.

Experiments on Vision Tasks. For vision tasks, we used CLIP-ViT models (ViT-B/32, ViT-B/16, ViT-L/14) as the backbone
architectures with input resolution 224, following the FusionBench protocol (Tang et al., 2025a; Qiu et al., 2025). The
global batch size was 128 (32 for ViT-L/14), with gradient accumulation to ensure consistent effective batch size. Each ViT
model was fine-tuned on each task using the AdamW optimizer with a learning rate of le-5. The batch size was set to 32 for
ViT-L-14 and 128 for the other models, with gradient accumulation steps of 4 for ViT-L-14 and 1 for the others. The number
of training epochs for each task is consistent with the ISO-C protocol (Marczak et al., 2025). For our SAIM method, we set
the balance coefficient A to O, the perturbation magnitude p in SA-BCD to 0.05, and the parameter selection ratio p to 0.3.
All experiments use the official training splits, and no data from previous tasks is accessed during fine-tuning or merging. To
evaluate robustness to task order, we repeat experiments with five different task permutations (random seeds 42 to 46) and
report the mean and standard deviation (Tang et al., 2025b; Qiu et al., 2025).

Experiments on Large Language Models. For large language model experiments, we conducted continual learning on
both the MergeBench (He et al., 2025) and TRACEBench (Wang et al., 2023b) benchmarks. For MergeBench, we used
the official Llama-3.2-3B and Llama-3.1-8B weights provided by huggingface', and performed continual model merging
across five domains (instruction, mathematics, multilingual, coding, safety) to simulate the continual learning process (He
et al., 2025). In SAIM, the perturbation magnitude p in SA-BCD was set to 0.05, the parameter selection ratio p to 0.3, the
scaling factor « to 1.0 for Llama-3.2-3B and 1.1 for Llama-3.1-8B, and the balance coefficient A to 0.25. For TRACEBench,
we followed the TRACE and MoFO protocols (Chen et al., 2024; Wang et al., 2023b), using Llama-3.2-3B-Instruct and
Llama-3.2-1B-Instruct as the base models and performing continual fine-tuning and merging according to the official task
sequence (C-STANCE, FOMC, MeetingBank, ScienceQA, NumGLUE-cm, NumGLUE-ds, 20Minuten). Fine-tuning was
performed with a learning rate of 2e-5, batch size of 8, and cosine decay schedule. In SAIM, the balance coefficient A was
set to 0, with other hyperparameters the same as above, and the sequence length was set to 2048.

D.2. Specific Analysis Setups
D.2.1. PARAMETER CHANGE ANALYSIS SETUP

In our parameter change analysis experiments, we used the ViT-B/32 model and analyzed parameter changes after fine-tuning
on five categories of visual tasks, each containing three specific datasets:

* OCR (Optical Character Recognition): MNIST, EMNIST, KMNIST

1https ://huggingface.co/MergeBench
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VQA (Visual Question Answering): STL10, CIFAR100, RenderedSST2

* Geometry (Geometric Recognition): GTSRB, RESISC45, EuroSAT

Chart (Chart and Scene Classification): CIFAR10, Food101, SUN397

¢ Grounding (Object Grounding and Segmentation): Cars, OxfordIIITPet, DTD

For each task category, we performed fine-tuning using both the standard AdamW optimizer and our proposed SA-BCD
optimizer, with a parameter selection ratio p = 0.3 and perturbation magnitude p = 0.05. All fine-tuning was conducted
with a learning rate of 1le—5 and weight decay of 0.01. To ensure reproducibility, we set the random seed to 42 and fine-tuned
separately on each of the three datasets for every task category. After fine-tuning, we computed the absolute difference
between the fine-tuned and pre-trained model parameters, took the logarithm (log;), and plotted histograms to visualize the
distribution of parameter changes under different optimizers.

D.2.2. WEIGHT DISENTANGLEMENT VISUALIZATION SETUP

To evaluate the effectiveness of SA-BCD fine-tuning in reducing parameter interference and improving weight disentangle-
ment, we conduct visualization experiments under two settings: (1) merging two task-specific models across two tasks, and
(2) merging all eight task-specific models across two tasks.

In the first setting, the merged model is parameterized as Opege = 6o + @171 + 7o, where 71 and 7 are the task
vectors obtained by fine-tuning on tasks 1 and 2, respectively. In the second setting, the merged model is parameterized
as Omerge = 0o + 171 + a2 + >, ¢{1,2} ¥sTs where 7, denotes the task vectors for the remaining six tasks and a is
obtained through grid search to maximize the average accuracy.

For both settings, we vary (aq, ap) over a grid from —0.5 to 1.5 with 21 evenly spaced points along each axis, resulting in a
21 x 21 grid. For each (a1, ao) pair, we compute the disentanglement error (v, g ) using the merged model obtained via
SA-BCD fine-tuning. The error values are visualized using contour plots, which highlight regions in the parameter space
where weight disentanglement is stronger. Since the task coefficients are real-valued, contour plots provide an effective way
to illustrate the variations in loss landscape and disentanglement error across the continuous (o, a) space.

E. Additional Results

This section presents supplementary experimental results to further demonstrate the effectiveness of SAIM. To organize
these findings systematically, we categorize them into three main parts: First, Section E.1 provides detailed performance
and benchmark evaluations, including accuracy matrices and evaluations on MergeBench and TRACEBench. Second,
Section E.2 covers ablation studies and training analysis, demonstrating the impact of fine-tuning strategies, parameter
sensitivity, full training epochs, and full convergence. Third, Section E.3 explores model mechanisms and computational
efficiency, including weight disentanglement, subspace alignment, and memory efficiency analysis.

E.1. Detailed Performance and Benchmark Evaluations
E.1.1. DETAILED TASK PERFORMANCE

Table 14 extends the results from Table 1 in the main text, providing a detailed breakdown of accuracy for each of the 20
visual tasks after merging. We compare various methods (SWA, Task Arithmetic, TIES-Merging, MagMAX-IND, OPCM,
and our proposed SAIM) across three CLIP-ViT backbones (ViT-B/32, ViT-B/16, ViT-L/14).

As shown in Table 14, SAIM achieves the best performance on most tasks. Particularly significant improvements are
observed on complex tasks such as SUN397, RESISC45, and GTSRB, where SAIM outperforms the second-best method by
approximately 5-20 percentage points. This advantage becomes more pronounced with larger models (ViT-L/14), indicating
that SAIM effectively leverages the expressive capacity of larger architectures. Notably, on certain tasks like FER2013,
other methods may show slight advantages, suggesting that task characteristics can influence the optimal merging strategy.

Moreover, we observe that all methods face challenges on certain tasks (e.g., EMNIST and KMNIST), likely due to their
significant distribution shift from pre-training data. Even on these challenging tasks, however, SAIM demonstrates superior
generalization capabilities, validating our method’s effectiveness in cross-task knowledge transfer.
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Table 14. Test set accuracy comparisons on different downstream tasks.

0
1 ch WY < %\Q

o \© S N g & o
Model N SRy o S S NS AR <P
ViT-B/32
C. FINE-TUNED 53.9 38.2 64.7 98.7 454 344 86.7 58.4 57.5 67.7
AVERAGE (SWA) 64.2 59.6 64.8 60.9 473 43.1 71.8 46.4 66.5 63.9
C.TA 62.0 53.7 60.9 58.1 485 489 79.4 46.1 61.1 734
C. TIES 62.5 49.1 55.8 50.9 54.6 493 82.0 46.7 58.5 69.9
MAGMAX-IND 63.6 53.1 59.7 49.1 53.8 53.1 79.8 432 56.9 75.1
OPCM 64.4 51.1 66.0 71.7 66.1 56.0 90.2 40.4 64.9 80.2
SAIM (Ours) 68.5 60.3 84.5 74.9 65.3 76.1 86.0 66.2 68.2 84.9
ViT-B/16
C. FINE-TUNED 62.7 58.0 67.6 99.1 46.0 29.2 93.9 61.9 64.1 75.2
AVERAGE (SWA) 67.1 64.6 69.3 63.4 62.4 52.7 80.7 46.6 71.8 63.1
C.TA 65.8 57.5 63.8 59.5 64.7 54.0 88.0 453 67.5 67.1
C. TIES 64.2 529 60.9 53.0 62.8 488 88.4 45.0 61.3 68.5
MAGMAX-IND 65.8 51.8 57.8 426 54.4 437 83.0 4238 60.4 69.8
OPCM 67.9 55.9 73.7 77.5 74.4 63.2 94.1 492 723 79.6
SAIM (Ours) 71.9 71.1 86.5 85.0 70.4 84.3 92.3 70.9 70.8 80.5
ViT-L/14
C. FINE-TUNED 69.5 73.6 78.3 99.2 59.3 493 98.6 69.7 83.2 78.3
AVERAGE (SWA) 70.7 777 76.4 75.3 69.5 62.1 93.7 57.7 80.0 73.6
C.TA 70.4 74.1 73.9 66.3 69.9 65.6 95.1 56.6 78.6 70.4
C. TIES 69.7 70.3 65.3 479 76.1 63.6 94.7 54.4 779 72.3
MAGMAX-IND 73.1 73.7 75.6 64.6 73.7 68.8 94.6 56.1 78.0 71.7
OPCM 73.1 78.3 82.4 80.2 80.8 80.4 97.4 61.6 84.8 76.3
SAIM (Ours) 77.8 85.8 93.9 92.6 86.2 91.3 97.3 78.1 82.9 90.3

X s
N \¥ <
> » W o R S S8 &

0 ¥ \Q > Y 3O \Y $\ et
Model ?‘?& o v C\Qb C\Q?s o Q?’%‘\ ?FI\XA ‘@@ <
ViT-B/32
C. FINE-TUNED 58.3 68.5 86.7 402 70.5 50.0 90.7 724 54.5 54.5
AVERAGE (SWA) 50.2 84.1 97.0 69.8 92.7 80.4 71.3 15.0 115 61.8
C.TA 51.4 82.3 94.9 64.6 91.4 719 73.9 17.8 122 59.9
C.TIES 495 81.3 95.2 63.7 91.2 70.2 73.7 17.8 16.9 59.8
MAGMAX-IND 56.5 79.9 94.6 68.7 91.9 73.8 743 183 15.4 63.9
OPCM 55.8 82.9 95.9 67.6 92.8 74.0 76.3 224 183 64.6
SAIM (Ours) 499 84.1 95.5 69.6 925 78.2 81.2 743 423 69.3
ViT-B/16
C. FINE-TUNED 60.5 84.5 90.5 38.8 73.6 61.9 89.7 83.3 51.5 72.8
AVERAGE (SWA) 50.9 89.6 98.0 72.9 94.2 85.9 733 15.6 12.4 62.5
C.TA 50.7 89.3 97.0 68.0 93.1 80.3 75.7 18.1 16.7 61.8
C. TIES 50.4 87.9 96.3 63.1 91.7 78.0 75.0 234 249 61.5
MAGMAX-IND 57.7 88.8 97.5 715 94.4 81.3 772 24.5 25.0 59.4
OPCM 59.5 91.8 97.7 73.2 94.7 83.1 81.3 26.5 234 66.8
SAIM (Ours) 497 90.1 97.8 76.1 95.0 85.3 86.2 92.9 49.9 74.2
ViT-L/14
C. FINE-TUNED 68.0 92.1 94.5 60.5 85.7 74.8 93.1 89.0 59.2 78.8
AVERAGE (SWA) 52.7 94.2 99.2 81.7 97.0 90.7 774 16.1 10.4 66.1
C.TA 55.7 94.2 98.6 79.1 91.6 87.6 80.8 17.6 10.6 63.6
C. TIES 57.6 93.5 97.8 74.0 95.6 84.7 79.7 20.2 12.6 58.4
MAGMAX-IND 529 93.9 98.7 82.1 97.3 89.5 81.6 19.2 11.1 68.4
OPCM 61.8 95.4 99.2 83.0 97.8 90.9 86.0 26.4 14.7 71.0
SAIM (Ours) 53.5 95.2 99.6 85.4 98.3 90.2 90.7 95.4 82.4 82.5
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E.1.2. ACCURACY MATRICES ACROSS TASK SEQUENCES

Figure 4 shows the accuracy matrices of SAIM under different model sizes and task numbers, helping visualize how well
knowledge is retained during continual learning. In each matrix, rows indicate the order in which tasks are merged, and
columns show the test accuracy for each task. Diagonal entries represent the accuracy on the current task, while off-diagonal
entries reflect how well the model remembers previous tasks and transfers knowledge.

From these matrices, we observe several clear trends. First, as the model size increases from ViT-B/32 to ViT-L/14, the
overall accuracy improves and the values become more uniformly high (see subfigures a-c). Second, when the number of
tasks increases from 8 to 20, SAIM remains stable, keeping high accuracy even for earlier tasks in longer sequences (see
subfigures d-f), with most values above 80% in the ViT-L/14 20-task matrix.

SAIM also performs well when switching between very different tasks. For example, in the ViT-L/14 results, the model
maintains high accuracy when moving from scene recognition (SUN397) to digit recognition (MNIST) and then to remote
sensing (RESISC45). The consistently bright colors in the matrices indicate that SAIM can integrate knowledge from
diverse domains with little interference between tasks.

E.1.3. RESULTS OF FIVE-TASK MODEL MERGING ON MERGEBENCH

In the main text, we primarily discuss results on the Llama-3.2-3B scale. Here, we provide the corresponding evaluation for
the Llama-3.1-8B model. Table 15 presents performance across four domains, excluding the Math task?. Despite this, SAIM
achieves the highest average score (0.494) against all baselines. For completeness, Table 16 provides results including
all five task models. Even with the inclusion of the outlier Math task, SAIM maintains the highest average score (0.551),
demonstrating its robustness across diverse task domains.

Table 15. Comparison of Model Merging Methods on MergeBench  Table 16. Comparison of Model Merging Methods on MergeBench

with Llama-3.1-8B (Excluding Math). with Llama-3.1-8B (Including Math).
Method Task Performance (1) Ave. (1) Method Task Performance (1) Ave. (1)
Instr. Multi. Coding Safety Instr. Math Multi. Coding Safety
Pre-Trained 0.080 0.532 0.363 0.370 0.336 Pre-Trained 0.080 0.563 0.532 0.363 0.370 0.382
Fine-Tuned 0.375 0.540 0.563 0.774 0.563 Fine-Tuned 0.375 0.403 0.540 0.563 0.774 0.531
TIES-Merging 0.062 0.487 0.371 0.789 0.427 SWA 0.079 0.726 0.528 0.497 0.573 0.480
DARE 0.201 0.321 0439 0.760 0.430 TIES-Merging 0.062 0.777 0.519 0.465 0.635 0.492
SWA 0.028 0.531 0468 0.758 0.446 MagMAX 0.209 0.785 0.465 0.453 0.612 0.505
MagMAX-IND 0.125 0.408 0.511 0.841 0.471 DARE 0.208 0.743 0473 0.474 0.594 0.498
Task Arithmetic 0.205 0.377 0.519 0.802 0.476 Task Arithmetic 0.195 0.772 0.489 0.492 0.587 0.507
SAIM (Ours) 0.204 0471 0.520 0.779 0.494 SAIM (Ours) 0.326 0.796 0.464 0.475 0.694 0.551

E.1.4. EVALUATION ON TRACEBENCH WITH Llama-3.2-3B-Instruct

We also evaluated our method using the larger Llama-3.2-3B-Instruct model on TRACEBench. Table 17 presents these
results, which exhibit similar superior performance as observed with the 1B model in the main text. Specifically, SAIM
achieves the highest average score (0.547), outperforming competitive baselines like DARE (0.491). This consistency
highlights the scalability and robust generalization capability of our SA-BCD optimization approach across different scale
architectures.

E.2. Ablation Studies and Training Analysis

E.2.1. ANALYSIS OF FINE-TUNING STRATEGIES

To explore the impact of different fine-tuning paradigms on merging performance, we compare independent fine-tuning
(each task starts from the pre-trained model) and sequential fine-tuning (each task starts from the previously merged model).
The experimental settings follow Section 4.1, with results averaged over five task orders. As shown in Table 18, sequential
fine-tuning significantly improves accuracy for all methods, with gains exceeding 10% in some cases. This can be attributed

*Math is excluded in our primary 8B analysis because the official checkpoint exhibits a significant distribution mismatch with the
evaluation sets, resulting in lower performance than the pre-trained base (0.403 vs. 0.563).
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Figure 4. Accuracy matrices of SAIM for different model scales and task settings: (a)-(c) show 8 tasks, (d)-(e) 14 tasks, and (f) 20 tasks.

Rows indicate new tasks, columns indicate test tasks.
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Table 17. Comparison of Model Merging Methods on TRACEBench with Llama-3.2-3B-Instruct.

Task Performance (1)

Method Avg. (1) BWT (1)
C-STANCE FOMC MeetingBank ScienceQA NumGLUE-cm NumGLUE-ds 20Minuten

Pre-Trained 0.408 0.353 0.205 0.896 0.171 0.220 0.386 0.377 -
Fine-Tuned 0.542 0.684 0.432 0.934 0.610 0.646 0.390 0.606 -
SWA 0.462 0.567 0.221 0914 0.439 0.415 0.389 0.487  -0.025
Task Arithmetic ~ 0.469 0.561 0.219 0.910 0.463 0.402 0.386 0.487  -0.004
MagMAX-IND 0.482 0.520 0.234 0.906 0.463 0.421 0.391 0.488  -0.031
TIES-Merging 0.467 0.571 0.222 0.913 0.463 0.402 0.391 0.490  -0.003
DARE 0.463 0.587 0.220 0.906 0.463 0.409 0.387 0.491 0.011
SAIM (Ours) 0.475 0.569 0.249 0.924 0.610 0.610 0.391 0.547 -0.019

to: (1) more consistent update directions across tasks, reducing sign conflicts and interference during merging (Marczak
et al., 2024); and (2) enhanced knowledge transfer, allowing the model to accumulate multi-task information more effectively.
SAIM consistently achieves superior performance under both strategies, demonstrating its robustness.

Table 18. Comparison of independent (Ind) and sequential (Seq) fine-tuning for SAIM, Task Arithmetic, and TIES-Merging on ViT-B/32
and ViT-B/16.

ViT-B/32 ViT-B/16
8 tasks 14 tasks 20 tasks 8 tasks 14 tasks 20 tasks

Ind 6754100 665100 60.0+0.0 77.1+0.0 709100 642400
Seq 778107 759106 T1.5x1.0 81.0x03 782107 763106

Ind 49.Oi1042 66.2i0,6 59.9io_7 66.8i3A7 70-5i0A8 63~0i1.6
Seq 78.6106 749109 Tl.8x05 817409 791106 T7.ltor

Ind 821497 787+05 73.640.3 862405 82.0405 79.0+0.9
Seq 825114 787113 764120 879106 839110 819110

Method FT

C. Task Arithmetic

C. TIES-Merging

SAIM (Ours)

E.2.2. PARAMETER SENSITIVITY ANALYSIS

To comprehensively evaluate the robustness of SAIM and determine optimal hyperparameter configurations, we systemati-
cally analyze three key hyperparameters: the balance factor A, parameter selection ratio p, and perturbation magnitude p.
All experiments are conducted on the ViT-B/32 backbone, considering three settings with 8, 14, and 20 tasks. For each
setting, we repeat experiments with five different task orders to ensure reliability and stability.

Balance Factor \ Analysis: As shown in Figure 5(a), we perform a detailed grid search for A in the range [—0.5, 0.5].
The balance factor A controls the trade-off between historical knowledge and new task updates, which is crucial for
continual learning. Results indicate that for all task numbers, the model achieves peak average accuracy when A is near
zero. Specifically, accuracy reaches approximately 83% for 8 tasks, 78% for 14 tasks, and 73% for 20 tasks when A\ =~ 0.
Performance drops significantly as A deviates towards either extreme, highlighting the importance of balancing historical
and new knowledge. Notably, the optimal )\ remains stable near zero as the number of tasks increases, demonstrating good
cross-task robustness.

Parameter Selection Ratio p Analysis: We search p in the range [0.1, 1.0], which determines the proportion of parameters
updated in each SA-BCD iteration. As shown in Figure 5(b), the model achieves optimal performance when p ~ 0.3.
Smaller p values (e.g., 0.1) result in insufficient updates, limiting adaptation to new tasks, while larger p values (e.g., 0.8 or
1.0) cause excessive parameter changes, disrupting existing knowledge and increasing task interference. Especially as the
number of tasks grows, moderate sparsity (p ~ 0.3) becomes more important for reducing interference and maintaining
generalization. This finding aligns with prior works such as MoFO and DARE, which emphasize the critical role of update
sparsity in mitigating catastrophic forgetting.

Perturbation Magnitude p Analysis: We investigate the effect of p in [0,0.005,0.05, 0.1, 0.5, 1.5], which controls the
gradient perturbation size in SA-BCD. As shown in Figure 5(c), moderate perturbation (p ~ 0.05) significantly improves
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Figure 5. Parameter sensitivity analysis for SAIM on ViT-B/32 with 8, 14, and 20 tasks: (a) balance factor A, (b) parameter selection ratio
p, and (c) perturbation magnitude p. All results are averaged over five different task orders.

model performance. Too small values (e.g., 0 or 0.005) hinder exploration of flat regions in the loss landscape, while too
large values (e.g., 0.5) destabilize optimization. The impact of p is more pronounced with 20 tasks, indicating that as
task complexity increases, guiding the model towards flatter minima becomes increasingly important. This supports our
theoretical analysis that flat minima help reduce task interference and enhance knowledge retention in continual learning.

E.2.3. IMPACT OF FULL TRAINING EPOCHS ON Llama-3.2-1B-Instruct

To ensure a fair computational comparison with baselines, our main experiments utilize halved training epochs. We further
evaluate SAIM using full training epochs as a reference. Table19 presents the performance results, and Table20 provides the
fine-tuning duration for each task.

Table 19. Performance comparison of SAIM on TRACEBench with Llama-3.2-1B-Instruct using Halved Epochs vs. Full Epochs.

Task Performance (1)

Method Avg. (1) BWT (1)
C-STANCE FOMC MeetingBank ScienceQA NumGLUE-cm NumGLUE-ds 20Minuten

Pre-Trained 0.339 0.258 0.204 0.678 0.122 0.165 0.380 0.306 -

Fine-Tuned 0.498 0.599 0.371 0.852 0.390 0.579 0.388 0.525 -

SAIM (Halved Epochs)  0.466 0.518 0.259 0.766 0.488 0.476 0.384 0480  -0.022

SAIM (Full Epochs) 0.471 0.506 0.266 0.812 0.435 0.483 0.402 0482  -0.052

E.2.4. IMPACT OF FULL CONVERGENCE ON VISION TASKS

To evaluate the influence of convergence and computational budget on our method’s relative advantage, we extend the
training epochs to ensure full convergence (AdamW optimized models reach near-zero training loss and stabilized validation
accuracy) on the ViT-B/32 architecture for the sequence of six tasks. As shown in Table 21, SA-BCD consistently
outperforms the AdamW baseline even under full convergence conditions. SA-BCD achieves an average accuracy of
80.90%, surpassing AdamW’s 72.95% by a significant margin. This observation confirms that the advantages of SA-BCD
are fundamental to its optimization trajectory and conflict-resolution capabilities, rather than stemming merely from being
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Table 20. Comparison of fine-tuning time (seconds) for SAIM on TRACEBench with Llama-3.2-1B-Instruct using Halved Epochs vs.
Full Epochs.

Task Fine-tuning Time (s)

Setting Avg. (})
C-STANCE FOMC MeetingBank ScienceQA NumGLUE-cm NumGLUE-ds 20Minuten

Halved Epochs  2298.19  1380.55  3211.08 1381.32 2304.44 2306.22 3225.53 2301.05

Full Epochs 442329 2658.21  6172.68 2655.37 4434.18 4428.12 6185.02 4422.41 (1.92x)

early in the training process. The ability of SA-BCD to navigate optimization conflicts yields structurally superior minima
that inherently benefit sequential merging.

Table 21. Performance comparison under full convergence on ViT-B/32.

Convergence Epochs

Method Avg. ACC (%)
GTSRB SVHN MNIST Stanford RESISC45 DTD

AdamW 34 39 36 46 32 30 72.95

SA-BCD (Ours) 34 43 26 39 46 50 80.90

E.3. Model Mechanisms and Computational Efficiency
E.3.1. MULTI-TASK WEIGHT DISENTANGLEMENT AND SUBSPACE ALIGNMENT

Multi-task Weight Disentanglement Analysis. To extend our analysis beyond the two-task scenario presented in the main
text, we evaluate weight disentanglement in complex multi-task settings. For multi-task scenarios, the disentanglement error

is defined as: )

Ea(01,02) = 3 Bgexo [dist(£(@:077), (@i Omergea)] (45)

t=1
where 0,,¢rgca = 00 + 1T + @272 + Zsé{w} asTs and Ofef =600+ o1 + 2365{172} Qs Ts.

The visualization of &,;; under different o; and s (see Fig. 6) shows that the merged model under SA-BCD fine-tuning
achieves lower disentanglement errors in the multi-task scenario, further confirming that our method enables the merged
model to better reflect the independent contributions of each task even in more complex settings.
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Figure 6. Visualization of weight disentanglement error in the eight-task merging scenario. Only two task coefficients are adjusted while
the others are fixed, demonstrating the weight disentanglement capability of the merged model in a multi-task setting.

Subspace Alignment with Increasing Number of Tasks. ISO-C (Marczak et al., 2025) established that the subspace
alignment ratio (SAR) between the merged model and each task model correlates strongly with merging performance.
SAR quantifies the overlap between the task-specific parameter update matrix and the principal subspace of the merged
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model. We plot the curves of average SAR and test accuracy as the number of tasks increases (see Fig. 7). The results
show that the SAIM method generally maintains higher SAR and accuracy compared to baselines as the number of tasks
increases, indicating better subspace alignment between the merged model and each task model, thereby enhancing multi-task
knowledge integration and overall performance.
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Figure 7. Average subspace alignment ratio (SAR) and test accuracy versus the number of tasks on ViT-B/32. Results are averaged over
five different task orders. The left panel shows the evolution of test accuracy during continual learning for different methods, while the
right panel shows the change in average SAR. The SAIM method generally achieves higher accuracy and SAR as the number of tasks
increases, indicating enhanced multi-task knowledge integration and subspace alignment.

E.3.2. MEMORY AND COMPUTATIONAL EFFICIENCY ANALYSIS

We evaluate the peak GPU memory and average training time using the ViT-B/32 architecture across a sequence of six tasks,
following Order 1. As reported in Table 22, SAIM incurs an 8.5% increase in peak memory overhead (+624 MB) and a 60%
increase in training time compared to OPCM, primarily due to the dual backward passes required by SA-BCD. However,
this localized computational investment effectively mitigates catastrophic parameter interference. While the performance
improvement is already notable on a six-task sequence (82.74% for SAIM vs. 79.30% for OPCM)), this advantage becomes
increasingly pronounced as the sequence length grows. As demonstrated in Table 1 of the main paper, SAIM significantly
outperforms baselines as the task scale expands, while strictly maintaining its rehearsal-free nature.

Table 22. Memory, Time, and Performance Comparison on ViT-B/32 (6 tasks).

Method Finetune Mem (MB) | Merge Mem (MB) | Avg. Train Time (s) | Avg. Acc (%) 1
ER 7614.75 - 948.34 81.67
EWC 9352.61 - 846.31 84.23
MagMax-IND 7288.27 2358.41 767.09 76.36
OPCM 7290.52 3364.10 785.94 79.30
SAIM (Ours) 7914.45 2456.69 1260.83 82.74
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