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Abstract

Large language models (LLMs) are vulnerable
to malicious inputs, posing serious risks in high-
stakes applications. Although existing detection-
based defenses achieve strong empirical perfor-
mance, they generally lack explicit control over
the false acceptance rate (FAR), a critical safety re-
quirement in sensitive deployment scenarios. This
challenge is further complicated by two practical
constraints: the lack of malicious calibration sam-
ples and the streaming nature of real-world inputs.
To address these challenges, we propose OSCS,
a novel framework for online FAR control with-
out requiring malicious calibration data. OSCS
leverages detection scores produced by existing
defenses and employs recursive density estima-
tion to estimate benign probability from the test
stream. Based on these estimates, OSCS performs
real-time accept/reject decisions while provably
satisfying a user-specified FAR target. Theoreti-
cally, we show that OSCS controls the FAR up to
a vanishing excess term under mild assumptions.
Extensive experiments on backdoor and jailbreak
attack tasks further demonstrate the effectiveness
of OSCS, showing that it consistently achieves
robust FAR control across diverse attack settings
while outperforming existing baselines.

1. Introduction

Large language models (LLMs) have achieved remarkable
success across a wide range of natural language processing
(NLP) tasks (OpenAl, 2023; Minaee et al., 2025; Chang
et al., 2024; Zhang et al., 2025a). Despite these advances,
LLMs remain vulnerable to serious safety threats, including
backdoor attacks (Yao et al., 2024; Qi et al., 2021b), prompt
injection (Pathade, 2025), and jailbreaking (Zou et al., 2023;
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Wei et al., 2023). These attacks carefully craft malicious
inputs to manipulate model behavior, potentially inducing
harmful or misleading outputs. As LLMs are increasingly
deployed in high-stakes domains such as healthcare (Maity
& Saikia, 2025), finance (Chen et al., 2024), and education
(Wang et al., 2024; Ross et al., 2025), the consequences
of such failures become particularly severe, motivating the
development of a line of effective defense mechanisms.

Among existing defenses, detection-based methods (Yiet al.,
2024; Gao et al., 2019; Qi et al., 2021a; Jain et al., 2023)
have attracted substantial attention due to their practicality:
they can be deployed at inference time without modify-
ing or retraining the underlying LLM. At inference, these
approaches assign each test input X; a detection score
W, = W(X,) that quantifies its deviation from benign
behavior, for example through representation inconsistency
(Chen et al., 2022) or robustness-based signals (Gao et al.,
2019). The score is then compared against a predefined
threshold to make a binary accept/reject decision, accepting
only inputs deemed benign to reach the model.

Despite achieving strong empirical detection accuracy, ex-
isting detection-based defenses generally lack explicit con-
trol over the quality of accepted inputs—most notably the
false acceptance rate (FAR), defined as the proportion of
malicious inputs among all accepted inputs. Explicit FAR
control is critical in safety-sensitive applications, where
even a small number of false acceptances can lead to dis-
proportionate harm. For example, when LLMs have access
to sensitive or private information, a handful of successful
jailbreak attacks may suffice to extract confidential data,
resulting in severe privacy violations and substantial legal
or financial risks. The absence of rigorous FAR guaran-
tees therefore constitutes a fundamental barrier to deploying
current detection-based defenses in high-stakes settings.

Motivated by this limitation, we study the problem of mali-
cious input detection for LLMs under explicit FAR control
in a realistic deployment setting. This setting introduces
two key challenges. First, the lack of malicious calibra-
tion samples: in practice, defenders rarely have access to
labeled malicious data in advance, as adversarial strategies
continually evolve. As a result, classical false discovery rate
(FDR) and local FDR (IFDR) control techniques from multi-
ple hypothesis testing (Benjamini & Hochberg, 1995; Jin &
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Candes) are not directly applicable, since they rely on con-
taminated calibration data. Second, the streaming nature
of inputs: test samples {X,;};>1 arrive sequentially, and
decisions must be made in real time without access to future
data or the full test set. This makes method requiring offline
density estimation unapplicable (Hu et al., 2026). Together,
these challenges leave a critical gap: existing methods either
require malicious calibration samples or require full access
to future data, and thus fail to provide FAR guarantees in
realistic, streaming LLM deployment scenarios.

To address this gap, we propose OSCS (Online Selection
with Controlled Safety), a novel framework for online FAR
control that operates without requiring access to malicious
calibration samples. Given a benign calibration dataset
{X;}!®, and a stream of test inputs { X, };>1, OSCS tack-
les the challenges holistically by continuously learning
malicious-related patterns from the test stream and adapt-
ing its decisions in real time. Specifically, OSCS leverages
detection scores {W; };>1 produced by an existing scoring
function W (+) to capture discrepancies between benign and
malicious inputs. It then performs online density estimation
over the test stream to estimate the posterior probability that
each input is benign. Based on these estimates, OSCS makes
real-time accept/reject decisions while provably controlling
the FAR at a user-specified level.

We theoretically justify OSCS by showing that it controls
the FAR up to an excess term that vanishes as the number of
calibration samples, the score resolution, the time horizon,
and the discriminative power of the detection score increase.

Empirically, we evaluate OSCS against two representa-
tive LLM safety threats—backdoor attacks and jailbreak-
ing—across multiple datasets and attack scenarios. The
results demonstrate that OSCS consistently achieves effec-
tive FAR control while maintaining strong detection perfor-
mance, highlighting its suitability for controllable safety in
realistic deployment settings.

In summary, our main contributions are:

Problem formulation: We formalize the problem of on-
line malicious detection for LLMs under explicit FAR
control, addressing a key limitation of existing defenses.

Methodology and theory: We propose OSCS, an online
selection framework with controlled safety, and estab-
lish rigorous theoretical guarantees for FAR control with
asymptotically vanishing error terms.

Empirical evaluation: We validate OSCS on representa-
tive LLM safety threats, including backdoor attacks and
jailbreaking, demonstrating its effectiveness and robust-
ness across a wide range of settings.

2. Related Work

Malicious Attacks against LLMs Despite their impres-
sive performance, LLMs remain vulnerable to malicious
attacks that exploit weaknesses in their training or infer-
ence processes. Two prominent classes of such attacks
are backdoor attacks and jailbreak attacks. Backdoor at-
tacks embed hidden behaviors into models, causing them
to produce attacker-specified outputs when inputs contain
particular triggers, typically introduced through data poison-
ing. In NLP, these triggers can range from rare words (Chen
etal., 2017; Yang et al., 2021a) and seemingly innocuous
phrases (Dai et al., 2019; Yang et al., 2021c) to higher-
level patterns such as stylistic features (Qi et al., 2021b)
or syntactic structures (Qi et al., 2021c¢). Jailbreak attacks,
on the other hand, do not modify model parameters but
instead leverage adversarial prompts to bypass safety mech-
anisms. These attacks often rely on prompt engineering
techniques, including token-level manipulations (Zou et al.,
2023) and prompt-level optimization strategies (Chao et al.,
2024). Even straightforward methods, such as suppressing
refusal behaviors, have been shown to effectively compro-
mise models (Wei et al., 2023). Both attack paradigms
represent significant challenges for ensuring the safe and
reliable deployment of LLMs in real-world applications.

Malicious Detection for LLMs Detection-based defenses
aim to identify malicious inputs by performing classification
at inference time. Existing methods construct discrepancy
scores based on abnormal model activations (Yi et al., 2024),
representation statistics (Chen et al., 2022; Xian et al., 2023),
or robustness to perturbations (Gao et al., 2019; Yang et al.,
2021b). For jailbreak detection, prior work has explored
heuristic filters and auxiliary models to assess prompt harm-
fulness (Jain et al., 2023; Alon & Kamfonas, 2023; Phute
et al., 2024; Dong et al., 2025). These approaches can
achieve high classification accuracy but typically lack ex-
plicit guarantees on the quality of accepted inputs.

Controllable Sample Selection Our work is also related
to sample selection methods with explicit error-rate control.
Classical procedures such as Benjamini—Hochberg and its
variants achieve FDR control via calibrated thresholds (Ben-
jamini & Hochberg, 1995; Benjamini & Yekutieli, 2001;
Storey et al., 2004), with recent extensions based on con-
formal prediction or local FDR estimates (Jin & Candes;
Marandon et al., 2024; Bates et al., 2023; Gang et al., 2023;
Huo et al., 2024; Wu et al., 2024). However, these methods
generally require access to malicious samples for calibration,
making them unsuitable for malicious detection of LLMs.
Although Hu et al. (2026) eliminates the need for known
malicious calibration data, it still depends heavily on offline
access to the entire test set, rendering it unsuitable for online
streaming scenarios where inputs arrive sequentially and
storing all past data is impractical.
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3. Preliminaries

In this section, we formalize the problem of online mali-
cious input detection for LLMs under explicit FAR control.
We first give the necessary notation used throughout the
paper. Next, we introduce a unified attacker framework and
show how common threats such as backdoor and jailbreak
attacks fit within this abstraction. Finally, we describe the
defender’s capabilities and objectives in this setting.

3.1. Notation

We use uppercase letters (e.g., X, Y) to denote random vari-
ables and lowercase letters (e.g., x, y) for their realizations.
Forn € N, let [n] = {1,...,n}. Forafunction f : R — R,
we denote its supremum norm by || f|loc = sup,eg | f(2)]
and its L? norm by || f||2 = ([ f?(x) dz)*/2. Without other
specifications, we use 7 to index calibration samples and ¢
to index test-time samples.

3.2. Attacker Framework

General Framework We consider a general attacker
model involving both model side and sample side attacks.

* Model side. Let M : X — ) denote a benign LLM
mapping inputs in X to outputs in ). On the model
side, the adversary modifies the training process to em-
bed malicious behaviors into the model, resulting in a
compromised model My ,.

» Sample side. At inference time, the attacker injects a
trigger into an otherwise benign input to activate the ma-
licious behavior. Formally, given a benign input X € X,
the attacker constructs a malicious input

Xmal = T(X)v

where 7 : X — X1 is a transformation function. The
transformed input induces the attacker’s intended output
Ymals i.e.,

Mmal(Xmal) = Ymal-

During inference, the attacker injects malicious inputs
Xmal € Xma into the original test stream of the compro-
mised model M., forming a mixed test stream { X, };>1
that contains both benign inputs from X and malicious in-
puts from X;,,1.

Instantiations Under this framework, both backdoor and
jailbreak attacks can be viewed as specific instantiations:

¢ Backdoor attacks. Backdoor attacks involve both model-
side and sample-side manipulation. On the model side, the
attacker constructs M, through techniques such as data

poisoning (Gu et al., 2019), weight manipulation (Yang
et al., 2021c¢), or model editing (Li et al., 2023b). On the
sample side, the attacker applies 7 by inserting predefined
trigger tokens (Gu et al., 2019; Dai et al., 2019) or even
stylistic elements (Qi et al., 2021b;c) into the input.

 Jailbreak attacks. In contrast, jailbreak attacks aim to
exploit existing vulnerabilities in the model rather than
modifying it, so they operate solely on the sample side. In
this case, 7 generates adversarial prompts by appending
optimized suffixes produced via gradient-based methods
(Zou et al., 2023) or genetic algorithms (Liu et al., 2023).

3.3. Defender’s Capacity and Objective

We consider a setting where the defender has access to a
benign calibration dataset, denoted as D = {X;}°,, and
observes a sequence of test inputs {X,};>; in an online
manner. The test stream may consist of both benign and
malicious inputs. At each time step ¢, the goal of defender
is to make an real-time accept/reject decision for the current
input X, without access to future data, while ensuring that
the FAR is controlled at a predefined level a.

Formally, the FAR is defined as:

FAR(6T) =E D

Sy 0(1—6y)
S (1=d)v1]’

where 0, € {0, 1} represents the true malicious label of X,
with §; = 1 indicating that X} is malicious (X; € Xyal)-
Similarly, §; € {0,1} denotes the defender’s prediction,
where d; = 1 indicates rejection (i.e., the sample is predicted
to be malicious). 67 = (51, ... ,ST) denotes the sequence
of decisions up to time 7" and a \V b represents the maximum
of a and b.

To rule out trivial strategies that reject all inputs, we also
consider the power of the detector, defined as the proportion
of benign inputs that are correctly accepted:

Power(ST) =F ZtT:l(l —0y)(1 - St)
S (1—68) V1

@

4. Methodology

In this section, we present the proposed OSCS framework in
detail. We first derive probabilistic benignity estimates that
enable decision-making with controllable FAR, and then
establish their connection to online FAR control. Next, we
discuss practical implementation considerations. Finally,
we introduce an adaptive extension of OSCS that handles
time-varying poisoning levels in the test stream.
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4.1. Estimating Benign Probabilities

To make FAR-controllable decisions, we have to find a
suitable statistic that quantifies “the benignity” of test inputs
as the selection evidence. Here, we use the posterior benign
probability, defined as the conditional probability that an
input is benign given its observed score. However, directly
calculate the probability using X, is intractable due to the
discrete nature of text data and the curse of dimensionality.

To address this challenge, OSCS builds upon existing
detection-based defenses that provide a real-valued scor-
ing function W (-), which serves as a weak but informa-
tive signal for distinguishing benign from malicious inputs.
Empirically, such scores tend to exhibit systematic distribu-
tional differences between benign and malicious samples, a
property exploited by many prior works (Xian et al., 2023;
Yi et al., 2024).

We begin by modeling the distribution of detection scores.
Let f. and f, denote the density functions of the scores
for benign and malicious inputs respectively, and let fix
denote the overall distribution of scores in the test stream.
Since the test stream contains both benign and malicious
inputs, we model the distribution of detection scores in the
test stream as a mixture:

fmix(w) = '/chc(w) + (1 - ’/Tc)fp(w)» 3)

where 7. denotes the (unknown) proportion of benign inputs
in the test stream. Accordingly, we have the following gen-
erative model for the scores of calibration and test samples:

Wi ~ fca Wt ~ fmix; (4)

where W, = W(X;) are the scores of calibration samples

and W; = W(X,) are the scores of test inputs.

Under this mixture model, the probability that an input with
score w; is benign can be computed via Bayes’ rule:

chc(wt)
fmix(wt) '

This quantity coincides with the IFDR used in multiple
hypothesis testing literature (Gang et al., 2023).

Lt = L(wt) = Pr(5t =0 | ’LUt) = (5)

Intuitively, L; quantifies how likely the observed score w; is
to originate from the benign distribution rather than the mali-
cious one. Larger values of L, indicate higher confidence in
benignity and thus favor acceptance, whereas smaller values
suggest a higher probability of maliciousness and motivate
rejection. Next, we formalize this intuition by connecting
L; to FAR control.

4.2. Link to FAR Control

The following proposition provides the link between FAR
and the posterior benign probabilities L;, enabling explicit

FAR control through appropriate selection of decisions 67
based on L;.

Proposition 4.1 (The equivalence of FAR definitions). The
definition of FAR in equation (1) is equivalent to

E (= Le)(1 - D)
EtST(l - St)

FAR(67) = (6)

The proof is provided in Appendix B.6.

Based on this proposition, we control the FAR by selecting
decisions 67 = (41, ...,0r) such that

T
2= (1
Y (1=8) v
which enforces that the average probability of accepting a

malicious input among all accepted inputs is bounded by
the target level a, thereby achieving explicit FAR control.

— %)L~ L) < a, @)

4.3. Practical Implementation

After linking L; to FAR control, the central challenge re-
duces to estimating L; accurately in an online manner. From
the definition of L, this requires knowledge of 7., f., and
fmix, all of which are unknown in practice and must there-
fore be estimated from data.

Estimating the benign distribution f. To estimate f., we
leverage the calibration dataset D.,;, which contains only
benign samples. Given the scores of calibration samples
{W;}1®,, a natural choice is to use the standard kernel
density estimation (KDE):

1 &
fe(w) = n—OZKhO (w—Wi), ®)
=1

where Kp,(-) =
bandwidth hg.

}%K (F) is the kernel function with
L0 0

Estimating the mix distribution f,;x Estimating fix
is more challenging, as the inputs arrive sequentially in a
streaming manner. To accommodate this setting, we adopt
recursive kernel density estimation (RKDE) to update the
estimate of fnix online. The key idea behind RKDE is to
maintain kernel density estimates on a fixed grid and update
them recursively as new observations arrive, thereby avoid-
ing the need to store the entire data history. Specifically, we
partition the scoring range into B equal-width bins, forming
grid points G = {¢1, g2, ...,9p}. Without loss of gener-
ality, we assume the scores lie in [— R, R]. At time step ¢,
after observing the score W; of the incoming input X, we
update the estimate of f,;x on a grid g as follows:

F99) = M8 (g) + (1= N) K, (9 —W2),  (9)
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where \; = 1 — t% with 7 € (0.5,1) denotes the decay
factor, and h, = t~7 with v € (0, 7) denotes the bandwidth

at time ¢.

To evaluate the estimated density at a score value w that
may not lie exactly on the grid, we apply linear interpolation
between adjacent grid points. Specifically, suppose w €
(95, gj+1] for some j € [B — 1]. Then,

£ (g541) — F9(g5)
gj+1 — gy

FO (w) = fO(g;) + (w—g;).

(10)

Unlike traditional KDE that requires storing all past obser-
vations, RKDE maintains only the current density estimate

frff‘; Y and updates it using the latest observation W;. This
results in a per-step time and space complexity of O(B),
making RKDE well suited for streaming scenarios with

limited memory and computational resources.

Estimating the benign proportion 7. To estimate the
benign proportion 7., we adopt the approach of Storey et al.
(2004). We first define an empirical p-value for each test
input based on the calibration data:

X H{GW) S GWy)} +1

11
ng+1 (i

where G(-) is a monotonic transformation of the scores that
standardizes their interpretation, ensuring that higher values
consistently indicate a greater probability of being benign.
For example, if lower scores indicate a higher probability of
being benign, we can define G(w) = —w.

Then, at time ¢, we estimate 7. as:

t .
A0 — v Hpv > )‘}7 (12)
¢ (1=t

where A € (0,1) is a predefined threshold. The intuition
of this estimation is that since the G(W/) of benign inputs
tend to be larger than those of malicious inputs, the samples
with p > A are very likely to be benign. Moreover, since
Py is uniformly distributed in [0, 1] for benign inputs, the
total number of benign samples in test stream can be approx-
imated by 115 Zz,zl 1{py > A}, and thus the proportion
of benign samples 7, can be estimated accordingly.

(t)

) and ¢/, we estimate the poste-

Given the estimates fc, f (

rior benign probability L; as:
NOY:
. e fe(W,
Ly =T ) <W> . (13)
fmix(Wt)

where IIjy 11(-) denotes the projection operator that ensures
the estimate lies within the valid probability range of [0, 1].

Algorithm 1 Overall Procedure of OSCS

Require: Calibration dataset Do = {X;};°; (benign
samples only); testing stream {X;};>1; kernel func-
tion K; number of grid points B; parameters 7, A, R;
target FAR level «; scoring function W (-).

Ensure: Sequential accept/reject decisions o7 = {525}?:1.

1: Calibration Phase

2: Compute scores W; = W(X;) for all X; € D).

3: Estimate the benign score density f. using KDE based
on {Wi}ie[no]v get fe.

4: Initialization

5: Construct a uniform grid G = {g1, g2, . . .
[-R, R].

6: Initialize the RKDE estimator:

,gB} over

A 1
(P S
7: Set Up = 0and Ry = 0.
8: Online Update and Decision
9: fort=1,2,... do
10:  Observe X; and compute its score W, = W (X}).
11:  Update the mixture density estimator fn(ﬂt”)( using cur-
rent score W, via Equation (9) and the estimated
benign proportion frgt) via Equation (12).
12:  Compute the estimated posterior benign probability
L, via Equation (13).
i U1+ (1 — Ly)

13: R, i1 > « then

14: Reject X;: set St =1.

15: Set Ut = Ut—l and Rt = Rt—l'

16:  else

17: Accept X;: set St =0.

18: Set Ut = Utfl + (]. - .i/t) and Rt — Rtfl + 1.
19:  endif

20: end for

Substituting L, into (7) yields the practical selection rule.
Specifically, we set §; by ensuring

S ML SO
R~ Yl (1-d0)V1

The procedure of OSCS is summarized in Algorithm 1.

4.4. Extension to varying poison proportions

In practice, the proportion of malicious inputs in the test
stream may change over time rather than remain constant.
To address this challenge, Appendix D considers a time-

varying poison proportion 1 — wgt) and introduces an adap-

tive version of OSCS that continuously updates estimates of
both wgt) and f () through a sliding-window strategy. We

mix
further establish theoretical guarantees for the extension and
validate its effectiveness through empirical studies.
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5. Theoretical Analysis

In this section, we establish statistical guarantees for OSCS.
We begin by introducing the assumptions required for our
theoretical analysis, all of which are standard and mild
in nonparametric density estimation and online decision-
making. We then present our main theoretical result, show-
ing that OSCS achieves explicit control of the FAR up to a
vanishing excess term.

Assumption 5.1. The mixture density fuix is uniformly
bounded and admits a finite moment of order X > 0, i.e.,

|| fmix|loo < 00, EW|X < co.
Assumption 5.2 (Smoothness of target densities). The be-
nign and mixture score densities f. and fi,x satisfy the
following conditions. For any R > 0, there exist constants
0 <lgr < M < oo such that

lr < fe(w) < M, lr < fmix(w) < M, (15)

for all |w| < R.

In addition, f. and fp,ix are Holder continuous on R: there
exist exponents 0 < 31, 32 < 1 and constants cg, ,cg, > 0
such that

fe(x) = fe(y)] < ca, |z —y|™, (16)

forall z,y € R, and fi,ix satisfies the analogous condition
with parameters (32 and cg, .

Remark 5.3. Assumption 5.2 is standard in nonparametric
analysis. Local boundedness away from zero ensures that
the posterior benign probability L(w) is well-defined on
compact sets and avoids degeneracy caused by vanishing
denominators. The Holder continuity condition is a classical
smoothness assumption and includes Lipschitz continuous
densities as a special case (81 = 82 = 1).

Assumption 5.4 (Kernel regularity). The kernel K : R —
R is bounded and square-integrable, i.e., || K'||c < 0o and
|l ||2 < oo, and satisfies the moment condition

/K(u) lul? du < 0o forall § > 0.

Remark 5.5. Assumption 5.4 is standard in density estima-
tion convergence analysis (Jiang, 2017) and is satisfied by
commonly used kernels, including Gaussian, Epanechnikov,
and Laplace kernels.

Assumption 5.6 (Separation of contaminated scores). There
exists a threshold A € (0, 1) such that

Pr(pj >)\|5j:1) < €. (17

Remark 5.7. Assumption 5.6 formalizes a mild separation
condition between benign and contaminated inputs. It re-
quires that contaminated scores do not frequently exceed

a high quantile of the benign score distribution. The pa-
rameter €y quantifies the degree of overlap between the two
distributions. This assumption is necessary because OSCS
operates without access to malicious calibration samples
and must therefore rely on weak distributional separation.
Similar conditions are standard in the multiple testing and
false discovery rate literature (Storey, 2002; Storey et al.,
2004). In practice, the assumption holds as long as the scor-
ing function W (-) exhibits nontrivial discriminative power.

Assumption 5.8 (Selection process). Let (F;):>o be a fil-
tration. Let

T
@ =E[L—=6|Fial,  pri=Y a (8
t=1

Assume there exist constants ¢ > 0 and ¢ such that pp >
cq forall T > tg.

Remark 5.9. Assumption 5.8 ensures that the expected num-
ber of accepted samples grows linearly with time, ruling out
degenerate regimes in which nearly all inputs are rejected.
It is mild in that it only requires the long-run acceptance
rate to be bounded away from zero.

Theorem 5.10 (FAR control). Under the stated assump-
tions, the FAR of the decision sequence 87 produced by
Algorithm 1 satisfies

FAR(ST) <a+ Ay 1.B.R,

where the excess term A, T B R is given by

8 8
Any,1,B,R = Cino 25171 Viegng + CoT™ 55T log(TB)
+ C3B7P2 + C4R™ + Cses,
(19)
for constants Cy,Cs, C3,Cy,Cs > 0.

Remark 5.11. Theorem 5.10 shows that OSCS controls the
FAR at the target level a up to an excess term A, 7 B R,
which vanishes asymptotically. The first term in (19) arises
from the estimation error of the benign density f. based on
the finite calibration dataset. The second and third terms
capture the error in estimating the mixture density fyx via
recursive KDE, reflecting respectively the finite-sample na-
ture of the data stream and the discretization error induced
by the grid approximation. The fourth term corresponds to
the tail truncation error introduced by restricting the analysis
to the compact interval [— R, R]. Under the finite-moment
condition in Assumption 5.1, this term decays polynomially
in R. The choice of R therefore reflects a trade-off between
tail control and the local lower-bound condition in Assump-
tion 5.2. The final term accounts for imperfect separation
between benign and contaminated score distributions. Al-
though the constants may depend on R through the local
lower bound [, R is treated as fixed and therefore does not
affect the asymptotic rates.
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Table 1. FAR control results for the BERT-base-uncased model. The numbers presented are the average of 5 independent experiments. We
bold the method that controls the FAR (FAR < 0.05), or the method with the lowest FAR if no method achieves successful control.

Yelp AGNews HSOL

BadNets AddSent StyleBkd SynBkd ‘ BadNets AddSent StyleBkd SynBkd BadNets AddSent StyleBkd SynBkd
FAR Power FAR Power FAR Power FAR Power ‘ FAR Power FAR Power FAR Power FAR Power FAR Power FAR Power FAR Power FAR Power
BKI 0.158 1.000 0220 0.734 0.296 0.594 0.080 1.000 | 0.156 1.000 0.087 1.000 0.157 0.839 0.188 0.815 0.157 1.000 0208 0880 0215 0.866 0.213 0.881
CUBE 0322 0526 0219 0894 0308 0.517 0200 0.999 | 0250 0.749 0250 0.748 0.203 0978 0.200 0.998 0.001 0.940 0.387 0.347 0255 0.602 0.200 0.999
STRIP 0.195 0886 0.192 0.885 0.192 0.894 0.193 0923 | 0.194 0.868 0.196 0.883 0.199 0.924 0.193 0.828 0.194 0.889 0.197 0885 0.198 0.919 0.197 0.901
RAP 0208 0.941 0.000 0.622 0.187 0951 0229 0.821 | 0.203 0.975 0.186 0.937 0203 0975 0.178 0906 0.205 0962 0.141 0971 0.199 0.968 0.221 0.623
SCM-md 0.090 0.924 0206 0934 0.190 0924 0.036 0.944 | 0.208 0.951 0208 0.950 0202 0955 0.210 0938 0.141 0940 0.209 0948 0.196 0951 0201 0.950
SCM-badacts ~ 0.116  0.995 0.191 0994 0.182 0.996 0.200 0.996 | 0.178 0.999 0.065 0.999 0.084 1.000 0.128 0.999 0.188 0.998 0.200 1.000 0.198 0.999 0.161 0.999
0SCS-md 0.028 0.891 0.017 0.658 0.022 0.781 0.013 0.837 | 0.033 0.720 0.046 0.780 0.048 0.749 0.040 0.537 0.014 0.744 0.053 0.777 0.056 0.452 0.042 0.598
OSCS-badacts  0.009 0.853 0.056 0.966 0.056 0918 0.028 0916 | 0.021 0936 0.062 0.996 0.061 0984 0.021 0910 0.033 0956 0.043 0.868 0.036 0.835 0.047 0.947

Table 2. FAR control results for backdoor sample detection on RoBERTa-base model. The settings are the same as those in Table 1.
Yelp AGNews HSOL

BadNets AddSent StyleBkd SynBkd ‘ BadNets AddSent StyleBkd SynBkd BadNets AddSent StyleBkd SynBkd
FAR Power FAR Power FAR Power FAR Power ‘ FAR Power FAR Power FAR Power FAR Power FAR Power FAR Power FAR Power FAR Power
BKI 0.158 1.000 0.018 1.000 0435 0.325 0056 1.000 | 0.156 1.000 0.120 1.000 0.150 0.853 0.144 0.995 0.157 1.000 0.206 0.884 0216 0.859 0216 0877
CUBE 0.001  0.997 0.008 0.999 0.004 0.899 0309 0.515 | 0.250 0.749 0250 0.749 0238 0.768 0.200 0.999 0.069 0.821 0372 0403 0256 0.723 0.224 0.868
STRIP 0.196 0.908 0.196 0900 0.185 0.863 0.193 0.870 | 0.194 0.858 0.196 0.896 0.194 0844 0.190 0.773 0.195 0810 0.193 0.849 0.199 0.884 0.190 0817
RAP 0341 0484 0213 0921 0214 0912 0228 0.844 | 0.218 0.892 0210 0.943 0216 0904 0229 0.840 0.204 0938 0209 0.944 0.098 0752 0.212 0.931
SCM-md 0.209 0935 0.180 0.935 0.005 0.940 0206 0.945 | 0.209 0.946 0208 0.945 0206 0.951 0209 0942 0.132 0946 0.195 0952 0.199 0.933 0209 0.949
SCM-badacts  0.056 0.994 0.199 0.996 0.040 0.997 0.001 0.998 | 0.198 0.999 0200 1.000 0.168 0.999 0.162 0.999 0.025 0.999 0200 0.998 0.190 0998 0.172 1.000
0SCS-md 0.024 0.768 0.033 0.723 0.018 0.881 0.027 0.904 | 0.022 0.424 0.026 0.599 0.056 0.596 0.008 0.591 0.053 0.861 0.025 0470 0.056 0.414 0.039 0.774
OSCS-badacts  0.027  0.956  0.022 0.912 0.024 0946 0.046 0.997 | 0.030 0949 0.048 0.966 0.059 0.821 0.015 0.889 0.011 0.867 0.051 0.893 0.060 0.965 0.008 0.814

6. Experiments

In this section, we empirically evaluate the effectiveness
and generalizability of OSCS across two LLM safety tasks:
backdoor sample detection and jailbreak prompt detec-
tion!. For both tasks, we assume that the defender has ac-
cess only to a small set of benign calibration data and must
process a sequential test stream containing an unknown pro-
portion of malicious inputs. Unless otherwise specified, we
set the target FAR level to oo = 0.05. Additional experimen-
tal settings can be found in Appendix A.1.

6.1. Task 1: Backdoor Sample Detection

Experimental Setup. We evaluate OSCS on three widely
used text classification benchmarks: Yelp (Yelp, 2024)
for sentiment analysis, AG News (Zhang et al., 2015) for
topic classification, and HSOL (Davidson et al., 2017)
for toxic content detection. Experiments are conducted
on two victim models, BERT-base (Devlin et al., 2019)
and RoBERTa-base (Liu et al., 2019). We consider four
representative backdoor attacks covering diverse trigger
mechanisms: BadNets (Gu et al., 2019), AddSent (Dai
et al., 2019), StyleBkd (Qi et al., 2021b), and SynBkd (Qi
et al., 2021c¢), with 20% of the training data poisoned for
all attacks. We compare our method, OSCS, against five
representative backdoor detection defenses: STRIP (Gao
et al., 2019), BKI (Chen & Dai, 2021), RAP (Yang et al.,
2021b), CUBE (Cui et al., 2022), and SCM (Xian et al.,
2023). Methods originally designed for training-time de-
tection are adapted to inference-time filtering, and all base-
lines follow their original threshold selection protocols. De-
tection scores are computed using either Mahalanobis dis-

'Our experimental code can be found at https://github.
com/huzr1999/0SCS.

tance—based scores (MDS) or activation-based scores from
BadActs (Yi et al., 2024). For methods requiring statistical
guarantees, including OSCS and SCM, we report results
using both scoring functions, denoted by the suffixes ”’-md”
and ”-badacts”, respectively. We set the time horizon set
to 7' = 20000 and repeat each experiment 5 times. More
experimental setups can be found in Appendix A.2.

6.1.1. RESULTS

Overall FAR Control Performance In this experiment,
we randomly poison 20% of sample in the test stream and
evaluate OSCS against several baseline defenses across mul-
tiple attack scenarios and three datasets. The FAR at the final
time step 7', i.e., FAR(87), for the BERT-base-uncased and
RoBERTa-Base model is presented in Table 1 and Table 2,
respectively. From the results, we make the following ob-
servations. First, OSCS consistently achieves (or nearly
achieves) the target FAR level at the final time step across
most scenarios, demonstrating its ability to reliably regulate
FAR in an online setting. Second, although some baselines,
such as BKI, CUBE, and SCM, perform well under specific
attack types or datasets, they fail to maintain consistent FAR
control across diverse settings. This inconsistency high-
lights the limitations of existing detection-based defenses in
providing robust and controllable protection against back-
door attacks. Notably, SCM, which is specifically designed
to control the false rejection rate of benign samples, also
struggles to achieve stable FAR control. This observation
highlights the need for methods explicitly designed to pro-
vide online FAR guarantees, such as OSCS.

OSCS’s Performance over Time To better illustrate the
ability of OSCS to control FAR in online settings, we track
its FAR over time under the same experimental settings and
present the results on the Yelp dataset using ROBERTa-base
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Figure 1. The FAR control performance of OSCS over time. X-axis represents the time step and Y-axis represents the empirical FAR up to
that time step. The shadow area represents the standard deviation over 5 runs.
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Figure 2. The FAR and Power of OSCS under varying FAR threshold a. The red dashed line indicates the target FAR level.

in Figure 1. The area below the red dashed line corresponds
to successful FAR control. From the figure, we make the
following observations. First, although OSCS may exhibit
temporary FAR fluctuations in the early stages (e.g., around
t = 2000) due to limited data for estimating the mixture
distribution, its performance gradually stabilizes as more
observations become available. Over time, OSCS consis-
tently maintains FAR below the target level, demonstrating
its adaptability to streaming data and its ability to regulate
FAR reliably in an online setting. Second, while different
scoring functions may lead to slight variations in FAR tra-
jectories, OSCS consistently achieves stable FAR control
across all scoring functions, highlighting its robustness and
versatility under diverse detection scenarios.

FAR Control under Different Thresholds We further
evaluate the performance of OSCS under different safety
requirements by varying the FAR threshold «a. Specifically,
we vary o from 0.01 to 0.1 and report the corresponding
power and FAR of BERT-base in Figure 2. The results show
that OSCS consistently maintains FAR below the target level
across most scenarios, even under stringent settings such
as a = 0.01. These results demonstrate the adaptability of
OSCS to diverse safety requirements.

6.2. Task 2: Jailbreaking Detection

Experimental Setup In this experiment, following prior
works (Zheng et al., 2024; Zou et al., 2023; Liu et al.,

2023), we utilize AdvBench (Zou et al., 2023), a bench-
mark dataset for eliciting harmful responses from LLMs.
For the victim LLMs, we evaluate our approach on Mistral-
7B-Instruct (Jiang et al., 2023), Qwen2-7B-Instruct (Yang
et al., 2024), and Llama3.1-8B-Instruct (Grattafiori et al.,
2024). For jailbreak attacks, we focus on two state-of-the-
art attack methods, AutoDAN-ga and AutoDAN-hga (Liu
et al., 2023). Building on the detection framework, we in-
tegrate OSCS with two scoring functions: PPL (perplexity
score) (Jain et al., 2023) and MDS (Mahalanobis distance-
based score) (Dong et al., 2025). The resulting OSCS vari-
ants are denoted with the suffix ”-ppl” and -md,” respec-
tively. Similar to the backdoor detection setting, we include
SCM as a baseline since it shares a similar objective of con-
trolling the quality of accepted samples. Here, we set the
time horizon to T" = 5000 and repeat experiments 10 times.
More details can be found in Appendix A.3.

6.2.1. RESULTS

Overall performance Similar to the backdoor detection
setting, we conduct experiments with a jailbreak ratio of
20% to further demonstrate the ability of OSCS to control
FAR across different LLM safety tasks. The results are
presented in Table 3. From the table, we observe that OSCS
consistently achieves effective FAR control across different
attack scenarios and victim models. Note that under certain
settings, the baseline SCM can achieve FAR control, but
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Table 3. The FAR control results for jailbreaking detection on three LLMs under two jailbreak attacks. The numbers presented are the
average and standard error of 10 independent experiments. We bold the method that controls the FAR (FAR < 0.05), or the method with
the lowest FAR if no method achieves successful control.

Mistral-7B-Instruct-v0.3 Qwen2-7B-Instruct Llama-3.1-8B-Instruct
AutoDAN-ga AutoDAN-hga AutoDAN-ga AutoDAN-hga ‘ AutoDAN-ga AutoDAN-hga
FAR Power FAR Power FAR Power FAR Power ‘ FAR Power FAR Power

SCM-ppl  0.136+0.003  0.899+0.002 0.133%0.003  0.899+0.002 0.120£0.003  0.899+0.002  0.129+0.003  0.899+0.002 | 0.159+0.003 0.899+0.002  0.154+0.002  0.899+0.002
SCM-md  0.142+0.003  0.996+0.001  0.141£0.003  0.996+0.001  0.000£0.000  0.924+0.003  0.000+0.000  0.924+0.003 | 0.166+0.002 0.919+0.003 0.168+0.001  0.919+0.003
OSCS-ppl  0.013+0.004  0.711+0.043  0.014+0.005 0.710+0.042  0.014£0.006 0.717+0.046  0.016+0.006 0.714+0.046 | 0.011£0.006 0.708+0.038 0.012+0.006 0.710+0.038
OSCS-md  0.044£0.006  0.929+0.014  0.044+0.006  0.929+0.013  0.047£0.001  0.990£0.001  0.047+0.001  0.989+0.001 | 0.044+0.003 0.684+0.014 0.051£0.003 0.681£0.014
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Figure 3. The FAR control performance of OSCS over time in jailbreaking detection scenarios. The upper and lower part correspond to
Power and FAR, respectively. The shadow area represents the standard deviation over 10 runs.

this only happens coincidentally rather than by design, as sumptions and empirically validate its effectiveness across
SCM is originally designed to control the false rejection both backdoor and jailbreak attack scenarios. These results
rate (FRR) instead of FAR. In contrast, OSCS is explic-  demonstrate that OSCS provides a practical and principled
itly designed to regulate FAR, demonstrating its robustness solution for safety-critical LLM applications.

and reliability in maintaining the desired FAR level across
diverse conditions. Impact Statement
OSCS’s performance over time To further validate the  This work aims to enhance the safe deployment of LLMs
generalizability of OSCS for online FAR control, we track by providing explicit and provable FAR control over mali-
its FAR over time for jailbreak prompt detection under exper-  cious inputs in realistic online settings, without requiring
imental settings similar to those used in backdoor detection.  malicious calibration data. However, improper parameter
The results for MDS are presented in Figure 3, where the  choices in OSCS may lead to overly conservative filtering,
area below the red dashed line corresponds to successful  potentially reducing usability and raising fairness concerns
FAR control. From the figure, we observe that OSCS consis-  across different user groups (Pessach & Shmueli, 2022;
tently maintains FAR below the target level throughout most Zhang et al., 2025b; Wang et al., 2025). Moreover, adver-
of the testing period across three victim models and two at-  saries aware of the OSCS mechanism may adopt adaptive
tack methods. This demonstrates the robustness of OSCS  strategies, such as dynamically varying poisoning rates or
in streaming settings and its ability to reliably regulate FAR malicious sample distributions, which could degrade the

over time for jailbreak prompt detection. framework’s FAR control performance. In addition, large-
scale real-world deployments may exhibit complex distribu-
7. Conclusion tion shifts (Arakelyan et al., 2023; Li et al., 2023a; Shu &

Yu, 2024) that are not fully captured by the assumptions con-
In this paper, we studied malicious input detection for LLMs  sidered in our analysis. Evaluating OSCS under a broader
under explicit FAR control in realistic online deployment  range of deployment scenarios and attack models therefore
settings. To this end, we proposed OSCS, an online frame-  remains an important direction for future research. To miti-
work that transforms detection scores into probabilistic be-  gate these risks, future work should focus on robust param-
nignity estimates and enables real-time accept/reject deci-  eter selection, fairness auditing, and improving resilience
sions under user-specified FAR constraints. We theoretically  against adaptive attacks through continuous monitoring.
establish FAR control guarantees for OSCS under mild as-



OSCS: Online Selection with Provable FAR Control for LLM Safety

Acknowledgements

This research / project is supported by the National Research
Foundation, Singapore, and Cyber Security Agency of Sin-
gapore under its National Cybersecurity R&D Programme
and CyberSG R&D Cyber Research Programme Office. Any
opinions, findings and conclusions or recommendations ex-
pressed in these materials are those of the author(s) and
do not reflect the views of National Research Foundation,
Singapore, Cyber Security Agency of Singapore as well as
CyberSG R&D Programme Office, Singapore.

References

Alon, G. and Kamfonas, M. Detecting Language Model
Attacks with Perplexity, November 2023.

Arakelyan, S., Das, R., Mao, Y., and Ren, X. Exploring
distributional shifts in large language models for code
analysis. In Bouamor, H., Pino, J., and Bali, K. (eds.),
Proceedings of the 2023 Conference on Empirical Meth-
ods in Natural Language Processing, pp. 16298—-16314,
Singapore, December 2023. Association for Computa-
tional Linguistics. doi: 10.18653/v1/2023.emnlp-main.

1013. URL https://aclanthology.org/2023.

emnlp-main.1013/.

Bates, S., Candgs, E., Lei, L., Romano, Y., and Sesia, M.
Testing for outliers with conformal p-values. The Annals
of Statistics, 51(1):149-178, February 2023. ISSN 0090-
5364, 2168-8966. doi: 10.1214/22-A0S2244.

Benjamini, Y. and Hochberg, Y. Controlling the False Dis-
covery Rate: A Practical and Powerful Approach to Mul-
tiple Testing. Journal of the Royal Statistical Society:
Series B (Methodological), 57(1):289-300, 1995. ISSN
2517-6161. doi: 10.1111/.2517-6161.1995.tb02031.x.

Benjamini, Y. and Yekutieli, D. The Control of the False
Discovery Rate in Multiple Testing under Dependency.
The Annals of Statistics, 29(4):1165-1188, 2001. ISSN
0090-5364.

Chang, Y., Wang, X., Wang, J., Wu, Y., Yang, L., Zhu, K.,
Chen, H., Yi, X., Wang, C., Wang, Y., Ye, W,, Zhang, Y.,
Chang, Y., Yu, P. S, Yang, Q., and Xie, X. A Survey on
Evaluation of Large Language Models. ACM Trans. Intell.
Syst. Technol., 15(3):39:1-39:45, March 2024. ISSN
2157-6904. doi: 10.1145/3641289.

Chao, P, Robey, A., Dobriban, E., Hassani, H., Pappas, G. J.,
and Wong, E. Jailbreaking Black Box Large Language
Models in Twenty Queries, July 2024.

Chen, C. and Dai, J. Mitigating backdoor attacks in LSTM-
based text classification systems by Backdoor Keyword
Identification. Neurocomputing, 452:253-262, September

10

2021. ISSN 0925-2312. doi: 10.1016/j.neucom.2021.04.
105.

Chen, S., Yang, W., Zhang, Z., Bi, X., and Sun, X. Expose
Backdoors on the Way: A Feature-Based Efficient De-
fense against Textual Backdoor Attacks, October 2022.

Chen, X., Liu, C., Li, B., Lu, K., and Song, D. Targeted
Backdoor Attacks on Deep Learning Systems Using Data
Poisoning, December 2017.

Chen, Z. Z., Ma, J., Zhang, X., Hao, N., Yan, A., Nour-
bakhsh, A., Yang, X., McAuley, J., Petzold, L., and Wang,
W. Y. A Survey on Large Language Models for Crit-
ical Societal Domains: Finance, Healthcare, and Law,
November 2024.

Cui, G., Yuan, L., He, B., Chen, Y., Liu, Z., and Sun,
M. A unified evaluation of textual backdoor learning:
Frameworks and benchmarks. In Proceedings of NeurIPS:
Datasets and Benchmarks, 2022.

Dai, J., Chen, C., and Li, Y. A Backdoor Attack Against
LSTM-Based Text Classification Systems. IEEE Access,
7:138872-138878, 2019. ISSN 2169-3536. doi: 10.1109/
ACCESS.2019.2941376.

Davidson, T., Warmsley, D., Macy, M., and Weber, 1. Au-
tomated hate speech detection and the problem of of-
fensive language. In Proceedings of the international

AAAI conference on web and social media, volume 11,
pp- 512-515, 2017.

Devlin, J., Chang, M.-W., Lee, K., and Toutanova, K. BERT:
Pre-training of Deep Bidirectional Transformers for Lan-
guage Understanding. In Burstein, J., Doran, C., and
Solorio, T. (eds.), Proceedings of the 2019 Conference of
the North American Chapter of the Association for Com-
putational Linguistics: Human Language Technologies,
Volume 1 (Long and Short Papers), pp. 4171-4186, Min-
neapolis, Minnesota, June 2019. Association for Compu-
tational Linguistics. doi: 10.18653/v1/N19-1423.

Dong, W., PeiguangLi, Tian, Y., Zeng, X., Li, F., and Wang,
S. Feature-Aware Malicious Output Detection and Miti-
gation. In AAAI 2025 Workshop on Preventing and De-
tecting LLM Misinformation (PDLM), February 2025.

Gang, B., , Wenguang, S., and and Wang, W. Structure—
Adaptive Sequential Testing for Online False Discovery
Rate Control. Journal of the American Statistical Associa-
tion, 118(541):732-745, January 2023. ISSN 0162-1459.
doi: 10.1080/01621459.2021.1955688.

Gao, Y., Xu, C., Wang, D., Chen, S., Ranasinghe, D. C.,
and Nepal, S. STRIP: A defence against trojan attacks
on deep neural networks. In Proceedings of the 35th


https://aclanthology.org/2023.emnlp-main.1013/
https://aclanthology.org/2023.emnlp-main.1013/

OSCS: Online Selection with Provable FAR Control for LLM Safety

Annual Computer Security Applications Conference, AC-
SAC 19, pp. 113-125, New York, NY, USA, December
2019. Association for Computing Machinery. ISBN 978-
1-4503-7628-0. doi: 10.1145/3359789.3359790.

Grattafiori, A., Dubey, A., Jauhri, A., Pandey, A., Kadian,
A., Al-Dahle, A., Letman, A., Mathur, A., Schelten, A.,
Vaughan, A., Yang, A., Fan, A., Goyal, A., Hartshorn,
A., Yang, A., Mitra, A., Sravankumar, A., Koreneyv,
A., Hinsvark, A., Rao, A., Zhang, A., Rodriguez, A.,
Gregerson, A., Spataru, A., Roziere, B., Biron, B., Tang,
B., Chern, B., Caucheteux, C., Nayak, C., Bi, C., Marra,
C., McConnell, C., Keller, C., Touret, C., Wu, C., Wong,
C., Ferrer, C. C., Nikolaidis, C., Allonsius, D., Song, D.,
Pintz, D., Livshits, D., Wyatt, D., Esiobu, D., Choudhary,
D., Mahajan, D., Garcia-Olano, D., Perino, D., Hupkes,
D., Lakomkin, E., AlBadawy, E., Lobanova, E., Dinan,
E., Smith, E. M., Radenovic, F., Guzman, F., Zhang, F.,
Synnaeve, G., Lee, G., Anderson, G. L., Thattai, G., Nail,
G., Mialon, G., Pang, G., Cucurell, G., Nguyen, H., Ko-
revaar, H., Xu, H., Touvron, H., Zarov, 1., Ibarra, 1. A.,
Kloumann, I., Misra, 1., Evtimov, 1., Zhang, J., Copet, J.,
Lee, J., Geffert, J., Vranes, J., Park, J., Mahadeokar, J.,
Shah, J., van der Linde, J., Billock, J., Hong, J., Lee, J.,
Fu, J., Chi, J., Huang, J., Liu, J., Wang, J., Yu, J., Bitton,
J., Spisak, J., Park, J., Rocca, J., Johnstun, J., Saxe, J., Jia,
J., Alwala, K. V., Prasad, K., Upasani, K., Plawiak, K., Li,
K., Heafield, K., Stone, K., El-Arini, K., Iyer, K., Malik,
K., Chiu, K., Bhalla, K., Lakhotia, K., Rantala-Yeary,
L., van der Maaten, L., Chen, L., Tan, L., Jenkins, L.,
Martin, L., Madaan, L., Malo, L., Blecher, L., Landzaat,
L., de Oliveira, L., Muzzi, M., Pasupuleti, M., Singh,
M., Paluri, M., Kardas, M., Tsimpoukelli, M., Oldham,
M., Rita, M., Pavlova, M., Kambadur, M., Lewis, M.,
Si, M., Singh, M. K., Hassan, M., Goyal, N., Torabi, N.,
Bashlykov, N., Bogoychev, N., Chatterji, N., Zhang, N.,
Duchenne, O., Celebi, O., Alrassy, P., Zhang, P., Li, P.,
Vasic, P., Weng, P, Bhargava, P., Dubal, P., Krishnan,
P, Koura, P. S., Xu, P, He, Q., Dong, Q., Srinivasan,
R., Ganapathy, R., Calderer, R., Cabral, R. S., Stojnic,
R., Raileanu, R., Maheswari, R., Girdhar, R., Patel, R.,
Sauvestre, R., Polidoro, R., Sumbaly, R., Taylor, R., Silva,
R., Hou, R., Wang, R., Hosseini, S., Chennabasappa, S.,
Singh, S., Bell, S., Kim, S. S., Edunov, S., Nie, S., Narang,
S., Raparthy, S., Shen, S., Wan, S., Bhosale, S., Zhang,
S., Vandenhende, S., Batra, S., Whitman, S., Sootla, S.,
Collot, S., Gururangan, S., Borodinsky, S., Herman, T.,
Fowler, T., Sheasha, T., Georgiou, T., Scialom, T., Speck-
bacher, T., Mihaylov, T., Xiao, T., Karn, U., Goswami, V.,
Gupta, V., Ramanathan, V., Kerkez, V., Gonguet, V., Do,
V., Vogeti, V., Albiero, V., Petrovic, V., Chu, W., Xiong,
W., Fu, W., Meers, W., Martinet, X., Wang, X., Wang,
X., Tan, X. E., Xia, X., Xie, X., Jia, X., Wang, X., Gold-
schlag, Y., Gaur, Y., Babaei, Y., Wen, Y., Song, Y., Zhang,

11

Y., Li, Y., Mao, Y., Coudert, Z. D., Yan, Z., Chen, Z.,
Papakipos, Z., Singh, A., Srivastava, A., Jain, A., Kelsey,
A., Shajnfeld, A., Gangidi, A., Victoria, A., Goldstand,
A., Menon, A., Sharma, A., Boesenberg, A., Baevski, A.,
Feinstein, A., Kallet, A., Sangani, A., Teo, A., Yunus, A.,
Lupu, A., Alvarado, A., Caples, A., Gu, A., Ho, A., Poul-
ton, A., Ryan, A., Ramchandani, A., Dong, A., Franco,
A., Goyal, A., Saraf, A., Chowdhury, A., Gabriel, A.,
Bharambe, A., Eisenman, A., Yazdan, A., James, B.,
Maurer, B., Leonhardi, B., Huang, B., Loyd, B., Paola,
B. D., Paranjape, B., Liu, B., Wu, B., Ni, B., Hancock,
B., Wasti, B., Spence, B., Stojkovic, B., Gamido, B.,
Montalvo, B., Parker, C., Burton, C., Mejia, C., Liu, C.,
Wang, C., Kim, C., Zhou, C., Hu, C., Chu, C.-H., Cai, C,,
Tindal, C., Feichtenhofer, C., Gao, C., Civin, D., Beaty,
D., Kreymer, D., Li, D., Adkins, D., Xu, D., Testuggine,
D., David, D., Parikh, D., Liskovich, D., Foss, D., Wang,
D, Le, D., Holland, D., Dowling, E., Jamil, E., Mont-
gomery, E., Presani, E., Hahn, E., Wood, E., Le, E.-T.,
Brinkman, E., Arcaute, E., Dunbar, E., Smothers, E., Sun,
F.,, Kreuk, F.,, Tian, F., Kokkinos, F., Ozgenel, F., Cag-
gioni, F., Kanayet, F., Seide, F., Florez, G. M., Schwarz,
G., Badeer, G., Swee, G., Halpern, G., Herman, G., Sizov,
G., Guangyi, Zhang, Lakshminarayanan, G., Inan, H.,
Shojanazeri, H., Zou, H., Wang, H., Zha, H., Habeeb, H.,
Rudolph, H., Suk, H., Aspegren, H., Goldman, H., Zhan,
H., Damlaj, 1., Molybog, 1., Tufanov, 1., Leontiadis, I.,
Veliche, 1.-E., Gat, 1., Weissman, J., Geboski, J., Kohli,
J., Lam, J., Asher, J., Gaya, J.-B., Marcus, J., Tang, J.,
Chan, J., Zhen, J., Reizenstein, J., Teboul, J., Zhong, J.,
Jin, J., Yang, J., Cummings, J., Carvill, J., Shepard, J.,
McPhie, J., Torres, J., Ginsburg, J., Wang, J., Wu, K., U,
K. H., Saxena, K., Khandelwal, K., Zand, K., Matosich,
K., Veeraraghavan, K., Michelena, K., Li, K., Jagadeesh,
K., Huang, K., Chawla, K., Huang, K., Chen, L., Garg,
L., A, L., Silva, L., Bell, L., Zhang, L., Guo, L., Yu, L.,
Moshkovich, L., Wehrstedt, L., Khabsa, M., Avalani, M.,
Bhatt, M., Mankus, M., Hasson, M., Lennie, M., Reso,
M., Groshev, M., Naumov, M., Lathi, M., Keneally, M.,
Liu, M., Seltzer, M. L., Valko, M., Restrepo, M., Patel,
M., Vyatskov, M., Samvelyan, M., Clark, M., Macey,
M., Wang, M., Hermoso, M. J., Metanat, M., Rastegari,
M., Bansal, M., Santhanam, N., Parks, N., White, N.,
Bawa, N., Singhal, N., Egebo, N., Usunier, N., Mehta,
N., Laptev, N. P., Dong, N., Cheng, N., Chernoguz, O.,
Hart, O., Salpekar, O., Kalinli, O., Kent, P., Parekh, P.,
Saab, P., Balaji, P., Rittner, P., Bontrager, P., Roux, P,
Dollar, P., Zvyagina, P., Ratanchandani, P., Yuvraj, P,,
Liang, Q., Alao, R., Rodriguez, R., Ayub, R., Murthy, R.,
Nayani, R., Mitra, R., Parthasarathy, R., Li, R., Hogan,
R., Battey, R., Wang, R., Howes, R., Rinott, R., Mehta,
S., Siby, S., Bondu, S. J., Datta, S., Chugh, S., Hunt, S.,
Dhillon, S., Sidorov, S., Pan, S., Mahajan, S., Verma,
S., Yamamoto, S., Ramaswamy, S., Lindsay, S., Lindsay,



OSCS: Online Selection with Provable FAR Control for LLM Safety

S., Feng, S., Lin, S., Zha, S. C., Patil, S., Shankar, S.,
Zhang, S., Zhang, S., Wang, S., Agarwal, S., Sajuyigbe,
S., Chintala, S., Max, S., Chen, S., Kehoe, S., Satterfield,
S., Govindaprasad, S., Gupta, S., Deng, S., Cho, S., Virk,
S., Subramanian, S., Choudhury, S., Goldman, S., Remez,
T., Glaser, T., Best, T., Koehler, T., Robinson, T., Li, T.,
Zhang, T., Matthews, T., Chou, T., Shaked, T., Vontimitta,
V., Ajayi, V., Montanez, V., Mohan, V., Kumar, V. S,
Mangla, V., Ionescu, V., Poenaru, V., Mihailescu, V. T.,
Ivanov, V., Li, W., Wang, W., Jiang, W., Bouaziz, W.,
Constable, W., Tang, X., Wu, X., Wang, X., Wu, X., Gao,
X., Kleinman, Y., Chen, Y., Hu, Y., Jia, Y., Qi, Y., L1, Y.,
Zhang, Y., Zhang, Y., Adi, Y., Nam, Y., Yu, Wang, Zhao,
Y., Hao, Y., Qian, Y., Li, Y., He, Y., Rait, Z., DeVito, Z.,
Rosnbrick, Z., Wen, Z., Yang, Z., Zhao, Z., and Ma, Z.
The Llama 3 Herd of Models, November 2024.

Gu, T., Liu, K., Dolan-Gavitt, B., and Garg, S. BadNets:
Evaluating Backdooring Attacks on Deep Neural Net-
works. IEEE Access, 7:47230-47244,2019. ISSN 2169-
3536. doi: 10.1109/ACCESS.2019.2909068.

Hu, Z., Zhang, Z., Wang, Y., and Tao, D. Safer: A con-
trollable safeguard for llms against backdoor attacks. In
Findings of the Association for Computational Linguis-
tics: ACL 2026. Association for Computational Linguis-
tics, 2026.

Huo, Y., Lu, L., Ren, H., and Zou, C. Real-Time Selec-
tion Under General Constraints via Predictive Inference.

Advances in Neural Information Processing Systems, 37:
61267-61305, December 2024.

Jain, N., Schwarzschild, A., Wen, Y., Somepalli, G.,
Kirchenbauer, J., Chiang, P.-y., Goldblum, M., Saha, A.,
Geiping, J., and Goldstein, T. Baseline Defenses for
Adpversarial Attacks Against Aligned Language Models,
September 2023.

Jiang, A. Q., Sablayrolles, A., Mensch, A., Bamford, C.,
Chaplot, D. S., de las Casas, D., Bressand, F., Lengyel,
G., Lample, G., Saulnier, L., Lavaud, L. R., Lachaux, M.-
A., Stock, P, Scao, T. L., Lavril, T., Wang, T., Lacroix,
T., and Sayed, W. E. Mistral 7B, October 2023.

Jiang, H. Uniform Convergence Rates for Kernel Density
Estimation. In Proceedings of the 34th International Con-
ference on Machine Learning, pp. 1694-1703. PMLR,
July 2017.

Jin, Y. and Candes, E. J. Selection by Prediction with
Conformal p-values.

Li, M., Wang, W., Feng, E., Cao, Y., Zhang, J., and
Chua, T.-S. Robust prompt optimization for large lan-
guage models against distribution shifts. In Bouamor,
H., Pino, J., and Bali, K. (eds.), Proceedings of the

12

2023 Conference on Empirical Methods in Natural Lan-
guage Processing, pp. 1539-1554, Singapore, December
2023a. Association for Computational Linguistics. doi:
10.18653/v1/2023.emnlp-main.95. URL https://
aclanthology.org/2023.emnlp-main.95/.

Li, Y., Li, T, Chen, K., Zhang, J., Liu, S., Wang, W., Zhang,
T., and Liu, Y. BadEdit: Backdooring Large Language
Models by Model Editing. In The Twelfth International
Conference on Learning Representations, October 2023b.

Liu, X., Xu, N., Chen, M., and Xiao, C. AutoDAN: Gener-
ating Stealthy Jailbreak Prompts on Aligned Large Lan-
guage Models. In The Twelfth International Conference
on Learning Representations, October 2023.

Liu, Y., Ott, M., Goyal, N., Du, J., Joshi, M., Chen, D.,
Levy, O., Lewis, M., Zettlemoyer, L., and Stoyanov, V.
RoBERTa: A Robustly Optimized BERT Pretraining Ap-
proach, July 2019.

Maity, S. and Saikia, M. J. Large Language Models in
Healthcare and Medical Applications: A Review. Bio-
engineering (Basel, Switzerland), 12(6):631, June 2025.
ISSN 2306-5354. doi: 10.3390/bioengineering12060631.

Marandon, A., Lei, L., Mary, D., and Roquain, E. Adaptive
novelty detection with false discovery rate guarantee. The
Annals of Statistics, 52(1):157-183, February 2024. ISSN
0090-5364, 2168-8966. doi: 10.1214/23-A0S2338.

Minaee, S., Mikolov, T., Nikzad, N., Chenaghlu, M., Socher,
R., Amatriain, X., and Gao, J. Large Language Models:
A Survey, March 2025.

OpenAl. Gpt-4 technical report. https://openai.
com/research/gpt—4,2023.

Paszke, A., Gross, S., Massa, F., Lerer, A., Bradbury, J.,
Chanan, G., Killeen, T., Lin, Z., Gimelshein, N., Antiga,
L., Desmaison, A., Kopf, A., Yang, E., DeVito, Z., Rai-
son, M., Tejani, A., Chilamkurthy, S., Steiner, B., Fang,
L., Bai, J., and Chintala, S. PyTorch: An Imperative
Style, High-Performance Deep Learning Library, Decem-
ber 2019.

Pathade, C. Red Teaming the Mind of the Machine: A
Systematic Evaluation of Prompt Injection and Jailbreak
Vulnerabilities in LLMs, May 2025.

Pessach, D. and Shmueli, E. A review on fairness in machine
learning. ACM computing surveys (CSUR), 55(3):1-44,
2022.

Phute, M., Helbling, A., Hull, M., Peng, S., Szyller, S.,
Cornelius, C., and Chau, D. H. LLM Self Defense: By
Self Examination, LLMs Know They Are Being Tricked,
May 2024.


https://aclanthology.org/2023.emnlp-main.95/
https://aclanthology.org/2023.emnlp-main.95/
https://openai.com/research/gpt-4
https://openai.com/research/gpt-4

OSCS: Online Selection with Provable FAR Control for LLM Safety

Qi, F, Chen, Y., Li, M., Yao, Y., Liu, Z., and Sun, M.
ONION: A Simple and Effective Defense Against Textual
Backdoor Attacks, November 2021a.

Qi, F, Chen, Y., Zhang, X., Li, M., Liu, Z., and Sun, M.
Mind the Style of Text! Adversarial and Backdoor At-
tacks Based on Text Style Transfer. In Moens, M.-F.,,
Huang, X., Specia, L., and Yih, S. W.-t. (eds.), Pro-
ceedings of the 2021 Conference on Empirical Methods
in Natural Language Processing, pp. 4569-4580, On-
line and Punta Cana, Dominican Republic, November
2021b. Association for Computational Linguistics. doi:
10.18653/v1/2021.emnlp-main.374.

Qi, F, Li, M., Chen, Y., Zhang, Z., Liu, Z., Wang, Y., and
Sun, M. Hidden Killer: Invisible Textual Backdoor At-
tacks with Syntactic Trigger. In Zong, C., Xia, F., Li, W,
and Navigli, R. (eds.), Proceedings of the 59th Annual
Meeting of the Association for Computational Linguistics
and the 11th International Joint Conference on Natu-
ral Language Processing (Volume 1: Long Papers), pp.
443-453, Online, August 2021c. Association for Compu-
tational Linguistics. doi: 10.18653/v1/2021.acl-long.37.

Ross, E., Kansal, Y., Renzella, J., Vassar, A., and Taylor, A.
Supervised Fine-Tuning LLMs to Behave as Pedagogical
Agents in Programming Education, February 2025.

Shu, Y. and Yu, Z. Distribution shifts are bottlenecks:
Extensive evaluation for grounding language models to
knowledge bases. In Falk, N., Papi, S., and Zhang,
M. (eds.), Proceedings of the 18th Conference of the
European Chapter of the Association for Computa-
tional Linguistics: Student Research Workshop, pp. 71—
88, St. Julian’s, Malta, March 2024. Association for
Computational Linguistics. doi: 10.18653/v1/2024.
eacl-srw.7. URL https://aclanthology.org/
2024.eacl-srw.7/.

Storey, J. D. A Direct Approach to False Discovery Rates.
Journal of the Royal Statistical Society Series B: Statis-
tical Methodology, 64(3):479-498, August 2002. ISSN
1369-7412. doi: 10.1111/1467-9868.00346.

Storey, J. D., Taylor, J. E., and Siegmund, D. Strong Control,
Conservative Point Estimation and Simultaneous Conser-
vative Consistency of False Discovery Rates: A Unified
Approach. Journal of the Royal Statistical Society Se-
ries B: Statistical Methodology, 66(1):187-205, February
2004. ISSN 1369-7412. doi: 10.1111/.1467-9868.2004.
00439 x.

Wang, S., Xu, T., Li, H., Zhang, C., Liang, J., Tang, J., Yu,
P. S., and Wen, Q. Large Language Models for Education:
A Survey and Outlook, April 2024.

Wang, S., Wang, P., Zhou, T., Dong, Y., Tan, Z., and Li, J.
Ceb: Compositional evaluation benchmark for fairness
in large language models. In International Conference

on Learning Representations, volume 2025, pp. 22627—
22668, 2025.

Wei, A., Haghtalab, N., and Steinhardt, J. Jailbroken: How
Does LLM Safety Training Fail? In Thirty-Seventh
Conference on Neural Information Processing Systems,
November 2023.

Wolf, T., Debut, L., Sanh, V., Chaumond, J., Delangue, C.,
Moi, A., Cistac, P, Rault, T., Louf, R., Funtowicz, M.,
Davison, J., Shleifer, S., von Platen, P., Ma, C., Jernite, Y.,
Plu, J., Xu, C., Scao, T. L., Gugger, S., Drame, M., Lhoest,
Q., and Rush, A. M. HuggingFace’s Transformers: State-
of-the-art Natural Language Processing, July 2020.

Wu, X., , Yuyang, H., , Haojie, R., and and Zou, C. Optimal
Subsampling via Predictive Inference. Journal of the
American Statistical Association, 119(548):2844-2856,
October 2024. ISSN 0162-1459. doi: 10.1080/01621459.
2023.2282644.

Xian, X., Wang, G., Srinivasa, J., Kundu, A., Bi, X., Hong,
M., and Ding, J. A Unified Detection Framework for
Inference-Stage Backdoor Defenses. Advances in Neural
Information Processing Systems, 36:7867-7894, Decem-
ber 2023.

Yang, A., Yang, B., Hui, B., Zheng, B., Yu, B., Zhou, C.,
Li, C, Li, C., Liu, D., Huang, F., Dong, G., Wei, H., Lin,
H., Tang, J., Wang, J., Yang, J., Tu, J., Zhang, J., Ma, J.,
Yang, J., Xu, J., Zhou, J., Bai, J., He, J., Lin, J., Dang,
K., Lu, K., Chen, K., Yang, K., Li, M., Xue, M., Ni, N.,
Zhang, P., Wang, P., Peng, R., Men, R., Gao, R., Lin, R.,
Wang, S., Bai, S., Tan, S., Zhu, T, Li, T., Liu, T., Ge, W,
Deng, X., Zhou, X., Ren, X., Zhang, X., Wei, X., Ren,
X., Liu, X., Fan, Y., Yao, Y., Zhang, Y., Wan, Y., Chu, Y.,
Liu, Y., Cui, Z., Zhang, Z., Guo, Z., and Fan, Z. Qwen2
Technical Report, September 2024.

Yang, W., Li, L., Zhang, Z., Ren, X., Sun, X., and He, B.
Be Careful about Poisoned Word Embeddings: Explor-
ing the Vulnerability of the Embedding Layers in NLP
Models. In Toutanova, K., Rumshisky, A., Zettlemoyer,
L., Hakkani-Tur, D., Beltagy, 1., Bethard, S., Cotterell,
R., Chakraborty, T., and Zhou, Y. (eds.), Proceedings of
the 2021 Conference of the North American Chapter of
the Association for Computational Linguistics: Human
Language Technologies, pp. 2048-2058, Online, June
2021a. Association for Computational Linguistics. doi:
10.18653/v1/2021.naacl-main.165.

Yang, W., Lin, Y., Li, P., Zhou, J., and Sun, X. RAP:
Robustness-Aware Perturbations for Defending against
Backdoor Attacks on NLP Models. In Moens, M.-F.,


https://aclanthology.org/2024.eacl-srw.7/
https://aclanthology.org/2024.eacl-srw.7/

OSCS: Online Selection with Provable FAR Control for LLM Safety

Huang, X., Specia, L., and Yih, S. W.-t. (eds.), Pro-
ceedings of the 2021 Conference on Empirical Methods
in Natural Language Processing, pp. 8365-8381, On-
line and Punta Cana, Dominican Republic, November
2021b. Association for Computational Linguistics. doi:
10.18653/v1/2021.emnlp-main.659.

Yang, W., Lin, Y., Li, P, Zhou, J., and Sun, X. Rethinking
Stealthiness of Backdoor Attack against NLP Models. In
Zong, C., Xia, F, Li, W., and Navigli, R. (eds.), Pro-
ceedings of the 59th Annual Meeting of the Association
for Computational Linguistics and the 11th International
Joint Conference on Natural Language Processing (Vol-
ume 1: Long Papers), pp. 5543-5557, Online, August
2021c. Association for Computational Linguistics. doi:
10.18653/v1/2021.acl-long.431.

Yao, H., Lou, J., and Qin, Z. PoisonPrompt: Backdoor
Attack on Prompt-Based Large Language Models. In
ICASSP 2024 - 2024 IEEE International Conference on
Acoustics, Speech and Signal Processing (ICASSP), pp.
77457749, April 2024. doi: 10.1109/ICASSP48485.
2024.10446267.

Yelp.
yelp.com/dataset. Accessed: 2024-05-20.

Yi, B., Chen, S., Li, Y., Li, T., Zhang, B., and Liu, Z.
BadActs: A Universal Backdoor Defense in the Activa-
tion Space. In Ku, L.-W., Martins, A., and Srikumar, V.
(eds.), Findings of the Association for Computational Lin-
guistics: ACL 2024, pp. 5339-5352, Bangkok, Thailand,
August 2024. Association for Computational Linguistics.
doi: 10.18653/v1/2024.findings-acl.317.

Zhang, X., Zhao, J., and LeCun, Y. Character-level Convo-
lutional Networks for Text Classification. In Advances
in Neural Information Processing Systems, volume 28.
Curran Associates, Inc., 2015.

Zhang, Z., Li, N., Liu, Q., Li, R., Gao, W., Mao, Q., Huang,
Z., Yu, B., and Tao, D. The other side of the coin: Ex-
ploring fairness in retrieval-augmented generation. arXiv
preprint arXiv:2504.12323, 2025a.

Zhang, Z., Liu, Q., Hu, Z., Zhan, Y., Huang, Z., Gao, W.,
Mao, Q., and Chen, E. A hybrid adaptive sampling strat-
egy for fair and accurate meta-learned user modeling.
ACM Transactions on Information Systems, 44(1):1-39,
2025b.

Zheng, C., Yin, F., Zhou, H., Meng, F., Zhou, J., Chang,
K.-W., Huang, M., and Peng, N. On Prompt-Driven Safe-
guarding for Large Language Models. In Proceedings of
the 41st International Conference on Machine Learning,
pp. 61593-61613. PMLR, July 2024.

Yelp open dataset, 2024. URL https://www.

14

Zou, A., Wang, Z., Carlini, N., Nasr, M., Kolter, J. Z., and
Fredrikson, M. Universal and Transferable Adversarial
Attacks on Aligned Language Models, December 2023.


https://www.yelp.com/dataset
https://www.yelp.com/dataset

OSCS: Online Selection with Provable FAR Control for LLM Safety

A. Omitted Details of Experimental Setup

In this section, we provide additional details regarding the experimental setup for both backdoor sample detection and
jailbreak prompt detection tasks. First we describe the common hyperparameter settings shared by both tasks, followed by
specific implementation details for each task.

A.1. Common Hyperparameter Settings Shared by two Tasks

We use a Gaussian kernel as the kernel function K for both KDE and RKDE. For both methods, the bandwidth is selected
using Silverman’s rule of thumb. Although the theoretical analysis adopts the standard shrinking bandwidth schedule
hy = t~7 for analytical tractability, in practice we employ Silverman’s rule-of-thumb bandwidth computed from the
calibration set to improve finite-sample empirical stability. We set the decay parameter to 7 = 0.95. The score range is
estimated from the calibration data and expanded to five times the observed score range in the calibration set. To ensure
sufficient numerical precision, the number of grid points is chosen such that the grid spacing is 0.01.

A.2. Experimental Settings for Task1 (Backdoor Sample Detection)

Implementation Details We evaluate backdoor sample detection using four representative backdoor attack techniques:
BadNets (Gu et al., 2019), which introduces rare-word triggers (e.g., ’bf”’); AddSent (Dai et al., 2019), which appends
full-sentence triggers (e.g., ”’I watched this 3D movie”); StyleBkd (Qi et al., 2021b), which applies stylistic transformations
(e.g., a ”Bible” writing style) as triggers; and SynBkd (Qi et al., 2021c), which uses specific syntactic patterns (e.g.,
”S(SBAR)(,)INP)(VP)(.)”) as triggers. For all attack methods, 20% of the training data is poisoned. The victim models
are trained with backdoors for 5 epochs using a learning rate of 2 x 1072, All attack methods and baseline defenses
are implemented using the OpenBackdoor framework (Cui et al., 2022), with default hyperparameter settings for both
attack and defense methods. The experiments are conducted using PyTorch (Paszke et al., 2019) and the Transformers
library (Wolf et al., 2020). We use the AdamW optimizer and run all experiments on a single NVIDIA V100 GPU with
32GB of memory. Each experiment is repeated 5 times, and we report the average results.

Scoring Function In our experiments, we use two scoring functions: Mahalanobis distance-based scores (MDS), which
measure the distance of a sample’s feature representation from the distribution of clean samples, and activation-based
scores (BadActs, Yi et al., 2024), which capture deviations in model activations caused by potential backdoor triggers.
Both scoring functions require an additional clean calibration set for score construction. To this end, we split the original
calibration set evenly into two disjoint subsets. The first subset is used to estimate the necessary statistics—namely, the
mean and covariance for MDS, and the clean activation ranges for BadActs. The second subset serves as the calibration set
for evaluation, as described in Section 4.

* Mahalanobis Distance (MDS): Using the first half of the calibration set, we estimate the mean vector 1 and covariance
matrix X of feature representations extracted from clean samples. For a test input x;, the Mahalanobis distance is
computed as

Whtatatanobis (€5) = v/ ((2;) — 1) TE1(f () — p), (20)
where f(x;) denotes the feature representation of ;. This score measures the deviation of a test sample from the
distribution of clean samples in the feature space. For this scoring function, we set G(w) = —w so that smaller

transformed scores correspond to a higher probability of being a backdoor sample.

* BadActs Score: We follow the scoring procedure introduced in BadActs (Yi et al., 2024). Specifically, for each test
sample z;, the intermediate indicator for the k-th activation value is defined as

(I)k (IJ) = ]]'[uk—aak, pk+ack] (Tj,k)v

where ;i and o* denote the mean and standard deviation of the k-th activation estimated from clean samples, Tk 1s the
corresponding activation of x;, and a is a hyperparameter set to 3 in our experiments.

The final BadActs score is obtained by averaging over all activation values:

L-d
1
WBadActs T] T Z
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Table 4. Glossary of commonly used symbols.

Symbol Meaning Symbol Meaning

Aéfli ( ft) Recursive estimator of the mixture density funix  g; 7-th grid point

fes fmix  True density of clean/mix distribution L, Ilt True posterior benign probability and its estimate
K Kernel function R Radius of the compact interval

Wy 4 Weight assigned to the ¢-th kernel at time ¢ h; Bandwidth of the i-th kernel

At Decay factor at time ¢ vy The power of h; =i~7

T The power of \; =1 — t% Tes 79 True/estimated benign proportion

where L - d is the total number of activation values across all layers. This score represents the fraction of activations that
fall within the expected clean range. For this score, we set G(w) = w.

A.3. Experimental Settings for Task 2 (Jailbreaking Detection)

Attack Methods: AutoDAN AutoDAN is a recently proposed automated jailbreaking method that systematically searches
for adversarial prompts capable of bypassing LLM safety mechanisms. Specifically, it uses genetic algorithms to evolve
prompts over multiple generations, optimizing for those that successfully elicit harmful responses from the target LLM.
AutoDAN-ga employs a standard genetic algorithm approach in paragraph-level population while AutoDAN-hga additionally
incorporates sentence-level population searching. Both methods have demonstrated high success rates in generating effective
jailbreak prompts across various LLMs (Liu et al., 2023).

Scoring Function In our experiments, we utilize the perplexity (PPL) and Mahalanobis (MDS) score as the scoring
function for jailbreak sample detection. The perplexity score measures how well a language model predicts a given input
sequence, with higher perplexity indicating that the input is less likely under the model’s learned distribution. Specifically,
for a given input prompt X, the perplexity score is computed as:

N
1
WepL(X:) = exp <_N E 10gP(Xt,i|Xt,<i)> ;
i=1

where N is the length of the prompt, X, ; is the j-th token in the prompt, and P (X, ;| X; ;) is the conditional probability
of token X ; given the preceding tokens X .; as predicted by the language model. The mahalanobis score is computed
similarly to the backdoor detection setting.

B. Proofs

In this section, we provide detailed proofs of the theoretical results presented in Section 5. The proofs are organized as
follows.

1. Useful Lemmas (B.1): We present several auxiliary lemmas that will be instrumental in establishing the main results.

2. Proof of the Uniform Convergence of RKDE on Compact Intervals (B.2): We provide the lemmas and proof of
Theorem B.12, which establishes the uniform convergence of the RKDE estimator on compact intervals.

3. Proof of the Convergence of the Proportion Estimator (B.3): We present the lemmas and proof of Theorem B.15,
which establishes the consistency of the estimator for the proportion of clean samples.

4. Proof of the Uniform Convergence of the L-estimator (B.4): Building on Theorems B.12 and B.15, we provide the
proof of Theorem B.16, which establishes the uniform convergence of the L-estimator for posterior benign probabilities.

5. Proof of the Main Theorem (B.S and B.6): Finally, we present the necessary lemmas and the proof of Theorem 5.10,
which shows that OSCS controls the FAR at the desired level under suitable conditions.

To facilitate the presentation of the proofs, we first summarize the commonly used notations in Table 4.
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B.1. Useful Lemmas

Lemma B.1 (Uniform Convergence of KDE (Jiang, 2017)). If Assumption 5.2 holds and we take the bandwidth h =

(28+1)

nal/ , then with probability at least 1 — 1/ny,

sup | f(w) — f(w)| < Cng 7 \/log o,

weR

where C = C (M, ca, B, K) is a positive constant depending on M and 3, cg of Holder continuity and the kernel K (-).

Lemma B.2 (Hoeffding’s Inequality). Let X1, ..., X,, be independent random variables with X; € [low, liow + L] almost
surely. Define the sample mean X, = % Sory Xi and p = E[X,,]. Then for any § > 0, with probability at least 1 — §/2,

. log(4/6
|Xn — N| <L- M' 21)
2n
Lemma B.3 (Bernstein’s Inequality). Let 71, ..., Z, be independent random variables such that for all i € {1,...,n},

they are almost surely bounded and zero-mean:
|Z;| < M, and E[Z]=0

Let S, = >, Z; be the sum, and let V,, be the sum of the variance:
Vo= VarlZi]| = E[Z]]
i=1 i=1

For any confidence level § € (0, 1), with probability at least 1 — §, the deviation of the sum |S,,| is bounded by:

2 2 2
< — — —
1S,| < QV%hl(é) + 3Aa1n(5)

Lemma B.4 (Freedman’s Inequality). Let (Zy, Fy)t_, be a martingale with differences Xy, = Zy, — Zi_1. Suppose that
the differences are uniformly bounded, i.e., |X| < M almost surely for all k. Let V,, = 22:1 E[X? | Fix—1] be the
predictable quadratic variation of the martingale. Then, for any t > 0 and 0> > 0,

t2/2
2
Pr(ZnZtananSU ) Sexp(—w)

B.2. Lemmas and Theorems for Uniform Convergence of RKDE

We first give the some notations and definitions that will be used in the proofs of this part.

Notations Here, to simplify the notation in the proofs of this part, we write the estimator of the mix density fumix (i-€., fn(ﬂt”)()
as f;. Following the RKDE construction in Section 4, the estimator f; is recursively defined

fe(g7) = Mfim1(g) + (1= M) K, (g, —Wy), j=1,....B (22)

where the decay factor \; and the bandwidth h; are defined as

11
N=1-— S<r<l,  h=tT7, 0<y<T. (23)

T2

The estimator on the entire interval is constructed via linear interpolation between adjacent grid points:

R R ft(ngrl)_ft(gj)
fr(w) = fi(g;) + git1—9;

(w - gj)v w e [gjagj—‘rl}- 24
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We define the weights w; ; based on the sequence {A; },>1 as

(1—=A) HZ::‘H Ap, L<i<t,

Wi q = t (25)
H )\k, 1= 0.
k=1
Lemma B.5. Let p > 0 and define
t
Spi=Y i (26)
i=1
Then the sum of the series is bounded as follows:
o), p>1,
St = O(logt), p= 1,
ot'™7), p<1.
The implicit constants in the O(+) notation depend only on p.
Proof. We analyze S; using standard integral comparisons, considering three cases according to the value of p.
Case1: p > 1 The function 27 is positive and integrable on [1, c0). Therefore,
t fo%e) 1
St:1+2fp§1+/ x Pdr=1+—, 27)
i=2 1 p—1
which shows that S; = O(1).
Case2: p =1 In this case, S; is the harmonic series. Using integral comparison,
‘1 t1
S’tzl—s—zf_gl—i—/fdx:l—i—lnt, (28)
im2 ! 1 X
and hence S; = O(logt).
Case3: 0 < p <1 The function 277 is positive and decreasing for x > 0, and
t tlfp -1 tlfp
St§1+/x*pdx:1+ < . (29)
1 L—p L—p
Thus S; = O(t'77).
Combining the three cases yields the stated bound. O

Lemma B.6. Given the weights {w, ; }i_ defined as in Equation 25 and h; = i~7 withy € (0, 1), for any 8 € (0, 1], there
exists a constant C' > 0 for all sufficiently large t,

t
> wi bl < Ct8 (30)
=1
Proof. Define
t
Spi= > wiihf, 31)
=1

18
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and split the sum at m := [¢/2]| — 2, resulting in

m t
St = Zwt,ihiﬁ + Z wmhf = St(l) + SEQ) (32)
i=1 i=m+1

Then, we bound two terms separately.

Step 1: Bound on Sgl) For1l <7 <m,usingl —x < e~ " for all z € R, we obtain

t t
wy; =i " H (1-k77) <i Texp < Z kT> . (33)

k=i+1 k=i+1

Moreover, since i < m = [t/2| — 1, we have

t t—1 t
D = W / 2 T dr = Cyt' T, (34)
k=it1 k=[t/2]—1 t/2
where C, = % > 0. Substituting the above bound into the expression for w; ; and using hf =i~7%, we have
StV < exp(—Oyt! ) Y il (35)

=1

By Lemma B.5, no matter whether 7 + (3 is greater than, equal to, or less than 1, the polynomial sum grows at most
polynomially in ¢, that is, there exists constants Cs, C's > 0 such that

S < Cyexp (—Cst' ). (36)
Step 2: Bound on St(g) Since h; is decreasing in ¢ and the weights satisfy Z§=1 w ; = 1, we have
t
S <My D wii Shfyy = (m+ 1) < Cut (37)

1=m-+1

for some constant Cy > 0.

Conclusion Combining Equation 36 and the bound on St(2) and noting that the exponentially small term is negligible
compared to any polynomial decay, we prove the lemma by choosing C = C, + 1 for sufficiently large ¢. O

Lemma B.7. Under the same conditions as in Lemma B.6, there exists a constant C' > 0 for all sufficiently large t,

t
> wihit < (38)
i=1
Proof. Define
t
Spi=> wihit. (39)
i=1
We split the sum at m = [¢/2]| — 2, resulting in
m t
o= wihit+ Y wihit=5"+57. (40)
=1 1=m-+1

Then, we bound two terms separately.
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Step 1: Bounding St(l) Using the same argument for bounding the St(l) term in lemma B.6, we have

1
wy; < P exp(—2C1t'7T). (41)
and hence m
SW < exp(—20,t77) Z iR (42)
i=1

Since the sum Y/, 7727 < t17=271+1 grows at most polynomially in ¢ and is dominated by the exponentially decaying
term, for sufficiently large ¢, there exist constants Cs, C's > 0 such that

S < €y exp(—Cyt ™). (43)

Step 2: Bounding St@) For m < ¢ <t, we bound the squared weights as
t 2 t
wii =i 7 [ H (1 — k‘T)] < i ¥ exp (—2 Z k‘T> . 44)
k=i+1 k=i+1
Furthermore, since k£~ 7 is a positive and decreasing function of k, we have
t t+1

S kT / e Tde > (E+1)TT(E—d) > 27T (E— ). (45)
k=i+1 i+1

Substituting the above bound into the expression for w7 ;, we obtain

wi; < i exp (=277 (t —4)). (46)

Multiplying the Equation 46 by h;l =147, we have
w?ﬂ-h;1 < i exp (27T (E—4)) .
Since m + 1 < i < ¢ withm = [t/2] — 2, 7 and ¢ are of the same order. Therefore, there exists a constant C), such that
T < Ot
for all sufficiently large ¢. Consequently,

wiihf < Cpt" T exp (=277 (E—4)) .

Summing over ¢ = m + 1, ..., ¢ and bounding the sum by an integral,

(oo}
S < (1 + / g2 T d:v)
0
<O (14 C17)
< Cut" 7.

(47)

Conclusion Combining the bounds for St(l) and St(Q), and absorbing the exponentially vanishing terms into the constant
C, we conclude that for sufficiently large ¢,
Sy <CUT, (48)

which proves the lemma.

O
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Lemma B.8. Assume that 0 < v < 7 < 1, under the same conditions as in Lemma B.6, there exists a constant C > 0 such
that for all t > 1,

max wy ; h;l <CT.
1<i<t

Proof. Consider the sequence
We analyze the ratio of consecutive terms:

R; = Girl _ - ! o .1 .
a; i+1 1—@G+1)—

We will show that there exists ¢ such that R; > 1 for all ¢ > 4. This implies that the sequence ¢ — a; is nondecreasing for
1 > 19, S0 the maximum of a; over 1 < ¢ < t is attained either at some ¢ < 7g or at 7 = t.

Step 1: Lower bound R; Take logarithms:
i
141

log R; = (7 — ) log —log(1—-(i+1)"7).

Using the inequalities log(1 + z) < z for z > 0 and —log(l — x) > x for 0 < x < 1 to bound the log zﬁ and
—log (1 — (i +1)77) terms respectively, we have

log R; > —(7 — ) (1) LD

Therefore, a sufficient condition for 2; > 1 is that the lower bound above is nonnegative, namely

(417>

)
Step 2: Find i, to satisfy the inequality Fori > 1 and 7 < 1, observe that (: + 1)™7 > (2i)"" =27"7¢"" >
Therefore, a sufficient condition is

N[

= T >271 —7).

This motivates the choice X

ig == [(2(7’ - fy))ﬁ_‘ vV,

which guarantees R; > 1 for all 7 > 4.
Step 3: Bound the maximum Since ¢ — a; is nondecreasing for ¢ > ¢y, the maximum over 1 < ¢ < ¢ satisfies

max a; < max{ max a;, at}.
1<i<t 1<i<io

For the first term we exploit the exponential decay of the weights. For any ¢ < i(, the same argument as in the proof of
Lemma B.6 gives

wy; <47 exp<7C’1t1*T)

for some constant C; > 0. Hence,
a; = w87 <77 exp(—Cltl_T) < Oy exp(—Cltl_T>,

21



OSCS: Online Selection with Provable FAR Control for LLM Safety

where Cy = max;<;<j, i~ " = 1 since v < 7. Consequently,

max a; < exp(—C’ltlfT).
1<i<ig

For the second term we have the exact expression
ay = wmtv =777,

Because v < 7, the term ¢7~" decays polynomially, whereas exp(—C1t1~7) decays exponentially. Therefore there exists ¢;
such that for all t > ¢4,

exp(—cltlff) <t

Setting to = max{ig, ¢1 }, we obtain for all t > ¢,

max a; < max{t"" 7, 7T} =¢77".
1<i<t

It remains to consider the finitely many cases ¢ < t5. Since 5 is a fixed constant independent of ¢, we can directly define
maxi<i<t Qg

= 49
C2 1I§nta<)§2 tr—T ( )
Then, for every t < to, we have
max a; < Cot? 7. (50)
1<i<t
Setting C' := max{1, Cs} gives the desired inequality. O

Lemma B.9 (Bias Bound of RKDE). Let f be 3-Holder continuous. Under assumption 5.2 and 5.4, for any fixed grid point
g; € G, there exist constants C > 0 and ty € N, depending only on cg, 3, K, T, vy, such that for all t > t,, the estimation fi
defined in Equation 9 satisfies

E[fi(9)] — f(g;)| < Ct°

Proof. Fix an arbitrary grid point g; € G, and for notation simplicity, we omit the subscript of g; in the following proof.

By unrolling the recursion, the expectation of ft (g) can be expressed as a weighted sum:

E|fi(9)] = 3 we ElKn (g = W)l + weofolg) (51)

where the weights are given by Equation 25.

Subtracting f(g) and taking absolute values, we have the bias term:
t
E[fe(9)] — f(9)] < wii|B[Kn, (g — Wi)] = f(9)] + weolfolg) — f(g)l- (52)
i=1

We first bound the bias of each individual KDE term E[K}, (g — W;)] and then combine the bounds using the weighted
summation. For any fixed 7, we have

‘E[Khi (g — W) — f(g)‘ = ’/Khi(g —xz)f(z),dx — f(g)‘
— '/K(u)f(g — hiu), du — f(g)’
< [IK@I#( ~ hi) = 1(o)ldu

<ot [ 1K)l du

= Clh?7
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where the second line follows from the change of variables u = (g — x)/h;, and the last inequality uses the Holder continuity
of f from Assumption 5.2, and the finiteness of the kernel moment [ |K (u)||u|’du from Assumption 5.4.

Next, substituting the above bound back into Equation 52, we obtain:

Elf(9)] = £(9)] < C1 Y wiahf 4w

i=1

folg) = f(9)| (53)

Bounding the first term by Lemma B.6, we obtain
t
Zwtﬂ-hf S C2t_Vﬁ (54)
i=1
Bounding the second term involves analyzing the decay of w; ¢. Since
: 1 1
wio = kUl (1 - k) < exp (—kzl k) : (55)

and 22:1 k=7 < t'=7 for 7 € (0, 1), the term w; o decays exponentially fast. Given that we initialize the estimator fo asa
uniform distribution over the finite grid G, the quantity | fo(g) — f(g)| is bounded over all grid points g € G. Consequently,

~ 1—7
wiolfo(g) = F(g)l = O (e77) (56)
Combining the above bounds yields
Elfi(9)] - f(9)| < ct7 (57)
for some constant C' > 0 and sufficiently large ¢, uniformly over all grid points g;. O

Lemma B.10 (Variance Bound of RKDE). Assume that 0 < v < 7 < 1, and suppose Assumptions 5.1, 5.2 and 5.4 hold.
Then, for any fixed grid point g; € G, there exist constants C > 0 and to € N, depending only on || f||oc, || K||2, [| K ||ocs T,
v, such that for all t > t, the estimation f; defined in Equation 22 satisfies

fulgy) ~ Elfugy)l| < €677 Viog(1/0),
with probability at least 1 — 0.

Proof. Like before, we fix a grid point g; € G and suppress the subscript j for notational simplicity. To bound the
|f:(9) — E[f:(g)]| term, we first write it as a sum of independent random variables and then apply Bernstein’s inequality to
obtain the desired concentration bound. Specifically, using the recursive expansion, we may write

fi(9) —E[ful9)] = ZYé + Yo,
i=1

where
Y; = Wi g (Khl (g — Wz) — E[Khl (g — WZ)]), 7= 1, e ,t and YO = W0 (fo(g) — E[fo(g)})

Since the initialization fo( g) is deterministic, we have Y = 0, and therefore
filg) —E[fulg)] = D _ V.. (58)

To apply Bernstein’s inequality, we need to bound the variance of each summand Y; and also obtain a uniform bound on |Y;|.
Next, we first derive the variance bound and then the uniform bound.
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Bound on variance To bound the variance of f,(g) — E[f;(g)], we first bound the variance of each summand Y; and then
sum over i. Since the random variables {Y;}!_, are independent and centered, we have

Var(V;) < E[Y?] = wi, E[Kj (9 - Wi)], i=1,...,t

Using the scaling K}, (w) = h; *K(w/h;) and u = (g — W;)/h;, we obtain

IR - w0l = [ 0K (U ftwydu = [ 1Rl - o) du < KR, 0=

%

Multiplying the above bound by wfl and summing over ¢, we have

t t
Var [filg) — Elfu9)]] < 3 Var(¥h) < |1 fll I K13 Y wihi (59)
i=1

i=1
Then, by Lemma B.7, we obtain

Var [ fi(g) ~Elfi(9)]] < Cvi T (60)

for some constant Cy > 0 depending only on || f||c, | K |2, 7, -

Uniform bound on summands  Since | K}, (u)| < h; || K||o0, we have
Vil < wei(|Kn, (9 — Wi)l + E|Kn, (9 — Wi)]) < 2weihy | Ko
Hence,
U := max |Y;| < 2||K||oo max wy ;h; "

1<i<t 1<i<t

By Lemma B.8,
U<LCyt' ™

for some constant Cy > 0 depending only on || K|, 7, -
Application of Bernstein’s inequality Applying Bernstein’s inequality (Lemma B.3) to Zle Y, we obtain that for any
§ € (0,1), with probability at least 1 — 4,

t

> Y

i=1

2
< /20yt log(2/6) + SOt log(2/6).

The second term is of lower order and can be absorbed into the first for sufficiently large ¢. Therefore, there exists a constant
C > 0 such that

filg) ~Elfi(9)]| < Ct*= VVIog(1/0)

with probability at least 1 — 4.
O

Theorem B.11 (Uniform Convergence of Recursive KDE on Fixed Grids). Suppose the assumptions stated in Lemma B.9
and B.10 hold, then with probability at least 1 — §,

max_|f,(g;) — f(g;)| < Ct751 \/log(B/9),

1<j<B
where C'is a positive constant.
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Proof. Combining the bias and variance bounds given by Lemma B.9 and B.10, we have for any fixed g;, with probability
atleast 1 — §/B:

|ft(9j) — flgy)| < Cit™P ¢ Cot™ = \/log(B/9).

— < 7, we balance the bias and variance terms to achieve the optimal convergence rate, resulting in

By setting v = PLEs)

; =78
fe(g5) — flg;)l < Ctz71/log(B/0).
where C is a constant depending on C} and Cb.

Finally, applying a union bound over all grid points g; for j = 1,..., B, we have that with probability at least 1 — 4,

max_|fi(g;) — f(g;)] < Ct7+ \/log (B/3).

1<j<B
O

Theorem B.12 (Uniform Convergence of RKDE on a Compact Interval). Suppose the same assumptions as in Theorem B.11
hold, and ft(x) is defined by the piecewise linear interpolation of f, (gj) on the grid G. Let G = {gn, ..., 9B} be a uniform
grid on [—R, R] with mesh size

A =max(gy1 = g;) < B~

Then for any ¢ € (0, 1), with probability at least 1 — 6,

sup | fu(w) — f(w)| < Oyt~ 751 /log(B/d) + Co B,

we[—R,R]

where Cp,Cy > 0 are constants independent of t.

Proof. We bound the uniform error on [—R, R] by combining the estimation error at grid points with the interpolation
error between grid points. Specifically, fix any w € [—R, R], and let g;, gj+1 € G be the adjacent grid points such that
9; < w < gj41. By the triangle inequality,

[fe(w) = fw)| < |folw) = filgp)] +1felg;) = Flai)| + 1 (g5) = F(w)].

Next, we further decompose the first term into a form similar to the second and third terms by using the linear interpolation
structure of f;. By the definition of linear interpolation, we have

|fi(w) = fulgi)| = ——L—|fulgj1) — Filgy)]

9j+1 — gy
< | felgje1) — Fgja0)| + [ felgs) — F(gi)] + 1 (gi41) — F(g5)]-

Substituting this bound into the previous display yields

|fe(w) = fw)| <3 max |filgr) = f(gr)] +21f (gj41) = f(9;)]-

1<k<B

Then, we bound the two terms on the right-hand side separately.

Interpolation error of f Since f is S-Holder continuous on [— R, R] and the grid is uniform, we have
[f(9j4+1) — f(gj)] < Llgj41 —g;1° < CLB™”.

Estimation error at grid points By Theorem B.11, with probability at least 1 — 9,

~ _ 18
(max |fi(ge) = flgr)| < Cot ™77 /1og(B/9).
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Conclusion. Combining the above bounds, we obtain that with probability at least 1 — 4,

sup | fi(w) — f(w)] < Cyt~ %57 \/log(B/3) + C2B~°.

we[—R,R]

where C1 = 3Cy and Cy = 2C, are constants independent of ¢. O

B.3. Lemmas and Theorems for Consistency of Null Proportion Estimator

Lemma B.13. Let p € [0, 1] denote a ground-truth quantity and p € [0, 1] its estimator. Fix a threshold A € (0,1), and
define the events R
A:={p> A}, A:={p> A}
Then for any € > 0, the symmetric difference between A and A satisfies
ANA = (A\A)U(A\ A) 61
C{lp =l > et U{lp = A <e}.

As a consequence, X
’ Pr(A4) — Pr(4)

<Pr(p—p| > € +Pr(lp— A < o). (62)
Proof. Suppose that both
lp—pl<e and |p—Al>e
hold. We show that under these conditions, A and A must coincide. First, if p > X\ + €, then we have
p=p—lp—p>p—e>A
which implies A = A. Second, if p < A — ¢, then
P<p+lp—pl<pte<A

which also implies A = A. Inboth cases, the events A and A agree. Therefore, a disagreement between A and A can occur
only if at least one of the conditions
p—pl>e or [p—Al<e

is satisfied, yielding X
ANMACHlp—pl> et U{lp— Al <€}

Taking probabilities on both sides and applying

| Pr(A) — Pr(4)| < Pr(AAA) (63)

complete the proof. O

Lemma B.14 (Small-ball probability with tail control). Under Assumptions 5.1 and 5.2, let p; be the true p-value defined as
pi = Fo(Wh),

where F is the cumulative distribution function of Wy | §; = 0 with density f., and Wy has marginal density f;x.

Then for any R > 0, there exists a constant Cr > 0 such that for any A € [0,1] and any € > 0,

E|[W, |
RK

Pr(lps — A <€) < Cre +
Proof. By definition, p; = F.(W;). We decompose the probability as
Pr(lp: — A <€) < Pr(lpt — A < ¢, |Wi| < R) + Pr(|Wy| > R).
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We first bound the localized term. On the compact set [—R, R], Assumption 5.2 ensures that there exist constants
0 <lgr < M < oo such that
Ip < fe(w) <M, Iz < fuix(w) <M,  Vw| <R

In particular, F. is strictly increasing and invertible on [—R, R]. Let f,, denote the density of p, restricted to the event
{|W| < R}. By the change-of-variables formula, for any u in the image of [—R, R] under F,

fmix(Fcil(u)) M . !
JolE Ty S

Ate
Pr(lpe — M < &, [Wi| <R) < / fo () du < 2.
A

—€

fpt (U) =

Therefore, we have

For the tail term, by Markov’s inequality,

E[W ¥
Pr(|]Wy > R) < RE
Combining the two parts yields
P A <0 < 20 e+ EWE
r([pr — Al <€) <2CRe+ RE
which completes the proof. O

Theorem B.15 (Consistency of the null proportion estimator) Under Assumption 5.2 and 5.6, there exist positive constants
C1,Cy,Cs,Cy > 0 such that, with probability at least 1 — 7 — l

’ﬂ' —W(t)‘ < Ciy| — Ogno Co\| —— og + O3 R 4 Cyey, (64)

Proof. The proof here is very similar to that of Lemma 5 in Hu et al. (2026), but we include it here for completeness. Recall
that the empirical p-value estimator is defined as

L+ 3 icing HG(wy) > G(w;))

Py = 65
Pt 1 +ng ) ( )
where G is a monotone function. Define A; := {p; > A} and A; := {; > A}. By the law of total probability:
PI‘(At) = Pr(pt > A | (515 = 0) < Te + Pr(pt > A | (5t = 1) . (1 - 7Tc). (66)
For clean samples, p; ~ Uniform[0, 1], which implies
For notation simplicity, let €) denote Pr(p, > A | 6; = 1). Therefore,
PI'(At) = 7TC(1 - )\) + (1 - ’ﬂ'c) . Pr(pt > A | (St = 1) (68)
=7 (1=X)+ (1 —7m)ex
Then the error of the null proportion estimator can thus be written as
1
_#®] = - _
‘71'c i _1—/\PrAt tt,zll (1 —me)ex
(69)

IN

’Pr(At) —Pr(A)| + |Pr(4,) - % S 1(Aw)| +(1 = mo)er

t'=1

1
(€] RS

We now bound each term individually.
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Term (1): By Lemma B.13, for any € > 0,
|Pr(A,) — Pr(A4;)| < Pr(|p; — pi| > €) + Pr(|ps — A < ¢). (70)
For the first term on the right-hand side, conditioned on wy, the V; = 1(G(w;) > G(w;)) are i.i.d. Bernoulli with mean p;.

By Hoeffding’s inequality,
Pr(|p; — pi| > €| wy) < 2exp(—2n€?).

Since the bound is uniform over wy, it holds unconditionally:
Pr(|p: — pi| > €) < 2exp(—2nge?).

For the second term, by Lemma B.14, there exists a constant C' > 0 such that

E|[W|K
Pr(lp: — A <e)<C-e+ |RK| .
Combining the two bounds and let ¢ = 107%%, we have
|Pr(A)—Pr(A)|<3+C 10‘57%4_% (71)
t t)| < n% 1 . RE

Term (2): Define Uy = 1(py > A). The quantity to control is

t
R 1
< |Pr(Ay) ~ E[U; | Deal| + [EIU; | Deat] = 5 3 U

t'=1

t
A 1
PI'(At) — ; Z Ut'
t'=1

(2a)

(2b)

We bound the two parts separately.

Part (2a): discrepancy between unconditional and conditional expectation: By the law of total probability,
E[U | Deal]l = Pr(pr > A | Deat) = Pw (Fro (G(W)) > A)
where F},, denotes the empirical CDF constructed from the calibration scores. Similarly,

E[Ui] = Ep,,, [Pw (Fp, (G(W)) > A)].

Let ¢ = Pr(p; > \) = Py (F(G(W)) > )), where F is the population CDF of clean scores. Then, by the triangle
inequality,

[E[Ut | Dear] — E[U]| < [E[Ut | Dear] — gl + [E[U] — gl
We first bound the E[U; | Dcal] — ¢ term. Applying Lemma B.13 with p = F,,(G(W)) and p = F(G(W)) gives

[P (Fno (GW)) > A) = g < Pr(|Fp (GW)) = F(GW))[ > €) + Pr([F(GW)) = A| < &)

We now bound the two terms on the right-hand side separately. For the first term, by the Dvoretzky-Kiefer-Wolfowitz
(DKW) inequality, with probability at least 1 — 2 exp(—2nge?), the DKW event holds, i.e.,

sup [ (G(w)) = F(G(w))| < e.

Therefore, on the DKW event, we have

Pr(|F, (GIW)) = F(G(W))[ > €) =0 (72)
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Moreover, by Lemma B.14, we can bound the second term as

E|W|X
Pr(|F <g) < .
Pr(|IF(GW)) = Al s¢) < Ce + RE
Therefore, on the DKW event,
E|W|K
|E[Ut | Deal] — q’ < Ce+ RE

Then, we bound the E[U;] — ¢ term. Taking expectation with respect to D, and using Jensen’s inequality,

IW

|E[U:] — q| < Ce+ + 2exp(—2n0e?).

The last term is obtained by using trivial bound for |E[U;] — ¢| when the DKW event does not hold. Combining the two
bounds and let ¢ = ,/ log 0 yields with probability at least 1 —

0

logng EW[K 2
E|U| — E[U; | D, <2C 2 —
| [ t] [ t| ca1]| >~ no + RK +n%
Part (2b): deviation of the test sample average: Conditional on D.,, the random variables Uy, ..., U, are i.i.d. with

mean E[U; | Dca]. Hoeffding’s inequality yields

Pr(‘IE[Ut | Deat] — % i Uy

t'=1

> ¢ ‘ Deat) < 2exp(~26(=")?).
Setting e’ = 4/ % makes the right-hand side < §. Because the bound is uniform over D, it also holds unconditionally:

o B2

Combinin (23) and (Zb): By the triangle inequalit and the union bOl,lIld, with probabilit atleast 1 — § — 722 over the
0

t
1 logng  2E[W|* 2 log(2/5
’E[Ut]_tZUt"SQC\/?-F ]‘%K| TR %
0

t'=1

E[U; | Deal] — Z Up| <

test sample,

Absorbing the term into the first term yields that, with probability at least 1 — § — —2, Term (2) is bounded by
no

flogng _E|[W|X  [log(2/6)
2 .
Co - + RE + o7

Final Bound: Combining the two terms and using Assumption 5.6, we obtain, with probability at least 1 — § — %,
0

K
mo— a0 < L (clw e SETE fle/E) | 2 1_7%)@) @3

Choosing § = + and absorbing the term into the first term yields

|7e — (t)| < < /logno o /log +C’ RK (lﬂ'c)ﬁ)\> (74)

with probability at least 1 — % — % Setting the constants accordingly completes the proof.
g 0
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B.4. Theorem of Uniform Convergence of L(w) Estimator

Theorem B.16 (Uniform convergence of L) Under Assumption 5. Z 5.4, 52, 5.6 hold, there exist constants

C1,Cy,Cs,Cy, Cs > 0 such that, with probability at least 1 — nio — % — 2,

R s 8
sup ‘L(w) - Lt(w)‘ < C1n072511+1 vl0ogng + Cot™ 2y T Vlog Bt + C5B™72 + C4R™% + Cse,. (75)
we[—R,R]

Proof. Recall that

few)me ;o few) i ;
Liw) = G20, L(w) = 0w Li(w) =T,y (Li(w))

where ITjy ;) denotes the projection operator onto the interval [0, 1]. Since L(w) € [0, 1], we have

| Lo(w) = L(w)| = [ 1) (Le(w)) — Mo 1) (L(w))| < |Le(w) = L(w)|-

Therefore, to prove the uniform convergence of Ly to L, it suffices to show the uniform convergence of L; to L. Specifically,
for any w € [—R, R], we have

sup  |L(w) — f/t(w)| = sup
we[—R,R] we[—R,R]|

(76)

folw)7l fo(w)w
(t ) Jmix (w)

le (

Rearranging terms and applying the triangle inequality yields

_i v ) [0 —
wG?Eg,R] |L(w) Lt(w)’ = we?l—lg,R] fmix( )frgﬁi(w) (fc<w)fle(w> ‘ﬂ-c ﬂ-C|
+ fmix (W 7Tc’fc fe(w )|+7T6fc )|fmiX( félflz(( )D

c ~ e

< sup li/(:;)(w) #®
we[-R,R] fmix(w)

By Assumption 5.2, there exists [ > 0 such that infwe[_ R.R] fmix(w) > 1. Moreover, Theorem B.12 implies that, with
probability at least 1 — %,

folw) = folw)| + \fmlx f;‘ii(w)”

(77

f(t)( ) f(t)

T3
sup |Ji§ﬁl< ) = frin(w)] < Cpo t” 7251 \flog Bt + Cp B, (78)

we[-R,R

Hence, for sufficiently large ¢ and B,

inf  fO(w)>1-Cp, t 0 \flog Bt — CpB~7

l
- 79
w€[—R,R] 2 (79

Similarly, we have sup,,c[_ g, ) fc(w) < 3/2M for sufficiently large ny. Combining these bounds yields

sup |L(w) - -Z/t(w)| < %( sup ’fc(w) = fe(w)
weE[—R,R]

_7Tc|+ sup ! m1x fmlx( )‘) (80)
wé&[—R,R] we[—R

Applymg Lemma B.1 to f., Theorem B.12 to f and Theorem B.15 to 7r£ ), we obtain that, with probability at least

mix?

- =i
sup |L(w) — f/t(w)|
we€[—R,R]
2 — A — B2 —Bs log no ’ " K " e
< 7 Chono P71 4/logng + Cy, t P21 /log Bt + Cp B~ " + Cy, - +Cr, —|—C R+ O
0

81
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B
For sufficiently large ngy and ¢, the terms ./105% and 4/ logt are dominated by ng — T Vlogng and t~ B4 Viogt,
respectively. Absorbing constants into C,, and C'y, completes the proof. O
B.5. Lemmas for the Main Theorem
Lemma B.17. Let 0 < a; < 1 be nonnegative random variables. Define

T

T
RT = Z(l — St), QT = RLT Zat(l — &5)
t=1

t=1

with the convention Qr = 0 when Ry = 0. Under Assumption 5.8, fix any n € (0,1). Then for any T > to,

E[Q]<1§:E[a]+ex(—m)
N e &7 T PN T ey )

Proof. To control the expectation of @7, we decompose the event space into a ”good event” where R is close to its mean
wr = 23:1 ¢, and its complement. Specifically, we define the “good event”

Gr:={Ry > (1 —n)ur}. (82)

Then we can write
E[Qr] =E[Qrlc,| + E[Qrlcg].

Next, we control each term separately.

Expectation bound on G For the expectation on the good event G, we have Ry > (1 — n)ur pathwise, hence

25:1 ar(1 — St)

Qrlor = A —nur "
Taking expectation and using 0 < o <1,
T 1 T
E[QTlGT] > ;Eat 1*5t SOT;EC%

Expectation bound on G,  To control the expectation on the complement event G, we first use the trivial bound Q7 < 1
to get
E[QT]-G%] < PI‘(G%) = PI‘(RT < (1 — U)MT).

To bound the above probability, define

t
U; .= (1 — St) — qt, M, = Z Uy (83)
t'=1

Since A
E[Us | Fioa] = E[(1 = 6) —qt | Feo1]l = q¢ — ¢ = 0,

the process (M );>1 is a martingale. Moreover, since S5 € {0,1},1— 5, is Bernoulli with mean ¢+ conditional on JF;_1.
Therefore, we have
Var(Uz | Fi1) = q:(1 — q1) < gs-

Then, the predictable quadratic variation satisfies

T
Vp =Y Var(U; | Fioy) <

t=1

M-
2
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Moreover, |U;| < 1 almost surely. Applying Freedman’s inequality (one-sided form),

(77l~tT)2
Pr(Mp < — <exp| - ———F—— 84
(My < —npr) < p( 2(ﬂT+WT/3)) (84)
Since Ry = pur + My, the left-hand side equals Pr(Ry < (1 — n)ur).

Combining the above bounds yields

T 2
E[Qr] < ; Efa,] + exp( %) (85)
Using the assumption 7 > ¢1I' completes the proof.
O
Lemma B.18. Under the same assumptions as Theorem B.16, let Ly := L(w;) and define
Ly == Ly(wy), (86)

where ﬁt() denotes the estimator of L(-) constructed at time t. There exist constants Cy,Ca, C5, Cy, Cs > 0 such that

T
Z [|Ls — L¢|] < Cing™ T Viogng + CoT™ Tt Vog BT + C3B~ 7 + C4R™ % + Csey (87)

Proof. To control the average error 7 Zthl E[|L; — L.|], we first bound the error at each iteration ¢ by decomposing it into
a ”good event” where the uniform convergence bound holds and its complement. Then we average over iterations to obtain
the final bound.

Bounding the expectation on each time step Let ¢( be the smallest index such that the uniform bounds in Theorem B.16
hold for all ¢ > ¢¢. Fix any ¢ > ¢y. By theorem B.16, we define the "good event” &, as the event where w; falls in range
[— R, R] and the uniform convergence bound holds at iteration :

A __bB1 __TB2
E = {wt € [-R,R] and sup |L(w) — Li(w)| < Cpno 2B vl1ogng + Cit TPy T v/log Bt + CpB™ % £ CrR™ ¥ 4 C.ey
R,R)

we[—
(88)
Therefore, the probability of the complement event satisfies
1 2 2 1 2 2 EWX
PrH) < —+ -+ — >R)< — — . 89
) S ook g A PRl > ) S b (89)
Based on this definition, we can decompose the expectation of the error at iteration ¢ as
E[[Le — Lil] = E[[Ly — Li| | &] - Pr(&) + E[| Ly — Le| | £7] - Pr(£7) (90)

On the event &, the deterministic bound holds and on the complement event we use the trivial bound |L; — f/t| < 1. Thus,
we have

2 2 EWE

A __ B _ T8y 1
E[|L:—Lt|]] < Cpng™ 27171 y/log ng+ Cit T Vlog Bt+CpB~ "+ CrR™ 5 4 Ceex+ — + n +—+ RE 1)
no TLO
Absorbing lower-order terms into constants yields, for all sufficiently large ng and ¢,
~ B1 T8
E[|L; — Li|]] < Clng~ 2F171\/logng + Cjt~ 25511 Vlog Bt + Cg B~ + CrR™¥ + C.ey (92)
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Average over iterations For ¢ < t(, we use the trivial bound |L; — ﬁt| < 1, thus

T
Z 120 -

| /\

T
1 __B1 _ _7B2
THT 2 (C;no T \/log g + Cyt~ 7277 1/log Bt + Cp B~ + CpR™F + ceex)

t=to

B1 C B2
—I—C”no EErea: logno—l—th 252+1\/logBt+C’ B P £ CrR™K + C.e,

t=to

I /\

T

93)
To bound the third term, we have

T T

1 _ B v/1og BT _ T8 __78

=t 2317 | /log Bt < %E £t < O, %21\ /log BT (94)
t=tg t=to

where the last inequality follows from Lemma B.S5.

Combining the above bounds yields
T8
— Z E[|L; — L] < iy + Cing~ ey Viogno + CLT~ %241 \/log BT + C4B~P2 + C,R™K + Cley (95)

For sufficiently large 7', the first term is negligible, completing the proof. O

B.6. The Proof of the Main Theorem

Proposition B.19 (The equivalence of FAR definitions). The definition of FAR in equation (1) is equivalent to

R 1-46
FAR(ST) — th<T( Li)( t)] _ ©)
Y icr(1=01)
Proof. By definition,
. S(1—46
FAR(8T) =E Z*ﬁ“f(t)] (96)
> oi<r(1=0)
Define the filtration as
Fr = 0(Deat, {w: }1<7) o7

Using the law of total expectation, we have

FAR(T) =E |E [W | fTH
Zth(l - 5t)

1
=E|————— E |6:( 1—5) F
Zt<T Ot ;‘ [t t‘ T}

1 ~
:E —— 1—(5tPI'(5t:1 ]:
Ztg(l—ét),;( )Pr( | Fr)

Sen (= (1 m}

=E =
Zth(l _5t)

where the second equality follows from the linearity of expectation and the third equality follows the fact that &, is measurable
with respect to Fr. O
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Theorem 5.10 (FAR control). Under the stated assumptions, the FAR of the decision sequence 6T produced by Algorithm 1
satisfies .
FAR(6") < o+ Ay 1.8, R

where the excess term A, 7 p g is given by

] T8
Any,1,B,r = Cing 28T Viogng + CoT™ R log(T'B)
+C3B 7 + 4R + Csen,

19)

for constants C,Cs, Cs3,Cy, Cs > 0.
Proof. We write Ry =}, (1 — b;) as the total number of acceptance up to time 7". By proposition 4.1,

FAR(6T) =E Ri D (1=0)(1 - Ly) (98)

T 27

Using the decomposition 1 — L; = (1 — L) + (L — L), we have

FARG) =5 | 5= 30— L)1) | +B | 5= S (B - L)1 - d)

T i<r t<T

<ot [E| - S(E - L) - 4)

T <1

by construction of the decision rule. It remains to bound the excess term

1 . . 1 . ]
Any s =|E | 5= S (Li—L)(1-56)||<E o > Ly = Lil(1 = 6y) (99)

T <7 T<r

Leta; := |Ly — ﬁt|. By Lemma B.17, which controls averages over accepted indices, we obtain for any n € (0, 1),

1 2 1 d n%cl
E|— 1-9 < E S 100
Rr t;at( s (1 —mn)cT ; l + o ( 2(1+ 77/3)> (100

By lemma B.18, for sufficiently large T',
T
1 __ B _ _TB2 _ _
o > Ela] < Cing” T \/logng + CoT~ 271 /log BT + C3 B~ + C4R™ + Cse, (101)
t=1

Combining the above bounds yields

8 T8 2
Ao < (= (Cm‘)fzmlﬂ Viogno + CoT™ #5257 \/log BT + CsB~ + CaR™™ + csex) +exp (*‘n - )
(1—-mn)e 2(1+ n/(31)02)

For sufficiently large T, the exponential term is negligible compared to the polynomial rates and can be absorbed into the
constants. Renaming constants completes the proof.

O

C. Additional Experiments

In this section, we present additional experimental results. First, we evaluate the temporal performance of OSCS on two
additional datasets, namely AGNews and HSOL. Then, we provide a detailed analysis of the power performance of OSCS
under certain settings where it may exhibit relatively low power. Finally, we empirically validate the separation assumption
(Assumption 5.6).
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Table 5. Comparison between OSCS and the oracle method using BERT-base-uncased.

BadNets AddSent StyleBkd SynBkd
FAR Power FAR Power FAR Power FAR Power

Yel OSCS  0.028+0.008 0.891+0.017 | 0.017+0.010  0.658+0.136 | 0.022+0.005 0.781+0.025 | 0.013+0.008  0.837+0.058
P Oracle  0.050+0.000 0.914+0.001 | 0.050+0.000 0.841+0.002 | 0.050+0.000 0.854+0.002 | 0.050+0.000 0.949+0.001
AGN OSCS  0.033+0.008  0.720+0.034 | 0.046+0.009 0.780+0.026 | 0.048+0.002 0.749+0.005 | 0.040+0.006 0.537+0.021
WS Oracle  0.050£0.000 0.841£0.003 | 0.050£0.000 0.8642£0.002 | 0.050£0.000 0.797£0.007 | 0.050£0.000 0.7312£0.004
HSOL OSCS  0.014+0.007  0.744+0.086 ‘ 0.053+£0.010  0.777£0.040 ‘ 0.056+0.004  0.452+0.007 ‘ 0.042+0.013  0.598+0.052

Oracle  0.050+0.000 0.889+0.004 | 0.050+0.000 0.846+0.004 | 0.051+0.000 0.459+0.005 | 0.050+£0.000 0.631+0.004

C.1. OSCS’s Temporal Performance on Additional Datasets
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Figure 4. The FAR control performance of OSCS on AGNews over time. Other settings are the same as in the Figure 1.
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Figure 5. The FAR control performance of OSCS on HSOL over time. Other settings are the same as in the Figure 1.

For backdoor attacks, we further evaluate the performance of OSCS over time on two additional datasets, namely HSOL and
AGNews. The results are presented in Figure 4 and Figure 5, respectively. Similar trends to those observed in the main
manuscript can be seen across both datasets. Although OSCS may exhibit a relatively higher FAR during the early stages
due to limited observations, it rapidly adapts to the attack patterns as more data becomes available, ultimately achieving
controlled FAR in the long run. These results further demonstrate the effectiveness and robustness of OSCS in handling
backdoor attacks across different datasets.

C.2. Power Analysis

Under certain settings, OSCS may exhibit relatively low power, such as OSCS-MD on the SynBkd in the HSOL dataset. In
this section, we provide a detailed analysis of the underlying reasons for this phenomenon and discuss how more effective
scoring functions can improve power while still maintaining rigorous FAR control.

Fundamentally, power and FAR are conflicting objectives, and the trade-off between them is largely determined by the
discriminative capability of the scoring function. When the score distributions of benign and malicious samples substantially
overlap, methods that enforce FAR control must adopt more conservative decision rules to avoid accepting ambiguous
samples, which inevitably reduces power. This explains the results in Table 1 and Table 2: the MD score provides relatively
weak discriminative signals, leading to substantial overlap between benign and malicious samples and consequently lower
power. In contrast, BadActs leverages internal model activations that are more directly associated with malicious behavior,
resulting in better separation and significantly higher power under the same FAR constraint.

To further validate this explanation, we additionally consider a strong oracle baseline. This oracle has access to the
ground-truth test labels and selects the optimal score threshold offline to maximize power while satisfying the same FAR
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Table 6. Comparison between OSCS and the oracle method using RoOBERTa-base.

BadNets AddSent StyleBkd SynBkd

FAR Power ‘ FAR Power ‘ FAR Power ‘ FAR Power
Yel OSCS 0.024+0.006 0.768+0.023 | 0.033+£0.011 0.723+£0.097 | 0.018+0.008 0.881+£0.042 | 0.027+£0.002 0.904+0.007
P Oracle 0.050+0.000 0.796+0.004 | 0.050+0.000 0.844+0.004 | 0.050+£0.000 0.962+0.002 | 0.050+0.000 0.967+0.001
AGN OSCS  0.022+0.011 0.424+0.186 | 0.026+£0.014 0.599+0.251 | 0.056+£0.016 0.596+0.115 | 0.008+0.002 0.591+0.084
WS Oracle  0.050+0.000 0.520+0.001 | 0.050+0.000 0.74620.004 | 0.051£0.000 0.702+0.010 | 0.050£0.000 0.765+0.003
HSOL OSCS  0.053+£0.009 0.861+£0.017 | 0.025+£0.016 0.470+0.180 | 0.056+£0.032 0.414+0.214 | 0.039+0.003 0.774+0.010
Oracle 0.050+0.000 0.871+0.004 | 0.050+0.000 0.738+0.006 | 0.050+£0.000 0.542+0.007 | 0.050+£0.000 0.854+0.002

constraint. As such, it nearly represents the best achievable performance attainable for a given scoring function. The results
are presented in Table 5 and Table 6. We observe that even with the oracle threshold selection, the MD score still achieves
relatively limited power and only marginally outperforms our method. This suggests that the low power is inherent to the
scoring function itself rather than the threshold selection procedure.

Overall, these results suggest that low power mainly arises when the scoring function fails to adequately separate benign and
malicious samples. Consequently, designing more task-specific scoring functions that leverage richer and more informative
signals is essential for achieving higher power while preserving strict FAR guarantees.

C.3. Validity of the Separation Assumption

Table 7. The value of € = Pr(p; > A | §; = 1) across different settings.

BERT-base-uncased RoBERTa-base

BadNets AddSent StyleBkd SynBkd \ BadNets AddSent StyleBkd SynBkd
Yelp md 0.000£0.000  0.000+0.000  0.000+0.000  0.000£0.000 | 0.000+0.000 0.000+0.000 0.000£0.000  0.000+0.000
badacts | 0.000+0.000 0.000+£0.000 0.000£0.000  0.000+0.000 | 0.000£0.000 0.000+0.000 0.000+0.000 0.000+0.000
AGNews md 0.000+0.000  0.000£0.000  0.000£0.000  0.000£0.000 | 0.000£0.000 0.000+0.000 0.000+0.000 0.000£0.000
badacts | 0.000+0.000 0.000+0.000 0.003+£0.000  0.000+0.000 | 0.000£0.000 0.000+0.000 0.003+0.000 0.000+0.000
HSOL md 0.000+0.000  0.000£0.000  0.000£0.000  0.000+0.000 | 0.000£0.000 0.000+0.000 0.000+0.000 0.000+0.000
badacts | 0.000+0.000 0.000+£0.000 0.002+0.000  0.000+0.000 | 0.000£0.000 0.000+0.000 0.002+0.000 0.000+0.000

In Assumption 5.6, we assume that the score distribution of poisoned samples is sufficiently separated from that of benign
samples, in the sense that poisoned samples tend to yield relatively small p-values. To empirically validate this assumption,
we explicitly compute the quantity e = Pr(p; > X\ | §; = 1) for all experimental settings. The results are summarized in the
Table 7. We observe that € remains consistently very small, and is often close to zero across all settings, indicating that the
separation condition required by Assumption 5.6 is well satisfied in practice.

Intuitively, ¢ measures the proportion of poisoned samples whose scores exceed the A-quantile of the benign calibration
distribution, i.e., poisoned samples that are difficult to distinguish from benign ones. In our experiments, we set A = 0.95,
corresponding to a high quantile of the benign score distribution. Under this choice, as long as the scoring function provides
reasonable discrimination—namely, most poisoned samples receive lower scores than benign samples—the resulting value
of e will be small enough, making the error term Cse) in Theorem 5.10 negligible.

D. Adapt OSCS to Time-Varying Poisoning Rates

In this section, we consider a more challenging and realistic setting where the poisoning rate is not fixed but evolves over
time. Such a scenario naturally arises in practical deployments, where the attack intensity may vary in a real-time manner.
Next, we first formally define the problem setting, then present a methodological extension of OSCS to accommodate
time-varying mixture distributions, and finally provide theoretical guarantees and empirical results demonstrating the
effectiveness of the proposed method under various temporal drift patterns.
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D.1. Problem Formulation
We consider a non-stationary setting where the poison proportion 1 — 7r£t) can vary over time. Note that the mixture
distribution is also time-varying, given by

O =a®f 4+ 1 —xf,, (103)

where f. and f, are the clean and poisoned score distributions, respectively, as in Equation 3.

D.2. Methodology

To accommodate this non-stationary setting, we extend OSCS to incorporate exponential weighting into both the clean
proportion estimation and the density estimation procedures, thereby enabling the framework to adapt more rapidly to recent
observations while gradually forgetting outdated information. Specifically, the clean proportion is estimated as

) _ Simig kel =) 15 > V)

C AN st

where ;(-) denotes an exponential weighting kernel. In parallel, we construct an exponentially weighted estimator for the
mixture density through the recursive update

Fil9) = pfii (9) + (1= p)Enlg = W),
where p = exp(—1/b) and K, (+) is a kernel function with bandwidth h.

This recursive formulation is equivalent to applying the exponential kernel x4 (s) = exp(—|s|/b) over historical samples,
while allowing efficient online updates without storing the entire observation history.

The effective size of this temporal window is jointly controlled by the parameters b and g. Here, b determines the decay
rate of the exponential weights, larger values of b produce smoother but less adaptive estimates, whereas smaller values
enable faster adaptation to distributional shifts. On the other hand, the parameter g specifies the maximum historical horizon
considered during estimation. This design allows the estimator to focus on the most relevant recent observations while still
maintaining sufficient statistical stability.

Compared with the original framework, which treats historical observations approximately uniformly, the revised formulation
introduces a time-aware averaging mechanism that assigns larger weights to recent observations and progressively down-
weights older samples. As a result, distant historical samples have negligible influence on the current estimate.

D.3. Thoretical Results

In this part, we present theoretical results for the FAR control performance of the proposed method under time-varying
poisoning rates. Here, we first give two additional assumptions that characterize the temporal smoothness of the clean
proportion and the mixture density, respectively.

Assumption D.1 (Temporal smoothness of benign proportion). There exists a constant ¢ > 0 such that for all ¢,s > 1,
7 — x| < CJt — .
Assumption D.2 (Temporal smoothness of mixture densities). There exists a constant (y > 0 such that for all ¢, s > 0,

sup | fi(w) — fs(w)] < Crlt — s|.
weR

Then, we present a modified version of Theorem 5.10 that incorporates additional error terms to capture the impact of
temporal distribution shift.

Theorem D.3 (FAR control under temporal distribution shift). Suppose Assumptions 5.1, 5.2, 5.4, 5.6, 5.8, D.1 and D.2
hold. Choose )
h=(1—-p)7Prt,
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Then there exist constants C1, ..., Cg > 0 such that, for sufficiently large T,
FAR(ST) <a+ Aadaptive»

where
__ B B 285 +1
Aadaptive =C11g 7 y/Tog 1o + Calp 3527 (log(BT))T5:+0 + C3B~52 + C4R™X + Csex + O3 (log T)/?

The proof can be found at Appendix D.5.

Remark D.4. Compared with Theorem 5.10, the excess FAR term here contains two additional components characterizing
the effect of temporal distribution shift. The (¢ term captures the impact of the temporal variation of the mixture density f;,

while the ( term captures the effect of the temporal variation of the benign proportion wéf'). In practice, ¢ and (¢ quantify
the average local drift between consecutive time steps. Therefore, when the underlying distribution evolves smoothly over
time, these quantities are typically small, implying that the additional excess FAR introduced by temporal distribution shift
remains controlled.

Remark D.5. Unlike the stationary setting in Theorem 5.10, the excess FAR term in Theorem D.3 does not vanish as
T — oo. This is because the adaptive estimators employ exponential forgetting and temporally localized estimation in
order to track nonstationary distributions. More specifically, the effective sample size of the adaptive RKDE is of order
(1 — p)~1, while the effective sample size of the temporally weighted benign proportion estimator is of order min{b, ¢}.
Since these quantities remain finite under fixed hyperparameter choices, the estimation error does not converge to zero even
as T' — oo. This non-vanishing error reflects the fundamental tradeoff between adaptivity and statistical efficiency: using a
shorter memory improves responsiveness to temporal distribution shift, but increases estimation variance.

D.4. Experiments

D.4.1. EXPERIMENTAL SETUP

To conduct a comprehensive evaluation of the proposed method under time-varying poisoning rates, we simulate various
temporal drift patterns in the poisoning intensity. Specifically, at each time step ¢, the poisoning rate is given by

1— ) = 0.2 + drift(t).
Here, we consider three representative drift patterns to capture different types of temporal dynamics:

* Periodic linear (amplitude = 0.2, period = 2000): triangle-wave pattern with linear increase and decrease, introducing
structured but non-smooth changes. The amplitude determines the range of variation (here the poisoning rate 1 — ﬁ'gt)
varies within £0.2 around the base level), while the period controls how long one full cycle lasts; larger periods lead to

slower oscillations.

* Sinusoidal (amplitude = 0.2, period = 2000): smooth periodic variation, a standard non-stationary benchmark. Amplitude
and period have the same meaning as Periodic linear.

* Bounded random walk (scale = 0.01, amplitude = 0.2): stochastic drift with reflective boundaries, capturing unpredictable
but bounded changes. The scale controls the step size of random fluctuations (i.e., how rapidly the drift changes), while
the amplitude limits the overall range via reflection.

Under all settings, the poisoning ratio remains within the interval [0, 0.4], covering a broad spectrum of smooth, abrupt, and
stochastic non-stationary scenarios.

D.4.2. RESULTS

We conduct experiments on the Yelp dataset with two models. The results in the above tables show that even under
dynamically changing poisoning rates, our method continues to maintain effective FAR control, demonstrating robustness to
non-stationarity and adaptive adversaries.

38



OSCS: Online Selection with Provable FAR Control for LLM Safety

Table 8. Performance of OSCS under time-varying poisoning rates on the Yelp dataset with BERT-base-uncased.

BadNets AddSent StyleBkd SynBkd
FAR Power ‘ FAR Power ‘ FAR Power ‘ FAR Power
Periodic Linear 0.010+£0.001  0.892+0.004 | 0.025+0.001 0.929+0.003 | 0.038+0.001 0.885+0.002 | 0.028+0.001 0.929+0.002
Sinusoidal 0.009+£0.001  0.892+0.004 | 0.024+0.001 0.933+0.005 | 0.035+0.001 0.887+0.002 | 0.025+£0.000 0.932+0.002

Bounded Random Walk  0.009+0.001  0.891+0.004 | 0.025+0.001  0.931+0.005 | 0.038+0.003  0.884+0.002 | 0.027+0.001  0.929+0.002

Table 9. Performance of OSCS under time-varying poisoning rates on the Yelp dataset with RoOBERTa-base.

BadNets AddSent StyleBkd SynBkd
FAR Power ‘ FAR Power ‘ FAR Power ‘ FAR Power
Periodic Linear 0.010+£0.001  0.887+0.004 | 0.017£0.000  0.900+0.005 | 0.015+£0.001 0.916+0.004 | 0.019+£0.001 0.970+0.002
Sinusoidal 0.009+£0.001  0.886+0.005 | 0.015+£0.001 0.900+0.003 | 0.014+0.001 0.918+0.005 | 0.018+0.001 0.973+0.002

Bounded Random Walk  0.011£0.001  0.886+0.004 | 0.016£0.001  0.899+0.003 | 0.015£0.002 0.913+£0.004 | 0.019£0.000 0.970+0.002

D.5. Proof of Lemma and Theorems for Time-Varying Setting

In this part, we provide detailed proofs for the lemmas and theorems presented in the previous section regarding the
time-varying setting. The proofs are consists of 3 parts:

1. Lemmas and proofs of Theorem D.8, which gives the error bound for the clean proportion estimator frgt)

2. Lemmas and proofs of Theorem D.15, which gives the error bound for the mixture density estimator f ()

mix

3. Lemmas and proofs of Theorem D.3, which gives the overall FAR control guarantee for the OSCS procedure under
time-varying poisoning rates

D.5.1. THE ERROR BOUND FOR THE CLEAN PROPORTION ESTIMATOR
Here, we use w; to denote the exponential weights «(j — t) for brevity, i.e.
wj=ryp(j—t) =eU 0 j=t—q .. t—1 (104)

Lemma D.6 (Effective sample size of exponential weights). Assume b > 1 and q > 1. Define the effective sample size of
the exponential weights as

Then there exist constants C1,Cy > 0 independent of b and q such that

¢y min{b, ¢} < neg < comin{b, q}.
Proof. We discuss two cases: ¢ > b and ¢ < b separately.

qg>bcase Letk=1t—j,sothatk=1,...,q. Then

1—e9/b 1—e
—k/b —1/b —2/b
wj:Ze b= 1/1_671/“ and Zw?:e 2/ (=

t—1 q t—1 —2q/b
=1 Jj=t—q

Jj=t—q
Substituting into the definition of neg gives

1—e 4/ 14 1/0
Tite b 1—o b

Neff

Next, we derive bounds for the two factors in the above expression. For b > 1, using g <l—e*<zfor0<x<1with
x = 1/b, we obtain

i<1—e*1/b<
2b — -

| =
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Since 1 < 1+ e /% < 2, it follows that

14+e /P
< <
b < o1/t < 4b.
Moreover,
1—ea/t

T <
0< 1+e-9/b — !
Since ¢ > b, we have e~ %/% < ¢~ 50

1—e @b 1—¢!

14+ea/b = 14+e L = ¢ >0.

Combining these bounds yields
c1b < neg < cob.

g < bcase On the other hand, if ¢ < b, then 0 < (¢ — j)/b < 1, implying
el < w; < 1

Hence

Substituting into the definition of n.g gives
e %q <neg < q.

Combining both regimes completes the proof.

Lemma D.7 (First moment of exponentially weighted sums). Let

Sy == Z e FP, S1 = Z ke F/Y,
k=1 k=1
where b > 1 and ¢ > 1. Then we have
S1
== < 2b.
So

Proof. Denote 7 = e~ /® € (0,1), then using the standard geometric-series identity, we have

q _
1—e /b 1—7rd
72 —k/b _ —1/b .
SO*;HG I P Y e I

Similarly, using the finite weighted geometric-series formula, we have

q +1
B k_r(l—(q—l—l)rq—l—qrq )
Sl —Zk‘r = (177")2 .

Therefore,
S 1—(q+1)r?+qret?
Sy (1-r)(1—7r9)

Since r € (0, 1), we have
0<1—(qg+1)r?+gritt <1—79

Therefore,
S1 1 1
<

So " 1—r 1-e /b
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Using the inequality

1—6*123, 0<z<l,
with z = 1/b, we have .
1—e /0> %
and hence s,
5 < 2b.
This completes the proof. O

Theorem D.8 (Error bound of temporally weighted benign proportion estimator). Suppose Assumptions 5.2, 5.6 and D.1
hold, b > 1 and q > 1. Then for any ¢ € (0, 1), with probability at least 1 — 6,

1 log(1/6
70 _ 20| < 0y, 180 | o gy oy J18O) o e
ng min{b, ¢}
where Cq,...,Cs > 0 are constants independent of t and b.

Proof. Introduce the intermediate quantity

t—1
ﬁ-(t) _ Zj:t—q W Pr(pj > /\)
c t—1 .
(1= 2 qwj

By triangle inequality,
70 _ (0 .

( 70— 7

<

i ’ﬁgt) — a0

(1 (€8]
Step 1: Control of (I) We further decompose
(1) < (L) + (I2),

where
> wi(Pr(p; > A) — Pr(p; > N))
(1-=X) Zj W

Zj wj(l[]ﬁ] > )\} — Pr(ﬁj > A))
(1-=X) Zj wj

(I1) = ‘ | and (I) = ‘

By the same argument used to derive the Equation 71, letting € = +/logng/no and absorb the lower-order terms into
constants, we have

log ng

(L) <Cy + CyR™K.

no
Next, apply the weighted Hoeffding inequality to (I5). Conditioned on the calibration dataset D.,;, the random variables
1p; > A, j=t—gq,...,t—1,

are independent Bernoulli random variables. Therefore, applying the weighted Hoeffding inequality conditional on D)
yields that, with probability at least 1 — &,

log(1/6) " w?
(1 < 0y 2E 2ty
(> j w;)
Marginalizing over D, gives the unconditional bound. Then, using Lemma D.6, we have
> w3 1 C

(22 wy)? T et = min{b, q}"
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Hence,
log(1/6)

(I2) < C3 min{b, g}

Step 2: Control of (I7) Using the definition of 70,

> w; Pr(p; > A)
Zj wj

1
1-A

(IT) = — (1 =N

c

Using the decomposition 4 4
Pr(p; > ) = (1 = Nxl) + (1 — 7)) Pr(p; > \|§; = 1),

where |(1 — 7T£j)) Pr(p; > A|6; = 1)| < €x, we obtain

X wiln? =) 1
€N
le ’LU]' 1— /\ A

(II) <

By Assumption D.1, we have \wﬁj) — wgt)| < (|t — j|. Therefore,

ijj‘t_ﬂ n 1
ijj 11—

(IT) < ¢ ex.

Substituting k =t — j gives
dowilt =gl S keR/b

Zj W B dhoeh

By the result of Lemma D.7, we have

9 L —k/b
% < 2.
k=1¢
Hence, )
IT) < CyCb .
(I1) £ Cigb+ e
Combining the bounds for (I) and (II) completes the proof. O

D.5.2. THE ERROR BOUND FOR THE MIXTURE DENSITY ESTIMATOR

Like before, we use ft to denote fI(Ifl)X for simplicity. Under the scenario where the true mixture density is time-varying, we
denote the mixture density at time ¢ as f )

mix*

{(1 —p)pt Tt 1<i<t
Wy =

Also, we define the exponential weights as

ot i=0
for 0 < p < 1, then the exponentially weighted kernel density estimator can be expressed as
t
felg) = weiKn(g = Wi) +wiofol),
i=1

Lemma D.9 (Weighted kernel bias bound). There exists a constant C' > 0 such that

t
> we P < CP.

i=1
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Proof. Since
t

t
dwi=(1—-p)Y pi=1-p" <1,
=1

i=1

we immediately obtain
t t
> we b =0y w; < BP
i=1 i=1

This completes the proof.
Lemma D.10 (Quadratic-weight bound). For any h > 0,

t

szih_l <(1-pht.
i=1

Proof. We compute
t t t—1

Swdi= (1= pP Y 2 = (1= 2 Y

=1 i=1 k=0

Using the finite geometric-series formula,

t—1
— 2 — 2
k=0 1=p L=p

Therefore,

t

(1-p? 1-p
Zth,iS =2 1% <l-p.
im1 p p

Multiplying both sides by A~! completes the proof.

Lemma D.11 (Maximum-weight bound). For any h > 0,

hl < (1—p)h L.
max wei <(1-p)

Proof. Since 0 < p < 1, the sequence }
i w; = (1—p)p'™"

is increasing in ¢. Hence the maximum is attained at ¢ = ¢, yielding

maxwt‘:wttzl— .
i<i<t " ’ p

Multiplying by h~! completes the proof.

Lemma D.12 (Temporal drift bound). Suppose Assumption D.2 holds. For any g € R,
t
Crp
S wiilfile) — filg) < 25
i=1

Proof. By Assumption D.2,
[filg) = fi(g)] < Cplt =il

Therefore,

S walfile) — F@) < & S wnilt — 1)
=1 i=1
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Substituting
wei = (1—p)p'™",

and letting k = t — 4, we obtain
Zw“t—z =1-p Zk}p

Using the finite weighted geometric-series formula,

kakzﬂ—tpt+(t—1)ﬂt+l< p
pars (1-p)2 ~ (1—-p)?

The second inequality follows from the fact that —tp? + (t — 1)p'™ = p!(t(p — 1) — p) < 0. Hence,

t
> welt — ) < 1#.
=1

P

Combining the above inequalities yields

t
EZwﬁmw—ﬂ@nsf¥%
=1

This completes the proof. O

Lemma D.13 (Bias bound for temporally adaptive RKDE). Suppose Assumptions 5.2, 5.4, and D.2 hold. Then for any fixed
grid point g; € G,

Crp

E[ft(gj)} — filg;)| < C1h? + Cz — + C3p',

where C1,Cy, C3 > 0 are constants independent of t.

Proof. Fix a grid point g; € G, and suppress the subscript j for notational simplicity.

Introduce the intermediate quantity

t
= Z w“fl(g) + wt,OfO(.Q)’
=1

Using triangle inequality,
[ELi(9)] = 1u(9)| < |ELfulo)] - Fulo)| + |Feto) — £ul)|.
(1 (1)

For term (7), unrolling the recursion gives

= Zwt’iE[Kh(g -Wy)]+ qufO(g)'

Hence,

folg) = fol9)l.

t
1) <> wei [E[Kn(g — Wi)] = fi(g)] + weo
i=1
Using the same kernel-bias argument as in the proof of Lemma B.9,
[E[Kn(g — Wi)] = fi(g)| < ChP.
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Therefore,

(I) < Ch? Zwt,i +0'lfolg) = fo(g)l.

i=1
Applying Lemma D.9 yields
(I) < C1hP + C3pt.
Next, for term (I7),

(I1) = D> wii(fi9) = filg)) + weo(folg) — fil9))|-
i=1

Using Assumption D.2,

fi(g) = fe(g)] < Cslt —il.
Hence,

t
(IT) < ¢ Y welt — il + o' folg) — felg)l-
i=1

Applying Lemma D.12 gives

(1) < Cz% + Csp'.

Combining the bounds completes the proof. O

Lemma D.14 (Variance bound for temporally adaptive RKDE). Suppose Assumptions 5.1, 5.2, and 5.4 hold. Then for any
fixed grid point g; € G, with probability at least 1 — 9,

fi(g;) = E[ft(gj)]‘ < o) L= P)loe(1/0)

h )

where C' > 0 is independent of t.
Proof. The proof follows the same decomposition as in Lemma B.10. Define
Yi=wi (Kh(gj - Wi) — E[Kn(g; — Wi)})-
Then
felg;) = Elfe(g;)] = D V.
Using the same variance calculation as in Lemma B.10,
Var(Y;) < Cwiih_l.
Therefore,
t t
Z Var(V;) < C Z wfﬂ-hfl.
i=1 i=1
Applying Lemma D.10,

t
Zwiihfl <(1-pht
i=1

Moreover,
Vi < Cwyih ™
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Applying Lemma D.11,
Vil <O - p)h".
Applying Bernstein’s inequality completes the proof. O

Theorem D.15 (Error bound on fixed grids for adaptive RKDE). Suppose the assumptions of Lemma D.13 and Lemma D.14
hold. Choose the bandwidth )
h=(1-p)=.

Then there exist constants C1, Cy > 0 such that for sufficiently large t, with probability at least 1 — 6,

max |fu(g;) — Fulg)| < Co(1— p) 7 \10g(BJ) + o2

1<j<B —-p

Proof. By Lemma D.13 and Lemma D.14, for any fixed grid point g;, with probability at least 1 — ¢/ B,

|fi(g;) = felg)| < Cok? + Cb\/(l—p)l;)g(BV(S) + 03% + Cup'.

Since 0 < p < 1, the initialization term p* decays exponentially fast. Therefore, for sufficiently large ¢, the term Cypt can
be absorbed into the constants.

Next, we optimize the choice of bandwidth & to balance the bias and variance terms. Setting
1
h = (1 —p ) mv
both terms have the same order and can be combined into

C(1 - p)75 - \/log(B/5).

Substituting this choice of & into the previous bound yields

[Folgs) = fulgg)] < C1 (1= )77 - /log(B[5)) + CQ%

Finally, applying the union bound over all grid points completes the proof. O

Theorem D.16 (Error bound on a compact interval for adaptive RKDE). Suppose the assumptions of Lemma D.13 and
Lemma D.14 hold, and let f,(w) be defined by the piecewise linear interpolation of fy (g;) on the grid G.

Let G = {g1,-..,9B} be a uniform grid on [— R, R] with mesh size
A =max(gj1 — ;) < B~
Choose the bandwidth
h=(1—p)zr.

Then there exist constants C1,Cy, Cs > 0 such that for sufficiently large t, with probability at least 1 — ¢,

sup | fu(w) — fi(w)| < C1(1—p 25+1\/W+C +CB 8,

we[—R,R]

Proof. The proof follows the same interpolation argument as in Theorem B.12.

Fix any w € [-R, R], and let g;, g;+1 € G be the adjacent grid points such that g; < w < g,11. By the same decomposition
as in Theorem B.12, we have

|fi(w) = fi(w)] < 312}5?3 | felgr) — felge)l + 21 fe(gi41) — felgs)l.
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Since f; is uniformly $-Hélder continuous on [— R, R,

|fe(gjsr) = fr(g5)] < Clgjpr — g51° < CB7.
Moreover, by Theorem D.15, with probability at least 1 — 6,

max_|fi(gx) — fi(gr)] < Ci(1—p 2ﬁ+1\/logT/5+Cg

1<k<B

Substituting the above bounds into the previous display yields

sup | fi(w) — fi(w)] < CL(1—p 2f*+1\/10g (B/d) —|—C2 —|—CB s,

we€[—R,R]
Absorbing constants completes the proof. O

D.5.3. OVERALL FAR CONTROL GUARANTEE

Theorem D.3 (FAR control under temporal distribution shift). Suppose Assumptions 5.1, 5.2, 5.4, 5.6, 5.8, D.1 and D.2
hold. Choose )
h=(1—p)2FF,

Then there exist constants C1, . .., Cg > 0 such that, for sufficiently large T,
FAR(67) < a + Audaptives
where
Auctaptive =C1 g ™7 /Tog g + CoCy T (log(BT)) T 1+ 03B~ 1+ CuR™ + Cyes + Co¢® (log )/

Proof. The proof follows the same decomposition as in Theorem 5.10. By the same argument as in the proof of Theo-
rem B.16, we have, with probability at least 1 — n%) — 26,

Sz — 20| 4

sup
wE[—R,R]

sup
weE[—R,R]

folw) = folw)] + 3

fr(w) — ft(w)D . (105)

Liy(w) — ﬁt(w)‘ < g sup
l weE[—R,R]

Applying Lemma B.1 to fc, Theorem D.16 to ft, and Theorem D.8 to frgt), we obtain that, with probability at least

1—-L 26,
0

N _ A 8
sup | Lu(w) — Lo(w)| <Oy mg 57 Viog g + (1 — )57 /log(BJ0) + 2

we[—R,R]

(106)
1 log(1/6)
L CpB P2 4 Oy (2810 los(1/0) | o RK 4O ey + CLCh
min{b, ¢} e e
Next, similar to the argument we obtain Equation 95 in Lemma B.18, we have
1 < ¢
Z]E |Ly — Ly|] < Cpy 1y “whE Viegng + Cy,.. (1 — )27 \ /log(B/9) +Ce, f”
t:l
1 log(1/0)
FCpB P 4 Oy 2810 108U/0) e g oy woep 10D
min{b, ¢} q} e
+—+26
no
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B1
1 log no 1 . _
For sufficiently large no, the terms /=220 and .- are dominated by ng~ #*171+/log ng. Therefore, we can absorb the
terms 4/ log 20 into the first term by adjusting the constant Cy,,,.

Then, we optimize the parameters to balance the terms. Setting

289+1

1 log T\ */* Cr e
§=— b=g= d 1—-p)=|—2L 108
T q < & ) , and (1-p) Toa (BT ; (108)

Cr ’; can be

and absorbing constant-order factors into the constants (note that p € (0, 1), so the multiplicative factor p in
absorbed into the constant), we obtain

T 285+1
Z 1L = Eol] < oy g ™57 /logmg + CL, (5T (log(BT)) 70

(109)
+ OB + CL RTK 4 O ey + CLCY (log T)?
Finally, following the same argument as in the proof of Theorem 5.10, we complete the proof.
O
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