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Abstract

Accurately predicting the future trajectories of
traffic participants is critical for safe, efficient,
and human-friendly autonomous driving. Exist-
ing learning-based trajectory prediction methods
are predominantly time-domain and insufficiently
exploit latent frequency information, which limits
their capability to capture low-frequency long-
term dependencies and high-frequency short-term
dynamics. To address this, we propose TF-
FACE, a time-frequency learning framework via
frequency-domain adaptive and controllable en-
hancement. TF-FACE introduces a fusion en-
coder with learnable gated frequency-domain at-
tention that adaptively manipulates band-specific
features for trajectory prediction. Building on
the fused representation, we design a dual-stage
decoder and a band-specific time—frequency dual-
consistency loss to enable controllable decoupling
and coupling across long- and short-term tempo-
ral scales, global and local scales, and then gener-
ate final multimodal predictions. Experiments on
Argoverse 1 demonstrate that TF-FACE achieves
state-of-the-art accuracy, while maintaining real-
time inference for autonomous driving. Addi-
tional experiments are conducted on Argoverse
2, further validating TF-FACE’s performance and
generalizability. The source code is publicly avail-
ableat https://github.com/IMG00180/
TEF-FACE.

1. Introduction

In autonomous driving systems, trajectory prediction of sur-
rounding traffic participants is critical for both conventional
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(a) (b)
Figure 1. Time—frequency characteristics of agent trajectories. (a)
Progressive reconstruction of a time-domain overtaking trajectory.
(b) Differences between two trajectories that are similar in the time
domain but differ in the frequency domain.

hierarchical pipelines and emerging end-to-end architec-
tures (Madjid et al., 2026; Zhou et al., 2025a). Trajectory
prediction extends spatial perception of the environment
into the temporal dimension, providing richer information
for situation understanding and decision-making, and is nec-
essary for safe, efficient, and human-friendly autonomous
driving (Zhang & Li, 2022).

As autonomous driving systems increasingly demand higher
prediction accuracy and longer forecasting horizons, data-
driven learning-based approaches have received increasing
attention (Li et al., 2019). Most existing learning-based
trajectory prediction methods operate primarily in time-
domain (Zhou et al., 2022c; Feng et al., 2023; Liu et al.,
2024), which extract interaction and coupling patterns from
temporal observations of traffic scenes and learn complex
nonlinear transitions from historical motion to future trajec-
tories, producing unimodal or multimodal forecasts for each
agent (Gu et al., 2021; Zhang et al., 2024b).

However, a trajectory in time-domain can also be viewed
as a combination of various signals at different frequen-
cies (Zhang et al., 2023). After transforming a trajectory
into frequency-domain, local point-wise temporal correla-
tions are mapped into a set of frequency components with a
global perspective, revealing latent structures that are diffi-
cult to access from raw temporal signals. As illustrated in
Figure 1a, applying the Discrete Fourier Transform (DFT)
to an overtaking trajectory produces N frequency compo-
nents fi, fa, ..., fn, ordered from low to high frequencies.
Reconstructing the trajectory from these frequency com-
ponents via the Inverse DFT (IDFT) shows that by only
using low-frequency components, the reconstructed trajec-
tory can restore the basic trend of the original trajectory.
As higher-frequency components are injected, the recon-
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struction gradually exhibits finer-grained motion details and
becomes closer to the original trajectory. This suggests
a complementary role of different bands: low-frequency
components capture the global motion trend, whereas high-
frequency components characterize local motion details. As
shown in Figure 1b, two trajectories that are highly similar
in time-domain can be notably different after being trans-
formed into frequency-domain. Since both Trajectory 1 and
2 represent lane-keeping, their low-frequency components,
which reflect global trends, are generally consistent, with
only minor differences at a few peaks. By contrast, their
high-frequency components differ significantly, suggesting
local-detail differences that are difficult to reveal from time-
domain signals alone.

These observations suggest there are limitations in purely
time-domain learning-based trajectory prediction. First, low-
frequency components that encode global trends and high-
frequency components that encode local details are entan-
gled in the raw temporal signal (Zhang et al., 2023; Yang
et al., 2022). Time-domain models may struggle to explic-
itly disentangle and fully exploit long-term dependencies
and global motion trends (Chen et al., 2025). In particu-
lar, recurrent architectures often suffer from vanishing or
exploding gradients when modeling long sequences. Alter-
natively, enforcing global dependencies by stacking deep
spatiotemporal attention blocks or enlarging receptive fields
may introduce information mixing and unnecessary compu-
tational overhead. Second, due to the spectral bias of deep
neural networks, models typically fit low-frequency com-
ponents earlier and learn high-frequency components more
slowly or even under-emphasize them (Xu & Zhou, 2021).
Without explicit guidance on high-frequency information,
time-domain approaches may fail to capture transient mo-
tion details and may also struggle to distinguish informative
high-frequency patterns from perturbations, resulting in the
accumulation of local prediction errors in dynamic scenes,
leading to degraded prediction accuracy (Feng et al., 2023;
Liu et al., 2024; Zhou et al., 2022c).

Motivated by these observations, it is necessary to go
beyond purely time-domain learning and incorporate
frequency-domain information. Frequency-domain learn-
ing has been widely used in signal processing and pattern
recognition. In autonomous driving, however, only a few
studies have explored frequency-domain learning for en-
vironment perception, trajectory prediction, and decision-
making and planning. Most existing efforts target a single
frequency band or a specific module, leaving key problems
underexplored, including high—low frequency decoupling
with cross-scale collaboration, joint modeling of global
trajectory trends and local motion details, and principled
time—frequency consistency constraints during training.

To address the limitations of time-domain learning for
trajectory prediction and the gap in frequency-domain
learning in autonomous driving, we propose TF-FACE, a
time—frequency learning framework with frequency-domain

adaptive and controllable enhancement (Figure 2). TF-
FACE consists of Frequency-domain Adaptive Fusion En-
coding Module (FAE), Preliminary Trajectory Decoding
Module (PreD, the first decoding stage), Low-Frequency
Global Trend Feature Extraction Module (LFE), High-
Frequency Local Feature Extraction Module (HFE), and
Dual-Branch Parallel Decoding Module (DuaD, the second
decoding stage). First, FAE encodes agents’ historical tra-
jectories, vectorized map, and relative spatial poses, and
then performs multi-head cross-attention to fuse these rep-
resentations, producing an agent-map fused feature and an
agent—-map—interaction fused feature. Next, PreD decodes
the agent—map fused feature into preliminary trajectories
via an MLP. Then, LFE transforms the preliminary trajec-
tories into the frequency-domain using DFT and applies
frequency-domain MLP (freMLP) to extract reliable future
low-frequency global features that capture motion trends,
which are converted back to the time-domain via IDFT. In
parallel, HFE applies a high-pass filter to frequency-domain
historical trajectories to isolate high-frequency components,
converts them back to the time-domain via IDFT, and uses
an MLP to obtain historical high-frequency local features.
Finally, DuaD takes future global features and historical
local features as inputs to two branches, respectively. Each
branch further fuses its inputs with the agent—map fused fea-
ture and the agent—map—interaction fused feature through
cross-attention, and then decodes multimodal global trend
trajectories and local detail trajectories via two MLP heads.
Their combination forms the final multimodal predictions.

Opverall, the main contributions are summarized as follows:
(1) A new time—frequency fusion learning framework, TF-
FACE, is proposed for multimodal trajectory prediction,
enabling adaptive and controllable exploitation of both low-
and high-frequency information to improve prediction per-
formance. To the best of our knowledge, TF-FACE is the
first autonomous-driving trajectory prediction model that
leverages frequency-domain learning in a systematic end-
to-end manner, spanning scene encoding, feature extraction,
and trajectory decoding.

(2) On the encoding side, a learnable gated frequency-
domain attention mechanism is introduced to adaptively
enhance or suppress different frequency bands for the pre-
diction task, yielding a collaborative representation of long-
term dependencies and transient motion patterns while ef-
fectively mitigating high-frequency noise perturbations.

(3) On the decoding side, a controllable band-wise feature
extraction strategy and a frequency-aware two-stage decoder
are developed, together with a carefully designed band-
specific time—frequency dual consistency loss, enabling
cross-scale, controllable decoupling and coupling between
low and high frequencies, as well as between global trends
and local details, providing reliable trend guidance and de-
tail completion for trajectory prediction.
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Figure 2. Overview of the proposed TF-FACE architecture.

2. Related work

2.1. Time-Domain Trajectory Prediction

Time-domain learning has long been the dominant paradigm
for autonomous driving trajectory prediction, and existing
approaches can be broadly categorized into four families:
recurrent sequence modeling, convolution- or graph-based
modeling of spatial interaction features, Transformer-based
modeling of global dependencies, and generative modeling
of trajectories. Early work commonly employed recurrent
architectures such as LSTMs and GRUs to encode historical
trajectories, primarily capturing short-term motion continu-
ity (Xie et al., 2020). Subsequent research shifted toward
structured scene representations and graph learning. Meth-
ods such as LaneGCN (Liang et al., 2020), VectorNet (Gao
et al., 2020) and SocialCircle (Wong et al., 2024), lever-
age convolutional networks, graph neural networks, or so-
cial interaction modeling to improve the representation of
multi-agent spatial interactions in structured driving scenes.
More recently, Transformers and their variants have been
widely adopted for trajectory prediction (Feng et al., 2023;
Liu et al., 2024), using attention mechanisms to capture
long-term dependencies and complex interaction patterns,
leading to substantial progress. For example, Scene Trans-
former (Ngiam et al., 2022) jointly models multiple agents
and scene elements within a unified attention framework,
while HiVT (Zhou et al., 2022c) and Wayformer (Nayakanti
et al., 2023) further enhance scene encoding capacity and
scalability through hierarchical interaction decomposition
and more efficient attention designs. In parallel, generative
models have become increasingly popular. By learning the
multimodal joint distribution over historical context and fu-
ture trajectories, they naturally produce diverse predictions
spanning different behavior modes. Trajectron++ (Salz-
mann et al., 2020) adopts conditional variational generative

modeling with graph structures to explicitly capture multi-
agent interactions and output probabilistic future trajectories.
Diffusion-based approaches, such as MotionDiffuser (Jiang
et al., 2023), Diff-Refiner (Zhou et al., 2025b) and DiffRe-
finer (Yin et al., 2026), represent and sample the future
trajectory distribution through iterative denoising, yielding
richer and more diverse forecasts.

Despite these advances, most trajectory prediction methods
are built upon purely time-domain representations, implic-
itly assuming that future motion is primarily governed by
temporal relations. As a result, they rely heavily on deep
networks to learn dynamics in the time-domain without
explicitly modeling frequency-domain information. This
limits the ability to disentangle and jointly exploit long-
term dependencies and short-term motion patterns, making
long-horizon modeling prone to vanishing or exploding gra-
dients and reducing sensitivity to non-stationary motion
details. Moreover, without adaptive regulation of band-wise
importance, time-domain predictors often struggle to sepa-
rate noise-like perturbations that manifest as high-frequency
components, which can further undermine robustness.

2.2. Frequency-Domain Time Series Prediction

Existing frequency-domain learning methods for time-series
forecasting can be broadly grouped into two categories. The
first category is frequency-only approaches (Yi et al., 2023;
Wang et al., 2025), which focus on frequency-domain de-
composition and explicitly exploit the compressibility and
separability of spectra for representation learning (Rao et al.,
2021). For example, FEDformer (Zhou et al., 2022b) lever-
ages compact spectral representations induced by frequency
decomposition and captures long-term dependencies and
global structures using only a small number of key frequency
components. The second category is time—frequency fusion
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approaches, which introduce an auxiliary frequency-domain
branch into a time-domain backbone and fuse frequency-
domain features with time-domain representations. For
instance, FiLM (Zhou et al., 2022a) compresses historical
time-domain information via Legendre polynomial projec-
tions and then applies Fourier projections to enhance fea-
tures in the frequency-domain, improving representation
quality for long sequences.

In autonomous driving, only a limited number of studies
have recently begun to incorporate frequency-domain learn-
ing. View Vertically (Wong et al., 2022) constructs hierar-
chical representations from a frequency-domain perspective
to characterize pedestrian motion patterns at different scales.
PatchTraj (Liu et al., 2025) treats frequency-domain com-
ponents as a complement to time-domain modeling to en-
hance the representation of pedestrian motion features. Dif-
fWT (Chen et al., 2024) performs time—frequency decom-
position through wavelet transforms and embeds frequency-
domain features into a diffusion-based generative frame-
work to model non-stationary pedestrian trajectory varia-
tions at a finer granularity. These explorations demonstrate
the effectiveness of incorporating frequency-domain infor-
mation into autonomous driving tasks; however, they are
often restricted to a single frequency band or a specific
module, and a comprehensive frequency-domain learning
paradigm remains unexplored, particularly for autonomous
driving trajectory prediction.

3. Methodology

3.1. Problem Formulation

Trajectory prediction can be formulated as forecasting mul-
timodal future trajectories and their corresponding mode
probabilities for multiple target agents, conditioned on the
observed agent histories and map context. Formally, con-
sider a scene with N, agents (i.e., [N, prediction targets).
Let X = {x1,Xq,...,Xn, } denote the set of historical ob-
servations, where X; = {Xj to— H41,Xi to— H+2, - - - » Xi to s
ie€{l,2,...,N,} and each state is x; ; = [T ¢, Yit, Vit
t € [to — H + 1,t]. Here, H is the history length and
to is the current time step. ; ., y;+ and v;; denote the
longitudinal position, lateral position, and velocity vector
of agent ¢ at time ¢, respectively. For each target agent ¢, all
agent positions are expressed in a local coordinate frame
centered at agent 7’s position at time ¢y. The map context
is denoted by M, which includes lane boundaries, lane
centerlines, intersection geometry, traffic signals, and other
road semantic attributes.

The task is to generate a set of plausible future trajecto-
ries for all N, agents, Y = {y1,y2,--.,¥n,}, Where
for agent i y; = {yl,y?,....,yXK}, i € {1,2,...,N,},
and the k-th mode is y} = {yF, 1, ¥ o0r - Yitosr)s
ke {]., e ,K}, with yft = [LCZ"t, yi,t]a t e [t()‘f’l,to-l-F].
Here K is the number of trajectory modes and F' is the
prediction horizon. The model also outputs the correspond-

ing mode probabilities Q = {wi,w2,...,wn, }, where
w; = {w} w?, ... ,wk} is the probability vector over
modes for agent i. Accordingly, the multimodal predic-
tion task for any target agent ¢ can be written as estimating

the following conditional distribution:
K
Ply; [ X,M)=> wi - P(yf X, M). (D
k=1

The raw agent observations and map context are further
processed into three types of input features: the agents’
time-domain historical trajectories Traj € RNax2xH the
vectorized map MY € RNm*Bxdm and the relative spatial
pose matrix B € R(NatNm)x(NatNm)X5  The detailed
construction of these features is provided in Appendix A.1.
Accordingly, Eq. 1 can be written more explicitly as:

K
Py, | X,M) = waP (yiC | Traj, MV,R> )
k=1

3.2. Frequency-domain Adaptive Fusion Encoding
Module (FAE)

FAE adopts different encoders to obtain the embedding of
the agents’ Traj, denoted as E,gcnt, the embedding of the
vectorized map MV, denoted as E,,p,, and the embedding
of the relative spatial pose matrix R, denoted as FE ;. The
detailed encoding procedures for M" and R are provided
in Appendices A.2 and A.3, respectively. The encoding of
Traj is described below.

To fully extract full-band features from Traj, as shown in
Figure 3, a Gated Frequency-Domain Attention Mechanism
(GfreAttn) is developed under a Feature Pyramid Network
(FPN). FPN progressively maps features from shallow to
deep layers, enabling multi-temporal-scale representation
of global trends and local details. Meanwhile, GfreAttn
adaptively reweights different frequency bands, alleviating
the systematic attenuation of high-frequency components
accumulated in deeper layers. In this way, low-frequency
trends and high-frequency details are jointly encoded in a
coupled manner. Specifically, the FPN is constructed with
three stacked levels: the shallow level takes the raw time-
domain Traj as input, the middle level takes the shallow-
level output as input, and the deep level takes the middle-
level output as input. Without loss of generality, the first
level is used as an example to illustrate the workflow of FPN
and GfreAttn.

As shown in Figure 3, Traj is first projected to a higher-
dimensional feature space using a 1D residual convolution
block (Res1d). Resld consists of two 1D convolution layers
with a residual connection and uses the GeLU activation. It
preserves the original information in Traj via the residual
pathway while enhancing the capture of local motion details
through convolution:

Traj = Resld(Traj), 3)
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Figure 3. Agent historical trajectory encoding network based on
FPN and GfreAttn.

where Traj € RNe*32XH denotes the time-domain histori-
cal trajectory features after detail enhancement.

Next, in GfreAttn, Traj is first linearly projected to obtain
a more expressive hidden representation with richer seman-
tics. The projected features are then transformed from time-
domain to frequency-domain via DFT. A learnable channel-
wise phase rotation vector @z € R3? is further introduced
to align spectral components across frequency bands, after
which frequency-domain self-attention is applied to adap-
tively enhance or suppress full-band information:

~ fre

o= Q%{e . ej(9n®f)7 fge — KI;{e . e*i(@n@f), 4)

~fre —fre

VfTrfaAttn = softmax (Re (QT (K )*)) . VfTre. %)

In Egs. 4 and 5, Q%°, KT° and VI® e CNex32xH de-
note the complex-valued frequency-domain query, key, and
value, encoding both magnitude and phase information
across frequency bands, and can be derived by DFT(Q ),
DFT(Kr), and DFT(V 1), respectively. Qp, K1 and
Vi € RNex32xXH are the time-domain query, key, and
value, and are computed as W? - Traj, quf - Traj,
and W¥ - Traj, respectively. W%, ijf and W¥ €

. .. . ~ fre
R32%32 are learnable linear projection matrices. @, and
—fre

K, € CNax32XH gre the phase-rotated frequency-domain
query and key. j is the imaginary unit with j2 = —1,
f € R is the frequency index vector corresponding to
DFT bins and ® denotes broadcasted multiplication. (-)*
denotes complex conjugation, and Re(+) takes the real part.
Vi hun € CNa*32%H i the frequency-domain value after
attention weighting, which aggregates coupled information
over all frequency bands.

During the hierarchical stacking of multi-scale temporal
convolutions and frequency-domain attention in FPN, high-
frequency components tend to be progressively attenu-
ated due to convolutional smoothing. To alleviate this is-
sue, GfreAttn applies selective enhancement to the high-
frequency components. Specifically, ij{j\ttn is explicitly
split along the frequency dimension into a low-frequency

part VoY e CNax32xHiow and a high-frequency part

V;f??;fh € CNax32xHuign where Hoy + Hpigh = H and
Hyow : Hypign follows a predefined split ratio. A learnable
channel-wise gating factor v is introduced for the high-
frequency part, and the high-frequency magnitude is modu-
lated via channel-wise multiplication, yielding y® ngf’g;ﬁh.
This allows GfreAttn to adaptively adjust the contribution
of high-frequency components according to task demands.

The split ratio may vary across benchmarks.

The enhanced high-frequency components are concatenated
with the low-frequency components and transformed back
to time-domain via IDFT, restoring the temporal length to
H. In addition, to mitigate the interference caused by scale
mismatch across frequency bands, Instance Normalization
(IN) is applied to reduce distribution discrepancies across
channels. The normalized features are then fused with the
original time-domain features using a residual scaling pa-
rameter J, yielding a time—frequency representation with
frequency-domain enhancement:

FO = Traj+6-IN (IDFT ( Concat(

fre,low fre,high
VT,Attn’ Y VT,Attn )>>7 (©)

where F() € RNex32xH ig the shallow layer output
of FPN, i.e., the frequency-adaptively enhanced time-—
frequency semantic feature. As shown in Figure 3, the
shallow output F' () is fed into the middle layer to produce
F(?) ¢ RNax64xH/2 \which is further passed to the deep
layer to obtain F'® ¢ RNa*128xH/4 The computations in
the middle and deep layers follow the same procedure as
Egs. 3-6. Through multi-temporal-scale feature extraction
in FPN, the trajectory length is progressively compressed
while feature channels are expanded.

Next, the multi-level semantic features F(l), F® and F®
are integrated across temporal scales to obtain the time—
frequency fused history representation F € RNaxDxH
(see Appendix A.4 for details). To improve the stability of
semantic representations, the last time-step feature 1?‘:7:_,9,1(1
is extracted and projected by MLP?8°" to obtain the final
historical-trajectory embedding E,gent € RV XD for each
agent containing in current scenario.

After obtaining the embeddings of the three input feature
types, Multi-Head Attention (MHA) is used to fuse E ,gent
with the vectorized map embedding E,,,, yielding a scene-
level global semantic feature E,,, € RY+*P that captures
the global trend of future trajectories. To further preserve
local interaction details, MHA is applied again to fuse E,,
with the relative-pose embedding F ., producing an agent-
level detailed semantic feature E,,, € RV«*D that con-
tains the information required for decoding.
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3.3. Preliminary Trajectory Decoding Module (PreD,
the First Decoding Stage)

PreD serves as the first stage of the proposed two-stage
decoding pipeline, and it aims to produce an initial fore-
cast of future trajectories. Although PreD functions as a
trajectory decoder, it is conceptually closer to a task-driven
re-encoding of the outputs from FAE, where trajectory su-
pervision directly constrains the learned time—frequency
representations. Specifically, PreD decodes the scene-level
global semantic feature E,;, using MLPP™ to extract a
coarse future motion pattern for each target agent, yielding
a single-modal preliminary trajectory Y e € RVeX2xF,

3.4. Low-Frequency Global Trend Feature Extraction
Module (LFE) and High-Frequency Local Feature
Extraction Module (HFE)

Agent trajectories typically exhibit smooth, persistent, and
often quasi-periodic evolution over long horizons. As a
result, the low-frequency components are relatively stable
and less affected by short-term perturbations. Therefore,
the global motion trend reflected in Y, over the predic-
tion horizon F’ (i.e., its low-frequency components) can be
regarded as reliable. Meanwhile, trajectories also contain
high-frequency components that fluctuate more strongly
and are highly sensitive to transient disturbances. With-
out explicitly decoupling the high-frequency components
and when the full-band coupled signal is only processed
through simple nonlinear transformations, the PreD module
struggles to learn fine-grained motion-detail variations. This
often leads to large errors in local details of Y., which
can accumulate over time. Consequently, we adopt different
feature extraction strategies for low- and high-frequency
components to enable controllable decoupled utilization of
trend and detail information.

LFE: Reliable low-frequency features are extracted from
Y ;e to capture future motion trends and provide trend guid-
ance for DuaD. Specifically, Y, is first transformed into
the frequency-domain via DFT, yielding Y}ﬂrfe. freMLP is
then applied to Yfffe to extract the future low-frequency
global features git¢ € CNe*D*F which are mapped back
to the time-domain via IDFT and are then temporally pooled
to obtain reliable low-frequency features g,,,, € RVa*D,
The computation of freMLP is given by:

Re (g, ) = GeLU (W - Re (Ype ) —
Win - Im (Yfre )+ bre), (1)

pre

I (g5, ) = GeLU (Wi - Re (YES) +

pre
Wre -Im (Y52 ) +bm), (8
where Wg,e and Wi, € RP*? are the learnable weight
matrices for the real and imaginary parts of freMLP, and br,
and by, € R %P are the corresponding learnable biases.

freMLP explicitly extracts and represents the reliable low-
frequency component g,,, from Y., leading to a more
concentrated low-frequency energy distribution.

HFE: Since the future high-frequency components embed-
ded in Y, cannot be directly used for trajectory predic-
tion, a more robust strategy is to extract high-frequency
features from the observed history. Although historical
high-frequency cues are not as informative as true future
high-frequency signals, they are much easier to obtain and
are generally more stable and remain meaningful due to the
temporal continuity of local motion patterns. As shown in
Figure 3, a high-pass filter (HPF) is applied to the agents’
frequency-domain historical trajectories to isolate high-
frequency components according to a predefined ratio. The
filtered signal is then transformed back to the time-domain
via IDFT and encoded by MLP el (o obtain the historical
high-frequency local feature gy, € RNaxD,

Ghigh = MLP"¢"(IDFT(HPF(DFT(Traj)))). (9)

3.5. Dual-Branch Parallel Decoding Module (DuaD, the
Second Decoding Stage)

After obtaining the decoupled low-frequency global feature
Jiow and the high-frequency local feature gy,;,),, DuaD is
designed to process gy, and gy,;gy, in parallel.

Low-frequency branch. Two MHA blocks are applied
to fuse g, with the agent-level detailed semantic fea-
ture E,,, and the scene-level global semantic feature
E,, respectively. The fused feature gi's is then de-
coded by MLP"* to produce the global trend trajectories
Yo € RNaX2XEFXK and the corresponding mode proba-
bility scores € RN=*K This branch leverages the decou-
pled future low-frequency features to specifically enhance
the modeling of global motion trends.

High-frequency branch. Similarly, two MHA blocks
fuse the high-frequency local feature gy,;,}, With E o, and

E ., yielding gf}i‘zi. Unlike the low-frequency branch,

the high-frequency branch takes both g{ﬁé‘i and the end-

point of the trend trajectory p¢"d as decoding inputs, so

that detail refinement is strictly guided by p2d and does
not distort the global trend. The concatenated inputs are
decoded by MLP" to obtain the local detail trajectories
Y geot € RNaX2XFXK Thig branch uses the decoupled his-
torical high-frequency features to specifically enhance local

motion details.

Finally, the global trend and local detail components are
combined to obtain the final multimodal predictions:

Yﬁnal = Ytrc + cht . (10)

3.6. Time-Frequency Dual-Consistency Loss

All modules are trained jointly in an end-to-end manner with
a Winner-Takes-All strategy, where only the mode closest to
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the ground-truth trajectory is optimized. Building upon con-
ventional time-domain objectives, frequency-domain losses
are additionally introduced. Using the frequency-domain
ground truth of future trajectories, stage- and branch-specific
loss terms are carefully designed to match the heterogeneous
requirements across decoding stages and branches, targeting
different frequency components:

£total = /\1£pre + >\2£tre + >\3£det7 (11)

where Lpye, Lire and Lqer are the loss terms for PreD, the
low-frequency branch of DuaD, and the high-frequency
branch of DuaD, respectively, and A, Ay and A3 are the
corresponding weighting coefficients. They collaboratively
form the Time-Frequency Dual-Consistency Loss.

The time-domain term of L. enforces full-horizon trajec-
tory supervision, while its frequency-domain term primarily
constrains the low-frequency components of the trajectory:

__ ytime A time low A fre
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where Y denotes the ground-truth trajectory, F is the set
of all frequency bins, AX® and Ai;);g are weighting coeffi-
cients, and || - ||; denotes the Smooth L1 Loss.

Lire includes a multimodal classification loss L, a full
time-domain trajectory loss A{™® and a frequency-domain

loss on low-frequency components that reflect global trends

Ag‘z Accordingly, Ly, is defined as:
Lire = ActsLets + )“Eir:leA?rgle + /\i(;szgiv (15)
AL = [Yire = Yilly (16)
Al =37 (1+ )7*||DFT(Yue); — DFT(Yer) |
fer
_ (17)
where Aci5, AfMe and MY are weighting coefficients.

For Lget, a residual constraint is introduced in the time-
domain term so that the high-frequency branch can stably
complement Y, with motion details without altering the
global trend. In the frequency-domain term, Lge¢ primarily
enforces consistency between the predicted and ground-
truth trajectories in high-frequency components. Accord-
ingly, Lqe is defined as:

Laer = Nt AR+ Xid Ads (18)
Aget® = [Yaer = (Yo = Yure)ll;, - (19)
A= 3 (£ [DFT ¥ = DFTY )

(20)
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where A\j¢¢ and A, ;" are weighting coefficients.

In Egs. 14, 17, and 20, & > 0 is a positive scalar that
controls the frequency weighting. Here, f denotes the non-
negative normalized frequency magnitude of each DFT bin
after frequency reordering. Specifically, it makes Agfe and
Afe monotonically decreasing functions of the frequency f,
while A(firjt becomes a monotonically increasing function of
/- This design ensures that Ale - Afre and AL¢, specifically
target the low-frequency components of the preliminary tra-
jectory, the low-frequency components of the global-trend
trajectory, and the high-frequency components of the final

trajectory, respectively.

4. Experiments and Analysis
4.1. Experimental Settings

Real-World Datasets: To evaluate the proposed method,
experiments are conducted on two widely used large-scale
motion forecasting benchmarks, Argoverse 1 and Argov-
erse 2. Dataset details are provided in Appendix B.1.

Evaluation Metrics: Performance is assessed using
six standard evaluation metrics: minADE g, minFDEg,
MR g, Brier_ minFDE, the Brier score (1—p)2, and DAC.
K denates the number of trajectory modes in the evaluation
metrics, which is set to 6 in this paper. For more details
on the evaluation metrics and experimental implementation,
refer to Appendices B.2 and B.3, respectively.

4.2. Comparison with State-of-the-Art (SOTA)

Argoverse 1. Table 1 compares TF-FACE with SOTA meth-
ods on the Argoverse 1 benchmark. Overall, TF-FACE
achieves a strong balance across accuracy, endpoint stability,
mode reliability, probability calibration, and physical feasi-
bility. Specifically, TF-FACE achieves Brier_minFDEg =
1.73, minADEg = 0.76, sharing the best performance with
HPNet, indicating superior trajectory fitting quality over the
full horizon. TF-FACE also achieves minFDEg = 1.11,
which is comparable to the best HPNet result (1.10) and
improves over recent methods such as GoIRL (1.17) and
FIM (1.20), reflecting more accurate endpoint prediction.

In terms of multimodal discriminability and reliability, TF-
FACE achieves (1 —p)? = 0.62, sharing the best result with
GoIRL and outperforming classic baselines such as HiVT
(0.67) and LAformer (0.68). This indicates that TF-FACE
produces a more concentrated multimodal distribution and
assigns higher confidence to the mode closest to the ground
truth. TF-FACE further achieves MRg = 0.107, sharing the
top performance with HPNet, suggesting not only accurate
best-mode prediction but also strong average quality across
modes. Regarding physical feasibility, TF-FACE achieves
the best DAC of 0.9911, indicating that predicted trajec-
tories are largely constrained within drivable areas. This
benefit arises from the frequency-domain adaptive encod-
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ing module, which aligns scene-level global semantics with
local interaction cues via multi-head attention.

Table 1. Single-model results on the Argoverse 1 motion forecast-
ing benchmark, ranked by the official metric Brier_minFDEg.

Model Brier_min  min min (1 —p)? DAC MRg
FDEg; | FDEs | ADEg | { ) {
LaneGCN(2020) 2.07 1.37 0.87 070 0981 0.163
LaneRCNN(2021) 2.14 1.45 0.90 0.69 0990 0.123
DenseTNT(2021) 1.97 1.28 0.88 0.69 0987 0.125
SceneTrans(2022) 1.88 1.23 0.80 0.65 0989 0.126
HiVT-128(2022c) 1.84 1.17 0.77 0.67 0988 0.127
Macformer(2023) 1.83 1.21 0.82 0.62 0986 0.126
GANet(2023a) 1.79 1.16 0.81 0.63 0989 0.118
LAformer(2024) 1.84 1.16 0.77 0.68 0989 0.125
SIMPL(2024b) 1.81 1.17 0.79 0.64 0990 0.126
HPNet(2024) 1.73 1.10 0.76 0.63 0988 0.107
FIM(2025a) 1.83 1.20 0.82 0.65 0990 0.125
GoIRL(2025b) 1.79 1.17 0.81 0.62 0989 0.120
ey 1.73 A1 0.76 062 0991 0.107
(ours) =

Without introducing additional training data, a random-seed
ensemble is further applied at test time. As shown in Table 2,
ensembling consistently improves TF-FACE over its single-
model counterpart, and achieves the best Brier_minFDEg
and MRg. Although TF-FACE ranks second to QCNet on
minFDEg and minADEg, TF-FACE significantly outper-
forms QCNet on the Brier score (1 — p)?, indicating that
TF-FACE can reduce prediction error while selecting the
best trajectory with higher confidence.

Table 2. Ensemble-model results on the Argoverse 1 motion fore-
casting benchmark, ranked by the official metric Brier_minFDEg.

Brier_min min min

Model FDEs | FDEg| ADEg| MRe!
DenseTNT (2021) 1.976 1.281 0.88 0.126
Multipath++ (2022) 1.793 1.214 0.79 0.132
Macformer (2023) 1.767 1.214 0.81 0.127
SIMPL (2024b) 1.747 1.155 0.77 0.117
Wayformer (2023) 1.741 1.161 0.77 0.119
ProphNet (2023b) 1.694 1.134 0.76 0.110
QCNet (2023) 1.694 1.067 0.73 0.106
GolRL (2025b) 1.695 1.126 0.78 0.110
FIM (2025a) 1.693 1.119 0.78 0.109
TF-FACE (ours) 1.676 1.098 0.74 0.105

Argoverse 2. To evaluate the generalizability of TF-FACE,
a custom benchmark is constructed by re-splitting the raw
clips in Argoverse 2. Specifically, the most recent 20 frames
in the observation window are used as input to predict the
next 30 frames. Under this setting, TF-FACE is compared
with three high-performing models, namely DeMo (Zhang
et al., 2024a), QCNet, and FIM. As reported in Table 3,
TF-FACE achieves the best performance on the two core
metrics Brier_minFDEg and minFDEg.

TF-FACE is further evaluated under a longer prediction
horizon. The model still takes 20 history frames as input,
but predicts 60 future frames, and is compared against the

Table 3. Single-model results of predicting the next 30 frames on
the Argoverse 2 validation set.

Model BrierminFDEg || minFDEg | (1 —p)? |
QCNet 1.180 0.551 0.629
DeMo 1.169 0.543 0.626
FIM 1.131 0.530 0.626
TF-FACE (ours) 1.092 0.485 0.607

widely used SOTA baseline QCNet on Argoverse 2. To
avoid disadvantaging QCNet, the input length is not forced
to be identical across methods; instead, QCNet keeps its de-
fault 50-frame history input, while TF-FACE uses 20 frames.
As shown in Table 4, despite the substantially increased
difficulty under the longer horizon, TF-FACE maintains
endpoint errors comparable to QCNet and achieves better
results on minADEg and MRg. Given that TF-FACE uses
a much shorter history window than QCNet, these results
suggest that its long-horizon advantage does not stem from
longer observations, but rather from adaptive and control-
lable utilization of frequency-domain information. We also
conducted experiments to test the model’s robustness to
perturbation, which can be referred to Appendix C.

Table 4. Single-model results of predicting the next 60 frames on
the Argoverse 2 validation set.

Brier_min min min

Model FDEg | FDEg| ADEs) MRe+

QCNet 1.90 1.29 0.726 0.167

TF-FACE (ours) 1.93 1.31 0.725 0.164
4.3. Ablation Study

To quantify the contribution of each key component in TF-
FACE, a series of ablation studies is conducted on the Argo-
verse | validation set. All training and inference settings are
kept identical to the full model; only the target component
is removed or replaced. Results are reported in Table 5.

Removing the GfreAttn downgrades the adaptive frequency-
domain fusion encoder into a time-domain FPN that di-
rectly encodes historical trajectories. Without adaptive en-
hancement of task-relevant frequency bands, the features
provided to the decoder become less informative, leading
to the most pronounced performance drop. When LFE is
ablated, frequency-domain modeling is no longer used to
extract future global features from the coarse predictions,
and freMLP is replaced with a time-domain MLP, which
weakens trend modeling and significantly degrades long-
horizon performance. When ablating the high-frequency
local feature extraction module, the model can no longer
explicitly decouple high-frequency details. Consequently,
the high-frequency branch in the dual-branch decoder is
removed, and the low-frequency trend trajectory is used as
the final prediction. This variant largely preserves the global
trend but reduces the capability to capture local details and
short-term maneuvers. Finally, removing the DuaD makes
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Figure 4. Visualizations of TF-FACE on the Argoverse 1 validation set.

the model output the coarse trajectories from Stage I directly,
resulting in weaker modeling of both global trends and local
details.

Table 5. Ablation studies on the Argoverse 1 validation set.

GfreAttn LFE HFE DuaD Dhcr-min  min ~MRe  min

FDEg | FDEgl | ADEgl

N 1549 0947 0.081 0.667

v v oV 1526 0920 0.077 0.648
v v v 1508  0.898 0.074 0.642
v v v 1552 0944 0.080 0.660
v v vV 1.496  0.890 0.071 0.635

In addition, an ablation study is conducted on the
time—frequency dual-consistency loss. Further details of
the ablation studies can be found in Appendix D.

4.4. Qualitative Analysis

Qualitative visualization is conducted on representative com-
plex traffic scenarios in Argoverse 1, as shown in Figure 4.
TF-FACE produces smooth and physically plausible trajec-
tories that closely match the ground truth. Notably, even
in narrow road segments or under interference from sur-
rounding agents, the predictions remain well constrained
within drivable lanes. Moreover, the predicted modes are
tightly concentrated around the ground-truth trajectory. This
is attributed to the dedicated low-frequency branch, which
enables clear identification and accurate extraction of global
trends and behavioral semantics, allowing the model to cap-
ture the dominant long-term motion pattern earlier and more
stably. The model then applies bounded refinements to local
details within the feasible region, yielding a complemen-
tary fusion of global trends and local details. Additional
qualitative results are provided in Appendix E.

Experiments are also conducted to test inference efficiency,
which can be referred to Appendix F.

5. Conclusion

This paper proposes TF-FACE, a time-frequency fusion
learning framework for multimodal trajectory prediction in
autonomous driving. TF-FACE adaptively and controllably
exploits frequency-domain information to improve predic-
tion performance, addressing the insufficient modeling of
long-term dependencies and short-term motion patterns in
purely time-domain learning. To the best of our knowledge,
TF-FACE is the first autonomous-driving trajectory predic-
tion model that systematically integrates frequency-domain
learning throughout the pipeline, spanning scene encoding,
feature extraction, and trajectory decoding. Experiments on
large-scale motion forecasting benchmarks demonstrate that
TF-FACE achieves state-of-the-art performance, with ad-
vantages in overall error, endpoint accuracy, mode selection
and distribution, and physical feasibility, while also exhibit-
ing strong robustness to noisy inputs. Moreover, TF-FACE
is computationally efficient and meets real-time inference
requirements for practical autonomous driving systems.

A current limitation is that the split between low- and high-
frequency bands is empirically set based on the distributions
of low- and high-frequency data across datasets. Future
work will explore learnable band partitioning to improve
transferability. In addition, the proposed frequency-domain
adaptive and controllable enhancement paradigm will be
extended to multimodal information to further improve end-
to-end autonomous driving performance.
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Impact Statement

This paper presents work whose goal is to advance the field
of machine learning. There are many potential societal
consequences of our work, none of which we feel must be
specifically highlighted here.
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A. Additional Method
A.1. TF-FACE’s Three Types of Input Features

We further process the agents’ historical trajectories and map information to derive three types of input features for TF-FACE:

time-domain historical trajectories Traj € RN=*2xH yectorized map features M" € RVNm*Bxdm and relative spatial
poses R € R(NatNm)x (NatNm)x5 .

(1) The agents’ time-domain historical trajectories can be represented as discrete-time sequences of lateral and longitudinal
positions; the time-domain historical trajectories of all agents are denoted as Traj € RNa*2xH

(2) The vectorized map is used to represent the road topology and geometric structure. Compared with rasterized maps,
vectorized maps provide a more compact representation and are computationally more efficient. The vectorized map is
denoted as MY € RVNm*Bxdm which is the collection of vectorized representations for all N,, map elements.

(3) To characterize interaction and coupling among all semantic elements in the scene, a relative spatial pose matrix R is
constructed over all elements. The relative pose from element  to element j, denoted as, r;_,; is parameterized by the
relative displacement vector d;_, ;, the heading difference a;;_, ;, and the relative bearing angle 3;_, ;.

rin = [|disjll,sin (i), cos (i) ,sin (Bis) , cos (Bisy)] - 1)

All pairwise relative poses form the relative spatial pose matrix R € R(Va®Nm)x(Nat+Nm)x5,

A.2. Vectorized Map Encoding

Following the point-feature modeling paradigm in PointNet, the vectorized map MY containing all V,;, map elements
is encoded into compact embeddings. Specifically, MY s first projected by a linear layer into a higher-dimensional
representation V. Then, max pooling and nonlinear aggregation are applied to jointly model the geometric patterns and

semantic attributes of each map element, yielding a compact vectorized map embedding Ey,,, € RNm*D
HY = MLP™# ! (MY) 1Y € RN#32xD, (22)
Vh; € HY, h; e REXP i ={1,2,...,N,.}, (23)
h; = h; + MLP™*2 (h; ® maxpool (h;(:, D))) , h; € RB*P, (24)
i~7,i = maxpool (ﬁi(:, D)) ,Ei e RP, (25)
Epap = [ﬁl,EQ,...,ENm]. (26)

A.3. Relative Spatial Pose Encoding

An MLP is directly applied to encode the relative spatial pose matrix R over all scene elements, producing the relative-pose
embedding E,o € R(WVatNm)X(NatNm)xD.

E.q = MLP™(R). (27)

A .4. Cross-Timescale Integration of Semantic Features in FPN

First, 1D convolutions are used to project the semantic features at each pyramid layer to a unified channel dimension D:
F = Conv1d% 7P (FD), i e {1,2,3}, (28)

where C; denotes the original channel dimension of the semantic feature at the ¢-th pyramid layer, and f(i) denotes the -th-

layer feature after channel projection, with FY e RNaxDxH TP ¢ RNaxDx(H/2) ang T ¢ RNexDX(H/4) Next, a
top-down pathway is adopted: deeper-layer features are upsampled along the temporal dimension via linear interpolation
(Upsample) and added to the adjacent shallower-layer features for channel-wise semantic compensation, followed by a 1D
residual convolution to aggregate and smooth the fused features:

12
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(

U® = Resld (f 2 + Upsample (F(S))) , 29)

U™ = Resld (F(l) + Upsample (U(Z))> , (30)

where U?) ¢ RNaxDx(H/2) denotes the cross-scale fused feature between deep and middle layer, UV € RNexDxH

denotes the final cross-scale fused feature aggregated across all layers. U () is then further processed by a Res1d block
and GfreAttn to obtain the time-frequency fused representation of historical trajectories across multiple temporal scales
F c RNaxDxH .

F = GfreAttn (Resld <U(1))) . (3D

B. Additional Experimental Settings
B.1. Dataset Details

Both Argoverse 1 and Argoverse 2 consist of trajectory sequences collected from real-world urban driving scenarios,
providing kinematic states for multiple traffic participants along with HD map context. Argoverse 1 follows the official split
with 205,942, 39,472, 78,143 sequences for training, validation, and testing. Each sequence spans 5 s at 10 Hz, using 2 s of
observed history to predict 3 s into the future. Argoverse 2 contains approximately 200,000 training and 25,000 validation
sequences. Each sequence spans 11 s at 10 Hz, with 5 s of observed history and a 6 s prediction horizon.

B.2. Evaluation Metrics

Specifically, minADEg reports the average Euclidean distance between the optimal predicted trajectory and the ground
truth along all time steps among 6 modes, while minFDEg measures the average Euclidean distance between the endpoints
of the optimal predicted trajectory and the ground truth; MRg reports the fraction of samples whose endpoint errors exceed
2 m for all predicted modes; Brier_minFDEg jointly accounts for endpoint error and predicted confidence, assessing the
consistency between accuracy and probability; (1 — p)? evaluates how well the predicted probability distribution matches
the ground truth; and DAC is the percentage of samples for which at least one predicted mode lies within the drivable area.

B.3. Implementation Details

The latent dimension is set to D = 128, and the number of attention heads is set to 8. The learnable channel-wise gating
factor + is initialized to 1.0, and the residual scaling parameter ¢ is set to 0.2; The batch size is 64. Training is conducted on
Ubuntu 20.04 with an Intel i9-14900KF CPU and 4 NVIDIA RTX 3090 GPUs for efficient large-scale parallel training.
The model is trained for 50 epochs using the AdamW optimizer with a piecewise polynomial learning-rate schedule. The
learning rate starts at le—>5 and is adjusted during training to 5e—>5, 5e—4, 3e—4, le—4, and 5e—5 to balance convergence
speed and stability.

C. Robustness to Perturbation

Under real-world operating conditions, trajectory prediction inevitably suffers from noisy inputs due to upstream perception
and localization errors. Therefore, robustness to noisy inputs is a critical capability for trajectory prediction models.

To evaluate robustness, Gaussian noise is injected into the Argoverse 1 validation set. Specifically, the future ground-truth
trajectories are kept unchanged, while zero-mean Gaussian noise is added to the historical trajectories in the local coordinate
frame. The noise magnitude is controlled by the standard deviation o, with o € {0.01,0.03,0.05}, corresponding to
approximately 3—15 cm positional perturbations in real-world settings. This range aligns with typical perception and
localization errors in practical autonomous driving systems and covers mild to severe noise conditions.

As shown in Table 6, under mild noise (¢ = 0.01), TF-FACE limits the degradation of all metrics to around 3%. Under
moderate noise (¢ = 0.03), the performance drop remains within 8%, substantially better than the purely time-domain
baseline LAformer, which exhibits 10%-24% degradation under the same noise level. More notably, under severe noise
(o = 0.05), TF-FACE degrades by 6.3%, 9.13%, 11.1% on minADEg, minFDEg and MRg, respectively, whereas
L Aformer suffers much larger drops of 27.4% / 23.05% / 55.13%. Both TF-FACE and LAformer are trained on the original
clean Argoverse 1 training set and are evaluated directly on the noisy validation set without any additional noise-specific
training.
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TF-FACE’s robustness gains are attributed to its incorporation of frequency-domain information. By decoupling low- and
high-frequency components, TF-FACE prevents high-frequency local perturbations from corrupting low-frequency global
trends, while the GfreAttn further suppresses noise.

Table 6. Evaluation of prediction robustness on the noisy validation set of Argoverse 1.

o | TF-FACE (ours) \ LAformer
‘ minADEg | minFDEg | MRg | \ minADEg | minFDEg | MRg |
0 0.635 0.887 0.072 0.643 0.921 0.083
001 0.649 0.916 0.074 0.65 0.929 0.086
) 12.20% 1327% 12.71% 1 1.03% 10.94% | 3.14%
0.03 0.662 0.939 0.078 0.714 1.008 0.103
) 1 4.25% 15.86% 1833% | |10.97% 19.49% ] 24.13%
005 0.675 0.968 0.080 0.820 1.133 0.129
’ 1 6.30% 19.13% [ 11.10% | | 27.40% | 23.05% | 55.13%

D. Additional Ablation Study
D.1. Ablation Study of the Time-Frequency Dual-Consistency Loss

Table 7 reports the impact of applying frequency-domain dual constraints at different decoding stages while keeping the
model architecture unchanged. A'"™¢ denotes the time-domain constraints applied across all decoding stages. Using
only Atime gtill yields reasonable performance. When the low-frequency constraints Agfe and Af are removed, the
model’s ability to capture long-range dependencies is weakened, leading to a more noticeable increase in minADEg,
Brier minFDEg and minFDEg. When the high-frequency constraint AT¢ is removed, the model is less capable of
refining local motion details, and the accumulation of local errors leads to degraded performance. Notably, while enforcing
high-frequency supervision improves fine-grained details, it can introduce slight endpoint perturbations for a small subset of

samples. As a result, the variant without A® may occasionally achieve a lower minFDEg than the full loss.

Table 7. Ablation studies of the time-frequency dual-consistency loss on the Argoverse 1 validation set.

Atime - Afre = Afre - Afre  Brier minFDEg | minFDEg | minADE; |

pre tre
v 1.515 0.913 0.645
v v v 1.503 0.893 0.637
v v v 1.508 0.897 0.639
v v v 1.501 0.886 0.639
v v v v 1.496 0.890 0.635

D.2. Visualization of the Ablation Results for the GfreAttn

In the ablated model without the GfreAttn, FAE degenerates into a time-domain FPN that directly encodes the agents’ time-
domain historical trajectories. As shown in Figure 5, this variant exhibits clear degradation in both global trend estimation
and local detail capture compared to the full TF-FACE model. The reason is that, although frequency-domain information is
introduced during decoding via the DFT, frequency-domain learning is not incorporated at the encoding stage; consequently,
the decoding still relies on representations that are essentially time-domain features. Similar to prior frequency-domain
attempts in autonomous driving, this ablated variant does not achieve a deep and systematic frequency-domain learning
pipeline, but remains at the level of directly using raw frequency-domain signals. In contrast, with the learnable GfreAttn,
TF-FACE can adaptively enhance or suppress different frequency bands and jointly represent long-term dependencies and
transient motion patterns, validating the effectiveness of the proposed GfreAttn.

D.3. Visualization of the Ablation Results for LFE

In the ablated variant of LFE, frequency-domain modeling is no longer used when extracting future low-frequency global
features from the coarse predicted trajectories, and freMLP is replaced with a standard time-domain MLP. In the left-turn-at-
intersection scenario shown in Figure 6, the ablated model aligns reasonably well with the ground-truth trajectory at early
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(a) (b)
Figure 5. Qualitative examples for the GfreAttn ablation. (a) Model without GfreAttn. (b) Full TF-FACE.

prediction steps; however, as the horizon extends, errors accumulate and lead to noticeable deviations in the long-term trend
and endpoint. This indicates that a conventional time-domain MLP is less effective at capturing future low-frequency trends.

In contrast, the full TF-FACE model leverages freMLP to more accurately capture future low-frequency global features in
the frequency-domain, thereby maintaining correct motion trends over long horizons. These results validate the effectiveness
of the proposed LFE.

(a) (b)
Figure 6. Qualitative examples for the LFE ablation. (a) Model without the LFE. (b) Full TF-FACE.

D.4. Visualization of the Ablation Results for HFE

In the ablated variant of HFE, historical high-frequency local features are unavailable. Consequently, the high-frequency
branch in DuaD is removed, and the global trend trajectory produced by the low-frequency branch is used as the final
prediction. As shown in Figure 7, because low-frequency global features are still extracted by LFE and utilized by the
low-frequency branch, the ablated model remains consistent with the ground truth in terms of the overall motion trend.
However, without detail refinement driven by high-frequency features, the model loses fine-grained behavior in turning
segments and regions with large local curvature changes, manifested as inaccurate turning timing, overly smoothed curvature
variations, and accumulated local errors.

In contrast, by jointly leveraging low-frequency global features and high-frequency local features, the full TF-FACE model
maintains accurate global trends while precisely capturing detailed trajectory shapes and dynamic variations. These results
validate the effectiveness of the proposed HFE.
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D.5. Visualization of the Ablation Results for DuaD

In the ablated variant of the DuaD, the preliminary trajectories from the first stage are directly used as the final predictions.
In the complex intersection scenario shown in Figure 8, the ablated model lacks targeted modeling of future low-frequency
global features and therefore fails to capture the agent’s global motion trend. This leads to mode divergence around the
intersection region and noticeable deviation from the ground truth. Meanwhile, without leveraging high-frequency features,
the model cannot capture local motion-detail variations, and local offsets gradually accumulate over the prediction horizon.

In contrast, benefiting from controllable decoupling and coupling of low- and high-frequency features, the full TF-FACE
model produces multimodal predictions that are clearly concentrated on two behavior semantics in the same scene, namely
going straight and turning right. Four modes accurately capture the global trend, and TF-FACE also recovers fine-grained

trajectory details at key locations where local curvature changes due to turning. These results validate the effectiveness of
the proposed DuaD.

(a) (b)
Figure 7. Qualitative examples for the ablation of HFE. (a) Model without HFE. (b) Full TF-FACE.

(a) (b)
Figure 8. Qualitative examples for the ablation of DuaD. (a) Model without DuaD. (b) Full TF-FACE.

D.6. Analysis of Key Model Hyperparameters
D.6.1. Analysis of Loss Weights for the Multi-Stage Objective:

We study the loss weights in the multi-stage objective in Eq. 11. Specifically, A1, A2 and Az weight the PreD loss L., the
low-frequency branch loss Ly, and the high-frequency branch loss L4e¢ in DuaD, respectively. Table 8 reports results on the
Argoverse 1 validation set under different weight settings. Reducing A; while increasing Ay and A3 consistently improves
performance, suggesting that second-stage trend modeling and detail refinement are more critical than tightly supervising
the preliminary trajectory. In particular, increasing Ao yields more pronounced gains in endpoint accuracy, while a moderate
A3 further reduces average error and improves the quality of the multimodal probability distribution. Overweighting A3
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slightly degrades performance, indicating the need to balance trend and detail losses. Based on these observations, we set
A1 = 0.2, A2 = 0.6, A3 = 0.2 throughout the paper.

Table 8. Multi-stage loss weight analysis on the Argoverse 1 validation set.

A (Lpre) A2 (Lire) A3 (Lget) Brier minFDEg |  minFDEg |  minADEg |

0.3 0.6 0.1 1.508 0.903 0.643
0.3 0.5 0.2 1.503 0.900 0.640
0.3 0.4 0.3 1.510 0.906 0.640
0.2 0.7 0.1 1.499 0.894 0.638
0.2 0.6 0.2 1.496 0.890 0.635
0.2 0.5 0.3 1.502 0.898 0.636

D.6.2. Analysis of initialization of the channel-wise gating factor:

We analyze the initialization of the channel-wise gating factor v in GfreAttn. Although ~ is learnable, its initial value
controls the strength of high-frequency injection at the beginning of training and can influence early optimization dynamics.
As shown in Table 9, TF-FACE is not highly sensitive to its initialization, and initializing v to 1.0 yields the best performance.
In contrast, overly large initial values may excessively amplify high-frequency perturbations before the gating mechanism is
fully trained, leading to a slight performance drop. Based on this study, we set the initial value of -y to 1.0.

Table 9. Analysis of the initialization of the frequency-domain gating factor on the Argoverse 1 validation set.

Channel-wise gating factor initial value v Brier minFDEg | minFDEg | minADEg |

0.5 1.501 0.894 0.638
1.0 1.496 0.890 0.635
1.5 1.505 0.899 0.639

D.6.3 Analysis of the frequency-domain threshold in the high-pass filter:

We investigate the frequency-domain threshold of high-pass filter, i.e., the split between low- and high-frequency bands,
which determines which frequency components are used for trajectory detail refinement. As shown in Table 10, performance
is also not highly sensitive to this threshold, and the best results are achieved with a 4:6 low-/high-frequency split. If the
low:high ratio is too large, only very high-frequency components are retained, which may overly filter out maneuver-related
information and lead to insufficient detail representation. Conversely, if the low:high ratio is too small, more relatively
low-frequency components are preserved, which can introduce redundancy and slightly degrade performance. Based on this
analysis, we set the high-pass filter threshold to 4:6.

Table 10. Analysis of the high-pass filter frequency threshold on the Argoverse 1 validation set.

High-pass filter frequency threshold (low:high) Brier minFDEg | minFDEg | minADEg |

5:5 1.499 0.892 0.637
4:6 1.496 0.890 0.635
3:7 1.504 0.896 0.640

E. Additional Qualitative Analysis
E.1. Qualitative Analysis of the GfreAttn

To examine the interpretability of TF-FACE’s frequency-domain modeling, we visualize the internal GfreAttn. Figure 9
shows the distribution of the channel-wise gating factor ~ across the three FPN layers. As the network goes deeper, the
distribution of v becomes sparser and exhibits more pronounced channel-wise amplification or suppression. This provides
an intuitive view of how TF-FACE, within the FPN hierarchy, progressively and adaptively extracts band-specific features
from shallow to deep layers via GfreAttn.

Furthermore, Figure 10 compares the amplitude-frequency spectra before and after high-frequency gating in GfreAttn,
i.e., before and after modulating the high-frequency component ngif;’gl with the channel-wise gating factor v. Before

applying high-frequency gating, spectral energy is largely concentrated in the low-frequency region (blue curve), which is
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consistent with the fact that low-frequency components dominate the overall motion of trajectory sequences. This indicates
that GfreAttn appropriately assigns higher weights to low-frequency components. However, as the FPN is stacked layer
by layer, high-frequency components can undergo systematic attenuation due to convolutional smoothing. To counteract
this effect, TF-FACE introduces the learnable channel-wise gating factor v to modulate the amplitude of high-frequency
components, thereby maintaining sustained attention to high-frequency signals for subsequent motion-detail refinement. As
shown in Figure 10, after high-frequency gating, the amplitude of high-frequency components increases substantially (red
curve), and spectral energy shifts toward higher frequencies. The quantitative gain brought by high-frequency gating is
shown by the green curve.
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Figure 9. Visualization of GfreAttn across FPN layers. (a) Shallow layer. (b) Middle layer. (c) Deep layer.
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Figure 10. Visualization of the high-frequency gating effect in the GfreAttn. (a) Example 1. (b) Example 2.

E.2. Qualitative Analysis of the Two-Stage Decoding Architecture

To analyze how the two-stage decoding architecture behaves during trajectory prediction, we visualize the time-domain and
frequency-domain characteristics of the Stage-I preliminary trajectory Y ., the Stage-II low-frequency trend Y., the final
trajectories obtained by composing the low- and high-frequency branches in Stage II, and the ground-truth trajectories Y g,
as shown in Figure 11.

In the time-domain, across different behavior semantics, the preliminary trajectory Y . captures the rough future motion
direction but often exhibits noticeable global shifts or inaccurate curvature. Compared with Y ., the trend trajectories Y,
decoded from reliable future low-frequency features, are closer to Y in both overall shape and endpoint location. The final
predictions Y g1 further refine motion details using high-frequency local features, yielding trajectories that are the most
similar to Y in all examples.

In the frequency-domain, the error spectrum of Y ;. shows the most prominent energy peaks in the low-frequency region,
indicating that its dominant errors stem from trend-level deviations. The trend trajectory Yy, substantially reduces error
magnitudes in low-frequency bands, suggesting that the low-frequency branch effectively captures and reconstructs global
motion trends and provides more reliable trend guidance. The final trajectory Y gy,,1 achieves the lowest error magnitude
across all frequency bands, showing that incorporating high-frequency local features further compensates for residual local
errors that remain after low-frequency trend modeling.

Overall, Stage I, the Stage-II low-frequency branch, and the Stage-II high-frequency branch play complementary roles with
clear division of labor. Their collaboration enables TF-FACE to balance global plausibility and local fidelity, providing
qualitative evidence for the rationale and interpretability of the proposed two-stage decoding pipeline.

F. Inference Efficiency and Real-Time Performance

To assess the feasibility of TF-FACE in practical autonomous driving systems, inference efficiency is evaluated. With batch
size 1 and float32 precision, TF-FACE achieves an average end-to-end latency of approximately 37 ms (about 26 Hz), which
is well above the minimum real-time requirement for trajectory prediction (> 10 Hz). This indicates that TF-FACE can be
deployed in real-world autonomous driving systems without additional efficiency optimizations. Furthermore, TF-FACE is
compared with state-of-the-art methods on the Argoverse 1 validation set in terms of the accuracy—efficiency trade-off. As
shown in Figure 12, TF-FACE achieves a favorable balance, delivering the highest prediction accuracy while maintaining
high inference efficiency.
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Figure 11. Visualization of the two-stage decoding pipeline. (a) Example 1 (time-domain). Example 1 (frequency-domain). (b) Example 2
(time-domain). Example 2 (frequency-domain). (c¢) Example 3 (time-domain). Example 3 (frequency-domain).
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Figure 12. Inference efficiency and real-time performance on Argoverse 1.
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