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Abstract

We consider the question of how “hard” science
is by looking at the difficulty of turning measure-
ments into empirical law. Historically, this has
been done by hand, famously by both Kepler and
Planck, but increasingly it has become a target for
automated science. Symbolic regression (SR), the
task of finding a closed-form mathematical expres-
sion that fits data, is the standard formalization
of this step. Solving it is known to be NP-hard
but, nonetheless, SR software routinely discovers
accurate, interpretable models without exhaus-
tively searching function space. Motivated by this
disconnect, we study SR through the lens of pa-
rameterized complexity theory. We show that SR
is fixed-parameter tractable (FPT) when param-
eterized by expression depth or tree size over a
fixed primitive set, matching the tractable regime
exploited by bounded-complexity search in
popular SR algorithms. In contrast, SR becomes
WI[1]-hard when parameterized by the number of
variables or primitives used, identifying selection
as a source of intractability. We further find lower
bounds under the exponential time hypothesis,
prove approximation hardness, and rule out
polynomial kernels when the primitive set is part
of the input. These results give some intuition for
the aspects of science we might hope to automate.

1 Introduction

In October of 1900, Max Planck wrote down a formula
for blackbody radiation that he would later describe as
a “lucky guess”. It was an interpolation built to match
Wien’s law at high frequency and the new far-infrared
measurements of Rubens and Kurlbaum at low (Planck,
1900b). There was no theory behind it, but the formula was
absolutely correct. This motivated Planck to, somewhat
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unintentionally, quantize energy shortly after (Planck,
1900a), and that explanation grew into quantum mechanics.
The same pattern appears three centuries earlier. Kepler
spent years fitting curves to Tycho Brahe’s records of Mars
before arriving at the ellipse (Kepler, 1609). Newtonian
mechanics was later built to derive Kepler’s laws from
a unified theory. Both discoveries began by manually
solving the problem of taking measurements and finding
a closed-form expression that matches.

We ask how hard that step is. The ambition to automate it
is decades old, but has lately grown into a broader program.
Now machine learning aims at scientific discovery itself.
Whether by distilling symbolic laws from learned models
(Cranmer et al., 2020; Lemos et al., 2023; Tan et al., 2026)
or by deploying agentic systems over the entire research
workflow (Lu et al., 2024; Gottweis et al., 2025; Zheng
et al., 2025; Villaescusa-Navarro et al., 2025), any such
system must somewhere convert data into candidate laws.
Implicit in nearly fifty years of this work is the assumption
that the conversion is computationally feasible.

Science, of course, is more than fitting formulas. It also
involves designing experiments, building a theory around
laws once they are found, and testing that theory’s predic-
tions against new data. We focus on the part of this process
that goes from data to empirical law by studying its standard
formalization, symbolic regression (SR). SR is the problem
of finding an expression f over a fixed set of primitives such
that f(x;) ~ y; on a dataset D = {(x;,y;)}";, possibly
accounting for noise. By studying SR in theory we can place
bounds on any scientific workflow that passes through it and,
since many workflows do, this gives us some intuition on
the aspects of science we can hope to efficiently automate. !

From a theoretical standpoint, SR appears intractable. Vir-
golin & Pissis (2022) proved that SR is NP-hard by reduc-
tion from unbounded subset sum, even for simple primi-
tive sets. This suggests that automated equation discovery
should be infeasible. Yet SR systems, despite all their lim-
itations, work. They recover known laws from raw data
(Schmidt & Lipson, 2009; Lemos et al., 2023) and have
yielded compact expressions for SZ scaling relations in clus-
ter cosmology (Wadekar et al., 2023), jet-background sub-
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traction in heavy-ion collisions (Mengel et al., 2023), cloud-
cover parameterization in climate models (Grundner et al.,
2024), electron-transfer rules for minerals under pressure
(Li et al., 2023), microbial growth laws (Sun et al., 2026),
and international trade (Verstyuk & Douglas, 2022), often
doing so in hours or even minutes. Clearly, there is more to
say computationally when it comes to using SR in science.

We approach this by examining what makes SR hard. The
NP-hardness proof of Virgolin & Pissis (2022) considers
constructing expressions of possibly unbounded complex-
ity to encode a difficult combinatorial problem. However,
practical SR systems always impose complexity limits. For
example, bounding the number of nodes in expressions or
limiting the maximum number of function compositions
a solution can contain. These heuristics used in practice
change the computational problem.

To understand the complexity of SR under these constraints,
we employ parameterized complexity theory (Downey &
Fellows, 1999). Rather than measuring difficulty solely
as a function of input size n, parameterized complexity
analyzes runtime as a function of both n and some parameter
k derived from the problem. This allows for a finer-grained
classification. Two problems that are NP-hard in classical
analysis may end up in different complexity classes under
parameterizations. This framework is especially suited to
SR where natural parameters abound. In this paper we map
out this landscape to understand which parameters make
SR tractable, and which leave it intractable. The results
are summarized in Table 1. Loosely, we find that when the
parameter bounds the form of a law, SR is tractable for a
fixed primitive set (Theorem 1 and Corollary 1). However,
when the parameter instead counts ingredients that must
be selected from a larger pool, discovery is more difficult
(Theorem 2 and Corollary 2). This identifies selecting what
to build equations out of as a source of hardness.

The paper is organized as follows. We first provide some
background on existing work in SR, complexity theory,
and theoretical ML (§2). We then review definitions and
concepts from parameterized complexity theory (§3). These
tools are applied to examine parameterizations where SR
is both tractable (§4) and intractable (§5). We then establish
approximation hardness, showing that no FPT algorithm can
achieve any finite approximation ratio for loss minimization

Problem Variant Result Reference
Depth (k, fixed P) FPT Thm. 1

Size (s, fixed P) FPT Cor. 1
Variables used (k) Will-hard, @'~ Thms. 2 and 3
Primitives used (k) W1 ]-hard, |[P[*'°" Cor. 2, Thm. 3
Approximation Inapprox. Thm. 4
Kernelization (P as input)  No poly kernel Thm. 5

Table 1. A summary of our results.

even after avoiding zero-optimum instances (§6), and prove
kernelization lower bounds demonstrating that efficient
preprocessing is impossible for some parameterizations (§7).
We conclude by discussing the implications of these results
for algorithm design (§8) and some open questions (§9).

2 Background

Symbolic Regression Automated equation discovery
goes back to the machine-discovery programs of the 1970s
(Langley et al., 1987). Modern SR has been approached
largely through two broad paradigms. The dominant ap-
proach uses genetic programming (GP), which evolves pop-
ulations of expression trees through mutation and crossover
(Koza, 1994; Poli et al., 2008; Orzechowski et al., 2018).
Modern GP-based systems like PySR (Cranmer, 2023) and
Operon (Burlacu et al., 2020) achieve strong performance
through careful engineering of genetic operators and
complexity-bounded search. More recently, deep learning
approaches have emerged. These include transformer-based
methods like SymbolicGPT (Valipour et al., 2021) and
NeSymReS (Biggio et al., 2021) that train on synthetic
equation-data pairs, as well as reinforcement learning
methods (Petersen et al., 2021) that learn to construct
expressions sequentially. Large language models have also
been used to guide the evolutionary search through learned
concept libraries (Grayeli et al., 2024). Hybrid approaches
like Al Feynman (Udrescu & Tegmark, 2020) combine neu-
ral networks with physics-inspired decomposition strategies.
SR is also applied to trained neural networks themselves,
distilling learned components into closed-form expressions
(Tan et al., 2026). Despite lacking formal guarantees, these
systems regularly discover accurate models on scientific
datasets, as documented by the SRBench community
benchmarks (La Cava et al., 2021; de Franca et al., 2025).

Sparse Regression and Feature Selection The computa-
tional difficulty of selecting which operators and variables to
include in SR is related to the notoriously difficult problem
of feature selection (Kira & Rendell, 1992) in statistical
modeling and its associated sparse regression variants. For
example, it is known that computing a sparse solution to
a linear system, even approximately, is NP-hard (Natarajan,
1995). This hardness has motivated work on convex
relaxations like LASSO (Tibshirani, 1996) and modern
mixed-integer optimization approaches (Bertsimas et al.,
2016). SINDy bridges these two literatures directly, recov-
ering governing equations by sparse selection over a fixed
library of candidate terms (Brunton et al., 2016). Our W[1]-
hardness result for k-variable SR (Theorem 2) shows that
even an idealized SR setting inherits this selection hardness.

Parameterized Complexity in ML The parameterized
complexity paradigm has emerged as a useful tool for under-
standing ML algorithms. Existing results find that minimal
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decision tree learning is W[2]-hard when parameterized by
tree size, though FPT under additional structural parame-
ters (Ordyniak & Szeider, 2021), with extensions to settings
with outliers (Gahlawat & Zehavi, 2024). Similar analyses
have been applied to clustering (Cohen-Addad et al., 2019),
neural network training (Froese & Hertrich, 2023), and ex-
plainability problems (Ordyniak et al., 2024). Our work
places SR in this landscape, with the finding that different
parameterizations (structural vs. selection) yield different
complexity classes.

3 Preliminaries

We now introduce the terms, definitions, and simplifications
that will be assumed in subsequent sections.

3.1 Symbolic Regression

We follow the definitions of Virgolin & Pissis (2022) with
minor modifications.

Definition 1 (Primitive Set). A primitive set P consists of:

* Functions f : R% — Rof arityay > 1
e Variables x1, . . ., x4 (arity 0)
* Constants c € R in finite precision (arity 0)

We denote by a = maxyep ay the maximum arity. For our
purposes, we will assume that P has finitely many elements.
Remark 1 (Numeric Encoding). Constants and data
values are encoded as rationals in binary, with bit-length
contributing to the input size. Our running-time statements
use a unit-cost real-RAM model for primitive evaluation.
Equivalently, in a bit-complexity model they require an a
priori polynomial bound on intermediate numeric growth
and on the cost of evaluating each primitive. For our
hardness reductions, constructed constants have bit-length
polynomial in the input size.

Definition 2 (Expression and Search Space). An expression
over P is a rooted tree where internal nodes are labeled by
functions and leaves by variables or constants, with each
node’s children matching the arity of its label. The search
space F is the set of all such expressions.

Definition 3 (Depth and Size). The depth of an expression
is the length of the longest root-to-leaf path (a single node
has depth 0). The size is the total number of nodes.

Problem 1 (Symbolic Regression). Given a primitive set
P, dataset D = {(x;,¥;)}—,, and loss function £ : R™ x
R™ — R>, the SR problem asks for:

f* = argmin L(y, f(x))
fer
where F is the search space defined by P.

We will focus on the decision version of the SR problem.
Problem 2 (SR-DEC). Given P, D, L, and threshold £ > 0,

decide whether there exists f € F with L(y, f(x)) < e.

As in prior work (Virgolin & Pissis, 2022), we will assume
that the function being discovered is not recursive. We also
assume candidate evaluation and comparison of the loss with
€ are polynomial-time operations under the numeric model
in Remark 1. We write n for the number of data points, and
use poly(n) as shorthand for polynomial dependence on
the encoded input length, including the data values and the
description of the loss.

3.2 Parameterized Complexity

We provide a brief introduction for readers unfamiliar with
parameterized complexity; see Downey & Fellows (1999);
Flum & Grohe (2006) for a comprehensive treatment.

Classical complexity theory measures the difficulty of a
problem as a function of input size n. A problem in P admits
algorithms running in time n©("), while NP-hard problems
are believed to not admit polynomial-time algorithms. This
binary classification is often too coarse and many NP-hard
problems become tractable when some structural parameter
of the input is small (Downey & Fellows, 1995b;a).

Parameterized complexity theory refines this picture by in-
troducing a secondary quantity, the parameter k, and analyz-
ing runtime as a function of both n and k. We will focus on
only a few of the complexity classes from this framework.

Definition 4 (Fixed-Parameter Tractability). A parameter-
ized problem is fixed-parameter tractable (FPT) if it can be
solved in time f(k) - n®™) for some computable function
f, where n is the input size and k is the parameter.

The function f (k) may grow rapidly with k, even as fast as
a tower of exponentials, but the main point is that n appears
only polynomially. When k is small, an FPT algorithm is ef-
ficient regardless of how large n becomes. This captures the
intuition that some problems are “easy when the parameter
is small.”

Not all parameterized problems are FPT. Just as NP-
hardness provides evidence that a problem lacks polynomial-
time algorithms, there is a hierarchy of complexity classes
for parameterized problems. The most important for our
purposes is the class W[1].

Definition 5 (Class W[1]). A parameterized problem is in
W(1] if it reduces to k-CLIQUE, the problem of deciding
whether a graph contains a clique of size k, via an FPT
reduction (a reduction running in time f(k) - n®(") that
maps parameter k to parameter k' = g(k)). A problem is
WT[1]-hard if k-CLIQUE is FPT-reducible to it.

The problem k-CLIQUE is W[1]-complete (both in W[1]
and W[1]-hard). Despite decades of effort, the best known
algorithm runs in time n©®), and it is widely believed
that no f(k) - n®1) algorithm exists. The assumption
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FPT # W/[1] plays a role analogous to P # N P in classi-
cal complexity. Under this assumption, W[1]-hard problems
admit no FPT algorithms.

The classical analysis of SR by Virgolin & Pissis (2022)
implicitly assumes that the size, depth, and primitive use of
expressions may all grow with the dataset size n, but this is
not always the case. In practice, the number of primitives is
limited by our mathematical vocabulary, and the expression
size and depth are limited by a requirement for ease of
human understanding. In this sense, it’s more practical to
treat these parameters as fixed rather than as functions of n.
In the sections that follow, we reanalyze the problem with
these parameters in mind.

4 When SR is Tractable

We establish that SR is FPT for natural complexity param-
eters. These results formalize the intuition that bounding
expression complexity makes SR tractable in the regime
where the primitive set is fixed.

4.1 FPT Parameterized by Depth

Problem 3 (SR-DEC Parameterized by Depth). Given
P, D, L, threshold ¢ > 0, and parameter £ € N: de-
cide whether there exists f € F with depth(f) < k and
Ly, f(x)) <e.

Theorem 1 (SR is FPT by Depth). Fix a primitive set P
with maximum arity a > 1. Then SR-DEC parameterized
by composition depth k is FPT, solvable in time (|P| +
1)OWk) . poly(n), where n = |D| and Ny, is the size of the
complete a-ary tree of depth k.

Proof. We enumerate all expressions of depth at most k.
The complete a-ary tree of depth k has at most

k akfti_1
Ny = ot ={ a1
g ; {k+ 1

nodes. Every expression of depth < k can be embedded into
this complete tree by introducing a “null” label _L for unused
positions. We enumerate all (|P| 4 1)™V* labelings and filter
to syntactically valid expressions (correct arities, no null
labels in the actual expression). This is an overcount, but the
total number of candidate labelings is at most (|P| + 1)k,

ifa>1
ifa=1

For each valid expression f, we evaluate f(x;) for all i =
1,...,n. This requires O(Ny) primitive operations per data
point under the numeric model of Remark 1. Computing
the loss £ takes poly(n) time.

The algorithm enumerates all candidate labelings, filters to
valid expressions, evaluates each, and returns YES if any
achieves loss < ¢. Total runtime:

(1PN -O(Ny-ntpoly(n)) = (|P|+1)7™) poly(n)

Since P is fixed, |P| and a are constants. Thus f(k) =
(|P] + 1)k . N}, depends only on k, giving runtime f (k) -
poly(n) as required for FPT. O

The FPT result treats |P| as a constant, not part of the input.
This models the regime where the operator vocabulary and
feature dimension are fixed in advance, while the number of
data points may grow. If the operator library is fixed but d
grows with the instance, enumeration gives a runtime which
is FPT in (k, d) but not in k alone. The variable-selection
results study this high-dimensional feature-selection regime.

4.2 FPT Parameterized by Tree Size

Many SR systems used in practice restrict the search by
setting their measure of complexity to be tree size (number
of nodes) and bound their search to some maximum com-
plexity. While it is a slightly different parameterization, this
also yields FPT.

Problem 4 (SR-DEC Parameterized by Size). Given P, D,
L, threshold € > 0, and parameter s € N: decide whether
there exists f € F with size(f) < sand L(y, f(x)) < e.

Corollary 1 (SR is FPT by Size). Fix a primitive set P
with maximum arity a. Then SR-DEC parameterized by
expression tree size s is FPT, solvable in time |P|°() -

poly(n).

Proof. 1t suffices to enumerate all expression trees of size
at most s. For each r < s, the number of expression trees of
size r is bounded by the product of tree shapes and labelings.
For trees with maximum arity a, the number of distinct
tree shapes with r nodes is at most C/, for some constant
C, depending only on « (e.g., bounded by the (r — 1)-
th Catalan number for binary trees). Each shape admits
at most |P|® labelings. Thus the total count is at most
s-C5-|PI*=5-(Cq-|P|)*.

The enumeration and evaluation proceed as in Theorem 1.
Since P is fixed, both C, and |P| are constants, giving
runtime f(s) - poly(n) for f(s) = s- (Cy - |P])®. O

5 When SR is Hard

The FPT results above are relevant when the measure of
solution complexity being restricted is related to the size
of the expression. In practice, this is often what is done.
However, we can also consider parameterizations that re-
strict other reasonably natural notions of complexity. For
example, suppose we want an expression which does not use
too many primitives or incorporates a sparse set of variables.
Since this seemingly reduces the search space, it is tempting
to think that it would make the problem somehow easier,
but this is not the case. In fact, when we must select which
primitives or variables to use, SR becomes intractable.
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5.1 W][1]-Hardness for Number of Variables

We first show that selecting which input variables to use
makes SR hard, even when the only operator is addition.
This connects SR to the well-studied feature selection prob-
lem (Kira & Rendell, 1992). In the optimistically restricted
case of linear regression, sparse subset selection is NP-hard
(Natarajan, 1995). This hardness persists in our parameteri-
zations, even in the simplest SR settings.

Problem 5 (k-Variable SR-DEC). Given P, D over d input
variables, £, threshold € > 0, and parameter & € N: decide
whether there exists f € F using exactly k distinct input
variables with L(y, f(x)) < e.

Theorem 2 (SR-DEC is W[1]-hard by Variables Used). k-
Variable SR-DEC is W[ 1 ]-hard.

Proof. We reduce from EXACT COVER, which is W[1]-hard
when parameterized by the number of sets in the solution.?

Exact Cover. Given a universe U, aset S = {S1,...,Sn}
of nonempty subsets of U, and parameter k: decide whether
there exist exactly k sets in S that partition U (i.e., are
pairwise disjoint and cover all elements).

Reduction. Given an EXACT COVER instance (U, S, k),
we construct an SR instance as follows:

* Variables: For each set S; € S, create a variable x;.
This gives d = m variables.
* Primitive set: P = {+} U {x1,..., 2, }. (Variables
T1,..., T, are available as leaf nodes.)
¢ Data points: For each element e € U, create a data
point (x(¢), 3(¢)) where:
che) =1life € S;,and 33;-6) = 0 otherwise.
yle) = 1.
This gives n = |U| data points.
* Loss: Squared error, £(f) = .. (f(x(9)) — y(9))2.
* Threshold: ¢ = 0 (exact fit required).
¢ Parameter: k& (number of variables to select, same as
EXACT COVER parameter).

Correctness. We show that EXACT COVER has a solution
iff the SR instance has a k-variable expression with zero
loss.

(=) Suppose {S;,,...,S5;, } C Sisanexact cover of size k.
Consider the expression f(x) = x;, +x;,+- - -+x;,, which
uses exactly k distinct variables. For any element e € U,
exactly one of the selected sets contains e (since it’s an exact
cover), so exactly one term equals 1 and the rest equal 0.
Thus f(x(®)) = 1 = y(©) for all e, achieving zero loss.

(<) Suppose expression f uses exactly k distinct vari-
ables and achieves zero loss. Since the only operator is

’The W] 1]-hardness of EXACT COVER follows from the W[1]-
completeness of PERFECT CODE (Cesati, 2002) via a straightfor-
ward reduction; see also Downey & Fellows (1999).

addition and all inputs are in {0, 1} with target 1, we need
f(x(®)) = 1forall e € U. The expression f computes
a weighted sum f(x) = 37" ¢;x; where ¢; > 0 is the
number of times variable x; appears. Let T' = {j : ¢; > 0}

be the variables used; by assumption |T'| = k.

Forany e € U: f(x(®)) = Zj:eesj ¢; = 1. Since each
selected set is nonempty, every 7 € T appears in the
constraint for at least one element. Each ¢; is a positive
integer, and for every element the sum over sets containing
that element equals 1. Hence each selected set has
coefficient ¢; = 1, and each element is contained in exactly
one selected set. Thus each element is covered by exactly
one of the k selected sets, forming an exact cover of size k.

The reduction runs in polynomial time and preserves the
parameter, completing the proof. [

Remark 2. Note that the zero-loss expression constructed
above has size 2k — 1, so this hardness is not just an artifact
of allowing unbounded expressions and persists under a
finite size bound. This result identifies feature selection as
a computational bottleneck in SR. Even when restricted to
linear expressions, selecting which & variables to include is
WT[1]-hard. Allowing more expressive forms (e.g., polyno-
mials, compositions) cannot make the problem easier. Since
each data point may be consistent with many candidate
subsets, no single measurement narrows the search enough.

A concrete example of the reduction from EXACT COVER
is given in Appendix A.1.

5.2 WJ[1]-Hardness for Number of Primitives

The hardness of variable selection extends to primitive se-
lection. Since variables are primitives (they are arity-0
elements of P), constraining the number of primitives is at
least as restrictive as constraining the number of variables.

Problem 6 (k-Primitive SR-DEC). Given P, D, L, thresh-
old ¢ > 0, and parameter k& € N: decide whether there
exists f € F using exactly k distinct primitives with

Ly, f(x) <e.

Corollary 2 (SR-DEC is W[1]-hard by Primitives Used).
k-Primitive SR-DEC is W[ ]-hard.

Proof. We use the reduction from Theorem 2, which maps
ExAcT COVER instances to SR instances. In that reduction,
P = {+}U{z1,...,2m}, and any zero-loss expression
must be a sum of variables corresponding to an exact cover.
To avoid an edge case, we may assume k > 2 since k = 1
instances of EXACT COVER are trivial.

A YES instance of EXACT COVER (exact cover of size
exactly k exists) yields an SR expression using exactly &
variables plus the addition operator, giving exactly k£ + 1
distinct primitives. Conversely, if an SR expression uses ex-
actly k 4 1 primitives and achieves zero loss, it must use the
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operator + and exactly k variables, which (by Theorem 2)
corresponds to an exact cover of size k.

Thus k-EXACT COVER reduces to (k + 1)-Primitive SR-
DEC. Since EXACT COVER is W[1]-hard, (k + 1)-Primitive
SR-DEC is W[1]-hard, and hence so is k-Primitive SR-DEC
by reparameterization. O

Note that, in contrast to earlier, here we use “exactly k”
rather than “at most k£” in our problem definitions. This
creates a small divergence in our analysis. Fortunately, the
WI[1] results can be lifted to the at-most-k case without
too much trouble; see Corollary 3 in Appendix B for the
statement and proof. The argument is for the k-variable
parameterization, but it translates easily to the k-primitive
parameterization. Since the proofs are simpler when dealing
with the exact-k problem, we prefer that formulation but
note that they are interchangeable. An example of this
argument is in Appendix A.2 for reference.

Prior work frequently notes that SR systems operate best on
low-dimensional, tabular data (Kamienny et al., 2022; Chen
et al., 2017a). These results formalize why SR systems
succeed with small, curated primitive sets but struggle with
high-dimensional feature selection.

5.3 Lower Bounds via ETH

The W[1]-hardness results above rule out FPT algorithms
(assuming FPT # W]1]), but do not specify how the
runtime must depend on the parameters. The Exponential
Time Hypothesis (ETH) provides more fine-grained lower
bounds. ETH states that 3-SAT on n variables cannot
be solved in 2°(") time (Impagliazzo & Paturi, 1999).
Our reductions allow us to make use of recent work that
established ETH-based lower bounds for EXACT COVER
(Guruswami et al., 2025).

Theorem 3 (ETH Lower Bound for Selection). Assume
ETH. Then the following holds. 3

1. k-Variable SR-DEC requires time Qk(dklwm ).
2. k-Primitive SR-DEC requires time Qk(|73|k1_0(1) ).

Proof. Guruswami et al. (2025) prove that, under ETH,
(k, pk)-EXACT COVER (distinguishing instances with an
exact cover of size k from those where no pk sets cover
the universe) requires time Qk(mkko(l)) for some constant
p > 1, where m is the number of sets. The hard instances
can also be chosen to satisfy |U| < g(k)m®®) for some
function g. Since any algorithm for exact k-EXACT COVER
also solves this gap version, the same lower bound applies
to the exact problem.

The reduction in Theorem 2 produces d = m variables and

3The notation €2, indicates that the implicit constant in the
bound may depend on k.

n = |U| < g(k)d°®") data points while preserving k, so
fixed polynomial factors in the total SR input size do not
affect the displayed d-dependence. Thus (1) follows. Part
(2) follows from (1) via Corollary 2. O

Since the brute-force algorithm runs in O(d*) time, this
means that the naive algorithm is (disappointingly) nearly
optimal.

Remark 3 (Sparsity Relaxation). Inspired by this p-
approximate version of EXACT COVER, instead of
requiring exactly k variables (or primitives) we could allow
up to pk for some constant p > 1. This models the scenario
where we seek a sparse solution but would accept one that
is slightly less sparse than optimal. This is distinct from
loss approximation (Section 6). Here we relax sparsity, not
fit quality. However, the lower bound above applies directly
so even accepting solutions that are less sparse than optimal
does not help.

6 Approximation Hardness

So far, we have studied variations on the decision problem
SR-DEC where given a threshold €, we must determine
whether an expression achieving loss < ¢ exists. In practice,
we often care about the optimization problem. Instead of
searching for a loss below some threshold, we ask for an
expression that minimizes loss, or at least comes close to
minimizing it.

Problem 7 (SR Optimization). Given primitive set P,
dataset D, and loss function L, the SR optimization problem
asks for an expression f minimizing £(f, D). We denote
the minimum achievable loss by

OPT := ?gg L(f,D).

For parameterized variants, OPT}, denotes the minimum
loss achievable by expressions satisfying the parameter con-
straint (e.g., using exactly k primitives).

When exact optimization is intractable, we may settle for
approximation: finding an expression with loss at most
« - OPT for some approximation ratio o > 1.

6.1 Inapproximability of Loss Minimization

Definition 6 (FPT Approximation). An «-FPT-
approximation for exact-k SR is an algorithm that,
given any instance, outputs an expression f satisfying the
exact-k parameter constraint with £(f, D) < a(k) - OP Ty,
running in time f(k) - poly(n).

Our W[1]-hardness reductions have a special structure. By
adding one unfittable point and amplifying the remaining
points, we can make the optimal loss positive while preserv-
ing an arbitrarily large multiplicative gap.
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Theorem 4 (No Finite FPT Approximation). For exact-
k Variable SR with sum-of-squared-error loss, there is no
a(k)-FPT-approximation for any computable approxima-
tion ratio o, unless FPT = W/1], even restricted to in-
stances with OPTy, > 1.

Proof. Assume there is an «(k)-FPT-approximation for the
variable case. We reduce from EXACT COVER using the
construction in Theorem 2, but modify the data. Let R be
an integer with R > «(k), which can be computed as a
function of k. Duplicate every original data point R times,
and add one additional data point (0, 1), where all variables
evaluate to 0 and the target is 1.

If the EXxACT COVER instance is a YES instance, the corre-
sponding sum of exactly k variables fits all duplicated origi-
nal points and misses only the new point, so OPTy = 1. If
the source instance is a NO instance, every exact-k-variable
expression makes an error of at least 1 on at least one origi-
nal point. Because that point was duplicated R times, and ev-
ery expression also misses (0, 1), we have OPTy > R + 1.

Run the assumed approximation algorithm and compute the
loss of its output. On YES instances, the output has integer-
valued squared loss at most (k) -1 < R, hence at most R —
1. On NO instances, every feasible expression has loss at
least R+ 1. Thus the approximation algorithm distinguishes
YES from NO instances in FPT time, contradicting W[1]-
hardness unless F'PT = W[1]. O

The proof also holds for exact-£ Primitive SR under the
corresponding reparameterization (set ¢ = k+ 1 and choose
R > «a(q) instead).

When OPT), = 0, any finite approximation ratio requires
finding an exact solution. This is a degenerate gap, which is
why the theorem above avoids the case. An example walking
through this argument is given in Appendix A.3. It’s worth
mentioning that this lower bound should be thought of as a
worst-case obstruction. It shows that approximation alone
does not eliminate combinatorial difficulty but does not
preclude useful approximation guarantees under additional
assumptions.

6.2 A Note on Constants

Practical SR systems treat constants differently from our
formal model. Rather than selecting constants from a finite
set, they often consider constants to be placeholder variables
that are optimized for each candidate structure. This raises
the question of whether the complexity results change under
this optimizable constants model.

The reductions in Theorems 2 and 4 and Corollary 2 use
primitive sets containing only +(-, -) and variables. Since
no constants are used in the arguments, the W[1]-hardness
and inapproximability results hold regardless of how con-

stants are modeled. The FPT enumeration results survive
exactly when the inner problem of fitting constants for each
candidate structure can itself be solved in g(k)poly(n) time,
or is supplied as an oracle with that cost. General nonlin-
ear constant optimization need not satisfy this requirement
(Cai & Chen, 1997; Chen et al., 2017b), and practical local
optimizers do not by themselves provide global guarantees.

7 Kernelization Lower Bounds

Even for parameterized problems, we might hope for ef-
ficient preprocessing that compresses the whole instance
(including the data) to size depending only on the parameter
k. For the fixed-primitive formulation, bounded size gives
an FPT enumeration algorithm. If the primitive set is instead
part of the input, bounded size no longer yields the same
fixed-parameter behavior, and in fact the instance cannot
be polynomially compressed in the size parameter unless
standard complexity collapses occur.

7.1 Background: Kernelization

Definition 7 (Kernelization). A kernelization for a param-
eterized problem (@) is a polynomial-time algorithm map-
ping any instance (x, k) to an instance («’,k’) such that
(x,k) € Q & (¢/,K) € Q and |2'|, k' < g(k) for some
computable function g. If g is polynomial, we say @ has a
polynomial kernel.

A polynomial kernel would compress the whole SR instance
to poly(k) size. We show that this cannot be done for the
primitive-set-as-input formulation considered in this section.
To do this, we will borrow an existing result.

Definition 8 (OR-Cross-Composition (Bodlaender et al.,
2014)). An OR-cross-composition of a language L into a
parameterized problem () is a polynomial-time algorithm
that takes ¢ instances x1, . . . , x; of L (equivalent under some
polynomial equivalence relation) and outputs (y, k') where:
W) (y,)eQQeTFi:x; €L
(i) k' < poly(max; |z;| + logt)
Theorem (Bodlaender et al. (2014)). If an NP-hard lan-
guage L OR-cross-composes into parameterized problem @),
then Q has no polynomial kernel unless NP C coNP/ poly.

7.2 No Polynomial Kernel for SR

We OR-cross-compose from an NP-hard restriction of UN-
BOUNDED k-SUM in which k < |S|. 4

Unbounded %k-Sum. Given a finite set S = {aq,...,a,}
of positive integers, target T', and integer k < |\S|: decide if

“This restricted version of UNBOUNDED k-SUM is NP-hard
via reduction from EXACT COVER. Encode each set as a base
B = k + 1 number representing membership with target requiring
each element to be covered exactly once. See Claim 1.
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there exist k elements from S with repetition allowed that
sum to 7. Equivalently, do there exist non-negative integers
mi,...,mysuchthat> " m; =kand >, ma; =T7?

The connection between SR and unbounded subset sum was
established by Virgolin & Pissis (2022) for NP-hardness.
We extend their construction using cross-composition ma-
chinery to rule out polynomial kernels for the primitive-set-
as-input formulation of SR.

Theorem 5 (No Polynomial Kernel). For the formulation
in which ‘P is part of the input, SR-DEC parameterized by
expression size s has no polynomial kernel unless NP C

coNP/poly.

Proof. Use the polynomial equivalence relation that groups
instances by their common value of k. On the restricted
source language, this is a polynomial equivalence re-
lation because k£ < |S|. Take ¢ equivalent instances
(Sl,Tl, k‘), ey (St,Tt, k), where Si = {am, cen ,ai,ni}.
Let A = max; ; a; ;.

Element Tagging. Choose an integer base B > max; T; +
kA. Define tagged values:

P _— .. i
Qi = G; 5 + B.

The tag B* uniquely identifies which instance element a;
came from.

SR Instance Construction. Construction is as follows.

* Primitives: P = {+}U{c¢; ; : 7 € [t],j € [n;]} where
constant ¢; ; has value a; ;.
* Data: ¢ data points with dummy input x and targets:

yi=Ti+k-B" fori=1,...,t

e Loss: 0-1 loss (number of mispredictions), threshold
e=t—1.
* Parameter: Expression size s = 2k — 1.

The threshold € = ¢ — 1 means “at least one data point must
be predicted correctly.”

Correctness (=-). Suppose instance m has a solution: a
selection of k elements (with repetition) from .S,,, summing
to 1;,.

The corresponding expression F' (sum of k tagged constants
from instance m) has size 2k — 1 and evaluates to T, +
k- B™ = y,,. This correctly predicts y,,, achieving loss
t—1<e.

Correctness (<). Suppose expression F' with size < 2k —1
achieves loss < t — 1.

Then F' correctly predicts some y,,. Since F' has size
< 2k — 1, it is a sum of at most k constants (with pos-
sible repetition). Let s; denote the count of constants se-
lected from instance ¢ (counting multiplicity), so >, s; < k.

Then:

t
1

(4,4) Esel i=
where the first sum counts elements with their multiplicities.

For F' = y,,, =T}, + k - B™, the untagged sum satisfies

Z Qi j < kA< B,

(i,9)€sel

and also 7T,, < B. Thus there is no carry between the
units place and the B’ tag digits. Base-B representations
are unique, so matching 7;,, + kB™ requires s,, = k and
s; = 0 for all ¢ # m. Therefore all selected constants come
from instance m, exactly k of them are selected, and their
untagged values sum to 7,,, giving a valid UNBOUNDED
k-SUM solution for instance m.

Parameter Bound. Since the source language has k < |.S;],
we have k < max; |z;|. Hence the combined parameter s =
2k — 1 is polynomial in max; |z;| + log t. The construction
is polynomial in the total input size.

By Section 7.1, SR-DEC has no polynomial kernel unless
NP C coNP/poly. O

An example of the reduction used in this argument is in
Appendix A.4 for reference.

Practically, this result says that, when the primitive library
is part of the input, there is no polynomial-time preprocess-
ing that compresses the entire SR instance to size polyno-
mial in the expression-size parameter alone. This contrasts
with problems like VERTEX COVER, which admits a kernel
with 2k vertices (Nemhauser & Trotter Jr, 1975; Fellows
et al., 2011). This lower bound is separate from the fixed-
primitive-set FPT regime of Theorem 1 and Corollary 1.
Remark 4. If we return to the model used in Theorem 1
and Corollary 1, there are combinations of £ and P that,
in fact, do admit polynomial kernels. Consider, for ex-
ample, a language which allows for only polynomials with
squared loss. However, this is not true for all such languages.
Adding an operator that squares (sq(f) = f?) breaks this
construction.

8 Discussion

There is a fairly clean dichotomy in the parameterized com-
plexity of SR presented here. When the parameter bounds
the size of the search space over a fixed primitive set, ei-
ther by tree depth or size, SR is fixed-parameter tractable
(Thm. 1 and Cor. 1). When the parameter requires selection
from a possibly large set of options, SR becomes W[1]-hard
(Thm. 2 and Cor. 2). This suggests that the difficulty of SR
does not lie solely in the challenge of enumerating a large
solution space but is, at least partially, inherited from the
difficulty of the feature selection problem.
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8.1 Practical Implications

These results support several empirical observations about
the behavior of SR systems.

Heuristics Systems like PySR (Cranmer, 2023) and
Operon (Burlacu et al., 2020) bound expression size
(typically < 30 nodes) or depth (< 6) to restrict the space
being explored. With fixed primitive sets of typically no
more than 10-20 operators and the assumption that the
chosen constant optimizers will yield fits that are “good
enough”, this closely matches our constructions in the FPT
regime (Theorem 1 and Corollary 1). GPs explore this space
heuristically rather than exhaustively but the similarity
remains. Systematically enumerating small expression
spaces has in fact been explored as a viable approach over
many years, from prioritized grammar enumeration (Worm
& Chiu, 2013) to exhaustive grammar-restricted search
(Kammerer et al., 2020) and the more recent exhaustive
symbolic regression (Bartlett et al., 2024), aligning even
more strongly with the results studied here. Additional
analysis has compared this somewhat favorably with other
search strategies (Kronberger et al., 2024).

The Feature Selection Bottleneck Existing empirical
work on SR frequently cites the challenges current sys-
tems face when searching for simple expressions in high-
dimensional data (Dong & Zhong, 2025; Bartlett et al.,
2025). Despite these difficulties, Chen et al. (2017a) note
that few modern systems integrate feature selection before
learning into their pipeline. Our W[1]-hardness results (The-
orem 2 and Corollary 2) provide theoretical context for these
observations and suggest that integrating feature selection
is a promising direction. Furthermore, it is likely that auto-
matically discovering useful primitives is a fundamentally
more challenging problem without relaxations.

8.2 Connection to Program Synthesis

SR can be thought of as a restricted form of program syn-
thesis (Gulwani et al., 2017), where the “program” is a
symbolic expression valid in the grammar generated by P
and the specification is the dataset D. Our FPT results align
with the idea of introducing syntactic bias by restricting the
domain-specific language in order to help scale methods.
The work presented could likely be rephrased to provide
bounds for program synthesis as well. To our knowledge,
there are few parameterized analyses in this area.

8.3 Limitations

The definition of SR used throughout this paper, of course,
does not capture all aspects of the problem.

Noise For one, it is implicitly assumed that minimizing
loss on the data to achieve an exact fit (¢ = 0) is the ideal

solution. In reality, data contains noise that should be mod-
eled, making the desirability of solutions more a question
of user intent. We conjecture that our hardness results are
robust to noise.

Constants As mentioned previously, our model assumes
constants are drawn from a finite set. In some ways, this is
realistic as computers typically represent numbers in fixed-
precision. In others, it is an idealization since most algo-
rithms employ some form of optimizer to fit constants.

Worst-Case Complexity Our hardness results are
worst-case. To achieve them, we construct adversarial
instances that may be unlikely to occur in physical laws or
natural data distributions. Imposing additional structure to
account for this would give a more complete picture of the
behavior of practical SR systems.

9 Conclusion

So how “hard” is science? For the step that we have for-
malized, it really depends. Finding expressions with a fixed
primitive set and bounded size, like many of the laws that
appear in textbooks, results in an enumerable regime. Once
the building blocks are an input to be selected from, the cost
grows rapidly. Scientists have always paid that cost up front,
using domain knowledge or theory to fix coordinates and
variables before any fitting begins, and our results suggest
that in the worst case this division of labor is intrinsic to the
problem. This is another way of saying that if we want to ef-
ficiently automate scientific discovery we may need to work
out how to reproduce good “taste”. Something like this is al-
ready visible in the literature, where Al scientists still leave
the selection steps to humans who decide which generated
ideas are worth running and which finished results are worth
submitting. We think there’s a lot more to say here and hope
this analysis can be a useful starting point for studying com-
putational properties of the scientific process more broadly.

Open Problems We list a few ideas for continuations of
this work in the future.

« Tighter FPT bounds: Is the |P|°(«") algorithm for
depth-k SR optimal?

¢ Average-case complexity: Is SR easier on “natural”
data distributions arising from physical laws?

» Positive approximation: Are there restricted set-
tings (e.g., monotone primitives, bounded coefficients)
where FPT approximation is possible?

* Modeling constants: Can we get more exact results
for the various approaches to handling constants?

* Data kernels: Which fixed primitive languages and
losses allow for efficient data compression?



How Hard Is Science?

Impact Statement

This paper presents work whose goal is to advance the field
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A Reduction Examples

We walk through some concrete examples of the reductions done in Theorems 2, 4 and 5 and Corollaries 2 and 3.

A.1 EXACT COVER to k-Variable SR
We illustrate the reduction from Theorem 2 with a concrete instance.

Consider the universe U = {1, 2, 3,4, 5,6} with four candidate sets: S; = {1,2,3}, So = {4,5,6}, S5 = {1,2,4}, and
S4 ={3,5,6}. The EXACT COVER question asks whether two of these sets partition U. In this case the answer is yes, since
SiUSy =Uand S; NSy = 0.

The reduction constructs an SR instance as follows. We introduce one variable x; for each set S}, giving four variables in
total. The primitive set is simply P = {+, z1, 22, x3, x4 }. For each element e € U, we create a data point whose features

© — 1ife e S; and 0 otherwise. The target for every data point is y(®) = 1. The resulting

encode set membership: z;

dataset is:

Element e ‘ T, Ty X3 X4 ‘ Target

1 1 0 1 0 1
2 1 0 1 0 1
3 1 0 0 1 1
4 0 1 1 0 1
5 0 1 0 1 1
6 0 1 0 1 1

We use squared-error loss with threshold € = 0, and ask whether a two-variable expression achieves zero loss.

The exact cover {51, Sz} corresponds to the expression f(x) = 1 + x2. Evaluating this on each data point yields output 1
everywhere: for element 1, we have 1 = 1 and 22 = 0, so f = 1; for element 4, we have 1 = 0 and x5 = 1, so again
f = 1; and similarly for the other elements. The expression uses exactly two variables and achieves zero loss.

Now consider the non-cover {5, S3}. These sets overlap (both contain elements 1 and 2) and fail to cover elements 5 and 6.
The corresponding expression f(x) = x1 + x3 produces:

Element e | 1 + 23 | Target | Error

1 2 1 1
2 2 1 1
3 1 1 0
4 1 1 0
5 0 1 1
6 0 1 1

Elements 1 and 2 are double-covered (output 2 instead of 1), while elements 5 and 6 are missed entirely (output 0). The total
squared error is 4, not zero.

The pattern is general. For any selection of variables T C {1,2, 3,4}, the expression ) jer ¢ evaluated at element e
counts how many of the selected sets contain e. Achieving output 1 for every element requires that each element belong to
exactly one selected set. This is precisely the definition of an exact cover.

A.2 EXACT COVER to At-Most-£ Variable SR

We illustrate the reduction from Corollary 3 with a concrete instance.

We reuse the universe U = {1,2,3,4,5,6} and the sets S, .53, S3,S4 from Section A.1, again asking whether two of
these sets partition U. As before the answer is yes, since S; U Sy = U and S; N S2 = (). The point of this reduction is to
make hardness survive when the algorithm is permitted to use fewer than k variables: dummy elements force any zero-loss
expression to use exactly k variables anyway.
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The reduction adds k = 2 fresh elements 21, z5 to the universe. For each pair (j,r) with j € {1,2,3,4} and r € {1, 2}, we
introduce a variable z; ,. corresponding to the augmented set S; U {2, }, giving mk = 8 variables in total. The primitive set
is P = {+} U{x;, : j € [4],r € [2]}. The dataset has one point per element of U U {21, 2} with target y(¢) = 1:

Element e ‘ x1,1 x1,2 X211 x2,2 r3,1 x3,2 T4 X4,2 ‘ Target
1 1 1 0 0 1 1 0 0 1
2 1 1 0 0 1 1 0 0 1
3 1 1 0 0 0 0 1 1 1
4 0 0 1 1 1 1 0 0 1
5 0 0 1 1 0 0 1 1 1
6 0 0 1 1 0 0 1 1 1
21 1 0 1 0 1 0 1 0 1
22 0 1 0 1 0 1 0 1 1

(62 depends only on j (since z, ¢ U), so the two

J
columns for each j agree on the top six rows. On a dummy z,, the entry depends only on r, with 27 =1 exactly when

g
r = s, so the bottom two rows have 1s only in the columns matching their own 7.

The rows exhibit a clean duality. On an original element e € U, the entry x

We use squared-error loss with threshold ¢ = 0, and ask whether an expression using at most two variables achieves zero
loss.

The exact cover { S, Sz} pairs with the dummies via the bijection r = 1 — S} and r = 2 — Ss, yielding the expression
fx) = Z1,1 + 22,2. Evaluating on each row produces 1 everywhere: elements 1, 2, 3 contribute through x; ; alone;
elements 4, 5, 6 through x5 » alone; dummy z; matches x; ; but not 3 2; dummy 22 matches 2 o but not z; ;. The
expression uses exactly two variables and achieves zero loss.

Now suppose we try to economize and use only a single variable. Take f = x; ;. It evaluates correctly on elements 1, 2, 3
and on the dummy z;, but produces 0 on every other row. Even though the at-most-k formulation permits an expression
with one variable in principle, the dummy z, alone forces nonzero loss. More generally, achieving zero loss on the row 2,
requires at least one selected variable with r = s, so the dummies force at least k£ variables to be used.

The other failure mode is selecting two variables with the same original index j. Consider f(x) = x11 + 1,2, which covers
both dummies but draws both selections from S :

Element e | 211 + 21,2 | Target | Error

1 2 1 1
2 2 1 1
3 2 1 1
4 0 1 1
5 0 1 1
6 0 1 1
z1 1 1 0
22 1 1 0

Elements 1, 2, 3 are double-covered (the same original set is selected twice) while 4, 5, 6 are missed entirely. This is
precisely the failure mode the “all sets nonempty” assumption rules out: the elements of S; witness the duplication, and the
argument would break if S; could be empty.

The pattern is general. The dummies force one variable per r € [k], giving exactly k variables in any zero-loss expression.
The nonempty-sets assumption then forces these k variables to have distinct original indices, and restricting them to U
recovers an exact cover of size k.

A.3 Approximation Hardness via Loss Amplification

We illustrate the construction from Theorem 4, which adapts the k-variable reduction (Theorem 2) to rule out FPT
approximation. The primitive set, variables, and parameter are inherited from that reduction; only the dataset is modified.
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The construction begins with a computable approximation ratio « that we wish to rule out and chooses an integer R > «/(k)
as a function of k. For concreteness, take o(k) = k and k = 2, so «(k) = 2 and we may pick R = 3. The modification is
then: (i) duplicate every data point produced by the reduction of Theorem 2 three times, and (ii) append a single new data
point (0, 1) in which every variable evaluates to 0 and the target is 1.

Apply the modification to the YES instance of Section A.1 with universe U = {1,...,6} and the exact cover {51, Sa}.
Each of the six original rows now appears three times, giving 18 data points, and the new point brings the total to 19. The
original cover expression f(x) = 1 + x2 continues to fit each duplicated row exactly. On the new point, f(0) = 0 against
target 1, contributing squared error 1. The total loss is 1.

This is optimal. With P = {+} U {z1,..., x4}, every expression is a non-negative integer combination of variables, so
f(0) = 0 for any such f. The new point therefore contributes at least 1 to the loss of any feasible expression, so OPTy = 1
on this YES instance.

For contrast, consider a NO instance: universe U’ = {1, 2, 3} with sets S| = {1,2}, S, = {2,3}, S, = {1,3} and k = 2.
Every pair of these sets overlaps, so no exact cover of size two exists. The k-variable reduction (Theorem 2) applied to this
instance yields the dataset:

Elemente | x1y x5 3 | Target

1 1 0 1 1
2 1 1 0 1
3 0 1 1 1

After triplicating each row and appending (0, 1), the dataset has 10 points. Every two-variable expression x; + x; with
1 # j miscounts exactly one element of U":

Expression ‘ Element I Element2 Element 3 ‘ Original error

T+ To 1 2 1 1 (at element 2)
r1 + 3 2 1 1 1 (at element 1)
To + T3 1 1 2 1 (at element 3)

The single miscount on the original data, once triplicated, contributes 3 to the loss, and adding the new-point error of 1
yields total loss 4. Increasing any coefficient only worsens the loss (e.g., f = 221 + x2 produces 2 at element 1 and 3 at
element 2, costing 1 4+ 4 = 5 on the original data alone). Hence OPT), = 4 = R + 1 on this NO instance.

The two instances now have OPTj, = 1 and OPT}, = 4 respectively, separated by the chosen R = 3. An «(k)-FPT-
approximation, given the YES instance, would output some f with £(f, D) < a(k)-OPT}, = 2 and integrality of the squared
loss tightens this to £(f, D) < R — 1 = 2. Given the NO instance, every feasible f has £(f, D) > OPT, =4 = R+ 1.
Comparing the algorithm’s output loss to R thus decides EXACT COVER in FPT time, contradicting W[1]-hardness.

Two features of the construction deserve note. The triplication amplifies any non-zero error on the original data by exactly
the factor needed to defeat a(k), regardless of how fast o grows. The new point (0, 1) ensures even YES instances have
OPT} > 1, ruling out a degenerate case in which a multiplicative approximation of OP T}, = 0 is trivially zero.

A4 Cross-Composition from UNBOUNDED k-SUM

We illustrate the cross-composition from Theorem 5 with a concrete instance.

Consider three instances of UNBOUNDED k-SUM, each asking whether & = 3 elements (with repetition allowed) can be
selected to sum to target 7' = 10:

Instance 1: S; = {2,3,5}
Instance 2: Sy = {1,4,7}
Instance 3:  S3 = {2,4,6}

Instance 1 is a YES instance: 2 + 3 + 5 = 10. Instance 2 is a NO instance: no combination of three elements sums to 10
(the closestare 1 +4 +4 =9and 1 + 4 + 7 = 12). Instance 3 is a YES instance: 2 + 2 + 6 = 10.
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The cross-composition constructs a single SR instance that is satisfiable if and only if at least one input instance is satisfiable.

We first choose a base B larger than T' + k - max; ; a; ; = 10 + 3 - 7 = 31. For clarity, we use B = 100. Each element is
then tagged with a power of B identifying its source instance:

Original values | Tagged values @, ; = a; ; + B’

Instance a;1 G2 G3 ELi,l a; 2 a; 3
1 2 3 5 102 103 105
2 1 4 7 10001 10004 10007
3 2 4 6 1000002 1000004 1000006

The SR instance has primitive set P = {+} U {¢; ;} where constant ¢; ; has value @, ;, giving 10 primitives total. The
dataset has three data points with targets y; = T + k - B*:

Data point ‘ Target y; ‘ Interpretation
1 10+ 3-100 = 310 Correct iff 3 elements from S; sum to 10
2 10 + 3 - 10000 = 30010 Correct iff 3 elements from S5 sum to 10
3 10 4+ 3 - 1000000 = 3000010 | Correct iff 3 elements from S3 sum to 10

We use 0-1 loss (counting mispredictions) with threshold € = 2, meaning the expression must predict at least one target
correctly. The parameter is expression size s = 2k — 1 = 5, which corresponds to summing exactly k£ = 3 constants.

Consider the YES instance 1 with solution 2 + 3 4+ 5 = 10. The corresponding expression is f = c1,1 + ¢1,2 + ¢1,3, which
evaluates to 102 + 103 + 105 = 310 = y;. This expression has size 5 (three constant leaves and two addition nodes),
predicts y; correctly, and achieves loss 2.

Similarly, the YES instance 3 with solution 2 4+ 2 + 6 = 10 corresponds to f = c31 + ¢3,1 + c3,3 (note the repetition of
c3,1). This evaluates to 1000002 4 1000002 4 1000006 = 3000010 = ys.

Now consider what happens if we try to mix constants from different instances. Suppose we attempt f = c; 1 +c12+¢c21 =
102 4 103 + 10001 = 10206. This equals none of the targets:

Target Value Match?

Y1 310 No
Yo 30010 No
Y3 3000010 No

The tagging scheme prevents mixing. To see why, decompose any expression summing k& constants into its base-B
representation. If s; constants come from instance ¢, the sum is:

3
Z ai,j+zsi -B'
i=1

selected

untagged sum

For this to equal y,,, = T + k - B™, the second term must equal k£ - B™. Since each s; < k < B and the untagged sum is
less than B, there are no carries in base B. Unique representation then forces s,, = k and s; = 0 for i # m. All constants
must come from a single instance.

The cross-composition combines ¢ instances into one SR instance with parameter s = O(k). If SR admitted a polynomial
kernel, we could compress arbitrarily many instances into size poly(k), which would imply NP C coNP/poly. This rules
out efficient preprocessing for SR.

B Supplementary Proofs

Corollary 3 (At-Most-k Variable SR is W[1]-hard). The variant of k-Variable SR-DEC that asks for an expression using at
most k distinct input variables is W[ 1 ]-hard.
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Proof. Reduce from the standard W[1]-hard restriction of EXACT COVER in which all sets are nonempty. Given an instance
(U,S, k), add fresh elements z1, . .., z. For each original set S; and each r € [k], create a variable x; , corresponding to
the set S; U {z,}. The data points are defined as before, with one point for each element of U U {z1,. .., z; } and target
value 1.

If the original instance has an exact cover S;, , ..., S}, , choose a bijection between these sets and the dummy elements
and use the variables x; ... This gives a zero-loss expression using at most & variables. Conversely, suppose a zero-loss
expression uses at most k variables. Since the only operator is addition, the expression computes,

)= cjrmis
7,7

with coefficients ¢; . € N equal to variable multiplicities. On the dummy row for z,, the target is 1, and exactly the variables
;- evaluate to 1. Hence ;¢ = 1 for every r € [k]. Therefore, for each r, exactly one variable z; , is selected, it
has coefficient 1, and no selected variable is repeated. Thus the expression uses exactly k variables, one for each dummy
element. Because all original sets are nonempty, two selected variables with the same original index 5 would over-cover at
least one element of U. Hence the selected variables correspond to £ distinct original sets, and restricting them to U gives
an exact cover. O

Unbounded k-Sum. Given a finite set S = {a1, ..., a,} of positive integers, target 7', and integer k with k& < |S|: decide

if there exist k elements from S with repetition allowed that sum to T'. Equivalently, do there exist non-negative integers
n n

my,...,mysuchthat " m; =Fkand ) )", mja; =17

Claim 1. UNBOUNDED k-SUM remains NP-hard under the restriction k < |S].

Proof. We reduce from EXACT COVER, which is NP-complete (Karp, 1972). We may discard trivial instances with & > m,
where m is the number of sets.

Exact Cover. Given a universe U = {eq,...,e,},asetS = {S1,..., S, } of nonempty subsets of U, and an integer k:
decide whether there exist exactly k sets in S that partition U (i.e., are pairwise disjoint and cover every element).

Construction. Given an EXACT COVER instance (U, S, k), we construct an UNBOUNDED k-SUM instance as follows. Let
B=k+1.
» For each set S; € S, create integer a; = 3, . ., B'~ ', encoding membership in base 5.
— i—1 _ B“—1
* Settarget T = Zi:; B = 5
* The parameter remains k.
Correctness. We demonstrate that EXACT COVER has a solution iff the UNBOUNDED £-SUM instance has a solution.

(=) Suppose {S;,,...,S;,} is an exact cover. Since these sets partition U, each element e; belongs to exactly one selected
set. Therefore,
k u
aj, =Y 1-B7' =T
=1 i=1

(«<=) Suppose sets S;, . .., S, (possibly with repetition) satisfy Zif:l aj, = T. Let ¢; denote the number of selected sets
containing e;, counting multiplicity. Then

k

=1 i=1
Since we select exactly & sets, each element can appear in at most &k of them, so 0 < ¢; < k < B for all <. Because every
digit ¢; is strictly less than the base B, no carrying occurs in the base-B representation. Thus the expression Y, ¢; - Bi™!
is the unique base-B expansion of the sum.

The target T' = Z;TL:l 1- B! has all base-B digits equal to 1. By uniqueness of representation, we must have ¢; = 1 for
every i € {1,...,u}. Hence each element is covered exactly once. Moreover, no set can be selected more than once: if .S
were selected twice, every element in S; would satisty ¢; > 2, a contradiction. Thus the & selected sets are distinct and form
an exact cover.
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The reduction runs in polynomial time (each a; has O(ulog B) = O(ulog k) bits), and the constructed instance satisfies
k < m = |S|, completing the proof. O
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