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Abstract
Neural operators learn mappings between func-
tion spaces, enabling fast surrogate solutions to
partial differential equations. Despite remarkable
architectural diversity, these methods often share
a common input representation: raw coordinate-
value pairs (x, u(x)). We ask whether inputs
aligned with PDE differential structure can im-
prove learning. Through Picard iteration on mild
solutions, we show that derivatives of the input
appear explicitly in the solution operator, sug-
gesting that providing derivative features should
reduce the network’s implicit differentiation bur-
den. We prove this intuition: providing derivative
features improves approximation bounds from
O(W−(s−m)/d) to O(W−s/d), where W is pa-
rameter count, s is input regularity, m is the PDE
order, and d is spatial dimension. Our central
finding, however, is a surprise: the optimal deriva-
tive order β∗ is strictly less than the PDE order
m. This gap arises from a bias-variance tradeoff
in spectral space that we characterize in closed
form. Learning β from data achieves automatic
spectral regularization. We introduce ∂-NO (del-
NO), for derivative-augmented neural operators,
an architecture-agnostic augmentation that pro-
vides learnable fractional derivative features to
any neural operator backbone. Across benchmark
problems and architectures, ∂-NO consistently
improves prediction accuracy, with learned or-
ders that reflect a representation of known physics
modulated by noise and finite-sample constraints.

1. Introduction
Neural operators have emerged as a powerful tool for sci-
entific computing. By learning mappings between function
spaces from data, they enable fast surrogate solutions to
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partial differential equations, with applications spanning
climate modeling, materials science, and engineering design
(Li et al., 2020; Lu et al., 2021; Kovachki et al., 2023). The
field has witnessed rapid architectural innovation: spectral
convolutions (Li et al., 2020), attention mechanisms (Cao,
2021; Hao et al., 2023), physics-aware designs (Wu et al.,
2024), and latent representations (Wu et al., 2023). These
advances have substantially improved accuracy and effi-
ciency. Yet beneath this diversity lies a striking uniformity.
Virtually all neural operators represent their inputs in the
same way:

1D: (x, u(x)), 2D: (x, y, u(x, y)). (1)

This representation ignores the differential structure that
defines the underlying physics. Partial differential equations
are built from derivatives: ∂xu, ∂xxu, and their combina-
tions. A neural operator receiving only function values must
learn to differentiate implicitly from finite, noisy samples.
This places an unnecessary burden on the network.

This paper asks a simple question: Can we provide inputs
that align with PDE differential structure? And if so, what
is the best way to do it?

Our answer proceeds in three steps. First, we analyze the
structure of PDE solution operators through Picard iteration
on mild solutions. This reveals that derivatives of the in-
put function appear explicitly in the solution operator, so
providing them as features reduces the implicit differenti-
ation burden on the network (§3). Second, we prove that
providing these features improves approximation bounds by
a factor depending on the PDE order (§4). Third, and most
unexpectedly, we uncover an operator-level bias-variance
tradeoff: the optimal derivative order β∗ satisfies

β∗ < m (2)

for any practically realizable finite, noisy dataset (§5). Us-
ing the exact PDE order m introduces estimation variance
that outweighs the approximation benefit. The gap m− β∗

shrinks as data grows, but remains positive at every practi-
cally realizable scale.

This finding has important practical implications. It means
derivative features should not simply match known physics,
but should balance physical fidelity against statistical effi-
ciency. Since this optimal order depends on unknown quan-
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tities like noise level and sample size, we propose learning
it directly from data.

The resulting architecture, which we call ∂-NO (del-NO)
for derivative-augmented neural operators (Figure 1; §6),
augments any backbone with fractional derivative features
whose orders are jointly optimized during training. The
method is simple to implement, adds modest overhead, and
wraps existing architectures without modification.

Where does ∂-NO sit among existing uses of fractional cal-
culus in deep learning? At least three established lines exist:
fractional PINNs include fractional operators directly in the
loss (Pang et al., 2019; Guo et al., 2022; Ren et al., 2023;
Javadi et al., 2023); fractional gradient methods replace
integer gradients with fractional ones during optimization
(Khan et al., 2018; Shin et al., 2023; Elnady et al., 2025);
and fractional architectures embed fractional dynamics into
the network itself (Pu et al., 2017; Cui et al., 2025; Kang
et al., 2024; Coelho et al., 2024). ∂-NO occupies a distinct
fourth role: learnable fractional derivative input features
applied as preprocessing, with no modification to equation,
optimizer, or architecture.

2. Background
2.1. Neural Operators

Let G : U → V denote the true solution operator be-
tween function spaces. A neural operator Gθ is its finite-
dimensional approximation parameterized by θ, learned
from paired examples {(ui, vi)}ni=1 with vi = G[ui] by
minimizing the empirical risk:

min
θ

1

n

n∑
i=1

∥Gθ[ui]− vi∥2L2 . (3)

The target operator is typically a PDE solution map, taking
initial or boundary conditions to the corresponding solution.

Different architectures approach this problem from differ-
ent angles. The Fourier Neural Operator (Li et al., 2020)
performs convolutions efficiently in frequency space. Deep-
ONet (Lu et al., 2021) factorizes the operator into branch
and trunk networks. More recent work explores attention
mechanisms (Hao et al., 2023; Wu et al., 2024; Luo et al.,
2025) and implicit representations (Serrano et al., 2023).
What these methods share is their input representation: they
receive the input function sampled at spatial locations, either
as coordinate-value pairs or on a regular grid.

2.2. A Concrete Example: Burgers’ Equation

To make the limitation concrete, consider the viscous Burg-
ers’ equation:

∂tu+ u ∂xu = ν ∂xxu. (4)

The solution operator G : u(·, 0) 7→ u(·, T ) maps initial
conditions to solutions at time T . This operator depends
on the initial condition through two mechanisms: the diffu-
sive term ν∂xxu smooths the solution according to second
derivatives, while the convective term u∂xu transports fea-
tures at speeds determined by first derivatives. A standard
neural operator must learn both differentiation operations
from data.

Recent work has explored providing precomputed deriva-
tives as additional inputs to neural operators (Zhu et al.,
2025). This raises a natural question: which derivatives
should we provide? When the PDE is known, one might
supply ∂xu and ∂xxu to match the equation structure. But
what if the governing physics is unknown or only partially
specified? And even when known, is matching the PDE
order necessarily optimal?

These considerations motivate a different approach: rather
than prescribing derivative orders, let the network learn
them from data. To enable this, we need derivatives defined
for non-integer orders.

2.3. Fractional Derivatives

To enable optimization over derivative orders, we need a
continuous parameterization. Fractional calculus provides
exactly this.

Definition 2.1 (Fractional Derivative). For order β ≥ 0
and function u ∈ Hs(Ω) with s > β, we define the Weyl
fractional derivative through the Fourier transform:

Dβu := F−1
[
(iξ)β û(ξ)

]
, (5)

where û(ξ) = F [u](ξ) denotes the Fourier transform and
(iξ)β = |ξ|βei(π/2)β sgn(ξ).

The Weyl derivative acts as a frequency filter weighting
mode ξ by (iξ)β , preserving phase information that distin-
guishes odd and even derivatives. When β = 1, we recover
∂x; when β = 2, we get ∂xx. Intermediate values interpo-
late smoothly. For non-periodic domains or to avoid Fourier
artifacts (Gibbs ringing), we use the Grünwald-Letnikov
finite-difference formulation (Appendix H).

Crucially, the definition is differentiable with respect to β:

∂

∂β
(iξ)β = (iξ)β

(
log |ξ|+ i

π

2
sgn(ξ)

)
. (6)

This enables gradient-based learning of derivative orders.

3. Picard Iteration and Derivative Emergence
Why should derivative features help neural operators? The
answer emerges from analyzing how PDE solutions depend
on initial conditions through Picard iteration.
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Figure 1. ∂-NO architecture. The input function u is augmented with learnable fractional derivatives Dβku, where each order βk and
scale sk is optimized jointly with backbone weights during training. This simple augmentation wraps any neural operator backbone
without modification.

3.1. Mild Solutions and the Green’s Function

Consider a semilinear PDE of the form:

∂tu = Lu+N [u], u(0) = u0, (7)

where L is a linear differential operator of order m and
N is a nonlinearity (polynomial or quasilinear). The mild
solution satisfies the integral equation:

u(t) = Gt ∗ u0 +
∫ t

0

Gt−s ∗ N [u(s)] ds, (8)

where Gt is the Green’s function (semigroup) generated by
L. For constant-coefficient operators, this takes the explicit
form Gt = etL.

3.2. The Picard Mechanism

Picard iteration constructs solutions by successive approxi-
mation. Starting from u(0)(t) = Gt ∗u0, each iterate refines
the approximation:

u(k+1)(t) = Gt ∗ u0 +
∫ t

0

Gt−s ∗ N [u(k)(s)] ds. (9)

The key observation is that the first iterate already reveals
essential structure.

Expanding the semigroup for small times, Gs ∗ u0 ≈ u0 +
sLu0 +O(s2), and substituting into the nonlinearity:

N [Gs ∗ u0] ≈ N [u0] + s ·DN [u0][Lu0] +O(s2), (10)

where DN [u0][v] is the Fréchet derivative of N at u0 ap-
plied to direction v. Evaluating the integral yields:

Theorem 3.1 (Derivative Emergence, Parabolic Case). Let
G : u0 7→ u(T ) be the solution operator for a semilinear
parabolic PDE with polynomial nonlinearity N of degree
N and linear operator L of differential order m. For u0 ∈
Bs(R), there exists T∗(R) = (L(R))−1, where L(R) is
the Lipschitz constant of N on Bs(R), such that for all
T < T∗(R):

G[u0] = GT ∗ u0 + T · ḠT ∗ N [u0] +R(u0, T ), (11)

where ḠT = T−1
∫ T

0
GT−s ds is an averaged Green’s func-

tion, and the remainder satisfies ∥R(u0, T )∥L2 ≤ C(R)T 2

uniformly over u0 ∈ Bs(R). The nonlinearity N [u0] in-
volves derivatives of u0 up to order m and powers up to
uN0 .

The full proof appears in Appendix B. The essential point is
that derivatives enter through two mechanisms: the linear
operator L directly differentiates u0, while the nonlinear-
ity N combines powers and derivatives according to its
structure.
Remark 3.2 (Beyond Short Times). The derivative depen-
dence persists for arbitrary times via iterated Picard and
extends to stationary PDEs (e.g., Darcy flow) and quasilin-
ear systems (e.g., Navier-Stokes) where derivatives appear
directly. See Appendix B.2.
Remark 3.3 (Beyond Parabolic Evolution). A complemen-
tary spectral resolvent argument (Appendix B.3) extends
the same derivative structure to general evolution equations
∂at u = Lu with temporal order a > 0, recovering parabolic
(a=1), hyperbolic (a=2), and fractional-in-time (Mittag-
Leffler) cases uniformly.

Example 3.4 (Burgers Features). For Burgers’ equation,
L = ν∂xx and N [u] = −u∂xu. The solution operator
depends on:

{u0, ∂xu0, ∂xxu0, u0 · ∂xu0}. (12)

The first three are derivatives; the fourth emerges from the
convective nonlinearity. In this work, we focus on the deriva-
tive terms {u0, ∂xu0, ∂xxu0}, leaving the nonlinear product
u0 · ∂xu0 to the network. This differs from equation-aware
approaches that encode full nonlinear structure (Zhu et al.,
2025); our method requires only the PDE order m, not
equation-specific terms.

4. Approximation Theory: Why Features Help
We now prove that derivative features admit a better ap-
proximation bound. This section establishes that provid-
ing derivative features is beneficial; the optimal choice of
derivative order is deferred to Section 5. The improvement
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quantifies how much easier the learning problem becomes
when inputs align with PDE structure.

4.1. The Feature Map

Definition 4.1 (Feature Maps). We define two related fea-
ture maps. For a single derivative order β ≥ 0, the β-feature
map Φβ : Hs(Ω) → Hs ×Hs−β is:

Φβ [u] = (u,Dβu). (13)

For the full set of integer derivatives up to order m, the full
feature map Φ[m] : Hs(Ω) → X is:

Φ[m][u] = (u,D1u,D2u, . . . ,Dmu), (14)

where X = Hs × Hs−1 × · · · × Hs−m with the product
norm. When context is clear, we write Φ for either map.

The feature map bundles the input function with its deriva-
tives. Since Φ includes u as its first component, no informa-
tion is lost.

Assumption 4.2 (Regularity). Inputs lie in a Sobolev ball:
u ∈ Bs(R) := {u ∈ Hs(Ω) : ∥u∥Hs ≤ R} with s >
m+ d/2.

Proposition 4.3 (Stability). Under Assumption 4.2, the fea-
ture map Φ : Bs(R) → X is bi-Lipschitz:

∥u1−u2∥Hs ≤ ∥Φ[u1]−Φ[u2]∥X ≤
√
1 +m·∥u1−u2∥Hs .

(15)
The upper constant

√
1 +m is independent of the ball ra-

dius R.

The lower bound is immediate since Φ preserves u. The
upper bound follows from the continuity of differentiation
in Sobolev spaces. See Appendix C for the full proof.

4.2. Main Approximation Result

Theorem 4.4 (Approximation Rates). Let G : Bs(R) →
L2(Ω) be the solution operator for a PDE of differential
order m. Denote by NOW the class of neural operators
with W parameters.

(i) Without features:

inf
Gθ∈NOW

sup
u∈Bs(R)

∥G[u]− Gθ(u)∥L2 = O
(
W− s−m

d

)
.

(16)

(ii) With full features Φ[m]:

inf
Gθ∈NOW

sup
u∈Bs(R)

∥∥∥G[u]− Gθ(Φ
[m][u])

∥∥∥
L2

= O
(
W− s

d

)
.

(17)

Proof. Both bounds are achievability results (upper bounds
on the minimax error). Full details appear in Appendix D,

with the scope of the comparison between (i) and (ii) dis-
cussed in Remark D.2.

Part (i): The operator G : Bs(R) → L2 has modulus
of continuity ω(ε) ≤ C(R)ε(s−m)/s when measured in
L2. This follows from Sobolev interpolation: for u1, u2 ∈
Bs(R) with ∥u1 − u2∥L2 ≤ ε, we have ∥u1 − u2∥Hm ≲
ε(s−m)/sRm/s. The Hölder exponent (s − m)/s arises
because inputs lie in Hs but the operator depends on m-th
order derivatives: the “missing” regularity m out of total
s determines the continuity loss. The ϵ-covering number
of Bs(R) in L2 satisfies logN (ϵ) ≍ (R/ϵ)d/s (Carl &
Stephani, 1990). Applying the approximation theory of
(Yarotsky, 2017) for Hölder-continuous functions on sets
with this metric entropy yields the rate W−(s−m)/d.

Part (ii): Define the lifted operator G̃[Φ[m][u]] := G[u]. On
bounded balls, G̃ is Lipschitz: since the features Φ[m][u] =
(u,D1u, . . . ,Dmu) provide the derivatives explicitly, the
operator no longer needs to “invert” differentiation, an un-
bounded operation that was the source of the Hölder discon-
tinuity in Part (i). By Theorem 3.1, the solution operator
depends on u and its derivatives through polynomial com-
binations; polynomial functions are Lipschitz on bounded
balls with constant L(R) = O(RN−1) for degree-N nonlin-
earity. By Proposition 4.3, the feature map is bi-Lipschitz,
so metric entropy is preserved up to constants. Applying
(Yarotsky, 2017) to the Lipschitz function G̃ achieves rate
W−s/d.

The improvement in the bound, from (s−m)/d to s/d, is
substantial. For a second-order PDE in one dimension with
s = 3, the exponent improves from 1 to 3, meaning the
same accuracy requires far fewer parameters.

5. The Statistical Twist: Why β∗ < m

Theorem 4.4 suggests using the true PDE order m as the
derivative order. We now prove this is suboptimal for noisy,
finite samples. This finding is our central theoretical contri-
bution.
Remark 5.1 (Complementary Theoretical Perspectives).
Section 4 and this section answer different questions. Sec-
tion 4 asks: “Do derivative features help?” and answers via
approximation theory. This section asks: “Given that fea-
tures help, what order is optimal?” and answers via spectral
bias-variance analysis. These perspectives are complemen-
tary: one justifies using derivative features at all, the other
determines the best choice.

5.1. The Core Tension

Consider learning an operator that depends on Dmu us-
ing features Dβu with potentially different order β. Two
competing effects arise:
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Bias: If β < m, the features miss high-frequency informa-
tion relevant to the target. This creates approximation error
that persists regardless of sample size.

Variance: Differentiation amplifies noise. The Fourier
multiplier |ξ|β grows unboundedly with frequency, meaning
high-frequency noise gets amplified by factor |ξ|β when we
compute Dβu. Higher β means more amplification.

These effects respond oppositely to β: bias decreases while
variance increases. The optimal choice balances them.

5.2. Spectral Analysis

To make this tradeoff precise, we assume inputs have a
typical spectral structure.

Assumption 5.2 (Spectral Decay). The input distribution µ
on Bs(R) has power spectral density S(ξ) := E[|û(ξ)|2] =
CS |ξ|−2s−d for 1 ≤ |ξ| ≤ ξmax, where CS > 0 depends on
the distribution.

This rate is the borderline upper envelope for Hs integrabil-
ity: E∥u∥2Hs converges for any S(ξ) decaying strictly faster
than |ξ|−2s−d and is logarithmically divergent at exactly
this rate. We adopt this envelope as the worst-case spectral
profile onBs(R), yielding the worst-case bias integral in §5;
Matérn-s fields (Stein, 1999) sit at this edge. The coefficient
CS cancels in the optimal β∗ formula (Theorem 5.6), so
only the exponent matters.

Proposition 5.3 (Bias-Variance Decomposition). Under As-
sumption 5.2, suppose the network has effective frequency
cutoff ξc (depending on capacity W but not on β). Us-
ing features Dβu with β ≤ m, the MSE decomposes as
MSE(β) = B(β) + V (β) where:

Bias: B(β) = CB

∫
|ξ|>ξc

|ξ|2(m−β)S(ξ) dξ, (18)

Variance: V (β) =
σ2CV

n

∫
|ξ|≤ξmax

|ξ|2β dξ, (19)

where ξmax = π/h is the Nyquist frequency for grid spacing
h.

The bias captures the spectral mismatch: providing Dβu
instead of Dmu leaves a residual |ξ|m−β that the network
must learn implicitly. The variance captures noise amplifi-
cation: computing Dβu amplifies noise at frequency ξ by
factor |ξ|β .

Both integrals admit closed forms (see Appendix E). The
bias is strictly decreasing in β. The variance is strictly
increasing in β provided ξmax > e1/(2β+d), which holds
for typical discretizations with ξmax ≫ 1. There exists a
unique β∗ ∈ [0,m] minimizing the total MSE.

Remark 5.4 (Terminology). We use “bias” and “variance”
by analogy with statistical learning theory. Here, B(β)

represents approximation bias from using derivative order
β < m: high-frequency information beyond network ca-
pacity cannot be captured. Meanwhile, V (β) represents
estimation variance from noise amplification: computing
Dβu from noisy data amplifies observation noise by |ξ|β at
each frequency. This mirrors the classical tradeoff where
model complexity reduces bias at the cost of increased vari-
ance.
Remark 5.5 (Capacity Cutoff in FNO). For Fourier Neu-
ral Operators, the capacity cutoff is well approximated by
ξc = 2πkmax/L: FNO truncates to kmax Fourier modes by
architectural design, imposing a hard frequency cutoff inde-
pendent of input features. The preprocessing Dβu changes
the input’s spectral content but not the architecture’s repre-
sentational capacity.

5.3. The Optimal Derivative Order

Balancing bias and variance yields our main theoretical
result.
Theorem 5.6 (Optimal Derivative Order). Under Assump-
tions 4.2 and 5.2, define τ := 2(s−m) > 0 and the capacity
constant Ac := 2s ln ξc+(2m+d) ln ξmax, where ξc is the
network’s frequency cutoff and ξmax = π/h is the Nyquist
frequency. The MSE-optimal derivative order satisfies:

β∗ = m− δ∗, δ∗ =
Ac − ln(n/σ2)

2 ln(ξc · ξmax)
(20)

up to O(1/ ln ξc) corrections, with β∗ ∈ [0,m].

The formula shows that δ∗ depends on the signal-to-noise
ratio n/σ2: as data quality improves, the gap shrinks and
β∗ → m. The capacity constant Ac captures network archi-
tecture effects. The full derivation appears in Appendix F.
Remark 5.7 (Data Sufficiency for Exact Physics). To leading
order in 1/ ln ξc, δ∗ > 0 strictly whenever n/σ2 < eAc ,
with exact-physics recovery requiring

n⋆ = σ2 exp(Ac). (21)

The exponential dependence makes n⋆ astronomical in prac-
tice. For a representative FNO setting (unit-interval Burg-
ers, N=1024, kmax=16, giving ξmax ≈ 3200, ξc ≈ 100,
Ac ≈ 68), even at σ = 10−3 this implies n⋆ ≈ 1023

samples (a leading-order figure, shifted by the unidentified
constant κ of App. F.4), far beyond any realistic training bud-
get. Sub-physical regularization is therefore the operational
regime at any practically achievable scale.

These results have three key implications:

1. Strict suboptimality of m: For any finite sample size
n and noise level σ > 0 with n/σ2 < eAc , the optimal
order satisfies β∗ < m strictly. Below this threshold, the
exact PDE order is never optimal.
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2. Asymptotic recovery: As n → ∞ (or n ≥ n⋆) or
σ → 0, the gap δ∗ → 0 and β∗ → m. Physics is
recovered in the large-data limit.

3. Capacity-adaptive: Networks with higher frequency
cutoff ξc (e.g., more Fourier modes in FNO) benefit from
lower β∗, automatically trading approximation power for
regularization.

6. ∂-NO: Derivative-Augmented Neural
Operators

Our theoretical analysis motivates a simple architecture:
neural operators with learnable fractional derivative features
(Figure 1).

Given a base neural operator NOθ, the ∂-NO augmentation
replaces inputs (x, u) with:

∂-NO :
(
x, u, s1D

β1u, s2D
β2u, . . . , skD

βku
)
, (22)

where both the derivative orders β1, . . . , βk and the scales
s1, . . . , sk are learnable parameters optimized jointly with
network weights θ. The learnable scales normalize features
across different derivative orders, since Dβu can vary dra-
matically in magnitude as β changes.

While the Weyl fractional derivative (Definition 2.1) pro-
vides an elegant spectral formulation, it can introduce
Fourier artifacts (Gibbs ringing) near discontinuities. We
instead use the Grünwald-Letnikov (GL) finite-difference
formulation:

Dβu(x) =
1

hβ

KGL∑
j=0

(−1)j
(
β

j

)
u(x− jh), (23)

where h is the grid spacing and the generalized binomial
coefficients

(
β
j

)
extend naturally to non-integer β via the

Gamma function. This formulation is differentiable with
respect to β, enabling gradient-based optimization.

In practice, we omit the factor h−β . For small h and moder-
ate β, this factor can be dangerously large and destabilize
training. Since the learnable scales sk and the network it-
self absorb any constant scaling, removing h−β preserves
the functional structure of the derivative while ensuring
training stability. We denote backbones augmented with
learnable derivative features using the ∂-prefix: ∂-FNO,
∂-Transolver, etc.

7. Experiments
We validate ∂-NO across multiple PDEs and backbone ar-
chitectures. Our experiments address two questions: Does
∂-augmentation improve accuracy? Does the theory cor-
rectly predict how β∗ varies with noise, sample size, and
network capacity?

7.1. Setup

Datasets. We use benchmark datasets following (Li et al.,
2020): Burgers’ equation (smooth, ν = 0.1; near-shock,
ν = 0.001), Darcy flow (elliptic), and two-dimensional
Navier-Stokes (incompressible turbulence at ν = 10−5),
plus a third-order KdV dataset (m=3) obtained by direct nu-
merical integration from random initial conditions (App. I).

Backbones. Our primary goal is to validate the theoreti-
cal predictions from Section 5. Neural operator training
is particularly sensitive to hyperparameters, often requir-
ing very small batch sizes (values of 8, 4, or even 1–2 are
common (Wu et al., 2024)) to achieve good performance.
This highlights the delicate nature of training such mod-
els. We use FNO (Li et al., 2020) as a canonical spectral
method, its tensorized variant TFNO, the localized operator
LocalNO (Liu-Schiaffini et al., 2024), and Transolver (Wu
et al., 2024) as a state-of-the-art attention-based architec-
ture, employing the THUML library (Wu et al., 2024) with
default hyperparameters.

Derivative features. For the second-order benchmarks
(Burgers, Darcy, NS), m = 2 and we use two learnable
derivative features. For 1D problems: Dβ1

x u and Dβ2
x u, ini-

tialized at β1 = 1.0 and β2 = 2.0; for the third-order
KdV (m = 3) we use a third feature Dβ3

x u initialized
at β3 = 3.0. For 2D problems, we include directional
derivatives Dβx,1

x u, Dβx,2
x u, Dβy,1

y u, Dβy,2
y u and one mixed

partial Dβy,c
y D

βx,c
x u. Each order is learned independently.

In particular, the mixed partial has two learnable orders
(βx,c, βy,c) and a single shared scaling factor.

Training. All models train with AdamW. The β parameters
use 10× higher learning rate (10−2 vs 10−3) because they
sit at the input level: gradients through them propagate back
through the full backbone and attenuate accordingly. We
report relative L2 errors (%). Full hyperparameters and
implementation details are provided in Appendix I.

7.2. Validation of ∂-NO Improvements

Table 1 summarizes our main results: five PDE bench-
marks, four backbones, and both clean (σ=0) and noisy
(σ=0.05) regimes. The ∂-augmentation improves every
backbone/dataset/noise combination tested; the separate
CNO benchmarks (§7.4, Table 2) show larger typical gains.
A broader stress test under Gaussian and uniform addi-
tive noise with σ ∈ [0.05, 0.3] confirms this robustness
across every tested setting (Appendix L.3), and a matched-
parameter control isolates the gains to the derivative induc-
tive bias rather than added capacity (Appendix L.2). Fur-
ther robustness analyses (emergent directional isotropy on
2D/3D isotropic PDEs in Figs. 6, 7; resolution-dependent
gains in Fig. 4; complementarity with PINO physics-
informed training in Table 9) are reported in the appendix.
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Table 1. Relative L2 error (%), averaged over 5 seeds, across 5 PDE benchmarks × 4 backbones × {clean, noisy}. Bold = best per
(backbone, dataset, noise) cell. ∂-augmentation improves every cell tested.

Burgers (ν=0.1) Burgers (ν=0.001) KdV Darcy (Elliptic) NS2D (ν=10−5)

σ=0 σ=0.05 σ=0 σ=0.05 σ=0 σ=0.05 σ=0 σ=0.05 σ=0 σ=0.05

FNO 0.065 0.250 1.138 1.632 1.598 2.255 5.643 5.590 3.479 3.575
∂-FNO 0.055 0.190 0.837 1.366 1.549 2.195 5.426 5.415 3.428 3.511
Improv. 15.1% 24.1% 26.5% 16.3% 3.0% 2.7% 3.8% 3.1% 1.5% 1.8%

TFNO 0.071 0.209 0.702 1.032 2.312 2.745 5.223 5.206 3.428 3.534
∂-TFNO 0.062 0.178 0.676 0.917 2.227 2.660 4.843 4.906 3.228 3.368
Improv. 11.9% 14.7% 3.7% 11.2% 3.7% 3.1% 7.3% 5.8% 5.8% 4.7%

LocalNO 0.063 0.236 0.768 1.272 2.587 3.625 5.511 5.534 1.994 2.620
∂-LocalNO 0.060 0.199 0.732 1.203 2.352 3.441 5.430 5.487 1.984 2.533
Improv. 6.1% 15.8% 4.7% 5.4% 9.1% 5.1% 1.5% 0.9% 0.5% 3.3%

Transolver 0.990 0.765 18.988 7.521 22.427 16.334 14.645 15.332 4.301 4.821
∂-Transolver 0.709 0.736 4.633 4.049 17.957 9.588 13.125 11.212 4.043 4.341
Improv. 28.4% 3.8% 75.6% 46.2% 19.9% 41.3% 10.4% 26.9% 6.0% 9.9%

7.3. Theory Validation

Theorem 5.6 makes testable predictions about how β∗ re-
sponds to noise σ, sample size n, and network capacity
(Fourier modes k). Since ξc = 2πk, the formula simpli-
fies to show explicit dependence on the three experimental
parameters:

δ∗ ∝ 2s ln k + 2 lnσ − lnn+ C

2 ln k + C ′ (24)

where C,C ′ are problem-dependent constants. This yields
three monotonicities under Assumption 4.2: σ ↑⇒ β∗ ↓,
n ↑⇒ β∗ ↑, and k ↑⇒ β∗ ↓. Near the smoothness bound-
ary s ≈ m + d/2, the capacity-effect margin shrinks and
the prediction loses sharpness, as detailed below. We test
all three on Burgers (smooth and shock), using a single
learnable β and varying one factor at a time.

Figures 2 and 3 confirm both unconditional predictions
on smooth Burgers, the noise prediction on shock Burg-
ers (whose sample-size effect plateaus), and the capacity
effect (a decrease of β∗ with k in both regimes, less cleanly
so near the smoothness boundary):

Noise (σ ↑⇒ β∗ ↓). The +2 lnσ term in (24) predicts that
increasing noise increases δ∗. Experimentally, learned β∗

decreases with σ on both smooth and shock Burgers (mono-
tonically on shock, a noisier downward trend on smooth), as
predicted. The network automatically regularizes by learn-
ing lower derivative orders when data is noisy.

Sample size (n ↑⇒ β∗ ↑). The − lnn term predicts that
more data decreases δ∗ and drives β∗ → m. Experimentally,
on smooth Burgers, learned β∗ increases monotonically
with n, approaching but not reaching m = 2 at any practi-
cally achievable n. The persistent gap δ∗ > 0 is consistent
with Remark 5.7: the recovery threshold n⋆ = σ2 exp(Ac)
is far beyond the sample sizes accessible in this sweep.

Capacity (k ↑⇒ β∗ ↓). The +2s ln k term in the numera-

tor competes with +2 ln k in the denominator. Under As-
sumption 4.2 (s > m + d/2), the numerator dominates
and k ↑⇒ δ∗ ↑; near the smoothness boundary the margin
shrinks and the prediction loses sharpness. This predicts
qualitatively different behavior for smooth vs. shock Burg-
ers. Experimentally, we observe two qualitatively consistent
but differently scaled behaviors in Figures 2 and 3: smooth
Burgers (τ ≈ 2.2) shows a clean monotonic decrease, while
shock Burgers (τ ≈ 0.8) shows a noisier, non-monotone de-
crease over the same range. The consistency across smooth
and shock regimes supports the bias-variance framework.

7.4. Differential Inductive Bias: ∂-CNO

A natural question is whether ∂-NO’s gains come from an
increased local processing capacity or from the specific
inductive bias from fractional differentiation. Convolutional
architectures provide a sharp test: a generic convolution
can represent a finite-difference derivative, but it is not
constrained to learn one. To validate the importance of the
∂-NO’s inductive bias, we instantiate ∂-augmentation on the
Convolutional Neural Operator (Raonic et al., 2023) (CNO)
and compare ∂-CNO against the vanilla CNO across seven
PDE benchmarks from the benchmark suite of Raonic et al.
(2023).

Results are in Table 2. ∂-CNO improves CNO in all set-
tings, with peak gains up to 55–65% on Poisson and Wave,
and ∼ 39% on NS Shear. The pattern is consistent with
the differential interpretation: gains are largest on PDEs
whose solution operators most depend on global differential
structure (elliptic Poisson, shear-dominated NS, wave prop-
agation), and smaller on data-dominated settings (Darcy,
Airfoil). Because CNO is built entirely from learnable con-
volutions, the persistent improvement from imposing the
GL derivative structure on the input is direct evidence that
derivative features carry information convolutional layers
do not reliably acquire from data alone.
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Figure 2. Burgers (smooth, ν=0.1): Theory vs. experiment. Top: relative L2 error; bottom: learned β∗. Theorem 5.6’s two
unconditional predictions are supported: (left) σ ↑⇒ β∗ ↓; (center) n ↑⇒ β∗ ↑, with β∗ approaching but not reaching m=2, consistent
with the unreachable recovery threshold (Remark 5.7). At smoothness τ ≈ 2.2 (comfortably above the Assumption 4.2 threshold
s > m+ d/2), the capacity formula predicts k ↑⇒ β∗ ↓ (right), which holds monotonically.
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Figure 3. Burgers (near-shock, ν=0.001): Theory vs. experiment. Same panels as Figure 2. The noise prediction (σ ↑⇒ β∗ ↓) holds
clearly; the sample-size effect (n ↑⇒ β∗ ↑) attenuates to a noisy plateau near the smoothness boundary (τ ≈ 0.8), as expected when
Assumption 4.2 is marginal. At rough-data smoothness τ ≈ 0.8 (near the Assumption 4.2 smoothness boundary), the capacity formula
admits a weakened k-effect; the empirical k-sweep is correspondingly noisier and non-monotone rather than the clean monotone of the
smooth case, consistent with this regime change.

Table 2. ∂-CNO vs. CNO on seven benchmarks from the suite of Raonic et al. (2023), evaluated under both relative L2 error and median
relative L1 error (averaged over 5 seeds). Bold = best per (dataset, noise, metric) cell. ∂-CNO improves CNO in 14/14 settings under
both metrics.

Poisson NS Shear Wave Allen–Cahn Transp. Cont. Darcy Airfoil

σ 0 0.05 0 0.05 0 0.05 0 0.05 0 0.05 0 0.05 0 0.05

L
2

CNO 1.788 3.664 9.686 12.218 0.590 1.990 2.618 1.980 0.416 0.413 0.763 0.724 1.184 1.130
∂-CNO 1.053 1.293 7.104 7.746 0.520 0.900 1.632 1.575 0.353 0.381 0.752 0.718 1.137 1.111
Improv. 41.2% 64.7% 26.7% 36.6% 11.8% 54.8% 37.7% 20.4% 15.2% 7.7% 1.4% 0.8% 4.0% 1.7%

L
1

CNO 1.200 2.504 8.120 10.080 0.440 1.550 0.870 0.940 0.358 0.380 0.514 0.482 0.446 0.473
∂-CNO 0.660 0.884 5.910 6.110 0.439 0.692 0.646 0.857 0.341 0.352 0.501 0.457 0.443 0.410
Improv. 45.0% 64.7% 27.2% 39.4% 0.2% 55.4% 25.7% 8.8% 4.7% 7.5% 2.6% 5.1% 0.7% 13.3%
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8. Related Work
Neural operators. The field has grown rapidly since FNO
(Li et al., 2020) and DeepONet (Lu et al., 2021). Recent
work explores attention mechanisms (Cao, 2021; Hao et al.,
2023; Wu et al., 2024), wavelets (Tripura & Chakraborty,
2023), and implicit representations (Serrano et al., 2023).
Theoretical foundations include approximation bounds (Ko-
vachki et al., 2023) and universal approximation results. Our
∂-augmentation is orthogonal to these advances: it wraps
any backbone with learnable derivative features, requiring
no architectural modification.

Local-feature operators. A parallel line of work injects lo-
cality into neural operators: Conv-FNO (Liu et al., 2025) at-
taches local convolutions to FNO, LocalNO (Liu-Schiaffini
et al., 2024) introduces localized integral and differential
kernels, and CNO (Raonic et al., 2023) replaces spectral
layers with structured convolutions throughout. ∂-NO is
complementary: it provides a specific local operation (frac-
tional differentiation) with a built-in inductive bias for PDE
structure. Our ∂-CNO experiments (§7) directly isolate this
bias from generic local processing.

Derivative and physics-aware features. Recent work has
explored providing derivative information to neural opera-
tors. Equation-aware emulators (Zhu et al., 2025) encode
full PDE structure including nonlinear terms, achieving
improvements but requiring the PDE form a priori. Physics-
informed approaches like PINNs (Raissi et al., 2019) and
the physics-informed neural operator (Li et al., 2024) in-
corporate derivatives through loss terms via automatic dif-
ferentiation. Our approach differs in three ways: (1) we
learn derivative orders rather than specifying them from
known physics; (2) we provide derivatives as input features,
computed via FFT or GL; and (3) our bias-variance analy-
sis reveals that optimal orders should be less than the PDE
order, a phenomenon that equation-matching approaches do
not address.

Spectral perspectives. FNO performs convolutions in
Fourier space with a hard mode truncation at kmax. Our
analysis exploits this structure: the capacity cutoff ξc in
Theorem 5.6 is sharply defined for FNO and other neural
operators with a fixed number of Fourier modes, making
the bias-variance tradeoff particularly sharp. More broadly,
spectral bias in neural networks, where low frequencies
are learned before high frequencies (Rahaman et al., 2019),
suggests that derivative features may help by preprocessing
high-frequency content into a form the network can access
earlier in training.

Fractional calculus. Fractional derivatives model anoma-
lous diffusion, memory effects, and non-local phenomena
(Metzler & Klafter, 2000), and have found applications in
financial machine learning for constructing stationary fea-

tures that preserve memory (López de Prado, 2018). We
use them differently: as a continuous parameterization en-
abling gradient-based optimization over derivative order.
This treats the fractional derivative as a learnable feature
transformation, not as a physical model of sub-diffusion or
long-range dependence. Connections between learned or-
ders and anomalous diffusion remain an interesting direction
for future work.

9. Discussion
We introduced ∂-NO, a simple augmentation providing
learnable fractional derivative features to any neural op-
erator backbone. Through Picard iteration on mild solutions,
we showed how derivatives of the initial condition directly
contribute to the solution operator, providing theoretical
grounding for derivative features. Providing these features
improves approximation bounds from O(W−(s−m)/d) to
O(W−s/d), a substantial gain in parameter efficiency.

Our central finding is that the optimal derivative order β∗

is less than the PDE order m, with the gap characterized by
a spectral bias-variance tradeoff. The closed-form expres-
sion for δ∗ = m − β∗ correctly predicts how the optimal
order responds to noise, sample size, and capacity, as con-
firmed experimentally. For FNO and other operators with
fixed Fourier modes, the capacity cutoff is sharply defined.
Learning β achieves automatic spectral regularization: the
network selects β∗ in response to noise, sample size, and
capacity, as predicted by Theorem 5.6 and confirmed empir-
ically.

Limitations. Four scope boundaries: (i) the Grünwald-
Letnikov stencil assumes a regular grid (extensions via
graph fractional Laplacians or RBF operators are open);
(ii) Theorem 5.6’s sharp predictions require s > m+ d/2
and degrade to a directional guide near shocks, as the near-
shock Burgers experiments empirically confirm; (iii) we
preprocess only spatial inputs, leaving temporal fractional
derivatives as an orthogonal direction; and (iv) the theorem
characterizes the population-optimal β∗ rather than the op-
timizer’s converged value. Empirically, β stabilizes within
200–400 AdamW epochs across every backbone and PDE
we tested, but formal trajectory guarantees remain open.

Stepping back from these scope considerations, the central
finding β∗ < m illustrates a broader principle for physics-
informed machine learning at finite scales: inductive biases
derived from governing equations should be parameterized
rather than prescribed, allowing the optimizer to locate its
own compromise between approximation power and esti-
mation variance. Under finite, noisy data, the statistically
optimal physics is rarely the literal equation; learning the in-
ductive bias is what turns physical knowledge into statistical
efficiency.
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Impact Statement
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A. Table of Notation

Table 3. Summary of notation used throughout the paper.

Notation Meaning

Spaces and functions
Ω ⊂ Rd Spatial domain
d Spatial dimension
Hs(Ω) Sobolev space of regularity s
Bs(R) Sobolev ball {u ∈ Hs : ∥u∥Hs ≤ R}
u, u0 Input function / initial condition
v Solution function

PDE structure
m Differential order of the PDE
L Linear differential operator
N Nonlinearity
N Degree of polynomial nonlinearity
Gt Green’s function / semigroup etL

ν Viscosity coefficient

Operators and features
G,G† Solution operator (true / ground truth)
Gθ Neural operator with parameters θ
Φ[m] Feature map (u,D1u, . . . ,Dmu)
Dβ Fractional derivative of order β
Dβ GL approximation (Alternatively Weyl via FFT on periodic domains)

Derivative orders
β Learnable derivative order
β∗ Optimal derivative order (MSE-minimizing)
δ∗ = m− β∗ Gap from PDE order
sk Learnable scale for k-th derivative feature

Spectral quantities
ξ Frequency variable
û(ξ) = F [u] Fourier transform of u
S(ξ) Power spectral density E[|û(ξ)|2]
ξc Network capacity cutoff frequency
ξmax = π/h Nyquist frequency
k, kmax Fourier modes / maximum modes

Statistical quantities
n Number of training samples
σ2 Observation noise variance
MSE, B, V Mean squared error, bias, variance
τ = 2(s−m) Regularity gap parameter

Implementation
W Network width / number of parameters
h Grid spacing
K / KGL Number of derivative channels / GL stencil length
w

(β)
k GL weights for order β

ψ = Γ′/Γ Digamma function
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B. Proof of Theorem 3.1 (Derivative Emergence)
We prove that derivatives of the initial condition naturally enter the solution operator through Picard iteration.

Proof. Consider the semilinear PDE:
∂tu = Lu+N [u], u(0) = u0, (25)

where L is a linear differential operator of order m and N is a polynomial nonlinearity of degree N .

Step 1: Mild solution formulation. The mild solution satisfies the integral equation:

u(t) = Gt ∗ u0 +
∫ t

0

Gt−s ∗ N [u(s)] ds, (26)

where Gt = etL is the semigroup generated by L. For the heat operator L = ν∆, this is the heat kernel. For general L, it is
the Green’s function.

Step 2: Picard iteration. Define iterates:

u(0)(t) = Gt ∗ u0, (27)

u(k+1)(t) = Gt ∗ u0 +
∫ t

0

Gt−s ∗ N [u(k)(s)] ds. (28)

Under standard assumptions (bounded u0, Lipschitz N , finite time horizon), the Banach fixed-point theorem guarantees
convergence u(k) → u in an appropriate function space.

Step 3: Expansion of the semigroup. The semigroup satisfies ∂tGt = LGt with G0 = I . For analytic semigroups (which
include all parabolic operators with constant coefficients), Taylor expanding in s:

Gs ∗ u0 = u0 + s · Lu0 +
s2

2
· L2u0 +O(s3). (29)

The term Lu0 involves m-th order derivatives of u0 (e.g., Lu0 = ν∆u0 for diffusion). The O(s3) remainder is uniform
over u0 ∈ Bs(R) by standard semigroup estimates.

Step 4: Expansion of the nonlinearity. Since N is Fréchet differentiable:

N [Gs ∗ u0] = N [u0 + sLu0 +O(s2)] = N [u0] + s ·DN [u0][Lu0] +O(s2), (30)

where DN [u0][v] is the directional derivative of N at u0 in direction v.

For polynomial N , this derivative has explicit form. For example, if N [u] = −u∂xu, then:

DN [u0][v] = −v∂xu0 − u0∂xv. (31)

When v = Lu0 = ν∂xxu0, we get terms involving ∂xxu0 · ∂xu0 and u0 · ∂xxxu0.

Step 5: First Picard iterate. The first iterate at final time T is:

u(1)(T ) = GT ∗ u0 +
∫ T

0

GT−s ∗ N [Gs ∗ u0] ds. (32)

Substituting the expansions:∫ T

0

GT−s ∗ N [Gs ∗ u0] ds =
∫ T

0

GT−s ∗
(
N [u0] + s ·DN [u0][Lu0] +O(s2)

)
ds (33)

= N [u0] ∗
∫ T

0

GT−s ds+DN [u0][Lu0] ∗
∫ T

0

s ·GT−s ds+O(T 3), (34)

where we exchanged the order of convolution and integration by Fubini’s theorem (valid since GT−s is integrable on [0, T ]
for the semigroups considered).
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Step 6: Averaged Green’s operators. Define:

ḠT :=
1

T

∫ T

0

GT−s ds, (35)

G̃T :=
2

T 2

∫ T

0

s ·GT−s ds. (36)

These are bounded linear operators for T > 0 (the semigroup is smoothing).

Step 7: Structure of the solution operator. Combining:

u(1)(T ) = GT ∗ u0 + T · ḠT ∗ N [u0] +
T 2

2
· G̃T ∗DN [u0][Lu0] +O(T 3). (37)

The true solution u(T ) = limk→∞ u(k)(T ) differs from u(1)(T ) by higher-order Picard corrections. For fixed T < T∗(R),
these corrections are bounded perturbations that preserve the dependence structure. Defining the remainder R(u0, T ) :=
G[u0] − GT ∗ u0 − T · ḠT ∗ N [u0], we have ∥R(u0, T )∥L2 ≤ C(R)T 2 by standard Picard remainder estimates. The
constant C(R) depends polynomially on R through the Lipschitz constant of N on Bs(R) and the semigroup bounds.

Step 8: Identifying the features. The solution depends on u0 through:

• u0 (zeroth order): appears in GT ∗ u0 and in N [u0]

• Lu0 (order m): appears in the expansion of Gs ∗ u0

• ∂ju0 for j ≤ m: appear in N [u0] if N involves derivatives

• un0 for n ≤ N : appear in N [u0] if N is polynomial degree N

This completes the proof that the solution operator G[u0] = u(T ) depends on derivatives of u0 up to order m and powers up
to uN0 .

B.1. Explicit Features for Specific PDEs

Burgers equation. ∂tu+ u∂xu = ν∂xxu, so L = ν∂xx and N [u] = −u∂xu.

Features: {u0, ∂xu0, ∂xxu0, u0∂xu0}.

Navier-Stokes (2D vorticity). ∂tω + u · ∇ω = ν∆ω, where u = ∇⊥ψ and ∆ψ = −ω.

Features: {ω0,∇ω0,∆ω0,u0 · ∇ω0}.

Darcy flow. −∇ · (a∇p) = f . This is elliptic; the solution operator maps coefficient a 7→ pressure p.

Features: {a,∇a,∇2a} (encoding coefficient variations).

KdV. ∂tu + u ∂xu + δ ∂xxxu = 0 with δ = 2.5 × 10−3 (App. I), so L = −δ ∂xxx (m = 3) and N [u] = −u ∂xu. The
dependence on ∂xxxu0, and hence the feature set {u0, ∂xu0, ∂xxu0, ∂xxxu0, u0 ∂xu0}, is independent of the value of δ.

B.2. Extension to Arbitrary Times and Stationary Problems

Theorem 3.1 establishes derivative dependence for T < T∗(R). We now show this structure persists for arbitrary times and
extends to stationary problems.

Iterated Picard for large T . The key observation is simple: once derivatives {Dju0}j≤m appear in the first Picard iterate,
they propagate through all subsequent iterations. For T > T∗(R), the solution u(T ) can be written as a (possibly complex)
functional of {u0, Du0, . . . , Dmu0}. The specific form of this functional (involving compositions of semigroups, integrals,
and nonlinear operations) is precisely what the neural operator learns. Our contribution is showing that providing {Dju0}
as input features gives the network direct access to the quantities it needs, rather than requiring it to learn differentiation
implicitly.
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Stationary (elliptic) problems. For stationary PDEs like Darcy flow −∇ · (a∇p) = f , there is no time evolution. The
solution operator G : a 7→ p depends directly on derivatives of the coefficient through the elliptic structure.

Expanding around a reference coefficient a0:

p[a] = p[a0] + L−1[∇ · (δa∇p[a0])] +O(∥δa∥2), (38)

where L = −∇· (a0∇·) and δa = a−a0. The linear response involves ∇(δa), so the solution operator depends on {a,∇a}.
Higher-order terms involve repeated first derivatives of δa rather than higher derivatives. We nevertheless supply ∇2a as a
redundant feature, since the elliptic operator is second order, yielding the feature set {a,∇a,∇2a} for this second-order
operator.

The key insight is identical to the parabolic case: the PDE structure induces dependence on derivatives of the input, and
providing these as features aids learning.

Quasilinear and non-polynomial nonlinearities. The analysis extends beyond strictly polynomial N . For quasilinear
PDEs like Navier-Stokes, where the velocity u = ∇⊥∆−1ω involves inverting the Laplacian, the key observation is that
∆−1 is a bounded operator on Sobolev spaces; it does not introduce new dependence on derivatives of u0. What matters is
that the PDE structure (through L and N ) creates dependence on {u0, Dju0}j≤m; other operations (like ∆−1) are learned
by the neural operator. This justifies applying our framework to Navier-Stokes (with vorticity input ω) as a second-order
problem.

B.3. General Evolution Equations: A Spectral Argument

The Picard analysis of §B establishes derivative dependence under the parabolic hypotheses of Theorem 3.1 (semilinear
evolution with semigroup-generating L and polynomial N ). Here we present a complementary spectral argument that
extends the same derivative structure to general evolution equations, including hyperbolic and fractional-in-time PDEs. This
addresses the role of the temporal order in determining the derivative-feature structure.

Setup. Consider the abstract evolution problem

∂at u = Lu, u(·, 0) = u0, t ∈ [0, T ], (39)

where ∂at is the Caputo fractional derivative of order a > 0 and L is a linear operator whose Fourier symbol P (ξ) satisfies
P (ξ) ≍ |ξ|m as |ξ| → ∞. For a > 1, the equation requires ⌈a⌉ initial conditions; we set the higher-order ones to zero for
clarity (they enter linearly and admit the same analysis). Assume zero-mean initial data û0(0) = 0, standard for periodic
domains and PDEs with vanishing constants.

Step 1: Fourier reduction. The spatial Fourier transform reduces (39) to a family of scalar fractional ODEs indexed by ξ:

∂at û(t, ξ) = P (ξ) û(t, ξ), û(0, ξ) = û0(ξ). (40)

Step 2: Laplace transform and resolvent. Applying the Laplace transform in t and solving algebraically yields

û(T, ξ) = Ra(P (ξ), T ) · û0(ξ), (41)

where the resolvent multiplier Ra(z, T ) is the inverse Laplace transform of sa−1/(sa − z). Three canonical cases:

• Parabolic (a = 1): R1(z, T ) = ezT (heat-type semigroup).

• Hyperbolic (a = 2): R2(z, T ) = cos(
√
−z T ) (wave-type oscillator).

• Fractional (0 < a < 2, a ̸= 1): Ra(z, T ) = Ea(zT
a), with Ea the Mittag-Leffler function.

Step 3: Factorization through |ξ|−m. The symbol satisfies P (ξ) = Θ(|ξ|m), while Ra(P (ξ), T ) is bounded uniformly
in ξ in each of the three cases above (the standard well-posedness condition ReP (ξ) ≤ 0). The zero-mean condition
û0(0) = 0 ensures |ξ| > 0 on the support of û0, so we may factor

Ra(P (ξ), T ) û0(ξ) =
Ra(P (ξ), T )

|ξ|m︸ ︷︷ ︸
=:Qa(ξ,T )

· |ξ|mû0(ξ)︸ ︷︷ ︸
= D̂mu0(ξ)

. (42)
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The first factorQa(ξ, T ) is a Fourier multiplier of order −m, bounded uniformly in ξ for fixed T on the (discrete, zero-mean)
periodic spectrum. The second factor is the Fourier transform of Dmu0. Inverting the transform gives

G[u0] = u(·, T ) = Qa(T ) ∗Dmu0, (43)

where Qa(T ) is a bounded linear operator on L2(Ω).

Step 4: Consequence for derivative features. Providing Dbu0 as an input feature for any b ≤ m reduces the residual
differentiation burden from order m to order m− b:

G[u0] = Qa(T ) ∗Dm−b(Dbu0). (44)

This is the spectral analogue of the Picard derivative structure (Theorem 3.1). It holds for every temporal order a > 0 for
which Ra is well-defined, with the caveat that the operator norm ∥Qa(T )∥ depends on a and T but not on the choice of
input order b.

Nonlinear extension. For semilinear PDEs ∂at u = Lu+N [u], linearizing around the linear flow ulin(t) = Ra(L, t)u0
and applying Duhamel’s principle yields

u(T ) = Ra(L, T )u0 +
∫ T

0

Ra(L, T − s)N [ulin(s)] ds+R(u0, T ), (45)

with ∥R∥L2 ≤ C(R)T 2a uniformly on Bs(R) under Assumption 4.2 and the hypotheses of Theorem 3.1. The Fréchet
derivative of G satisfies a linearized equation with the same resolvent structure, so the factorization through |ξ|−m persists
term by term.

Role of the temporal order. The temporal order a enters through three quantities: (i) the number of initial conditions
⌈a⌉ (information at t = 0); (ii) the specific functional form of Ra (heat for a = 1, wave for a = 2, Mittag-Leffler for
0 < a < 2); and (iii) the rate at which ∥Qa(T )∥ decays in T . Crucially, a does not change the derivative-feature structure,
which is determined entirely by the spatial order m via P (ξ) ≍ |ξ|m. This is why our framework, calibrated on parabolic
(a = 1) Burgers and elliptic Darcy, transfers to other temporal regimes provided the spatial order m is matched.

C. Proof of Proposition 4.3: Bi-Lipschitz Stability
Proof. Let Φ[m][u] = (u,D1u, . . . ,Dmu) map Hs(Ω) → X = Hs ×Hs−1 × · · · ×Hs−m.

Lower bound (information preservation). Since Φ[m] includes u as its first component:

∥Φ[m][u1]− Φ[m][u2]∥2X = ∥u1 − u2∥2Hs +

m∑
j=1

∥Dj(u1 − u2)∥2Hs−j ≥ ∥u1 − u2∥2Hs . (46)

Taking square roots gives the lower bound with constant 1.

Upper bound (Lipschitz continuity). By the definition of Sobolev norms:

∥Dju∥2Hs−j =

∫
(1 + |ξ|2)s−j |ξ|2j |û(ξ)|2 dξ ≤

∫
(1 + |ξ|2)s|û(ξ)|2 dξ = ∥u∥2Hs , (47)

since (1 + |ξ|2)s−j |ξ|2j ≤ (1 + |ξ|2)s for j ≤ m ≤ s.

Therefore:

∥Φ[m][u1]− Φ[m][u2]∥2X ≤ (1 +m)∥u1 − u2∥2Hs . (48)

Taking square roots: ∥Φ[m][u1]− Φ[m][u2]∥X ≤
√
1 +m∥u1 − u2∥Hs .
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D. Proof of Theorem 4.4: Approximation Rates
This section provides the approximation-theoretic analysis establishing that derivative features admit improved approximation
bounds. This complements the bias-variance analysis in Section 5 and Appendix F: the approximation theory shows that
features help (the established bound improves from W−(s−m)/d to W−s/d), while the bias-variance analysis determines
which derivative order is optimal (β∗ < m). The two frameworks answer different questions and use different tools; their
qualitative agreement (β∗ < m is beneficial) provides evidence of robustness.

Proof. Part (i): Upper bound without features.

The operator G depends on derivatives up to order m. By Sobolev interpolation, for any f ∈ Hs with ∥f∥Hs ≤ R:

∥f∥Hm ≤ C∥f∥(s−m)/s
L2 ∥f∥m/s

Hs ≤ CRm/s∥f∥(s−m)/s
L2 . (49)

This interpolation inequality determines the modulus of continuity of G. Since G depends on Dmu through a Lipschitz
function on bounded sets (Theorem 3.1), the operator inherits Hölder continuity with exponent (s−m)/s:

∥G[u1]− G[u2]∥L2 ≲ ∥u1 − u2∥(s−m)/s
L2 . (50)

The ϵ-covering number of Bs(R) in L2 satisfies logN (ϵ) ≍ (R/ϵ)d/s. By the entropy lower bound of Carl & Stephani
(1990), approximating Hölder-γ functions on sets with entropy exponent ρ = d/s requires:

error ≥ c ·W−γs/d = c ·W−(s−m)/d. (51)

This is a worst-case statement over that function class, not a lower bound for G itself. Theorem 4.4 uses only the achievable
side (Remark D.2). The achievable rate W−(s−m)/d follows from (Yarotsky, 2017).

Part (ii): Upper bound with features.

Define G̃ : X → L2 by G̃[Φ[m][u]] := G[u].

Step 1: G̃ is Lipschitz on bounded balls.

Lemma D.1 (Lipschitz Property of Lifted Operator). On the image Φ[m][Bs(R)], the lifted operator G̃ is Lipschitz:

∥G̃(Φ[m][u1])− G̃(Φ[m][u2])∥L2 ≤ L(R)∥Φ[m][u1]− Φ[m][u2]∥X , (52)

where L(R) depends polynomially on the ball radius R and the nonlinearity degree N .

Proof. The key insight is that providing derivative features removes the need to “invert” differentiation. By Theorem 3.1:

G[u] = GT ∗ u+ TḠT ∗ N [u] +R(u, T ). (53)

The linear term GT ∗ u is bounded. The nonlinear term N [u] is a polynomial of degree N in u and its derivatives up to
order m. On bounded balls Bs(R), polynomial functions are Lipschitz: for any polynomial P of degree N ,

|P (x)− P (y)| ≤ CP (R)|x− y| for |x|, |y| ≤ R, (54)

where CP (R) = O(RN−1). The remainder R(u, T ) is O(T 2) uniformly, hence also Lipschitz on bounded balls. Together,
G̃ is Lipschitz with constant L(R) = O(RN−1).

Step 2: Metric entropy. A Sobolev ball is not totally bounded in its own norm, so the covering step must use a weaker
metric, and the choice matters: measuring inputs in L2 gives logN (Bs(R), ϵ;L

2) ≍ (R/ϵ)d/s (Carl & Stephani, 1990),
while measuring the feature vector in the product-L2 norm gives exponent d/(s−m), driven by the roughest component
Dmu. Part (ii) uses the first reading, with Lipschitz continuity established in the feature-space metric (Step 1). Remark D.2
discusses the resulting scope. The bi-Lipschitz constant

√
1 +m (Proposition 4.3) is absorbed into the approximation

constant.
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Step 3: Approximation of Lipschitz functions. By (Yarotsky, 2017) for finite-dimensional ReLU approximation and (Kovachki
et al., 2023; Lanthaler et al., 2022) for the operator-learning rate framework, Lipschitz functions on sets with metric entropy
(1/ϵ)d/s can be approximated by deep ReLU networks with W parameters to error:

error = O(W−s/d). (55)

This completes the proof.

Remark D.2 (Scope of the Comparison). Parts (i) and (ii) of Theorem 4.4 are achievability bounds under different input-side
metrics ((i): L2; (ii): the product norm of X , Step 2). Under a common metric the two exponents coincide (the governing
Hölder-over-entropy ratio is (s−m)/d in both cases), so the bounds record what is established with and without derivative
features, not a proven separation. Norm-constrained classes (realizing Dm at spacing h costs O(h−m) weights) and
architectures with truncated internal spectral resolution (e.g., FNO’s kmax) remain routes to a genuine separation.

E. Proof of Proposition 5.3: Bias-Variance Decomposition
We provide the complete derivation with explicit constants.

E.1. Assumptions

(A1) Bandlimited signals: Inputs satisfy supp(û) ⊆ Bξmax
(0), where ξmax = π/h is the Nyquist frequency for grid spacing

h.

(A2) Spectral decay: The input distribution has spectral density S(ξ) = CS |ξ|−2s−d for ξ0 ≤ |ξ| ≤ ξmax, as required by
Assumption 5.2. This is the borderline upper envelope for Hs integrability.

(A3) Network capacity cutoff: We assume the network class NOW has fixed architecture independent of input features,
hence fixed approximation capacity characterized by frequency cutoff ξc = CNW

γ/d, whereCN > 0 is an architecture-
dependent constant and γ > 0 is the capacity exponent. The derivative features Dβu are computed as a preprocessing
step before network evaluation; they do not modify the network’s representational capacity.

(A4) Input noise: Training inputs are observed as ũi = ui + εi, with εi Gaussian white noise of spectral density σ2.
Features are computed from ũi.

(A5) Sufficient resolution: We require ξmax > e1/(2β+d), which for β ≤ 2 and d ≤ 3 is satisfied whenever ξmax > e,
i.e., grid spacing h < π/e ≈ 1.16. This ensures variance monotonicity holds for all β ≥ 0. In practice, this is
easily satisfied: standard PDE benchmarks use unit or 2π-periodic domains where N ≥ 16 grid points already give
ξmax ≥ 8 ≫ e.

Remark E.1 (Justification of A3). The distinction between input features and network capacity is fundamental. The derivative
features Dβu preprocess the input, exposing information that was latent in u. This changes what the operator “sees” (and
hence which approximation problem it solves) but not what functions the network can represent.

Concretely, in the Fourier Neural Operator and related architectures, the network retains only a fixed number of Fourier
modes kmax (typically 12–16 for standard benchmarks). This architectural choice imposes a hard frequency cutoff ξc ∝ kmax

that is independent of the input features. Whether the input is u or Dβu, the network processes the same number of modes.
The preprocessing Dβu amplifies high-frequency content in the input, but modes beyond kmax are still truncated by the
architecture. Thus ξc is determined by network design (width, depth, modes), not by input features.

E.2. Bias Derivation

Proof. The target operator G depends on Dmu through the PDE structure (Theorem 3.1). When we provide features Dβu
with β < m, there is a spectral mismatch: the network receives information about |ξ|β û(ξ) but needs information about
|ξ|mû(ξ).

The residual operator (what the network must learn implicitly) maps Dβu 7→ Dmu, which corresponds to multiplication by
|ξ|m−β in frequency space. For frequencies |ξ| > ξc (beyond network capacity), this cannot be learned, contributing to bias:

B(β) = CB

∫
|ξ|>ξc

|ξ|2(m−β)S(ξ) dξ. (56)
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Converting to spherical coordinates with ωd = 2πd/2/Γ(d/2) and using S(ξ) = CS |ξ|−2s−d from Assumption 5.2:

B(β) = CBCSωd

∫ ∞

ξc

r2(m−β) · r−2s−d · rd−1 dr = CBCSωd

∫ ∞

ξc

r−τ(β)−1 dr, (57)

where τ(β) := 2(s−m+ β). For convergence we need τ(β) > 0, which holds for β near m when s > m− β. Then:∫ ∞

ξc

r−τ(β)−1 dr =
1

τ(β)
ξ−τ(β)
c . (58)

Therefore:

B(β) =
CBCSωd

τ(β)
· ξ−τ(β)

c , τ(β) = 2(s−m+ β). (59)

(With band-limited S, the upper limit is ξmax, and the omitted tail is subleading.)

As β increases, τ(β) increases, so ξ−τ(β)
c decreases (for ξc > 1). Thus B(β) is strictly decreasing in β.

E.3. Variance Derivation

Proof. The variance measures noise amplification through fractional derivatives. When we compute Dβu from noisy data,
observation noise ϵ with variance σ2 gets amplified: at frequency ξ, the noise power becomes σ2|ξ|2β .

The total variance contribution is:

V (β) =
σ2CV

n

∫
|ξ|≤ξmax

|ξ|2β dξ. (60)

Converting to spherical coordinates, with ξ0 = 2π/(Nh) the fundamental frequency (smallest non-zero wavenumber for N
grid points with spacing h):

V (β) =
σ2CV ωd

n

∫ ξmax

ξ0

r2β+d−1 dr =
σ2CV ωd

n(2β + d)

(
ξ2β+d
max − ξ2β+d

0

)
. (61)

For ξmax ≫ ξ0 (which holds for any reasonable discretization):

V (β) ≈ σ2CV ωd

n(2β + d)
· ξ2β+d

max . (62)

Monotonicity: Taking the derivative with respect to β:

∂V

∂β
=
σ2CV ωd

n
· ξ2β+d

max

(2β + d)2
[2(2β + d) ln ξmax − 2] > 0 (63)

for ξmax > e1/(2β+d), which holds for typical discretizations where ξmax ≫ 1.

Thus V (β) is strictly increasing in β: higher derivative orders amplify noise more.

E.4. Monotonicity and Existence of Optimum

Proof. Monotonicity: From the closed forms:

• B(β) is strictly decreasing: as β increases, τ(β) = 2(s−m+ β) increases, so ξ−τ(β)
c decreases.

• V (β) is strictly increasing: as β increases, ξ2β+d
max increases faster than the prefactor 1/(2β + d) decreases.

Boundary behavior:
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• As β → 0: B(0) <∞ (finite bias), V (0) = KV σ
2ξdmax/(nd) <∞.

• As β → m: B(m) = KBξ
−2s
c (small bias), V (m) = KV σ

2ξ2m+d
max /(n(2m+ d)) (larger variance).

• As β → ∞: B(β) → 0, V (β) → ∞.

Since B′(β) < 0 and V ′(β) > 0, we examine the total derivative MSE′(β) = B′(β) + V ′(β). In the intermediate data
regime (neither clip of Theorem 5.6 binding): At β = 0: the bias derivative dominates (large |B′(0)|, small V ′(0)), so
MSE′(0) < 0. At β = m: the variance derivative dominates, so MSE′(m) > 0. By the Intermediate Value Theorem
applied to the continuous function MSE′(β), there exists β∗ ∈ (0,m) where MSE′(β∗) = 0.

Convexity and Uniqueness: We verify B′′(β) > 0 and V ′′(β) > 0 directly.

For the bias B(β) = Kξ
−τ(β)
c /τ(β) with τ(β) = 2(s−m+ β):

B′(β) = Kξ−τ
c

(
−2 ln ξc

τ
− 2

τ2

)
= −2Kξ−τ

c

τ2
(τ ln ξc + 1). (64)

Taking another derivative (and using τ ′ = 2):

B′′(β) =
4Kξ−τ

c

τ3
[
(τ ln ξc + 1)2 + 1

]
. (65)

The dominant term (τ ln ξc + 1)2 > 0 ensures B′′(β) > 0 for ξc > 1.

For the variance V (β) = K ′ξ2β+d
max /(2β + d):

V ′(β) = K ′ξ2β+d
max

(
2 ln ξmax

2β + d
− 2

(2β + d)2

)
. (66)

The second derivative V ′′(β) > 0 follows similarly, with the (ln ξmax)
2 term dominating.

Thus MSE(β) = B(β)+V (β) is strictly convex, guaranteeing the critical point β∗ is unique and is the global minimum.

F. Proof of Theorem 5.6: Optimal Derivative Order
We derive the optimal β∗ for fixed network capacity.

F.1. Setup

From Proposition 5.3, write the MSE using explicit forms. Let δ = m− β denote the gap from the PDE order, so δ ≥ 0
when β ≤ m. The network capacity cutoff ξc = CNW

γ/d is independent of β.

For the bias (with τ(β) = 2(s−m+ β) = 2(s− δ) where we use δ = m− β):

B(δ) =
CBCSωd

2(s− δ)
· ξ−2(s−δ)

c = KB ·W−2γ(s−δ)/d · 1

s− δ
, (67)

where KB collects constants. As δ increases (i.e., β decreases), the exponent −2(s− δ) becomes less negative, so B(δ)
increases.

For the variance, using β = m− δ:

V (δ) =
σ2CV ωd

n(2(m− δ) + d)
· ξ2(m−δ)+d

max = KV
σ2

n
· ξ2m+d

max · ξ−2δ
max, (68)

where KV absorbs the slowly-varying prefactor 1/(2(m − δ) + d). As δ increases (i.e., β decreases), the factor ξ−2δ
max

decreases, so V (δ) decreases.
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F.2. Derivation

Proof. With W fixed, denote τ0 := 2(s−m) (the bias exponent τ(β) = 2(s−m+ β) evaluated at β = 0; the exponent at
β = m is 2s = τ0 + 2m).

The bias at gap δ is:
B(δ) = KB · ξ−2(s−δ)

c = K ′
Bξ

−τ0
c · ξ2δc , (69)

where K ′
B = KBξ

−2m
c absorbs the factor relating −2(s− δ) to −τ0 + 2δ = −2(s−m) + 2δ.

The variance at gap δ is:

V (δ) = KV
σ2

n
· ξ2(m−δ)+d

max = KV
σ2

n
ξ2m+d
max · ξ−2δ

max. (70)

Note: As δ increases (moving away from the PDE order m), bias B(δ) increases (less accurate features) while variance
V (δ) decreases (less noise amplification). The optimal δ∗ balances these.

Setting ∂δ(B + V ) = 0:

2K ′
Bξ

−τ0
c ξ2δc ln ξc = 2KV

σ2

n
ξ2m+d
max ξ−2δ

max ln ξmax. (71)

Taking logarithms and solving for δ:

2δ(ln ξc + ln ξmax) = ln(KV ξ
2m+d
max /K ′

Bξ
−τ0
c ) + ln(ln ξmax/ ln ξc)︸ ︷︷ ︸
=:C0

+ ln(σ2/n). (72)

Since ln(σ2/n) = − ln(n/σ2), this gives:

δ∗ =
C0 − ln(n/σ2)

2 ln(ξcξmax)
for n/σ2 < eC0 . (73)

Interpretation: The constant C0 = 2s ln ξc + (2m+ d) ln ξmax +O(1) (the ln ξc coefficient combines the τ0 ln ξc from
the boxed equation and the −2m ln ξc inside lnK ′

B , which together give τ0 + 2m = 2s) is large and positive. When
n/σ2 < eC0 (finite data regime), we have δ∗ > 0, so β∗ = m − δ∗ < m. As n → ∞ or σ → 0, δ∗ → 0 and β∗ → m:
physics is recovered. When n/σ2 ≥ eC0 , we set δ∗ = 0 (no regularization needed).

With ξc = CNW
γ/d, the gap δ∗ decreases linearly in ln(n/σ2) to leading order. More data enables higher derivative

orders.

F.3. Key Properties

1. β∗ < m strictly in the practical regime: Whenever n/σ2 < eAc (Remark 5.7), δ∗ > 0 and hence β∗ < m. Since the
threshold n⋆ = σ2 exp(Ac) is unreachable in any realistic training budget, this is the operational regime.

2. Asymptotic recovery: As n→ ∞ or σ → 0, we have δ∗ → 0, hence β∗ → m.

3. Logarithmic closure: To leading order in 1/ ln ξc, δ∗ decreases linearly in ln(n/σ2) with slope −1/[2 ln(ξcξmax)],
approaching zero as n/σ2 → eAc .

4. Requirement s > m: The condition τ > 0 requires input smoothness s to exceed PDE order m. This is natural: inputs
must be smooth enough that the operator is well-posed.

F.4. Beyond Leading Order: The O(1/ ln ξc) Correction

The leading-order δ∗ derived in §F absorbs prefactor and ln ln contributions into an O(1/ ln ξc) remainder. Carrying this
remainder explicitly is useful both as a consistency check and to expose which terms depend on the (unknown) integral
constants CB , CS , CV .
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Write Lc := ln ξc, Lx := ln ξmax, a := 2(s− δ), q := 2(m− δ) + d, so B = CBCSωd

a ξ−a
c and V = σ2CV ωd

n q ξqmax, with
a′ = q′ = −2 under ∂δ . The exact derivatives are

∂δB = B
(
2Lc +

2
a

)
, ∂δV = V

(
− 2Lx + 2

q

)
, (74)

so the stationarity condition ∂δ(B + V ) = 0 is equivalent to the exact implicit relation

−aLc − qLx + ln
n

σ2
+ κ+ ln

q

a
= ln

(
Lx − 1

q

)
− ln

(
Lc +

1
a

)
, κ := ln

CBCS

CV
. (75)

(The ωd factors cancel between bias and variance.) Equation (75) is transcendental; expanding the right-hand logs in
1/Lc, 1/Lx and isolating δ yields

δ∗ = δ∗0 +
∆1

2 ln(ξcξmax)
, δ∗0 =

Ac − ln(n/σ2)

2 ln(ξcξmax)
, (76)

with Ac = 2s ln ξc + (2m+ d) ln ξmax as in Theorem 5.6 and

∆1 = ln
Lx

Lc
− ln

q0
a0

− κ − 1

q0Lx
− 1

a0Lc
+ O

(
(ln ξ)−2

)
, (77)

where a0 = 2(s − δ∗0) and q0 = 2(m − δ∗0) + d evaluate the slowly varying exponents at the leading-order optimum.
The only term of ∆1 that is not O(1) is ln(Lx/Lc), whose size is set by the log-scale ratio of the two cutoffs. Since the
capacity cutoff cannot exceed Nyquist (ξc ≤ ξmax) and both derive from the same discretization, this ratio is bounded (in
our benchmarks ln(Lx/Lc) ∈ [0.2, 0.6]), so ∆1 = O(1) and the correction is O(1/ ln ξc), exactly as stated in Theorem 5.6.
Only in the non-physical limit ln ξmax/ ln ξc → ∞ does it relax to the conservative bound O(ln ln ξ/ ln ξ).

Three structural observations. First, every term of ∆1 except κ depends only on the cutoffs (ξc, ξmax) and the exponents
(s,m, d); the integral prefactor constants enter only through κ. This is the same property that lets CS cancel in Theorem 5.6:
stating the result at leading order is the principled choice, not merely the simplest one. Second, κ is independent of n and σ,
so it cancels in the differential predictions of §7.3: the σ- and n-sweep slopes sharpen by including ∆1 without any unknown
constant. The k-sweep retains κ, which need not agree across datasets with different spectra, so we read it qualitatively.
Third, the expansion describes an interior optimum, valid when 0 < δ∗0 < min(m, s) (so that β∗ > 0 and a0 > 0). Outside
this range the optimum is pinned at a boundary of the admissible set and the stationary expansion does not apply.

Numerically, where the interior expansion applies, ∆1/2 ln(ξcξmax) is at most a few hundredths in δ∗ at benchmark-scale
cutoffs, below the resolution of the learned-β measurements and comparable to the modeling idealizations already in place
(hard-versus-soft capacity cutoff, borderline spectral envelope). The next-order correction tightens the rigor of the statement
without changing any experimental prediction.

G. Spectral Regularization and Tikhonov Interpretation
Our spectral analysis reveals an intuitive structure: the derivative order functions as a spectral regularization parameter.
Remark G.1 (Tikhonov Interpretation). Using features Dβu with β < m corresponds to Tikhonov regularization with
frequency-dependent penalty:

λ(ξ) = σ2 ·max
(
|ξ|2(m−β) − 1, 0

)
. (78)

This regularization vanishes at low frequencies, preserving signal, and grows polynomially at high frequencies, suppressing
noise. Learning β from data automatically tunes this regularization to the signal-to-noise ratio of each problem. The
remainder of this appendix gives the derivation sketch.

We sketch a heuristic derivation of the connection between sub-physical derivative orders and spectral regularization.

Consider learning a linear operator K : Hm → L2 from noisy data. The target is K[Dmu] but we observe Dβu+ ϵ where ϵ
is noise.
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Frequency-space formulation. In Fourier space, Dmu has transform |ξ|mû(ξ) and Dβu has transform |ξ|β û(ξ).

The optimal linear estimator of |ξ|mû(ξ) from noisy observation |ξ|β û(ξ) + ϵ̂(ξ) is the Wiener filter:

v̂(ξ) =
|ξ|2βS(ξ)

|ξ|2βS(ξ) + σ2/n
· |ξ|m−β · (observation). (79)

Effective regularization. The denominator introduces regularization. The effective Tikhonov penalty at frequency ξ is:

λ(ξ) =
σ2/n

|ξ|2βS(ξ)
. (80)

With S(ξ) ∼ |ξ|−α, this gives λ(ξ) ∝ |ξ|−2β+α.

Comparison to using order m. If we used Dmu directly, the penalty would be λm(ξ) ∝ |ξ|−2m+α. The ratio
λ(ξ)/λm(ξ) = |ξ|2(m−β) grows with |ξ| for β < m, meaning using β < m applies more regularization at high fre-
quencies.

Effective penalty formula. Normalizing to have λ(1) = 0 for unit frequency:

λ(ξ) = σ2 ·max
(
|ξ|2(m−β) − 1, 0

)
. (81)

This vanishes at low frequencies (preserving signal) and grows as |ξ|2δ at high frequencies (suppressing noise), where
δ = m− β.

H. Grünwald-Letnikov Implementation
For non-periodic domains, we use the Grünwald-Letnikov (GL) formulation, which computes fractional derivatives via
convolution (Podlubny, 1998, Chapters 2, 7). The GL fractional derivative is:

Dβu(x) = lim
h→0

1

hβ

∞∑
k=0

w
(β)
k u(x− kh), where w0 = 1, wk = wk−1 ·

k − 1− β

k
. (82)

For integer β = n, this recovers the standard n-th derivative via finite differences. The one-sided GL derivative introduces
a phase shift; we use the centered version Dβ

cenu = 1
2 (D

β
+u + cos(πβ)Dβ

−u), where the factor cos(πβ) ensures correct
symmetry (antisymmetric for β = 1, symmetric for β = 2).

Differentiability. The weights depend smoothly on β via ∂wk/∂β = wk[ψ(β + 1)− ψ(β − k + 1)], where ψ = Γ′/Γ is
the digamma function. This enables gradient-based optimization of derivative orders.

Complexity and validation. For input length N and stencil length KGL, the cost is O(N KGL) via direct convolution
(we use KGL = 16). On periodic domains, GL and FFT (Weyl) implementations agree to relative L2 error < 10−3 at
integer orders. At non-integer β, the truncated centered stencil realizes a bounded gain-and-phase modification of the Weyl
symbol, absorbed by the learnable scales sk. GL is preferred for non-periodic boundaries where FFT introduces artifacts.

I. Experimental Details
All experiments use ntrain = 1000 training samples, unless otherwise noted (e.g., the sample-size sweep in §7), and
ntest = 200 test samples. Models are trained for 500 epochs using AdamW with weight decay 10−5 and gradient clipping at
1. All results are averaged over 5 random seeds.

I.1. Architecture Hyperparameters

Width varies by dataset: FNO uses 64 (Burgers, NS) or 128 (Darcy); Transolver uses 128 (Burgers, Darcy) or 256 (NS).
Transolver slice count is 64 (Burgers, Darcy) or 32 (NS). FNO uses 16 Fourier modes for Burgers and 12 for Darcy, NS, and
KdV.
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Table 4. Architecture hyperparameters by backbone.

Backbone Width Modes Layers Heads Slices

FNO 64–128 12–16 4 – –
Transolver 128–256 – 8 8 32–64

Table 5. Training hyperparameters by dataset.

Dataset Resolution Batch LR Scheduler Tin/Tout

Burgers 1024 8 10−3 OneCycle –
KdV 1024 8 10−3 OneCycle –
Darcy 85× 85 4 10−3 OneCycle –
Navier-Stokes 64× 64 2–20 5× 10−4 Step 10/10

I.2. Training Hyperparameters

OneCycle uses pct start= 0.3. Step scheduler uses step size 100 and γ = 0.5. NS batch size is 20 (FNO) or 2
(Transolver).

KdV dataset generation. The KdV data are produced by direct numerical integration of ∂tu + u ∂xu + δ ∂xxxu = 0
with dispersion coefficient δ = 2.5 × 10−3, on the periodic domain [0, 2π) discretized with N=1024 points. Initial
conditions are smooth random fields u0(x) =

∑J
j=1(aj/j) sin(jx + ϕj) with J ∼ Unif{3, . . . , 7}, aj ∼ Unif(−1, 1),

and ϕj ∼ Unif(0, 2π) (fixed seed for reproducibility). Time integration uses a pseudo-spectral integrating-factor scheme:
the dispersive term is advanced exactly in Fourier space via e−δ(ik)3∆t, while the nonlinear flux −∂x(u2/2) is advanced by
explicit Euler, with step ∆t = 10−4 to final time T=1 (104 steps). The learned map is u(·, 0) 7→ u(·, T ), with 1000 training
and 200 test trajectories.

I.3. ∂-NO Augmentation

All ∂-NO variants use identical derivative feature settings: Grünwald-Letnikov stencil length KGL = 16, maximum
derivative order mmax = 2 (mmax = 3 for KdV), and β learning rate fixed at 10−2 (10× the 10−3 backbone LR for
Burgers/Darcy, 20× the 5 × 10−4 backbone LR for NS). Derivative orders are initialized at β = 1.0 and β = 2.0, plus
β3 = 3.0 for KdV. For 2D problems, we use 5 derivative features (with 6 learnable orders in total): 2 directional derivatives
per spatial axis (4 orders) plus 1 mixed partial with two independently learned orders (βx,c, βy,c).

I.4. Evaluation

We report relative L2 error:

Error =
∥Gθ[u]− G†[u]∥L2

∥G†[u]∥L2

, (83)

averaged over the test set. Confidence intervals are computed from 5 random seeds.

I.5. Ablation: Learnable vs Fixed Derivative Orders

Table 6 compares learnable derivative orders against fixed integer orders (β = 1, 2). Learning β provides gains on problems
with complex spectral structure (Navier-Stokes, Darcy); on the simpler Burgers benchmarks, no benefit over the fixed-{1, 2}
baseline is observed.

The lower learned orders (β1) consistently fall well below the PDE order m = 2, in the sub-physical regime predicted by
Theorem 5.6; the higher orders (β2) sit at or near the cap mmax = 2 (the 2.00 entries are boundary solutions under the
constraint β ≤ mmax). The largest gains from learning β occur on Navier-Stokes (9.18% vs 9.46%) and Darcy (0.95% vs
0.98%), where the spectral structure is more complex.
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Table 6. Ablation: learnable vs fixed derivative orders. Columns 3–5 show relative L2 error (%); column 6 shows the learned (β1, β2)
values. Learning β improves over fixed orders on NS and Darcy. The FNO baseline here uses the original (Li et al., 2020) implementation
(rather than the THUML default of Table 1), which accounts for the differing baseline values on NS.

Model Dataset Baseline Fixed {1, 2} Learned {β1, β2} Learned Values

FNO Burgers 0.098 0.078 0.079 1.36, 2.00
FNO Navier-Stokes 9.64 9.46 9.18 1.05, 2.00

Transolver Burgers 0.65 0.63 0.63 0.74, 1.83
Transolver Darcy 1.10 0.98 0.95 0.67, 1.78

J. Verifying the Spectral Decay Assumption
Assumption 5.2 posits that inputs have power spectral density S(ξ) = CS |ξ|−2s−d. We verify this empirically for each
benchmark.

J.1. Method

For each dataset with training inputs {ui}ni=1:

1. Compute the empirical power spectrum:

Ŝ(ξ) =
1

n

n∑
i=1

|ûi(ξ)|2 (84)

2. On log-log axes, fit the power law:
log Ŝ(ξ) = −α log |ξ|+ C (85)

for |ξ| ∈ [ξmin, ξmax] (avoiding DC and Nyquist artifacts).

3. Extract the implied smoothness:

sempirical =
α− d

2
(86)

4. Verify the regularity condition: sempirical > m+ d/2.

J.2. Results

Table 7. Verification of spectral decay assumption across benchmarks.

Dataset d m Required s Fitted α semp Satisfied?

Burgers ν = 0.1 1 2 > 2.5 ∼ 7.2 ∼ 3.1 ✓
Burgers ν = 0.001 1 2 > 2.5 ∼ 5.8 ∼ 2.4 marginal
Darcy 2 2 > 3 ∼ 9.5 ∼ 3.75 ✓
Navier-Stokes 2 2 > 3 ∼ 8.2 ∼ 3.1 ✓

Interpretation. Most benchmarks satisfy the regularity assumption comfortably. The low-viscosity Burgers case (ν = 0.001)
is marginal: with semp ≈ 2.4 versus the required s > 2.5, it violates Assumption 4.2 by approximately 4%. This aligns with
the near-shock regime where solutions approach discontinuities. Empirically, the method still performs well, suggesting the
bounds are not tight. In this case, the theory provides qualitative guidance (use lower β) even if quantitative predictions are
approximate.

K. Computational Overhead
Table 8 reports wall-clock training times comparing baseline backbones with their ∂-augmented versions. Note that our
implementation is not optimized and runs in eager mode (no torch.compile), so these timings reflect upper bounds on
the overhead. The overhead varies by backbone: for Transolver (which is dominated by attention computations), the relative
overhead is 25–41%, while for FNO the overhead is higher (57–114%) since the baseline is already very fast. In absolute
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Table 8. Training time per 100 epochs (seconds).

Model Burgers (ν=0.1) Burgers (ν=0.001) Darcy NS (ν=10−5)

FNO 95 78 313 63
∂-FNO 149 124 664 135
Transolver 412 382 1745 2241
∂-Transolver 517 480 2201 3158

terms, the derivative feature computation adds modest time because: (1) the Grünwald-Letnikov stencil is local (KGL = 16
terms); and (2) derivative computation parallelizes trivially across batch and spatial dimensions.

For larger backbones (e.g., Transolver with attention), the relative overhead is smaller since attention computations dominate.

L. Additional Experiments and Ablations
This appendix collects the extended empirical evidence referenced from §7: a four-way physics-informed comparison, a
matched-parameter ablation isolating the role of the derivative inductive bias, stress tests under Gaussian and uniform noise,
resolution sensitivity, directional isotropy on 2D isotropic PDEs, and a 3D compressible Navier-Stokes study.

L.1. Physics-Informed Comparison: ∂-PINO

We compare four configurations on four PDE benchmarks under clean and noisy inputs: data-only FNO, ∂-FNO, the
physics-informed neural operator PINO (Li et al., 2024), and ∂-PINO obtained by adding learnable fractional derivative
inputs to PINO. PINO uses a PDE-residual loss with λpde = 1.0 and the same FNO backbone topology used in our main
runs; baselines may differ numerically from Table 1 due to paired-training hyperparameters.

Table 9. Four-way physics-informed comparison. Relative L2 error (%). ∆∂ is the relative gain from adding ∂-augmentation to each
baseline. ∂-PINO improves PINO in 8/8 settings.

DATA-ONLY PHYSICS-INFORMED (λpde>0)

Dataset σ FNO ∂-FNO ∆∂ PINO ∂-PINO ∆∂

Burgers (ν=10−1) 0 0.07 0.07 7.1% 1.32 0.69 47.8%
Burgers (ν=10−1) 0.05 0.41 0.38 9.3% 1.44 0.67 53.2%
Burgers (ν=10−3) 0 0.61 0.56 6.9% 0.62 0.57 8.9%
Burgers (ν=10−3) 0.05 1.09 1.02 6.4% 1.05 1.01 3.6%
KdV 0 2.50 2.49 0.1% 6.69 6.19 7.5%
KdV 0.05 3.14 2.98 5.3% 7.48 6.73 10.0%
Darcy 0 5.72 5.48 4.2% 6.25 5.76 7.9%
Darcy 0.05 5.69 5.50 3.5% 6.02 5.70 5.4%

The two paradigms are complementary: ∂-augmentation improves PINO in all 8/8 settings, with the largest gains (47.8%,
53.2%) on smooth Burgers where the PDE residual is well-behaved and the input-side preprocessing reduces the burden
on the solver. ∂-FNO outperforms PINO across the benchmark despite using no PDE-form information at training time,
indicating that learned fractional input features can substitute for, not just augment, loss-side physics regularization on
standard benchmarks.

L.2. Matched-Parameter Ablation

A natural concern is whether ∂-FNO’s gains come from the GL derivative structure or simply from the extra channels added
at the input. We address this with a matched-parameter control: four models tuned to the same parameter count (∼292K) on
Burgers (ν=0.1), evaluated across seven noise levels and five seeds (35 (model, σ, seed) cells per model). The variants are:

• FNO: vanilla baseline, no input augmentation.

• ∂-FNO: input augmented with two learnable GL fractional derivative channels.

• Random-FNO: same architecture as ∂-FNO, but the GL stencil weights are replaced by fixed random filters of the
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same length. Tests whether the gains come from any structured local channel.

• Wider-FNO: vanilla FNO with a widened first layer that absorbs the same extra parameters. Tests whether the gains
come from added capacity at the input.

Table 10. Matched-parameter ablation on Burgers (ν=0.1). Mean relative L2 error across 5 seeds; all four models at parameter count
≈ 292K. Bold = best per row. ∂-FNO wins 32/35 seeds vs FNO (91.4%), 34/35 vs Random-FNO (97.1%), and 27/35 vs Wider-FNO
(77.1%).

σ FNO ∂-FNO Random-FNO Wider-FNO

0 0.000597 0.000560 0.000638 0.000579
0.01 0.000824 0.000733 0.000843 0.000747
0.02 0.001344 0.001110 0.001299 0.001178
0.05 0.004210 0.003357 0.004037 0.003847
0.10 0.008356 0.006704 0.008811 0.009224
0.25 0.018227 0.013698 0.018047 0.018264
0.50 0.030202 0.025173 0.027412 0.029035

Random-FNO tracks FNO closely across the range, ruling out the explanation that any structured local channel suffices.
Wider-FNO is comparable to FNO in the clean regime but degrades faster at moderate noise levels, ruling out the explanation
that extra parameters at the input drive the gain. The improvement is specific to the GL derivative structure.

L.3. Stress Tests under Gaussian and Uniform Noise

We stress-test ∂-augmentation across a wider noise range than the σ=0.05 used in the main paper. For each of five PDE
benchmarks (Burgers ν=0.1 and ν=10−3, KdV, Darcy, NS2D), each of two backbones (FNO, LocalNO), each of two noise
distributions (Gaussian and uniform), and six noise levels (σ ∈ {0.05, 0.10, 0.15, 0.20, 0.25, 0.30}), we measure whether
the ∂-augmented variant beats its baseline. This yields 5× 2× 2× 6 = 120 settings in total.

∂-augmentation improves every tested setting (120/120 overall). Peak gains reach 48.5% (Gaussian) and 48.1% (uniform)
on smooth Burgers at σ=0.30. The robustness holds across two noise distributions, two backbones, and noise levels
spanning a factor of six, supporting the theoretical prediction that the optimal derivative order adapts to noise level and that
learning β from data captures this adaptation in practice.

L.4. Resolution Sensitivity

We probe how the value of input-side derivative features varies with grid resolution. Coarser grids reduce the Nyquist
cutoff ξmax = π/h and tighten the network’s high-frequency headroom, so we expect the marginal benefit of ∂-features to
grow. We test this on Burgers (ν=0.1) at resolutions {64, 128, 256, 512, 1024, 2048} under clean (σ=0) and noisy (σ=0.02)
inputs.

A practical implication is that downsampling, the most common strategy when GPU memory is limited, silently makes
exact physics enforcement increasingly suboptimal. ∂-NO compensates automatically by learning lower orders at coarser
resolutions, while fixed-order approaches cannot.

L.5. Directional Isotropy on 2D Isotropic PDEs

On PDEs whose differential operator is isotropic in space (no preferred axis), we expect βx ≈ βy to emerge if ∂-NO
captures the true differential structure rather than incidental data features. We test this on Darcy (isotropic elliptic) and 2D
Navier-Stokes (ν=10−5) with K=4 learnable channels.

Across both benchmarks, the channel-averaged βx and βy agree within ∆ < 0.035 of each other without isotropy being
prescribed. The channels self-organize into a hierarchy of spectral scales rather than collapsing to identical orders, indicating
that the network uses the K=4 budget productively to span low through high frequencies.
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Table 11. Stress-test: relative L2 error under Gaussian and uniform additive noise (σ from 0.05 to 0.30), two backbones (FNO, LocalNO).
Bold = best per (row, noise type, backbone); ∆∂ in green. ∂-FNO improves the baseline in 60/60 settings; ∂-LocalNO improves in
60/60 settings; combined 120/120 wins. Peak improvement: 48.5% (Gaussian) and 48.1% (uniform) on smooth Burgers. n=1000
training samples. ∆∂ = (BL − ∂-Model)/BL × 100.

Gaussian Uniform

FNO LocalNO FNO LocalNO

σ BL ∂ ∆∂ BL ∂ ∆∂ BL ∂ ∆∂ BL ∂ ∆∂

B
ur

g.
ν
=
0.
1 0.05 0.00259 0.00210 19.1% 0.00261 0.00215 17.7% 0.00138 0.00111 19.9% 0.00137 0.00113 17.4%

0.10 0.00621 0.00459 26.0% 0.00726 0.00518 28.7% 0.00281 0.00206 26.9% 0.00568 0.00348 38.8%
0.15 0.00944 0.00711 24.7% 0.01264 0.00995 21.3% 0.00530 0.00392 26.0% 0.00908 0.00539 40.6%
0.20 0.01270 0.01050 17.4% 0.01925 0.01584 17.7% 0.00770 0.00598 22.3% 0.01075 0.00757 29.6%
0.25 0.01782 0.01236 30.6% 0.02295 0.01646 28.3% 0.00943 0.00905 4.0% 0.01540 0.00939 39.0%
0.30 0.02212 0.01493 32.5% 0.03055 0.01573 48.5% 0.01385 0.01188 14.2% 0.02409 0.01250 48.1%

B
ur

g.
ν
=
10

−
3 0.05 0.02593 0.02448 5.6% 0.01697 0.01678 1.1% 0.01519 0.01294 14.8% 0.01034 0.01001 3.2%

0.10 0.03223 0.03150 2.2% 0.02809 0.02570 8.5% 0.01963 0.01757 10.5% 0.01859 0.01504 19.1%
0.15 0.03276 0.03024 7.7% 0.04088 0.03336 18.4% 0.02407 0.02221 7.7% 0.02646 0.02511 5.1%
0.20 0.03897 0.03630 6.9% 0.05948 0.04410 25.9% 0.02827 0.02683 5.1% 0.03645 0.03363 7.7%
0.25 0.05195 0.05026 3.3% 0.06839 0.05614 17.9% 0.03248 0.03043 6.3% 0.04087 0.03334 18.4%
0.30 0.04982 0.04644 6.8% 0.07652 0.05710 25.4% 0.03662 0.03444 5.9% 0.05561 0.04098 26.3%

K
dV

0.05 0.02640 0.02567 2.8% 0.04840 0.04597 5.0% 0.01997 0.01974 1.2% 0.03434 0.03238 5.7%
0.10 0.03575 0.03468 3.0% 0.05649 0.05474 3.1% 0.02447 0.02406 1.7% 0.03874 0.03672 5.2%
0.15 0.04332 0.04230 2.3% 0.05716 0.05524 3.4% 0.03064 0.03038 0.8% 0.04542 0.04184 7.9%
0.20 0.05590 0.05205 6.9% 0.07070 0.07012 0.8% 0.03722 0.03587 3.6% 0.05419 0.04733 12.7%
0.25 0.06838 0.06455 5.6% 0.08954 0.08492 5.2% 0.04369 0.04222 3.4% 0.06054 0.05383 11.1%
0.30 0.08012 0.06979 12.9% 0.09959 0.08592 13.7% 0.05126 0.04844 5.5% 0.07272 0.05854 19.5%

D
ar

cy

0.05 0.05660 0.05430 4.1% 0.05581 0.05529 0.9% 0.05540 0.05456 1.5% 0.05567 0.05306 4.7%
0.10 0.05644 0.05431 3.8% 0.05583 0.05483 1.8% 0.05643 0.05428 3.8% 0.05560 0.05371 3.4%
0.15 0.05636 0.05476 2.8% 0.05597 0.05483 2.0% 0.05646 0.05435 3.8% 0.05556 0.05371 3.3%
0.20 0.05646 0.05515 2.3% 0.05625 0.05587 0.7% 0.05666 0.05439 4.0% 0.05574 0.05374 3.6%
0.25 0.05682 0.05582 1.7% 0.05730 0.05652 1.4% 0.05614 0.05438 3.1% 0.05590 0.05409 3.2%
0.30 0.05744 0.05618 2.2% 0.05744 0.05629 2.0% 0.05667 0.05551 2.0% 0.05549 0.05441 1.9%

N
S
ν
=
10

−
5

0.05 0.03718 0.03631 2.3% 0.02667 0.02472 7.3% 0.03566 0.03513 1.5% 0.02438 0.02279 6.5%
0.10 0.03861 0.03749 2.9% 0.03147 0.02919 7.2% 0.03659 0.03645 0.4% 0.02745 0.02547 7.2%
0.15 0.04284 0.04115 4.0% 0.03548 0.03309 6.7% 0.03856 0.03807 1.3% 0.02994 0.02810 6.2%
0.20 0.04435 0.04353 1.9% 0.03879 0.03639 6.2% 0.03925 0.03890 0.9% 0.03286 0.03046 7.3%
0.25 0.04782 0.04419 7.6% 0.04161 0.03949 5.1% 0.04082 0.04045 0.9% 0.03461 0.03241 6.4%
0.30 0.05150 0.04956 3.8% 0.04444 0.04217 5.1% 0.04211 0.04181 0.7% 0.03700 0.03449 6.8%

L.6. Three-Dimensional Compressible Navier-Stokes

We test ∂-augmentation on the 3D compressible Navier-Stokes equations from the PDEBench benchmark suite (Takamoto
et al., 2022) (64 × 64 × 64 spatial grid, T=10, five-variable input Vx, Vy, Vz , density, pressure), with Kx=Ky=Kz=2
axis-aligned channels and Kxy=Kxz=Kyz=Kxyz=1 cross- and triple-derivative channels.

Each axis retains a channel with order close to the Laplacian order m=2, while cross- and triple-derivative channels saturate
near identity. The directional structure is consistent across three backbones and persists under noise, supporting the claim
that learned β values reflect physically meaningful differential structure rather than backbone-specific quirks.

L.7. Three-Dimensional Compressible Navier-Stokes: Quantitative Results

Complementing the learned-orders breakdown in §L.6, we report the quantitative test error on the 3D compressible Navier-
Stokes benchmark (64× 64× 64, T=10, five-variable input). Three backbones (FNO3D, TFNO, Transolver) are evaluated
under clean and noisy inputs; ∂-augmentation uses Kx=Ky=Kz=2 axis channels and Kxy=Kxz=Kyz=Kxyz=1 cross-
and triple-derivative channels.

Transolver gains are largest both clean and noisy, consistent with its larger effective capacity and the bias-variance prediction
that higher-capacity models benefit more from a regularization-aware input feature.
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Figure 4. Resolution sensitivity: FNO vs. ∂-FNO on Burgers (ν=0.1) across grid resolutions 64 to 2048. Left: clean inputs. Right: noisy
inputs (σ=0.02). Shaded area indicates the ∂-FNO improvement. Clean improvements are resolution-stable (6–8%); noisy improvements
grow at coarser resolutions, from 14% at 2048 up to 39% at 64: input-side derivative features are most valuable when the network’s
Nyquist headroom is tightest.
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Figure 5. Learned β clusters across resolutions (Burgers, K=8 learnable channels). Two clusters consistently emerge near m=2
(diffusion, top) and m=1 (convection, bottom). The diffusion cluster is not resolution-invariant: it drifts below 2 at coarser resolutions, an
empirical effect of finite stencil fidelity at large grid spacing rather than a prediction of Theorem 5.6, whose ξmax-dependence would, with
all else fixed, imply the opposite drift. The sweep varies the data spectrum and stencil fidelity alongside ξmax and does not isolate this
effect. Downsampling, the most common strategy when GPU memory is limited, silently makes exact physics enforcement increasingly
suboptimal. ∂-NO compensates automatically by learning lower orders.

Table 12. 3D Compressible Navier-Stokes: test relative L2 error. ∂-augmentation improves every (backbone, noise) cell; gains widen
under noise on Transolver.

FNO3D TFNO Transolver

σ=0 σ=0.05 σ=0 σ=0.05 σ=0 σ=0.05

Model 0.2101 0.2168 0.2079 0.2225 0.1990 0.2039
∂-Model 0.1964 0.2115 0.1971 0.2033 0.1699 0.1695
Improv. 6.5% 2.4% 5.2% 8.6% 14.6% 16.9%

L.8. Conv-FNO Standalone Comparison

We compare ∂-FNO against Conv-FNO (Liu et al., 2025) as direct alternatives: both preprocess the input, ∂-FNO with a GL
derivative stencil and Conv-FNO with learnable convolution kernels. Both build on the same FNO backbone, allowing a
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spectral scale. Isotropy is recovered without being prescribed. (NS channel 4 sits at the cap mmax=2.)
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Figure 7. Learned fractional orders on 3D compressible Navier-Stokes, for three backbones (FNO3D, TFNO, Transolver) under clean
(σ=0, left) and noisy (σ=0.05, right) conditions. Each axis (x, y, z) retains a channel with order near 2 (Laplacian, the dominant
differential operator), while cross-derivative (βxy, βxz, βyz) and triple-derivative (βxyz) channels collapse to near-identity (β ≈ 0). The
network selectively amplifies the physically dominant differential structure without it being prescribed.

clean head-to-head test of preprocessing strategies.

Table 13. Conv-FNO vs. ∂-FNO on three benchmarks. Relative L2 error (%); ∆ is the relative improvement over the FNO baseline.
∂-FNO matches or outperforms Conv-FNO with 34–187× fewer preprocessing parameters (see note below).

Improv. over FNO

Dataset σ FNO ∂-FNO Conv-FNO ∂-FNO Conv-FNO

Burgers (ν=0.1) 0 0.0832 0.0738 0.0791 11.3% 4.9%
Burgers (ν=0.1) 0.02 0.1161 0.0899 0.1052 22.6% 9.4%

Darcy 0 5.736 5.474 5.687 4.6% 0.9%
Darcy 0.02 5.721 5.487 5.678 4.1% 0.8%

NS (ν=10−5) 0 3.506 3.456 4.219 1.5% −20.3%
NS (ν=10−5) 0.02 3.614 3.575 4.208 1.1% −16.4%

Parameter counts. On Burgers, ∂-FNO adds 4 learnable preprocessing parameters (two orders βk, two scales sk, since the
stencil taps are functions of βk rather than free parameters); Conv-FNO adds ≈ 136 (16-wide kernels per channel). On
Darcy/NS, ∂-FNO adds 11 (six orders, five scales) vs Conv-FNO’s ≈ 2056. The constrained inductive bias matches or beats
the learned kernel at 34–187× lower parameter overhead.

30



Fractional is Better: Learnable Derivative Orders in Neural Operator Learning

L.9. Ablations on K and KGL

Two architectural hyperparameters control the cost-quality tradeoff of ∂-augmentation: the number of learnable derivative
channels K and the length of the Grünwald-Letnikov stencil KGL. We ablate both on Burgers (ν=0.1) under clean (σ=0)
and noisy (σ=0.02) conditions.
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(a)  Effect of Number of Derivative Channels K

Figure 8. Ablation on the number of derivative channels K ∈ {1, 2, 4, 8, 16, 32}. Increasing K consistently improves performance with
diminishing returns past K=8. The natural tradeoff is memory and compute cost. Under noise the curve flattens more slowly, indicating
that additional channels help more when the regularization burden is larger.
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Figure 9. Sensitivity to GL stencil length KGL ∈ {2, 4, 8, 16, 32, 64}. Performance stabilizes around KGL=16 under both clean
and noisy conditions. At KGL=2, accuracy degrades because the stencil is too short to resolve non-integer orders. We use KGL=16
throughout the main paper as a balance between accuracy and compute.

Both ablations support the default choices used in the main paper (KGL=16 universally). Increasing K further would
improve accuracy at proportional memory cost; reducing KGL below 16 would save compute at the cost of resolution-
dependent degradation of fractional orders.

L.10. Trajectory of Learned β During Training

Theorem 5.6 characterizes the population-optimal β∗, but in practice we recover β via stochastic gradient descent.
Figure 10 traces all K=8 learnable orders across training epochs on Burgers (ν=0.1), under five noise levels σ ∈
{0, 0.01, 0.02, 0.05, 0.1}.

Three takeaways. First, all eight orders stabilize within 200–400 epochs, indicating optimization is reliable. Second, the
final distribution is noise-dependent: at σ=0 orders cluster near β ∈ [0.5, 2.0], while at σ=0.1 the cluster shifts toward
[0.3, 1.8], exactly the direction Theorem 5.6 predicts. Third, β values redistribute across the channel budget rather than
collapsing to redundant orders, validating the design choice of multiple learnable channels per direction.
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Figure 10. Trajectory of learned β values during training (5 noise levels). All K=8 orders stabilize within 200–400 epochs and converge
to values consistent with Theorem 5.6: higher β∗ under clean data, systematically lower β∗ as σ grows. Initial values are β1=1.0 and
β2=2.0; the optimizer redistributes channels across the spectral hierarchy as training proceeds.

L.11. Interaction Between Noise Level and Channel Count

The K-ablation (Fig. 8) and the stress test (Table 11) study the effects of channel count K and noise level σ separately.
Figure 11 shows their interaction: the relative improvement of ∂-FNO over FNO as a heatmap over the joint (σ,K) plane
on Burgers (ν=0.1). The super-additivity has a clean theoretical reading: each channel βk captures a different point on the

K=1 K=2 K=4 K=8 K=16
Number of derivative channels K

= 0.0

= 0.01

= 0.02

= 0.05

= 0.1

N
oi

se
 le

ve
l 

-0.2% +4.5% +8.7% +8.3% +11.3%

-0.2% +7.0% +10.6% +9.6% +18.0%

+2.4% +4.4% +12.9% +14.0% +22.6%

+7.4% +13.1% +20.3% +26.8% +33.5%

+5.2% +10.4% +18.1% +36.4% +28.8% 0

5

10

15

20

25

30

35

Im
pr

ov
em

en
t (

%
)

Relative improvement of -FNO over FNO (% reduction in rel. L2)

Figure 11. Interaction between noise level σ and number of derivative channels K. Cell values are the relative improvement of ∂-FNO
over FNO (% reduction in relative L2) on Burgers (ν=0.1). Gains broadly increase with both σ and K and concentrate in the high-noise,
multi-channel corner, though the pattern is not monotone in either variable at these seed counts. The interaction is super-additive: the
largest single gain (+36.4%) sits at (σ=0.1,K=8), in the high-noise regime near the diminishing-returns plateau of Figure 8, supporting
the design choice of multiple channels precisely when data is noisy.

bias-variance curve from Theorem 5.6, so when noise broadens the optimal β distribution the diverse-channel budget pays
off more than the sum of its parts.
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