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Abstract

Low-rank adaptation (LoRA) is one of the
most widely used parameter-efficient fine-tuning
(PEFT) methods for adapting pre-trained large
language models (LLMs) to downstream tasks.
Although LoRA significantly reduces the num-
ber of trainable parameters and lowers fine-tuning
costs, its performance is often limited by the in-
herent low-rank assumption. In this paper, we
revisit the notion of rank for LoRA update matri-
ces and show that the standard matrix rank fails
to capture duplicated directions and redundancy
in the update subspace. Motivated by this analy-
sis, we argue that the Kruskal rank offers a more
informative criterion for characterizing update
diversity. We therefore propose Low Kruskal
Rank Adaptation (LoKRA), a new PEFT algo-
rithm with provable theoretical guarantees that
mitigates the limitations of LoRA. We further
introduce LOKRA ™, an enhanced variant that pro-
vides a tighter theoretical lower bound on the
Kruskal rank and yields stronger empirical per-
formance. Experiments on multiple LLMs show
that our approach consistently outperforms LoRA
and other baselines, establishing state-of-the-art
performance across a range of benchmarks. The
code can be viewed at GitHub.

1. Introduction

Large language models (LLMs) have demonstrated strong
performance across a wide range of natural language pro-
cessing (NLP) tasks, driven by their massive parameter
counts and training on extensive datasets with substantial
computational resources (Dubey et al., 2024; Guo et al.,
2025; Yang et al., 2025a; Xu et al., 2025b). However, fully
fine-tuning (FFT) such models for each downstream task
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is prohibitively expensive in both computation and mem-
ory. To mitigate these costs, parameter-efficient fine-tuning
(PEFT) methods have been developed to significantly re-
duce the number of trainable parameters while preserving
task performance (Houlsby et al., 2019; Lester et al., 2021;
Li & Liang, 2021; Xu et al., 2025a). Low-rank adaptation
(LoRA) (Hu et al., 2022) has emerged as one of the most
widely adopted techniques due to its simplicity and practi-
cality. It leaves the inference-time architecture unchanged
and achieves strong empirical performance by training only
a small fraction of additional parameters.

The standard LoRA method (Hu et al., 2022) assumes that
the parameter update matrix processes a low-rank charac-
teristic, therefore reducing the number of trainable parame-
ters by decomposing the large update matrix AW into two
smaller matrices B A. Subsequent work has mainly pursued
two directions to improve LoRA. The first is to modify the
parameterization of the update matrix. DoRA (Liu et al.,
2024) decomposes the pre-trained weight into magnitude
and direction for fine-tuning. HiRA (Huang et al., 2025)
uses a Hadamard product to retain high-rank update param-
eters and improve the model capacity. Kron-LoRA (Shen,
2025) replaces matrix multiplication with the Kronecker
product to theoretically derive a high rank update matrix.
Another family of methods focuses on improving memory
efficiency through gradient-space optimization. For exam-
ple, Galore (Zhao et al., 2024) is a gradient low-rank pro-
jection strategy that projects full-parameter gradients onto a
low-rank subspace during optimization, enabling memory-
efficient training while retaining full-parameter updates.

A large body of existing methods seeks to increase the rank
of the update matrix by modifying either the forward or
backward propagation passes. While they typically yield a
higher rank than vanilla LoRA, they share a fundamental
limitation: under a constrained parameter budget, standard
matrix rank is too coarse a measure to characterize the ex-
pressive capacity of LoRA update matrices.

Therefore, in this paper, we revisit the rank in LoRA up-
dates and show that the standard matrix rank is insufficient
to identify redundancy and duplicated directions in param-
eter updates. In contrast, Kruskal rank provides a more
appropriate criterion: it captures global and robust indepen-
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dence by requiring every subset of k columns to be linearly
independent, thereby reflecting the intrinsic independence
structure of the update matrix’s column (or row) subspace.

Based on the analysis above, we propose Low Kruskal rank
adaptation (LoKRA), a new PEFT algorithm that promotes
a higher Kruskal rank for the update matrix with theoreti-
cal guarantees, thereby ensuring minimal redundancy under
limited trainable parameters. Specifically, we maximize
the log-determinant of each sub-matrix to promote linear
independence. This objective is further refined to reduce
the training overhead while preserving its effectiveness. In
addition, we study an update parameterization that is more
naturally aligned with Kruskal rank, and propose LOKRA™,
which replaces standard matrix multiplication with the Kha-
tri—-Rao product. This enhanced variant provides a tighter
theoretical lower bound on the Kruskal rank and delivers
stronger empirical performance.

Our experimental results demonstrate the effectiveness of
optimizing the Kruskal rank. Compared to the original
LoRA, LoKRA achieves a maximum accuracy improve-
ment of 5.0% on commonsense reasoning benchmarks
with LLaMA3-8B and 3.7% on mathematical reasoning
datasets with Deepseek-R1-Distilled-Qwen-1.5B. Moreover,
LoKRA consistently outperforms prior state-of-the-art meth-
ods, such as LoORA*, DoRA, and HiRA. LoKRA™ further
improves upon LoKRA and substantially narrows the per-
formance gap between the LoRA-style PEFT methods and
full fine-tuning.

2. Related Work

LoRA-based Parameter-Efficient Fine-Tuning. Early
parameter-efficient fine-tuning (PEFT) for LLMs inserts
small task-specific modules into a frozen backbone, such as
adapter layers with bottleneck MLP blocks (Houlsby et al.,
2019), learnable continuous prompts at the input (Lester
etal., 2021), and attention-prefix level insertion (Li & Liang,
2021). Low-Rank Adaptation (LoRA) (Hu et al., 2022) in-
stead injects trainable low-rank updates (AW = B A) into
existing weight matrices while keeping the backbone frozen,
achieving strong empirical performance with only a small
fraction of additional parameters.

Beyond this basic formulation, a large body of work mod-
ifies the parameterization or forward/backward propaga-
tion of LoRA-style adapters. LoORA+ (Hayou et al., 2024)
assigns different learning rates to the A and B matri-
ces, improving optimization efficiency for wide models.
AdalLoRA (Zhang et al., 2023) re-parameterizes the update
via singular value decomposition and dynamically reallo-
cates rank budgets across layers according to estimated
importance. VeRA (Kopiczko et al.) further reduces train-
able parameters by sharing frozen random low-rank ma-

trices across layers and learning only small per-layer vec-
tors. DoRA (Liu et al., 2024) decomposes each weight into
magnitude and direction and applies low-rank updates only
to the directional component, aiming to improve stability
and expressivity over standard additive low-rank updates.
HydralLoRA (Tian et al., 2024) adopts an asymmetric archi-
tecture with a shared A and multiple task- or component-
specific B branches, improving parameter efficiency and
adaptability. GaLore (Zhao et al., 2024) reduces fine-tuning
memory and compute by updating gradients in a learned
low-rank subspace instead of the full parameter space.

Towards High-Rank Parameter-Efficient Fine-Tuning.
The strict low-rank constraint in standard LoRA limits the
expressivity of its updates and can leave a noticeable gap
to full fine-tuning on challenging tasks. To mitigate this,
HiRA (Huang et al., 2025) replaces the pure low-rank ad-
ditive update with a Hadamard modulation of the frozen
weights, effectively yielding high-rank behavior at LoRA-
level parameter cost. Kron-LoRA (Shen, 2025) instead pa-
rameterizes the adapter with a Kronecker product to obtain
a richer update structure per parameter than a simple rank
factorization. RandLoRA (Albert et al.) forms full-rank
updates as learned combinations of multiple fixed low-rank
random bases, narrowing the gap to full fine-tuning under a
parameter budget.

Overall, these methods modify the underlying matrix oper-
ation (Hadamard product, Kronecker product, and random
bases) to increase the effective rank of AW and partially al-
leviate LoRA’s low-rank limitation. In contrast, our method
directly promotes a higher Kruskal rank for AW, enforcing
stronger directional independence than standard rank-based
criteria and bringing the update closer to full-parameter
fine-tuning.

3. Preliminaries

In this section, we first introduce the preliminaries of LoRA,
the standard matrix rank, and the Kruskal rank (shortened
to K-rank). Then, we provide a brief analysis demonstrating
that LoRA can benefit more from the K-rank than from the
standard matrix rank.

3.1. Low-Rank Adaptation (LoRA)

Given an input feature & € R¢n*P3h and a pretrained

weight matrix W € RCwut*¢n [ oRA improves down-
stream performance by introducing a low-rank update
AW € ReeutX¢in_ parameterized as AW = BA with
A € R"*¢n and B € Rut*" where r is a rank hyperpa-
rameter. During fine-tuning, LoRA freezes W and trains
only A and B, the forward pass can be written as:

fle)=(W+AW)x = Wz + BAx. e
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Given r < min(¢;pn, Cout), LORA can largely reduce the
trainable parameters from O(c;y, X Cout) t0 O(Cin, + Cout )-

3.2. Matrix Rank and Kruskal Rank

First, we give the definition of matrix rank (Frobenius, 1878)
and Kruskal rank (Kruskal, 1977) of a given matrix.

Definition 3.1 (Matrix rank). Let W € Rut*¢n be a
matrix over a field F, which equivalently defines a linear
map W : F¢n »— Fut g +— We. Then, the rank of the
matrix W is defined as:

rank(W) = dimp(Im(W)), )

where In(W) = {Wa | ¢ € F¢n} C Fut, dimy stands
for the dimension of a vector space over the field F.

Intuitively speaking, rank(W) = r indicates that there
exists a subset of r columns that are linearly independent,
and no subset of size r 4 1 is independent.

Definition 3.2 (Kruskal rank). Let W & RCut*¢in be
a matrix over a field F. Let W, ;, denote the submatrix
of W consisting of k£ columns indexed by a subset J;, C
{1,2,...,¢in}. The Kruskal rank of the matrix W is:

kr(W) = max{k € N | VJy,rank(W. ;) =k}. (3)

Therefore, kr(W') = k indicates that every subset of k
columns is linearly independent, and no subset of size k + 1
is independent.

These definitions indicate that standard matrix rank is a lo-
cal measure of independence: it only requires the existence
of some linearly independent channels, while allowing arbi-
trary dependencies among the remaining channels. In the
LoRA setting, rank guarantees at most the existence of r
independent update directions, whereas the other directions
can still be highly correlated or even redundant. When such
directions collapse or become degenerate, the expressive
capacity of AW may deteriorate substantially. Unlike stan-
dard matrix rank, Kruskal rank captures global and robust
independence by requiring every subset of up to &£ columns
(rows) to be linearly independent, thereby reflecting the
overall diversity of the matrix’s column (row) space. In
the LoRA setting, a high Kruskal rank of the update matrix
AW guarantees that any collection of up to k update direc-
tions remains independent, allowing AW to adapt along
diverse directions and potentially improving stability and
generalization.

For example, consider a matrix with rank r and Kruskal rank
k. If we append a new column that is identical to an existing
one, no new information is introduced. Nevertheless, the
matrix rank remains r, whereas the Kruskal rank drops from
k to 1. This demonstrates that even when the update matrix
in LoRA attains full matrix rank under its parameter budget

(i.e., 7 < min(c;p, Cout)), it may still exhibit substantial
redundancy and duplicated directions, which Kruskal rank
explicitly exposes. In the following, we use rank to denote
matrix rank and K-rank to denote Kruskal rank.

4. Method

In this section, we first give an introduction to the column
and row K-rank (see Section 4.1). Then, we give a theoreti-
cal analysis of the K-rank of the update matrix AW, and
propose our LoKRA algorithm to increase the K-rank of
learnable matrices A and BT during LoRA training based
on the previous analysis (see Section 4.2). Finally, an en-
hanced LoOKRA™ algorithm is proposed, where the matrix
multiplication in Equation (1) is replaced by a Khatri-Rao
product to obtain a tighter theoretical lower bound on the
K-rank of the update matrix (see Section 4.3).

4.1. Column K-rank and Row K-rank

Although the column rank and the row rank coincide for
any matrix, this symmetry does not generally hold for the
K-rank. Consequently, a natural question arises: should the
optimization focus on the column K-rank or the row K-rank
of the update matrix AW?

Intuitively, a higher column K-rank indicates that any k
input dimensions are unlikely to induce linearly dependent
effects on the output. The column K-rank, therefore, char-
acterizes the model’s capacity to preserve and discriminate
information on the input side. A high column K-rank im-
plies that even when only a small subset of input dimensions
is active, the resulting output remains sufficiently informa-
tive to reliably distinguish among different input patterns.

A higher row K-rank indicates that the weight vectors as-
sociated with any & output dimensions exhibit a low likeli-
hood of linear dependence. Conceptually, the row K-rank
characterizes the diversity and disentanglement capacity
of the output representation: a high row K-rank implies
that the output space admits a greater number of mutually
independent directions, thereby enabling richer and more
distinguishable output signals.

Thus, in the following, we propose LoKRA to optimize both
column K-rank and row K-rank of the update matrix. We
denote the K-rank as the column K-rank by default unless
specified. More ablations are shown in Appendix F.

4.2. Low Kruskal Rank Adaptation (LoKRA)

Analysis of K-rank. We first analyze the K-rank proper-
ties of the update matrix AW. By Definition 3.2, if AW
contains an all-zero column (row), then its K-rank (row K-
rank) is zero. Therefore, throughout the following analysis,
we assume that AW has no all-zero columns or rows, and
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we derive upper and lower bounds on the K-rank and row
K-rank of AW = BA.

Theorem 4.1. Given two matrices A € R"™ %" and
B € RCwt*" the K-rank and row K-rank of the matrix
multiplication result is bounded by:

1 <kr(BA) < min{kr(A),rank(B)} <r, (4)
1 < kr'yow(BA) < min{kr(B"),rank(A)} < 7. (5)

The proof is shown in Appendix A.

Note that in the LoRA setting, since 7 < min(c;y,, Cout ), the
factor matrices A and B can easily achieve full rank (Huang
et al., 2025; Liu et al., 2024). Therefore, the column K-rank
and row K-rank of AW are upper-bounded by the K-rank
of A and BT, respectively.

Optimizing the K-rank of A and B'. Recall that Def-
inition 3.2 implies that when kr(A) = k, every subset of
k columns of A is linearly independent. Motivated by this
property, we introduce the following penalty term that pro-
motes the K-rank of a given matrix A:

RK—rank(A) = — Z log det(A:TJkA;}Jk +el),
Jk_e([‘i};cn])

(6

where J;, € ([C’];"]) is selected from the set of all subsets
of size k drawn from the index set [¢;,] = {1,2, - -, ¢in}»
det(-) denotes the determinant of a matrix, I is the identity
matrix and € = 1e — 6 is used to prevent the numerical error.
In the following, we denote Ay £ A. ;. for simplicity.

Equation (6) is designed to encourage linear independence
among the columns of a sub-matrix A, € R"**. Specif-
ically, AEA;€ is the Gram matrix of the k column vec-
tors, and its determinant admits a geometric interpretation:
det(A, Ay) equals the squared k-dimensional volume of
the parallel polyhedron spanned by these columns. When
the columns are linearly independent, Ay has full column
rank, hence A] Ay, is positive definite and det(A; Ay) >
0; when the columns become linearly dependent, A;Ak be-
comes singular and its determinant collapses to zero. There-
fore, maximizing det(A, Aj) (equivalently, maximizing
log det(A;Ak)) promotes larger spanned volume and thus
stronger linear independence. To improve numerical sta-
bility, we use log det(AgAk + eI) with a small ¢ > 0,
without changing the overall objective of encouraging col-
umn independence. Finally, Equation (6) aggregates this
criterion over all k-column sub-matrices, yielding a penalty
term that encourages a higher K-rank for A.

In practice, we found that calculating Equation (6) at every
LoRA training step is computationally expensive. Thus,

we make the following two simplifications to Equation (6).
Firstly, instead of calculating the log determinant of all sub-
matrices with k£ columns, we only compute it for one ran-
domly selected sub-matrix at each training step. Secondly,
instead of selecting k& columns from the original matrix, we
randomly sample an index k' ~ Uniform{2,- - -, k} and
select k' columns from the original matrix to optimize. The
simplified penalty term is defined as:

Ri(—rank(A) = - 10g det(A:TJk, A:.,Jk/ + GI)v
s.t. k' ~ Uniform{2,- - - k}. @)

We set k = r during the experiment since the k-rank will
not exceed r given A € R"*%n. Note that the second
simplification is reasonable since we aim to maximize the K-
rank of the matrix A. When the penalty term is incorporated
into the task loss, the resulting K-rank may fall below r
to maintain the quality of task optimization. Thus, the
second modification enables maximizing the K-rank within
a narrower range of values.

The final loss function is computed as:

L
Liotal = Ltask+>\'z [Ri{_mnk(AZ) + Ri(_mnk(BlT)},

(=1
(®)
where L is the total number of matrices that need to be
fine-tuned via LoRA, )\ is the hyper-parameter to control
the influence of the penalty term, and Ly, is the task loss
determined by the downstream tasks. The detailed algorithm
for our proposed LoKRA is shown in Appendix D.

4.3. LoOKRA*

The analysis above is derived from the upper bound in The-
orem 4.1. Unfortunately, even when AW contains no all-
zero columns, the LoRA-style matrix product AW = BA
still lacks a meaningful lower-bound guarantee on its K-rank
under our regularization. Although this weak lower bound
is rarely approached during training and thus typically has
little influence on empirical results, it reveals a theoretical
mismatch: plain matrix multiplication is not inherently well
aligned with promoting K-rank.

In this subsection, we aim to replace the matrix multipli-
cation in AW = BA with an alternative operation, the
Khatri-Rao product, which is theoretically better suited to
K-rank.

Definition 4.2 (Khatri-Rao product). Given two matrices
C € R?%¢n and D € RP*¢in_ the Khatri-Rao product of
C and D is defined as:

DoC = [di®cy, da®cs, -, de,, Qc,, | € RPT*Cn(9)

Cin

where ® stands for Khatri-Rao product, ¢; (d;) is the i-th
column of C' (D), and d; ® c¢; is the Kronecker product
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which is defined as:

d; ® ¢; = [dyic;, doicy, - - -, dpici]T
= [dliclia' T dlicqiv' T dpiclia' T dpicqi]T
c RPY, (10)

The forward pass of the standard LoRA in Equation (1) is
replaced by:

flx) =W+ AWz =Wz + (Do C)x. (11)

Analysis of K-rank. Assuming that no column in AW’
is all-zero column, the K-rank of AW’ = D & C is
bounded by the following theorem. The proof is shown
in Appendix B.

Theorem 4.3. Given two matrices C € R and
D € RP*¢n the K-rank of the Khatri-Rao product result
is bounded by:

min{kr(C)+kr(D)—1,¢in} <kr(DOC) < ¢p. (12)

Compared to column K-rank, the row K-rank of the Khatri-
Rao product does not have a specific relationship between
the row K-rank of D and C, as shown in the theorem below
(see the example in Appendix C):

Theorem 4.4. Given two matrices C € R7*“ and D €
RP*€in the row K-rank of the Khatri-Rao product result is
bounded by:

1 < kryow(D © C) < cout- 13)

This is because each row of the Khatri-Rao product is the
Hadamard product of the corresponding rows of D and C,
and generally introduces additional zero entries, thereby
increasing sparsity in the resulting matrix and leading to
an unbounded row K-rank. Thus, we only concentrate on
improving the column K-rank of D and C'in the following.

Similar to Equation (8), the final loss function of LOKRA™
is computed as:

L
Ctotal‘*’ = 'CtaSk—'_)"Z [Ri(frank(cz) + Ri(frank(Dé)]v

=1
(14)
In LoKRA™T, we have AW’ = D ® C where AW’ ¢
Reout XCin (' € R?*¢n and D € RP*¢n_ Therefore, pg =
Cout 18 an implicit default condition. There are multiple
pairs (p, q) that satisfy this condition; we propose to choose

the pair that has the minimum trainable parameters:
(p*,q") = arg_min [p—q|. (15)
Pd=Cout

Given that the product of p and ¢ is fixed, the network
has the fewest parameters when their difference |p — g is

minimized. In the following experiments, we use (p*, ¢*)
with p* < ¢* by default. Similarly to (Hu et al., 2022), we
initialize C' with random Gaussian values (He et al., 2015)
and D with zeros. Based on the consistency of the adapters
and JW shapes, LOKRA™T does not affect the inference
structure and the merge process. Limitations of our methods
are discussed in Appendix G.

5. Experiments

In this section, we conduct a series of experiments to vali-
date the effectiveness of the proposed LoOKRA and LOKRA ™.
Our methods are first compared with several PEFT meth-
ods on the commonsense reasoning task. Then, we extend
our method to math-reasoning scenarios and demonstrate
that the gains remain consistent from supervised fine-tuning
(SFT) to reinforcement learning. Finally, several ablation
studies are performed to evaluate the impact of our methods.

5.1. Experimental Settings

Models. We adapt pre-trained LLMs to downstream tasks
with LoOKRA, LokRA™, and other PEFT methods. For
commonsense reasoning, we apply supervised fine-tuning
(SFT) to LLaMA-7B/13B (Touvron et al., 2023a), LLaMA2-
7B (Touvron et al., 2023b), LLaMA3-8B (Dubey et al.,
2024), and Qwen3-8B (Yang et al., 2025b). For math rea-
soning, we perform RL fine-tuning on DeepSeek-R1-Distill-
Qwen-1.5B (Guo et al., 2025).

Tasks and benchmarks. We evaluate our method on down-
stream adaptation for both commonsense reasoning and
math reasoning tasks. For commonsense reasoning, we
follow the standard commonsense_reasoning_170k pro-
tocol: we merge the training splits of BoolQ (Clark et al.,
2019), PIQA (Bisk et al., 2020), Social 1Qa (Sap et al.,
2019), HellaSwag (Zellers et al., 2019), WinoGrande (Sak-
aguchi et al., 2021), ARC-Easy/Challenge (Clark et al.,
2018), and OpenBookQA (Mihaylov et al., 2018), then
sub-sample 170, 420 instruction-response pairs for super-
vised fine-tuning. We report results on the official test sets
of all previous benchmarks.

For math reasoning, we use GRPO (Guo et al., 2025) as
the reinforcement learning algorithm to train the mathe-
matical reasoning ability of the base model DeepSeek-R1-
Distill-Qwen-1.5B (Guo et al., 2025). We consider five
training pipelines built on DeepSeek-R 1-Distill-Qwen-1.5B,
each with a different data recipe and resulting model. (1)
STILL-3-1.5B-preview (RUCAIBox STILL Team, 2025) is
trained on MATH (Hendrycks et al., 2021; Lightman et al.,
2023), NuminaMathCoT (Li et al., 2024), and AIME (1983-
2023) (Art of Problem Solving, 2024). (2) DeepScaleR-
1.5B-Preview (Luo et al., 2025) is trained on over 40k sam-
ples from AIME (Art of Problem Solving, 2024), AMC (Art
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of Problem Solving, 2023), OMNI-MATH (Gao et al., 2024),
and STILL (RUCAIBox STILL Team, 2025). (3) Open-
RS1/2/3 (Dang & Ngo, 2025) are three pipelines trained
with the s1 (Muennighoff et al., 2025) and DeepScaleR (Luo
et al., 2025) datasets. We evaluate all resulting models
on MATHS500 (Hendrycks et al., 2021; Lightman et al.,
2023), AIME (2024-2025) (Art of Problem Solving, 2024),
AMC2023 (Art of Problem Solving, 2023), GPQA (Rein
et al., 2024), and Minerva (Nagrani et al., 2025).

5.2. Performance on Commonsense Reasoning

Baselines. We compare LoKRA and LoKRA™ with a
bunch of PEFT methods including LoRA-based methods
such as LoRA (Hu et al., 2022), DoRA (Liu et al., 2024),
RandLoRA (Albert et al.), MoRA (Jiang et al., 2024),
NoRA+ (Li et al., 2025), SHiRA-SNIP (Bhardwaj et al.,
2024), MiLoRA (Wang et al., 2025a) and HiRA (Huang
et al., 2025), and prompt-based methods such as paral-
lel adapter tuning (Adapter-P) (He et al., 2021) and P-
tuning (Liu et al., 2022). Experimental settings are the
same as DoRA, except that the K-rank loss is added to the
original task loss.

Results. As shown in Table 1, LOKRA consistently outper-
forms LoRA by optimizing the K-rank of the update matrix,
which better alleviates redundancy in parameter updates.
Under the same trainable-parameter budget, our objective
in Equation (8) improves average accuracy by 2.4%-5.0%
across all base models, and surpasses the previous best
method by 0.3%, 0.5%, 0.6%, 0.3%, and 1.5% on LLaMA-
7B, LLaMA-13B, LLaMA2-7B, LLaMA3-8B, and Qwen3-
8B, respectively. LOKRA™ further improves over LOKRA
by 0.3%, 0.8%, 0.6%, 0.4%, and 0.3%. Although LoOKRA™
introduces additional trainable parameters, it still achieves
the best overall performance and outperforms LoRA un-
der the same parameter budget (see Figure 1 for details).
Finally, since HiRA reports results under a different training-
evaluation protocol (e.g., best-checkpoint selection and a dif-
ferent HuggingFace trainer), we re-implement HiRA under
the same setting as DoRA for a fair comparison. Results un-
der the original HiRA protocol are provided in Appendix E.

5.3. Performance on Math Reasoning

Baselines. We conduct experiments and compare LoOKRA
and LoKRA™ with Tina (Wang et al., 2025b), a TRL-
based (von Werra et al., 2020) framework that incorporates
LoRA into the RL training process and generates a series of
reasoning models using DeepSeek-R 1-Distill-Qwen-1.5B
as the base model. The full-parameter fine-tuning is also
compared. Our methods have exactly the same experimental
setting as Tina, except that the K-rank loss is added to the
original task loss.

Results. As shown in Table 2, we conduct experiments
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Figure 1. Average accuracies of using different trainable param-
eters for LORA and LoKRA. LoKRA™ uses a fixed number of
trainable parameters. The experiments are conducted on common-
sense reasoning datasets with LLaMA-7B/13B, LLaMA2-7B and
LLaMA3-8B.

on five reasoning models and compare the average accu-
racy result over six math reasoning datasets. Among all
the results, the proposed LoKRA and LoKRA™ outper-
form Tina and the baseline by a large margin. Specifically,
LoKRA surpasses Tina with LoRA-based RL strategy by
3.75%, 2.87%, 1.58%, 0.35%, and 1.28% on reasoning mod-
els STILL-3-1.5B-preview, DeepScalerR-1.5B-preview, and
Open-RS1/RS2/RS3. LoKRA™ further improves the per-
formance of LoKRA by 0.34%, 1.15%, 1.32%, 0.53%, and
1.05%. These results show that our proposed methods are
effective not only under supervised fine-tuning but also for
reasoning models trained with reinforcement learning.

5.4. Ablation Studies

We conduct several ablation studies to further validate the
effectiveness of our method.

Different trainable parameters. In Table 1, the proposed
LoKRA™ has more trainable parameters compared to other
methods, and raises an unfair comparison risk. Thus, in
Figure 1 we extend LoRA and LoKRA to different ranks
and compare them to LOKRA™. In our experiments, we find
that increasing the number of trainable parameters leads
to an initial rise, followed by a drop in LoRA’s average
accuracy, a trend that aligns with conclusions from previous
studies (Hu et al., 2022; Liu et al., 2024). The proposed
LokRA consistently outperforms LoRA across different
parameter counts and baseline models, while using the same
number of trainable parameters. Although LOKRA™ has a
relatively fixed number of trainable parameters, it achieves
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Table 1. The results of the proposed LOKRA and LoKRA ™, and other baselines with LLaMA-7B/13B, LLaMA2-7B, LLaMA3-8B, and
Qwen3-8B on commonsense reasoning datasets. For all metrics, higher is better. The best performance is bolded, and the second best is
highlighted in underline.

Model Methods Trainable Commonsense Reasoning Datasets
Param. (%) | BoolQ PIQA SIQA HellaS WinoG ARC-e ARC-c OBQA ‘ Avg.
Adapter-P 3.54 679 764 788  69.8 78.9 73.7 57.3 752 | 722
HiRA (r = 32) 0.83 70.0 824 792 85.1 80.4 82.1 64.8 71.8 | 77.7
LoRA (r = 32) 0.83 67.5 808 782 834 80.4 78.0 62.6 79.1 | 76.3
LoRA (r = 64) 1.64 66.7 79.1 757 17.6 78.8 73.3 59.6 752 | 658
L-7B DoRA (r = 32) 0.84 69.7 834 786 872 81.0 81.9 66.2 79.2 | 784
DoRA (r = 64) 1.65 70.1 82.0 756 859 79.7 79.1 63.7 784 | 76.8
NoRA+ (r = 32) 0.83 69.9 818 774 821 80.0 79.7 64.3 78.6 | 76.7
SHiRA-SNIP 1.00 683 806 79.1 821 80.0 81.5 67.9 79.6 | 774
LoKRA (r = 32) 0.83 69.8 822 78.1 875 80.5 82.3 67.2 82.0 | 78.7
LoKRA™ 1.80 70.5 830 795 860 805 82.9 68.5 81.0 | 79.0
HiRA (r = 32) 0.67 72.8 857 795 915 83.7 85.6 71.4 84.2 | 81.8
LoRA (r = 32) 0.67 71.6 834 80.0 899 84.2 81.2 67.7 80.8 | 79.9
LoRA (r = 64) 1.33 69.7 820 79.0 86.2 81.5 75.3 65.5 794 | 773
L-13B | DoRA (r = 32) 0.68 724 849 812 915 83.7 84.6 68.9 81.6 | 8l1.1
DoRA (r = 64) 1.34 71.8 824 81.1 89.2 85.8 83.4 71.1 82.0 | 80.8
LoKRA (r = 32) 0.67 7377 8.8 80.1 92.7 84.5 84.9 73.7 83.0 | 823
LoKRA™ 1.64 738 865 81.0 933 84.9 85.9 72.6 86.4 | 83.1
P-Tuning 0.74 58.8 360 02 0.0 0.0 2.0 0.2 0.8 12.2
MoRA (r = 32) 0.82 722 808 795 29.1 80.2 85.3 71.4 812 | 725
HiRA (r = 32) 0.83 719 839 786 912 81.8 84.5 69.4 82.4 | 80.5
LoRA (r = 32) 0.83 689 822 781 869 81.2 79.3 65.4 784 | 77.6
LoRA (r = 64) 1.64 69.9 824 780 879 82.2 81.0 67.5 78.6 | 784
L2-7B DoRA (r = 32) 0.84 71.8 837 76.0 89.1 82.6 83.7 68.2 82.4 | 79.7
DoRA (r = 64) 1.65 66.5 81.6 80.0 84.1 81.8 824 69.4 80.2 | 78.2
NoRA+ (r = 32) 0.83 705 819 79.1 877 82.2 82.7 67.1 80.2 | 789
SHiRA-SNIP 1.00 704 817 79.0 89.8 80.5 83.3 68.6 81.0 | 793

MiLoRA (r = 32) 0.83 67.6 838 80.1 882 82.0 82.8 68.8 80.6 | 79.2
LoKRA (r = 32) 0.83 72.8 838 803 895 82.8 85.0 72.1 824 | 81.1

LoKRA™* 1.80 725 846 795 90.6 841 857 730 834 |8L7
P-Tuning 0.62 60.0 11.6 82 1.8 37.7 8.6 7.4 9.6 18.1
RandLoRA 0.70 763 881 803 95.7 86.1 90.4 80.9 87.0 | 85.6
MoRA (r = 32) 0.70 743 874 807 435 867 912 796 856 | 786
HiRA (r = 32) 0.70 754 882 80.7 95.6 85.5 91.0 80.0 86.8 | 85.4
LoRA (r = 32) 0.70 712 851 793 921 82.6 85.2 70.1 81.4 | 809
L3-8B | LoRA (r = 64) 1.39 679 80.7 77.0 834 78.1 76.6 60.9 764 | 75.1
DoRA (r = 32) 0.71 746 893 799 955 85.6 90.5 80.4 85.8 |85.2
DoRA (r = 64) 1.40 733 884 802 943 85.4 89.4 78.9 87.0 | 84.6
MiLoRA (r = 32) 0.70 68.8 867 7712 929 85.6 86.8 75.5 81.8 | 819
LoKRA (r = 32) 0.70 749 89.1 813 955 869 905 812 87.6 |859
LoKRA+ 1.52 760 885 811 957 8.0 919 81.6 896 |86.3
LoRA (r=32) 0.71 734 892 80.1 834 85.4 96.0 87.8 89.6 | 85.6
LoRA (r=64) 1.42 714 879 795 93.6 83.8 94.6 86.3 90.8 | 86.0
Q3-3B DoRA (r=32) 0.72 733 893 80.5 943 85.6 95.7 88.8 914 | 874
DoRA (r=64) 1.43 73.7 893 803 945 86.7 95.9 89.2  92.60 | 87.8
LoKRA (r = 32) 0.71 742 905 81.6 953 869 972 926 928 |88.9
LoKRAT 1.53 759 909 821 958 86.7 97.2 918 928 | 89.2
the best performance among all the baseline models. Therefore, we plot the validation loss curve of different

methods on LLaMA-7B using the same amount of training

Align the training time. There are additional calculations . .
time in Figure 2, and also report the corresponding average

in the proposed loss function Equation (8) and Equation (14).
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Table 2. The results of the proposed LOKRA, LoOKRA™ and other baselines with different models on six math reasoning datasets. For all

metrics, higher is better.

Pipeline Methods \ AIME24 AIME25 AMC23 MATHS500 GPQA Minerva \ Avg.
FFT 26.67 26.67 67.50 86.40 3434  27.57 |44.86
. Tina 36.67 30.00 77.50 84.60 3333 26.84 |48.16
STILL-3-1.5B-preview | | kRA | 5000 2667 8500 8500 32.83 3199 |51.91
LoKRA™T | 43.33 30.00 87.50 84.00 38.89  29.78 |52.25
FFT 36.67 26.67 77.50 87.80 31.82  31.99 |48.74
DeepScalerR-1.5B-preview Tina 43.33 26.67 67.50 86.20 37.88  28.68 |48.38
COpSCAER T B PIEVIEW | 1 oKRA | 36.67 2667 8250 8380 4697 30.88 | 5125
LoKRAT | 50.00 30.00 80.00 85.20 39.39  29.78 | 52.40
FFT 26.67 20.00 72.50 83.60 3535  28.68 |44.47
Open-RS1 Tina 43.33 20.00 80.00 84.00 3535 28.68 |48.56
P LoKRA | 40.00 30.00 80.00 85.40 33.84 31.62 |50.14
LoKRAT | 43.33 26.67 82.50 85.40 38.890 31.99 |51.46
FFT 26.67 13.33 62.50 85.40 3485 26.84 |41.60
Open-RS2 Tina 43.33 26.67 77.50 87.00 36.36  32.72 | 50.60
P LoKRA | 50.00 26.67 72.50 84.40 4091 31.25 |50.95
LoKRA™ | 36.67 33.33 90.00 86.20 3434 2831 |51.48
FFT 43.33 20.00 67.50 83.00 33.84  28.68 |46.06
Open-RS3 Tina 36.67 23.33 82.50 85.20 37.37  31.62 |4945
p LoKRA | 4333 30.00 75.00 84.00 4040 31.62 |50.73
LoKRA™ | 40.00 30.00 87.50 84.40 39.39 2941 |51.78
Table 3. The average accuracies of LoRA, LoKRA, and LoOKRA™ —o— LoRA LoKRA —o— LoKRA*
with LLaMA-7B on commonsense reasoning datasets using the 0.90-
same amount of training time as LOKRA™. '
2 0.851
—
Method | Average Accuracy £ 080
LoRA 76.3—72.7 £ 05
LoKRA 78.7-77.8 5 07
LoKRA™ 79.0 0.70 1

accuracies on commonsense reasoning datasets in Table 3.
The results show that LoRA and LoKRA do not benefit from
additional training steps, as overfitting may occur under
these conditions. Specifically, by using the same amount
of training time as LOKRA™ does, the average accuracy of
LoRA drops from 76.3% to 72.7%, and LoKRA drops from
78.7% to 77.8%. Therefore, this experiment shows that
although LoOKRA™ requires more computational resources
and time, it can achieve a better performance.

Different loss functions. In Section 4.2, we simplified
the original K-rank loss Equation (6) into Equation (7) to
avoid spending too much time on training. Specifically, we
use 1) k' ~ Uniform{2, - - -k} to replace k, and 2) calcu-
lation on one randomly selected sub-matrix instead of all
sub-matrices. Therefore, in Table 4 we remove the first sim-

0 15 3 45 6 175 9 105

Training Time (h)

Figure 2. The validation loss curve of LoRA, LoKRA and
LoKRA™ using the same amount of training time as LOKRA ™.

plification and study the relative training time and inference
accuracy of LLaMA-7B. By using % instead of %', the train-
ing time increases by 1.1, and the average accuracy shows
no obvious improvement. The second simplification cannot
be removed, otherwise we need to compute the determinant
of C32,5 ~ 1080 sub-matrices for each layer in LLaMA-7B,
which is unrealistic.

More ablation studies are shown in Appendix F.
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Table 4. The average accuracy and relative training time of remov-
ing simplifications in Equation (7). Experiments are conducted on
LLaMA-7B model using commonsense reasoning datasets.

Method | Relative Train. | Acc.
LoKRA 1.0x 78.7
LoKRA w/o simplification 1.1x 78.8

6. Conclusion

In this paper, we revisit the rank of LoRA updates and show
that the conventional matrix rank is insufficient to identify
redundancy and duplicated directions in parameter updates.
To solve this problem, we propose a new PEFT algorithm
called LoKRA that theoretically guarantees a higher Kruskal
rank for the update matrix and minimizes redundancy un-
der limited trainable parameters, by maximizing the log-
determinant of each sub-matrix to promote column-wise
linear independence. A LoKRA™ algorithm that replaces
matrix multiplication with Khatri-Rao product is further
studied to better align with Kruskal-rank. Experimental
results demonstrate the superiority of our methods.

Impact Statement

This paper presents work whose goal is to advance the field
of large language models. There are many potential societal
consequences of our work, none of which we feel must be
specifically highlighted here.
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A. Proof of Theorem 4.1
We first give the proof of the K-rank (Inequation 4).

By definition, the K-rank of a given matrix is always less than or equal to the rank of the same matrix. Since rank(BA) < r,
we have kr(BA) < r. Given that no column in AW is an all-zero column, it is straightforward that kr(BA) > 1.

Suppose kr(A) = k4, then there exist k4 + 1 columns in A that are linearly dependent. Define the sub-matrix of these
ka + 1 columns as A. 5. Then, there exist a non-zero vector d € RFa+1 guch that

A:,subd =0. (16)
Accordingly, since A. ¢y d = 0, left-multiplying by B gives
B A:,subd = B(A:,subd) = 0; (17)

which means that kr(BA) < kr(A).

Also, given that the rank of a matrix is always no less than the K-rank of a matrix, and that rank(BA) < rank(B), we
have:
kr(BA) < rank(BA) < rank(B). (18)

Thus, we finish the proof of Inequation 4.
Then, we give the proof of Inequation 5. It is easy to know that
kiyow(BA) = kr((BA)") =kr(ATBT). (19)

By reusing the conclusion in Inequation 4, we finish the proof of Inequation 5. Therefore, we finish the proof of Theorem 4.1.

B. Proof of Theorem 4.3

The proof originates from (Ten Berge, 2000). It is obvious that the K-rank of a matrix should be no more than the number of
columns of that matrix. Thus, we have
kr(D © C) < cin. (20)

Define S as the smallest number of linearly dependent columns of D ® C. Thenkr(D ® C) = S — 1. Let Dg ® Cs collect
such an S-column dependent subset, where D g and C'g contain the corresponding columns of D and C, respectively. Hence
there exists a nonzero vector vg € R such that (Dg ® Cs)vs = 0, which means Dg Vg CJ = 0, where Vg = diag(vg).
Applying Sylvester’s inequality to Dg(VsCl{,) gives:

0= rank(DSVSCg) > rank(Dg) + rank(VsC’;) - 5. 21
Since Vg is nonsingular, rank(VsCJ ) = rank(C{ ) = rank(Cs). Thus,
kr(D ® C) > rank(Dg) + rank(Cs) — 1. (22)

Since rank(Dg) > kr(Dg) > kr(D) and rank(Cs) > kr(Cs) > kr(C), we complete the proof.

C. Example of Khatri-Rao Product Achieving the Lower-Bound in Theorem 4.4

In this section, we give an example of the Khatri-Rao product: the inputs have row K-rank greater than 1, but the output has

row K-rank 1.
1 1 1 1 1 1
D:(o 1 2>’ CZ(O 1 2)’

we can compute the Khatri-Rao product of D and C as:

Given

DoC=

o OO =
— ==
SN NI Nl
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It is easy to know that kr,ow (D) = 2, kryow (C) = 2, and ko (D © C) = 1.

D. Algorithm of LoKRA

In this section, we detail the algorithm of our proposed LoKRA.

Algorithm 1 Low Kruskal-Rank Adaptation (LoKRA)

Input: Pretrained weight matrices { W* }ZL:v penalty term hyper-parameter )\, training data D, learning rate 7, total training
epochs T, total number of matrices L to be fine-tuned in the network
Output: Adapted weight matrices {W/,,, + W’ + AW} |
1: Kaiming initialize {A* € R },-_ | with random Gaussian values
2: Zero initialize { B’ € R%*" L
3: Freeze pretrained weights {W*}L_,
4: for epoch = 1toT do
5:  for each mini-batch x C D do
6: for / =1to L do
7: Compute low-rank update:

AW' « B*A"

8: Forward pass using y = (W’ + AW )z
9: Compute penalty terms for matrix A* and B*T using Equation (7) and get R, .. (A*) and R, . . (B‘T)
10: end for
11: Compute task loss Ligsk
12: Compute the final loss function Lyotal = Lrask + X - Sy [Ric—ramie(AY) + R o (BT)]
13: Update {A}L_ | {B‘}L_| by gradient descent:

{AZ — Ae - nvA“Ctotal}%:l

{Be — Be - ané‘Ctotal}l%zl
14:  end for
15: end for

16: {Wt, « W+ B‘AYL |

U

17: return {W/,,}%_|

E. Commonsense Reasoning Results with HiRA setting

Recall that in Table 1 in the main paper, we reproduce HiRA using the same setting as in DoRA, since the official code
implementation of HiRA differs from that of DoRA and other competitors in many aspects. For example, HiRA selects the
checkpoint with the best validation loss rather than the last checkpoint for inference. Also, HiRA uses the Seq2Seq trainer
rather than the standard Huggingface trainer. Thus, it is unfair to directly compare our methods and other competitors with
the official HiRA results.

In this section, we re-implement our ideas using the same setting as in HiRA and compare our methods with the official
HiRA results for integrity. The experiments are conducted with LLaMA2-7B and LLaMA3-8B models on the commonsense
reasoning datasets. The results in Table 5 show that we can surpass HiRA not only under the experimental setting of DoRA
but also under the experimental setting of HiRA.

F. More Ablation Studies

LoKRA™ without optimizing K-rank. In the main paper, we replace the matrix multiplication operation with the Khatri-
Rao product and optimize its K-rank to form our LOKRA™. Since the K-rank is our core motivation, we do not present
results from using the Khatri-Rao product alone without optimizing the K-rank. For integrity, we conduct an ablation study
in the table below to show the results of using LOKRA™ without optimizing the K-rank (i.e., equal to using the Khatri-Rao

13
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Table 5. The results of the proposed LoOKRA, LOKRA™, and HiRA with LLaMA2-7B and LLaMA3-8B on commonsense reasoning
datasets under the HiRA experimental setting. For all metrics, higher is better.

Model Method Trainable Commonsense Reasoning Datasets
ode ethods Param. (%) | BoolQ PIQA SIQA HellaS WinoG ARC-e ARC-c OBQA | Avg.
HiRA (r = 32) 0.83 712 834 795 88.1 840 867 738 846 |814
L2-7B | LoKRA (r =32)| 0.83 737 845 803 892 854 886 759 858 |829
LoKRA™T 1.80 733 849 810 889 856 892 745 87.0 |83.1
HiRA (r = 32) 0.70 754 897 812 954 877 933 829 883 |867
L3-8B | LoKRA (r =32)|  0.70 747 900 822 966 882 936 837 892 |873
LoKRA™T 1.52 763 904 825 958 886 939 845 89.0 |87.6

product alone). Results on commonsense reasoning datasets with the LLaMA-7B model demonstrate the effectiveness of
optimizing K-rank for the Khatri-Rao product.

Table 6. The results of LOKRA™ with and without optimizing K-rank on commonsense reasoning datasets with LLaMA-7B model. For
all metrics, higher is better.

Method Commonsense Reasoning Datasets
cthods BoolQ PIQA SIQA HellaS WinoG ARC-e ARC-c OBQA | Avg.

LoKRA™ w/o K-rank | 69.6 822 782 848 79.0 82.2 64.7 774 | 713
LoKRA™ 70.5 83.0 795 86.0 80.5 82.9 68.5 81.0 | 79.0

Hyper-parameter \. We give an ablation study on the hyper-parameter A in Equation (8). Experiments are conducted
by fine-tuning LLaMA-7B with the proposed LoKRA and evaluated on the commonsense reasoning datasets. Figure 3
illustrates that when A = 0, LOKRA degenerates to the original LoRA, and the best result is achieved at A = 1e — 3. Our
LoKRA can have better results than LoRA under a wide range of A\ (from 0 to 4e — 2). We select the best A from 7e — 4 to
7e — 3 for other models.

78.6 1

78.0 1

77.4 4

Average Accuracy (\%)

76.2 -

0 le-d 4ded Ted le3 4e3 Te3 le2 de2
A

Figure 3. The results of the proposed LoOKRA with LLaMA-7B on commonsense reasoning datasets using different hyper-parameter .

Ablation on column/row-wise Khatri-Rao product in LoOKRA ™. In Section 4.3, we decompose the output dimension ¢,
into pq to compute the Khatri-Rao product, and derive the lower bound on the column K-rank (corresponding to the input
dimension) of the Khatri-Rao product. According to the analysis in Section 4.1, a higher column K-rank helps to preserve
information on the input side, while a higher row K-rank enables richer and more distinguishable output signals. Therefore,
it is natural to examine the effect of increasing the row K-rank that helps generate independent outputs.

14
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Note that directly using the Khatri-Rao product results in a row K-rank with a lower bound of 1. Thus, we define the
row-wise Khatri-Rao product, which is also known as the face-splitting product or transposed Khatri-Rao product, as
follows:

Definition F.1 (row-wise Khatri-Rao product). Given two matrices E € R¢ut*7 and F' € Rut*P _the row-wise Khatri-Rao
product of E and F is defined as:

(ff @ef)!

T T\T

I ('f2 ® €2 ) c RCout Xpq
(fer @€,

Cout

)T

where 6 stands for row-wise Khatri-Rao product, e; (f;) is the i-th row of E (F'), and f; ® e; is the Kronecker product
which is already defined in Definition 4.2.

It is easy to derive the bound on the row K-rank of the row-wise Khatri-Rao product:

Theorem F.2. Given two matrices E € R« *% and F € R« *P, the row K-rank of the row-wise Khatri-Rao product
result is bounded by:

min{krow (E) + kryow (F) — 1, Cout } < Kryow (F é E) < cour- (23)

The proof is similar to Appendix B and is omitted here.

In the following, we conduct an ablation study to verify the effectiveness of using Khatri-Rao product and row-wise
Khatri-Rao product in LOKRA™ in Table 7. The experiments are conducted on the Commonsense Reasoning dataset using
the LLaMA-7B model.

Table 7. The results of LOKRA™ with Khatri-Rao product and row-wise Khatri-Rao product on commonsense reasoning datasets with
LLaMA-7B model. For all metrics, higher is better.

Commonsense Reasoning Datasets
BoolQ PIQA SIQA HellaS WinoG ARC-e ARC-c OBQA | Avg.

70.5 83.0 795 86.0 80.5 82.9 68.5 81.0 | 79.0
703 832 794 84.6 81.8 82.7 67.1 82.0 | 789

Methods ‘

LoKRAT with Khatri-Rao
LoKRAT™ with row-wise Khatri-Rao

The results show no significant difference between the Khatri—-Rao product and the row-wise Khatri—-Rao product. This
is expected since the output of one layer in an LLM serves as the input to the subsequent layer (ignoring the activation
function), making the optimization of column K-rank and row K-rank equally important.

Building on this, we next examine how optimizing only the column or row K-rank, rather than both, impacts the performance
of LoKRA. In Section 4.2, we optimize the upper bound of the column K-rank and row K-rank of the update matrix AW
Here, we conduct an ablation study to isolate the effect of optimizing each component individually.

Table 8. The results of LOKRA with only column/row K-rank optimized on commonsense reasoning datasets with LLaMA-7B model. For
all metrics, higher is better.

Commonsense Reasoning Datasets

Methods BoolQ PIQA SIQA HellaS WinoG ARC-e ARC-c OBQA | Avg.

LoRA 67.5 80.8 782 834 80.4 78.0 62.6 79.1 |76.3

LoKRA with only column K-rank optimized | 67.8 824 789  86.6 81.1 80.0 67.4 81.6 | 78.2
LoKRA with only row K-rank optimized 69.1 824 79.1 858 81.4 81.2 66.4 80.6 | 78.3
LoKRA 69.8 822 781 875 80.5 82.3 67.2 82.0 | 78.7

We observe that optimizing only the column K-rank or the row K-rank improves performance over LoRA, whereas optimizing
both yields the best results.
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G. Limitations

Limitations of LoOKRA. Although we simplify the calculation of the penalty term from Equation (6) to Equation (7),
LoKRA still introduces additional computational overhead during training compared to the original LoRA method, resulting
in longer training time.

Limitations of LOKRA™. While LOKRA™ achieves better performance than LoKRA, it introduces more trainable
parameters and consequently longer training time. Besides, the number of trainable parameters cannot be flexibly adjusted
as LoRA does, since the constraint pg = c,,,; must be satisfied, as shown in Section 4.3 in the main paper. Finally, LOKRA™
is less suitable when ¢, is a prime number or admits only highly unbalanced factors. In such cases, the structure of the
Khatri-Rao product is restricted, limiting the trainable parameter efficiency.

Overall, our analysis is limited to theoretically verifying the compatibility of K-rank with matrix multiplication and
the Khatri-Rao product. Exploring matrix operations that offer more flexible parameter control while maintaining solid
theoretical guarantees for K-rank is an interesting direction for future work.
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