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Abstract

Online learning for the Cox model is chal-
lenging because its partial likelihood is non-
decomposable, with each risk set requiring a sum-
mation over all eligible samples. We propose
Collaborative Operation of Linked Survival Anal-
ysis (COLSA), an online learning framework that
replaces the partial likelihood with the full like-
lihood using sieve approximation of the baseline
hazard. The proposed likelihood function is de-
composable and eliminates the need to store his-
torical data in memory, enabling efficient online
updates. Moreover, COLSA maintains sufficient
statistics for a higher-order basis and employs
data-driven basis projection to adaptively scale
model complexity to the effective sample size.
Unlike existing online Cox methods, COLSA
achieves asymptotic normality and attains the
same statistical efficiency as the pooled-data par-
tial likelihood estimator, without accessing full
data and only requiring constant memory. Simu-
lation studies and application to kidney transplant
data demonstrate that COLSA outperforms exist-
ing online methods and matches the performance
of full-data estimation.

1. Introduction

Real-time decision-making, ranging from patient mortality
risk evaluation in healthcare to the prevention of catastrophic
failures in industrial monitoring systems, increasingly de-
pends on the analysis of continuous streams of time-to-event
data. Although online learning has been extensively studied
in regression and classification settings, adapting these effi-
cient frameworks to achieve rigorously accurate statistical
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survival analysis remains a fundamental challenge. The Cox
proportional hazards model, the gold standard for survival
analysis, relies on a partial likelihood function constructed
from the relative ordering of event times across the entire
dataset (Cox, 1972). This global ranking requirement intro-
duces a bottleneck, as calculating the loss function typically
requires access to the full historical dataset to construct
global risk sets.

This dependency is not merely a computational inconve-
nience but a critical barrier to data privacy and scalability.
A closely related bottleneck arises in Federated Learning,
where data cannot be centralized due to privacy constraints.
In this setting, standard divide-and-conquer approaches of-
ten circumvent this issue by transmitting raw event times
to a central server to reconstruct risk sets, or by perform-
ing high-frequency iterative communication to align local
gradients (Lu et al., 2015; 2021; Duan et al., 2020; Li et al.,
2022; Imakura et al., 2023). Both strategies undermine data
privacy and incur significant storage and communication
overhead (Brink et al., 2022; Andreux et al., 2020). Ex-
isting online survival methods (Wu et al., 2021) instead
approximate the baseline hazard using fixed-dimensional
piecewise-constant functions or employ stochastic gradient
descent (SGD) with mini-batch approximations (Tarkhan
& Simon, 2024; Zeng et al., 2026). While computationally
efficient, these approximations can degrade statistical effi-
ciency, introducing potential bias or variance inflation that
is problematic for high-stakes statistical inference.

In this work, we propose COLSA (Collaborative Operation
of Linked Survival Analysis), a novel online learning frame-
work that overcomes the global risk set problem without
retaining historical data. We approach the online survival
analysis problem through the lens of Renewable Sieve Esti-
mation. Instead of a fixed parametric form, we approximate
the infinite-dimensional log-baseline hazard using Bernstein
basis polynomials.

COLSA enables one-shot model updates by adapting the
renewable estimating equation framework introduced by
Luo & Song (2020) for fixed parameter dimensions. When
a new data batch arrives, the algorithm updates the global
estimator using only the summary statistics from the previ-
ous batches, eliminating the need for risk-set construction
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or iterative communication. We theoretically prove that the
renewable estimator is consistent and asymptotically nor-
mal, achieving efficiency equivalent to that of a centralized
oracle estimator with access to the entire data stream.

In addition to the algorithm and theory of renewable esti-
mation for Cox Models, one of our primary contributions is
the dynamic pre-estimation strategy that allows the model
complexity, i.e., polynomial degree p, to grow adaptively
as the data size grows (Quan & Lin, 2024). In standard
online learning, the parameter space is usually fixed. In
contrast, COLSA introduces a projection mechanism that
supports dynamic approximation with increasing polyno-
mial degrees. This guarantees that the approximation error
decreases asymptotically with the data stream, achieving the
optimal convergence at the rate of the growing total sample
size.

We validate COLSA’s performance through extensive sim-
ulations, demonstrating its asymptotic equivalence to the
oracle estimator. Furthermore, we apply COLSA to the
kideny transplation related data from large-scale Scientific
Registry of Transplant Recipients (SRTR) database (Rao
et al., 2007) and cancer gene expression data from The Can-
cer Genome Atlas (TCGA) (Colaprico et al., 2016), where
it successfully replicates centralized findings and identifies
significant risk factors missed by relevant online survival
methods.

2. Related Work

Distributed and Federated Survival Analysis. Data pri-
vacy regulations in healthcare have driven the development
of distributed algorithms for the Cox model. Early ap-
proaches like WebDISCO (Lu et al., 2015) and ODAC (Luo
et al., 2022) achieve exact inference by reconstructing global
risk sets through the exchange of event times across sites
or batches. However, these methods typically require iter-
ative communications or explicit sharing of risk-set infor-
mation, leading to poor scalability under network latency
and potential violations of privacy constraints. Moreover,
these approaches are infeasible in online settings, where
data batches arrive sequentially and historical raw data may
become unavailable. While modern Federated Learning
(FL) frameworks like FedAvg (McMahan et al., 2017) re-
duce communication frequency, they primarily function
as optimization algorithms for machine learning models
rather than principled frameworks for rigorous statistical
inference. In addition, they are not naturally suited to the
non-decomposable structure of the Cox partial likelihood
and often rely on iterative communication rounds to approx-
imate global risk sets.

Online Learning for Survival Outcomes. Online learning
for survival analysis is constrained by both memory lim-

itations and computational cost. Existing online survival
methods often employ SGD on approximating global partial
likelihood. For example, Tarkhan & Simon (2024) proposes
an approximation of the non-decomposable risk set denomi-
nator using scaled mini-batch sums, thereby enabling SGD-
based optimization. However, Zeng et al. (2026) demon-
strates that while computationally efficient, mini-batch SGD
suffers from variance inflation due to batch noise, leading to
sub-optimal statistical efficiency. To minimize bias, empiri-
cal evidence suggests the optimization process requires over
100 epochs, which is infeasible in streaming data. Moreover,
first-order optimization methods typically do not retain the
Hessian information, which is required for valid multivari-
ate inference, such as confidence interval construction and
hypothesis testing. In contrast, COLSA employs a second-
order updating scheme that preserves the full covariance
structure, ensuring both scalability and oracle semiparamet-
ric efficiency.

Wau et al. (2021) proposes to use cumulatively updated esti-
mating equations (CUEE) to estimate the baseline hazard,
approximated through a piecewise constant function, here-
inafter referred to as the online survival method. For an
accurate approximation of the cumulative baseline hazard
using the piecewise-constant approach, a sufficiently fine
partition of the event time is necessary. The method assumes
large sample sizes within each local batch to guarantee con-
sistency of the estimated hazard ratios. In contrast, COLSA
leverages the global smoothness of Bernstein polynomials.
By decoupling the dimension expansion from the gradi-
ent update, COLSA achieves faster convergence rates for
smooth hazards and remains robust even when batch sizes
are small. From a theorectical standpoint, the estimation
consistency of the CUEE estimator requires a stringent reg-
ularity condition, and may fail to hold where streaming data
sets ' — oo (Luo & Song, 2020).

Dynamic Sieve Estimation. Sieve estimators, which ap-
proximate infinite-dimensional parameters using basis func-
tions that grow with sample size, are well-established in
offline statistical inference literature (Shen & Wong, 1994).
In survival analysis, polynomial-based Cox models are com-
monly estimated using sieve maximum likelihood estima-
tion (MLE) (Shen, 1998; Shen & Wong, 1994). A large
number of existing studies in the broader survival literature
have adopted polynomial splines and sieve MLE to a vari-
ety of settings, such as interval-censored data (Zhou et al.,
2017; Huang & Rossini, 1997; Zhang et al., 2010), panel
count data (Wellner & Zhang, 2007; Lu et al., 2009), and
bundled parameters estimation (Ding & Nan, 2011; Zhao
et al., 2017; Tang et al., 2023). Unique to streaming data,
the cumulative data size increases with the arrival of new
batches, so that it becomes necessary to increase the polyno-
mial degree to control approximation error dynamically with
increased smoothness. Updating estimates when the current
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model is defined on a lower-dimensional basis poses a non-
trivial challenge. Building on the pre-estimation strategy of
(Quan & Lin, 2024) for one-pass nonparametric estimation
in streaming data, we introduce preparatory intermediate
statistics along with transformation matrices that enable
dynamic approximation with increasing Bernstein polyno-
mial degrees. Quan & Lin (2024) focus mainly on point
estimation but not the critical issue of statistical inference.
Our work presents a novel projection mechanism based on
the recursive structure of Bernstein polynomials, effectively
bridging the gap between classical semi-parametric theory
and modern online learning algorithms.

3. Methodology

We consider a streaming data setting where data batches
arrive sequentially indexed by £k = 1,--- | K, where K
denotes the total number of batches. The k-th batch contains
ny independent and identically (i.i.d.) samples, contributing

to a total sample size N, = E?Zl n;.

3.1. Problem Formulation

For the ¢-th individual from the k-th batch, let T}, be the
event time and Cy; be the censoring time. We observe
the triplet O = (X/ﬂ*, Y, Aki), where X;; € R< is the
covariate vector, Y; = min(Tk;, Ck;) is the observed time,
and Ay; = I(Ty; < Cy;) is the event indicator. We assume
non-informative censoring. The Cox proportional hazards
model defines the hazard function at time ¢ given covariates
X as:

A(HX) = Xo(t) exp(X T ), (1)

where 3 € R is the regression coefficient vector and \o(t)
is the unspecified baseline hazard function. We use 7 to
denote truncation time which is the maximum follow-up
time.

The Non-Decomposable Loss Challenge: Standard MLE
for the Cox model maximizes the partial likelihood. The
log-partial likelihood contribution from the k-th batch can
be written as,

ik: Ag;In { exp(Xy; ) }
i=1 215:1 Z;‘Lill I(Yirj = Yii) eXP(X;jﬂ)

The log-partial likelihood term for subject ¢ requires sum-
ming over the risk set {j : Y; > Y;}. In a streaming or
federated setting, constructing the risk set requires access-
ing raw data from all previous batches, which compromises
privacy constraints and exceeds memory limits.

3.2. Sieve Approximation via Bernstein Polynomials

To eliminate global risk sets from estimation, we approxi-
mate the true log-baseline hazard go(t) = log Ao (t) using

the sieve Maximum Likelihood Estimation method (Shen
& Wong, 1994). The individual log-likelihood function is
given by

" Yii
Ap{ X358+ 9(Yi)} — l/o eXP{Q(S)}dS] exp(X;,;3).

Let g(t) be defined on the support [0, 7], where 7 < oo is
the maximum follow-up time, also known as truncation time
and let S denote the collection of bounded and continuous
functions g. We consider the estimation of § = (8, g)
defined in the parameter space of © = R? x S, where
the true parameter 8y = (8o, go). We select Bernstein
basis polynomials for estimating g for their optimal shape-
preserving properties and numerical stability, as well as their
recursive structure (Pefia, 1997; Farouki & Goodman, 1996),
which enables the dynamic expansion of the parameter space
(see Sec 3.4).

We approximate g(¢) using a polynomial of degree p:

P
9P (t;7) = > 7B;(t,p),
=0

where v = (Yo,...,7p) " are the coefficients, and the Bern-

stein basis functions are defined as:

s~ () (1)

This transforms the infinite-dimensional parameter estima-
tion into a finite-dimensional problem over the parameter
space R4+PH1,

The separable log-likelihood contribution for the k-th batch,
independent of global risk sets, becomes:

2

L (B,7y) = Z [Aki{X];l;ﬁ + 9% (Yiis )}

i=1
Yis -
—/ exp{g(p)(s;v)}ds -exp(Xy;0)]-
0

In the subsequent algorithm descriptions in Section 3.4,
with a slight abuse of notation, let 6@ denote the finite-
dimensional coefficient vector (3,v) € R4*P+1 and denote

the global likelihood £(0) = S, £,(0) .

3.3. Online Renewable Estimation

To update the model online without storing historical data,
we employ a renewable estimation framework (Luo &
Song, 2020). This is a second-order method that approxi-
mates the historical likelihood using a quadratic expansion
around the previous best estimate.

Let ék,l be the estimator derived from previous k — 1
batches. When k-th batch arrives, we compute the local
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gradients Uy (0) = V{(0) and negative Hessian Hy,(0) =
—V20(0) based only on the current batch data.

The global online estimator 0, is obtained by solving the
incremental score equation:

k—1
U(0) + > H;(0;) (k-1 — 6x) = 0. @)

=1

For ease of presentation, we define Hyp = Zf;ll H; (9])
which is the cumulative negative Hessian representing the
curvature of the historical loss. This formulation effectively
combines the new data’s gradient with a historical prior
derived from the accumulated Hessian matrices.

3.4. Dynamic Implementation with Growing Sieve Size

A critical limitation of standard online learning algorithms
is the assumption of a fixed parameter space dimension. To
ensure the consistency of the sieve estimator, the polyno-
mial degree p should grow with the sample size (p o< NV,
for some v € (0, 1)). However, increasing the model com-
plexity in an online setting is challenging: the historical
summary statistics reside in a lower-dimensional space and
cannot be directly combined with new data. Motivated by
the pre-estimation strategy proposed by (Quan & Lin, 2024)
to dynamically estimate the coefficients of an expanded set
of orthonormal basis functions in streaming data, we pro-
pose a two-stage strategy: Progressive Activation stage
that updates the active model and Pre-estimation stage that
maintains a higher-dimensional “shadow” sufficient statistic
for future smooth transitions.

3.4.1. DEGREE INCREASE VIA BERNSTEIN BASIS
EXPANSION

We leverage the recursive structure of Bernstein polynomi-
als, which allows a polynomial of degree p to be exactly
represented in a higher degree p’ space without loss of in-
formation, such that

B(t,p) = R}, B(t,p). 3)

This is governed by the degree elevation matrix 12, ,/,
defined recursively as:

Rpsp = Ry —15p X - X Rypyppa,

where each one-step elevation matrix R, ,,11 €
R(P+2)x(P+1) hag entries:

. ptl—i . L, i+l
Ry pia[isi] = ESE Rypali+1,1) = P
for¢ =0, ..., p. This ensures that for any coefficient vec-

tor (), there exists a higher-degree equivalent 7(1’/) =
Ry yP).
P—p

3.4.2. THE TWO-STAGE UPDATE MECHANISM

Let él(f_kl’ 1) denote the estimator from the previous batch
using active degree pi_;. Crucially, we assume the al-
gorithm has also maintained a shadow negative Hessian
matrix fl,g@f 2 at a “look-ahead” degree py_1, where
Dk—1 > Pk—1.

When the k-th new data batch arrives, we determine the new
required active degree py (where py_1 < px < Dr—1). The
update proceeds in two phases:

1. Progressive Activation (Active Model Update): To
initialize the optimization at the new degree pj, we project
the historical information into the current space:

¢ Coefficient Transformation: The historical coeffi-
cients are mapped exactly to the new degree:

~(Pk71)
Pe—1—Pk Vh—1 -

~ (P

W =R

e Hessian Projection: We derive the relevant curva-
ture information for degree py from the larger shadow
matrix H(Px-1) via the transformation: Similarly, the
projected negative Hessian matrix becomes

77 (Pr—1)

_ pT
=R k*l,’y’prk'—ij—17

Y Pk —Pk—1

=RT

B Pk —>Dk—1

e
i) s
i (Pr—1)

and H**) P

1,88 =
With these warm-start values, we obtain the new estimator
9,8’ ®) by solving the standard incremental score equation

U (077 + 1) (00— 67 ) =0, @)
(derived from Eq. 2).

2. Pre-estimation (Shadow Model Update): To prepare
for future batches, we must update the shadow statistics to
an even higher degree pi (P, > Pr—1 > pi) in order to
achieve a more accurate approximation of the log-baseline
hazard function as the sample sizes accumulate, that is, we
must maintain an up-to-date negative Hessian matrix H ,ip 2
This pre-estimation step enables smooth and stable future

updates.

To achieve this, we need to project the existing negative Hes-
sian matrix [ ,E’f"l’ ") onto the parameter space corresponding

to degree py,. Specifically, we first compute

500 _ pT 7 (Pr-1)
szzcl,'y'y - Rﬁlj—l_)ﬁk Hklfl,'ly'yR;kflﬁﬁk’
_ _ T _
7(Pk)  _  i7(Pk) _ pTt 77 (Pe—1)
Hklfl,vﬁ B (Hk%l,BW) B Rﬁk—lﬂﬁkap—kla"/ﬁ’
and H ,E’?“l) 55 = H ,@‘1’ 2,)5, where

T o T B _\—1pT
Rﬁk—l_ﬂ?k T (Rﬁk—lﬁﬁkRpk—lﬁpk) Rpk—l‘ﬂ_)k



Online Learning for Cox Proportional Hazards Models

. . T .
is the Moore-Penrose pseudoinverse and R;'  _.; =

(R},kf1 Lp.) - We then update the negative Hessian ma-
trix with newly arriving data at site k using the elevated

coefficients é,(f") = (Bk, Rpkqm’y,gp’“)) via
H}Eﬁk) _ Hélzkl) +H, (glgﬁk)) _

Remark 3.1 (Least-Squares Interpretation). The degree ele-
vation relation between Bernstein bases (see equation (3))
defines a linear embedding from lower-degree to higher-
degree spaces. Since the transformation matrix R,_,, is
generally non-square, its inverse is not well-defined. We
therefore use the Moore—Penrose which yields the best re-
verse mapping in the least-squares sense. This ensures sta-
ble and consistent elevation of negative Hessian matrices
polynomial degrees.

This look-ahead strategy ensures that when the active degree
p eventually grows, the historical Hessian information is
already available in the desired high-dimensional space,
preventing information loss and optimization instability. We
refer to this projected historical Hessian as the “Working
Hessian” in contrast to the ideal “Oracle Hessian” which
would have been obtained if the future dimension were
known a priori. Theorem D.4 in Appendix D.1 shows the
relative error is O(p~'/7) + O(p,lc/%q): the first term is
controlled by choosing p sufficiently large, while the second
vanishes as pr — 00.

The overall implementation of COLSA can be found in
Figure 1 and Algorithm 1 in Appendix.

3.5. Hyperparameter Selection Strategy

The performance of COLSA relies on three key hyperparam-
eters that govern the sieve growth rate: the scaling constant
C, the growth rate v, and the pre-estimation expansion fac-
tor p. We adopt a fully data-driven strategy to select these
parameters adaptively as the sample size Ny increases. Con-
sequently, the active degree at batch k is determined by
e = [ONY).

1. Sieve Growth Rate (v): Theorems 4.1 and 4.2 require
1/(2(¢ + 1)) < v < 1/(2q) for optimal convergence. Un-
der a standard smoothness assumption (e.g., go is twice
continuously differentiable, ¢ = 2), this restricts v to
(0.167,0.250). We therefore recommend v = 0.2 as a theo-
retically justified default, rather than treating it as a tunable
parameter.

2. Pre-estimation Factor (p): Theorems 4.1 and 4.2 only
require p > 1. Theorem D.4 shows the relative Working
Hessian error is O(p~/). For v = 0.2, p = 2 yields er-
ror < 5% with modest memory overhead; p = 3 reduces
error to < 1%. The empirical results show negligible vari-
ation in performance across all streaming settings (K) for

Historical
Summary

Batch k data
7 (Pr—1) Ok
Hklikl 1

s

H(Pr—1)
02

Stage 1: Progressive Activation

Basis Alignment
Ok—1: pr—1 = pr (1)
Hp1: pr-1 = pr (D)

¥
Solve Score Equation

- . ~ ~ |
Ue(67) + B 012 - 67) =0
Stage 2: Pre-estimation
Shadow Hessian Update
|

Project to pr; ﬁéﬁk) = Ij—’}iﬁ_kl) + Hp,

Updated
Summary

é}(cpk), ﬁliﬁk>

To batch k+1

Figure 1. Schematic diagram of the COLSA algorithm at Batch
k. Historical summaries are first projected to the appropriate
dimensionality before being updated with the current batch data
(Og). The process is strictly divided into an active model update
and a shadow matrix preparation.

varying degrees of p € {1.5,2.0,2.5,3.0}. Therefore, we
recommend p = 2 as a default.

3. Scaling Constant (C') via AIC: This is the only parame-
ter that requires data-driven selection. We estimate C' using
AIC on the first batch by search over p; € {3,..., Ln}/SJ +
then set C' = p}/nY. When n; is small (< 200), we recom-
mend a conservative default p; = 3 or 4. Simulations show
COLSA is robust to moderate variations in C'.

4. Theoretical Guarantees

Let 6y = (Bo,g0) € © := R% x L?[0, 7] denote the true
parameter, where 3, is the true regression coefficient, gg
is the true log-baseline hazard, and L?[0, 7] is the space
of square-integrable functions on [0, 7]. Let || - || denote
the Euclidean norm for vector. Define the distance on the
parameter space as

d(01,02) == ||B1 — B2l + llg1 — 92l|L2,

where [|g| 2 == (fy g(t)* dt)1/2 is the L?-norm on [0, 7).
In this section, we establish the consistency and asymp-
totic normality of the COLSA estimator 0}, showing that
it achieves oracle efficiency as the cumulative sample size
N}, = Z?Zl nj — oo. We assume n = O(Ni—1),1i.e.,no
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single batch dominates. The sieve dimension py, grows with
Ni.

4.1. Regularity Conditions

To establish large-sample properties, we require standard
regularity conditions for sieve M-estimation (Shen, 1998;
Tang et al., 2023):

(C1) The true parameter /3 lies within the interior of a com-
pact set B C R%.

(C2) Let S9([a, b)) be the collection of bounded functions f
on [a, b] with bounded derivatives f\/), j = 1,... k,
where the k-th derivative f(¥) satisfies the m-Holder
continuity condition:

[F®(s) = FP O < Lls — 1™ Vs,t € [a,0],

where k is a positive integer and m € (0, 1] with ¢ =
m+k, and L < oo is a constant. The true log-baseline
hazard function go(+) belongs to S%([0, 7]) with ¢ > 2.

(C3) The covariate X belongs to a bounded subset X C
R?, with density lower-bounded by a constant ¢ > 0.
Furthermore, E(X X ") is nonsingular.

(C4) There exists a truncation time 7 < oo such that, for
some positive constant dg, Pr(Y > 7|X) > §; almost
surely with respect to the probability measure of X.

(C5) Let R(t) = [ exp(go(s))ds, V = g X, and U =
eV R(Y). There exists n € (0,1) such that for all
u € R with [Jul| = 1,

u' Var(X|U,V)u>nu' E(XXT|U,V)u as..

(C6) The information matrix I(Sy) is nonsingular, where
160 = [ B =X +u0)*1w 2 0] dt
0

with pu(t) = E[L(U > t)ePs X X]/E[L(U > t)efo X]
and U defined in (C5).

Conditions (C1) and (C2) are standard regularity assump-
tions in the survival analysis literature (Huang, 1996). Con-
dition (C2) requires sufficient smoothness of the true log-
baseline hazard; the parameter g controls the sieve approx-
imation rate. Conditions (C3) and (C4) are standard data
quality requirements, implying that covariates exhibit suffi-
cient variation and the censoring rate is not too high. Con-
dition (C5) and (C6) are non-degeneracy assumptions that
guarantee identifiability and stable estimation. Condition
(CS), proposed by (Wellner & Zhang, 2007), can be verified
in many applications when (C3) holds. Condition (C6) is a
natural assumption requiring the information matrix to be
invertible.

4.2. Main Results

We show that despite the non-iterative, one-pass nature of
our update, COLSA recovers the statistical properties of the
centralized oracle estimator.

Theorem 4.1 (Consistency). Under conditions (C1)—(C6)
withv < 1/(2q) and p > 1 sufficiently large:

d(ék,eo) _ OP(N]; min(qu7(17u)/2))-

Theorem 4.2 (Asymptotic Normality & Oracle Efficiency).
Under the conditions of Theorem 4.1, if additionally v >
1/(2(q + 1)), the estimator f3, satisfies:

VN (Br = Bo) & N(0, 171 (o)), (5)

where I(By) is the efficient Fisher information matrix de-
fined in (C6).

Remark (Optimal Convergence Rate): Theorem 4.2 im-
plies that COLSA achieves the semiparametric efficiency
bound. The asymptotic variance I ~*(/3y) is identical to that
of the oracle estimator which has access to the full historical
dataset. Detailed proofs are provided in the Appendix D.

5. Experiments

We evaluate COLSA on both simulated streaming data and
the large-scale Scientific Registry of Transplant Recipients
(SRTR) database (N = 48, 766). We benchmark COLSA
against four primary baselines: (1) Oracle, a centralized,
pooled-data analysis, (2) Meta, a classical statistical ap-
proach that combines batch-specific hazard ratio estimates
via inverse-variance weighting (Cochran, 1954) (3) Online,
a streaming approach, utilizing piecewise-constant estima-
tion on baseline hazards (Wu et al., 2021), and (4) SGD, a
stochastic gradient descent implementation via the R pack-
age coxphSGD (Kosinski, 2017). In the simulation studies,
we further include SGD (Offline), which, unlike its stream-
ing counterpart, performs iterative optimization for many
epochs by assuming persistent access to previously pro-
cessed batches.

5.1. Simulation Studies

We evaluate COLSA on synthetic data streams distributed
with the number of batches K varying to be 6, 20, 50, and
200. Data were generated using a mixture Weibull baseline
hazard with correlated covariates with varying batch sizes
from 500 to 1500 to mimic the SRTR structure. The detailed
data generation scheme and hyperparameter settings are
provided in the Appendix B. The simulation results below
are averaged over 500 replications and run in RStudio on
an Apple M1 Pro processor with 16G of RAM, utilizing
parallel processing in multiple cores.
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Results: We assess the estimation performance using Aver-
age Absolute Bias (Abias) to measure the total systematic
deviation of the coefficients from their true values and Root
Mean Squared Error (RMSE) to assess overall accuracy by
combining bias and empirical variance. Additionally, we use
Average Coverage Probability (AvgCP) to verify the reliabil-
ity of the confidence intervals and Mean Basis Functions to
monitor the adaptive complexity of COLSA. The simulation

(a) Average of Absolute Bias (b) Root Mean Squared Error
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Figure 2. Simulation performance comparison across varying
numbers of data batches (K). (a) Average Absolute Bias (Abias).
(b) Root Mean Squared Error (RMSE). (c) Average Coverage
Probability (AvgCP). (d) Number of Parameters: Illustrates the
adaptive complexity of the COLSA model as the total sample size
increases. Methods compared: Oracle (black circle/solid line),
COLSA (blue triangles/dashed line), Online (orange diamond/dot-
dashed line), SGD (pink star/solid line), and offline SGD (‘x’
markers/dashed line).

results in Figure 2 demonstrate that COLSA consistently
outperforms all other methods, closely matching the perfor-
mance of the Oracle estimator in both Abias and RMSE.
As the number of batches (K) increases, COLSA shows a
significant reduction in both Abias and RMSE, maintaining
a trajectory line nearly identical to the centralized Oracle
analysis. Although the multi-epoch SGD variant shows an
improved bias reduction with increasing K, its convergence
remains slower than COLSA and Oracle. This limitation
stems from the non-decomposable structure of the Cox par-
tial likelihood: partitioning data into mini-batches restricts
each risk set to only batch-local samples, fundamentally
deviating from the full-data risk set required for unbiased
gradient estimation. Furthermore, COLSA shows strong
statistical inference reliability with stable 95% coverage
probabilities. Lastly, COLSA adaptively increases its basis
functions as more data arrives, reflected in its parameter

growth. The Online method also grows its parameter size,
and it eventually exceeds the model size of COLSA.

The Online method is primarily designed for large batches,
and the adaptive partitioning strategy fails to construct a suf-
ficiently fine grid approximation when local data is sparse
(e.g., nx = 100), leading to significant bias for smooth
baseline hazards like the Weibull distribution. To test this
limitation, we conduct additional simulations with local
sample sizes reduced to n; = 100. In cases where the
Online method fails to converge locally, we allow the algo-
rithm to proceed to the next batch to maintain the integrity
of the algorithm. As shown in our results, COLSA main-
tains nearly identical performance to the Oracle even under
constrained batch sizes. This is a notable contrast to the On-
line method, which suffers from two main issues when local
data is sparse: computational instability and the lack of a
pre-estimation stage. Without that stage, the adaptive basis
expansion in the Online method introduces significant bias.
In contrast, COLSA’s renewable sieve estimator leverages
the global smoothness of Bernstein polynomials, allowing it
to fit complex hazard functions accurately even with limited
data per batch. Full numerical results for these small-batch
scenarios are provided in the Appendix C Figure 3. Detailed
results for these simulations are provided in the Appendix.

Table 1. Storage complexity and computation time.

Time (seconds)

Methods Storage
K=6 K=20 K=50 K=200
Streaming (no full data access)
SGD O(d) 0.062  0.178 0.386 1.606
Meta O(Kd?) 0.033  0.108 0.284 1.585
Online O((d+J)*) 0202 0461 1.096 4516
COLSA O((d+p)?) 0.734  1.565 3.806 28.36
Full data access required
Oracle O(Nd) 0.025  0.064 0.135 0.693
SGD (Offline) O(Nd) 2.622  6.786 14.63 58.14

Note: N = total sample size; K = total number of batches; d = covariate dimension;

P = pre-estimation degree; J = number of partitions.

Table 1 summarizes the computational trade-offs. Among
streaming methods, SGD requires only O(d) storage but
exhibits substantial bias as shown in Figure 2. COLSA
stores the cumulative Hessian with O((d + p)?) complex-
ity, where p = O(NNV), achieving Oracle-level efficiency
without retaining raw data. In terms of computation time,
COLSA is slower than Meta and Online per batch due to
the sieve basis expansion and numerical integration, but
remains substantially faster than multi-epoch SGD (Offline)
which requires 58.14s versus 28.36s at K = 200. Oracle
and SGD (Offline) both require O(Nd) storage for full data
retention, making them impractical for streaming settings.
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5.2. Application: OPTN Kidney Transplant Data

We obtain the relevant data from SRTR collected by the
Organ Procurement and Transplantation Network (OPTN).
The goal was to identify risk factors for 5-year death-
censored graft failure (DCGF) without a central process-
ing center that stores all sensitive patient data. Our results
illustrate that COLSA successfully replicates the findings
of the centralized Oracle analysis in a streaming data en-
vironment, where data batches from 49 individual states
were processed sequentially, and the number of samples per
batch ranged from 68 to 5454. COLSA successfully iden-
tifies associations that are either missed by underestimated
Z-statistics < 1.96 or false discoveries caused by inflated
Z-statistics > 1.96 based on methods (Gender match, donor
obesity, recipient and donor race, HLA mismatch, which are
underlined in Table 2). The comparison methods struggle to
reach statistical inference consistency for sparse categorical
variables. The only variable for which COLSA yields dif-
ferent statistical inference results compared to Oracle is the
Hispanic recipient’s lower risk for DCGF (1.6% recipient
develop DCGF are Hispanic). Given that there is a known
disparity in kidney transplant access among different racial
demographics, the significant results should be interpreted
with caution.

Table 2. Hazard Ratios and Z-statistics (in parentheses) for the
SRTR Database Analysis.

Variable Oracle COLSA Meta Online SGD
Recipient Age 0.98 (-21.30)  0.98 (-21.23)  0.98 (-21.09) 0.98 (-19.44) 0.98 (-13.74)
Donor Age 1.02 (17.16) 1.01 (16.78)  1.01 (16.08) 1.02 (18.22) 1.01 (6.93)
Gender Match (Ref: F-F)
M 1.08(2.06)  1.07(1.97)  1.07(1.95)  1.13(3.20)  1.02(0.44)
M-M 0.89(-3.27)  0.89(-3.22) 0.90(-3.01) 0.95(-1.35)  0.98 (-0.40)
M-F 1.01(0.32) 1.01(0.35)  0.96 (-1.00) 1.09 (2.17) 1.39(5.79)
Recipient Obesity 1.16(548)  1.16(537)  1.18(597)  1.18(543)  1.37(7.05)
Donor Obesity 1.05 (1.63) 1.05 (1.74) 1.06 (2.10) 1.05 (1.72) 1.53 (9.58)
Recipient Race (Ref: White)
Black 1.52(13.87)  1.50(13.62)  1.52(13.46) 1.52(12.68) 1.88(12.95)
Hispanic 091(222)  0.93(-1.58)  1.02(0.37)  0.93(-145)  1.01(0.22)
Other 0.80(-3.62)  0.82(-3.16)  0.88(-1.96)  0.82(-3.06)  0.91 (-1.12)
Donor Race (Ref: White)
Black 1.30 (7.31) 1.28 (7.17) 1.30(7.38) 1.31 (6.94) 1.52 (7.61)
Hispanic 1.04 (0.92) 1.05 (1.24) 1.03 (0.64) 1.09 (1.95)  0.91(-1.45)
Other 1.07(0.88)  1.08(0.98)  1.19(230)  1.12(1.42)  0.96 (-0.35)
HLA Mismatch (Ref: 0)
1-2MM /0 DR 126(2.99)  124(291) 126(3.04)  158(607)  1.25(1.99)
1-2MM/1-2 DR 151(7.32)  148(7.33)  146(658) 1.86(11.96)  1.09 (1.17)
3-4 MM /0DR 1.34(3.92) 1.32(3.74) 1.40 (4.38) 1.67 (6.58)  0.81(-1.88)
3-4MM/1-2 DR 1.68 (9.91) 1.64 (9.95) 1.61(8.91)  2.03(14.30) 1.12 (1.65)
Donor Deceased 1.78 (18.67)  1.74(18.03)  1.76 (18.06)  1.84 (18.42) 1.37 (6.51)
Recipient Diabetes 0.97(-0.99)  0.95(-1.57) 097 (-1.07)  0.96 (-1.14) 1.01(0.17)
Recipient Hypertension 1.04 (1.29) 1.03 (0.95) 1.02 (0.71) 1.10 (2.75) 1.86 (13.16)

5.3. Application: TCGN genomics Data

We analyzed RNA-Seq data from The Cancer Genome At-
las (TCGA) for N = 7,315 patients across 18 cancer types
(each with > 50 death events), obtained from the R package
TCGADbiolinks (Colaprico et al., 2016; Silva et al., 2016;
Mounir et al., 2019). Expression counts were normalized via
DESeq?2 (Love et al., 2014) and log,-transformed. To estab-
lish a ground-truth set of covaraites for testing the estimation

Table 3. Hazard Ratios and Z-statistics (in parentheses) for the
TCGA Pan-Cancer Analysis.

Variable Oracle COLSA Meta Online SGD

FLNC 1.06 (4.75)  1.06 (4.51) 1.06(4.69) 1.19(9.64)  1.07(5.27)
GATA4 1.03(5.27) 1.03(5.12) 1.02(3.01) 1.07(7.73)  1.03(3.46)
PIK3R3 0.97 (-1.63) 097 (-1.21)  0.98 (-0.65)  0.80 (-7.61)  0.95 (-2.06)
ISL2 1.03(2.34)  1.02(2.02) 1.03(2.62) 1.32(15.00) 1.01(0.85)
TREML3P  1.054.61) 1.05(4.51) 1.05(4.16) 1.02(1.42)  1.05(3.82)
SERPINEl  1.08(6.50) 1.08(6.20) 1.05(3.69) 0.9 (-0.76)  1.06 (4.37)
PTX3 1.05(5.12)  1.05(5.10) 1.05(3.91) 0.93(-4.47) 1.06 (4.78)
ILIRAP 1.00 (0.07) 099 (-0.32) 0.99 (-0.55) 1.31(12.37) 0.97 (-1.51)
PPPIRIC  1.04(4.16) 1.04(3.99) 1.02(1.74) 1.18(10.36)  1.02 (1.60)
CDK6.AS1  1.03(2.31) 1.04(257) 1.03(231) 0.87* (-6.28) 0.99 (-0.38)
CYP19A1 1.06 (4.57)  1.06(4.59) 1.05(3.74)  1.04(1.76)  1.06 (4.18)
FKBPIC 1.01(0.25)  1.00 (-0.06) 1.02(0.70)  1.64 (13.61)  1.12(3.94)
SEMA3G  0.90(-5.94) 0.90 (-5.66) 0.90 (-5.57)  0.84 (-6.26)  0.90 (-5.29)
PGR 0.99 (-1.49) 0.99(-1.41) 099 (-1.19) 103 (2.14)  1.01(0.77)
PRLR 0.98 (-2.89) 0.98 (-2.14)  1.00 (0.36)  0.80 (-17.74)  1.00 (-0.02)
PDCD4 0.95(-2.11) 0.95(-1.79) 0.98(-0.82) 0.64 (-12.47) 0.86 (-5.14)
HOXA2 1.05(4.92) 1.05(4.60) 1.05(4.22) 120(10.72) 1.06 (4.69)
METTL7B 1.03 (3.32) 1.03 (2.82) 1.02 (1.49) 1.26 (14.81) 1.01 (1.06)
BCL2 0.97 (-1.71) 097 (-1.57) 098 (-1.11)  0.87 (-5.15)  0.92 (-3.90)
FLNC.AS1  1.02(0.97) 1.02(0.87) 1.02(0.87) 0.93(-1.70)  1.03 (1.03)
SLCIIAl  0.98(-0.98) 0.99(-0.85) 0.99(-0.53) 1.11(4.33) 0.94(-3.17)
SEC61G 1.03(1.27) 1.04(1.58) 1.04(1.60)  0.90 (-3.66)  0.98 (-0.78)
MYRF 1.04 (4.10)  1.04(3.96)  1.02(1.18) 1.35(17.95) 1.01 (0.67)

Note: Underline: False Negative; Bold: False Positive; *: Sign reversal.

and inference capacities of the algorithms, we first selected
all protein-coding genes by full-subject univariate Cox re-
gression, retaining 4,374 genes at a Bonferroni-adjusted
threshold of p < 104, and then applied LASSO Cox re-
gression with 5-fold cross-validation to obtain d = 23 genes
as the candidate set. To enable online learning, each cancer
type serves as one streaming batch (K = 18) with diverse
individual sample sizes ranging from BRCA (n = 1,073) to
MESO (n = 85). The relationship between patient survival
and these 23 genes was then analyzed through multivariate
Cox regression.

The table reports hazard ratios and Wald Z-statistics for each
of the gene candidates. The full-data Oracle serves as the
benchmark. At the |Z| > 1.96 threshold, it identifies 15
of 23 covariates as significant. COLSA demonstrated high
consistency with Oracle (Pearson = 0.997 for Z-statistics;
mean absolute log-HR difference 0.003), correctly recov-
ering the inference results on 22 of the 23 gene candidates.
The one discordance is PDCD4 (Z = —1.79 vs. —2.11),
which Oracle itself only marginally declares significant.
Inspecting PDCD4’s batch-level trajectory, its COLSA Z-
statistic oscillates between —1.0 and —2.1 as successive
cancer types are incorporated. Per-cancer univariate Cox
Z-statistics for PDCD4 range from —5.68 (LGG) and —3.54
(KIRC) to 4-0.58 (BLCA) and +0.39 (STAD). In compar-
ison, Meta missed 5 Oracle-significant genes, while the
Online and SGD disagreed on 12 and 10 decisions, respec-
tively.

6. Conclusion

We introduced COLSA, an online learning and inference
method for the Cox proportional hazards model. By lever-
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aging a renewable sieve estimator with dynamic Bernstein
polynomials, COLSA solves the non-decomposable loss
problem inherent in survival analysis without requiring the
storage of historical data or construction of global risk sets.
Theoretical analysis and large-scale experiments confirm
that it achieves oracle-level accuracy and statistical effi-
ciency. This establishes COLSA not merely as an approxi-
mation method, but as a rigorous statistical tool viable for
high-stakes federated and streaming environments. To en-
able COLSA estimation across distributed data, summary
statistics can be transmitted across sites as described in
(Hu et al., 2024). The COLSA R package is available at
https://github.com/CollaborativeInference/COLSA.

Future research will focus on improving the computational
efficiency of the renewable sieve update, potentially through
the use of parallelized basis function estimation and ad-
vanced numerical integration techniques to mitigate the run-
time increase observed as the number of sites K grows. The
computation speed may also be significantly improved with-
out hurting accuracy if the integration is performed only over
unique event times, rather than for every single observation,
thereby avoiding redundant calculations. The numerical
integration may be avoided entirely if a constrained spline
approximation is used to directly estimate the cumulative
baseline hazard function. Additionally, the current frame-
work assumes a fixed dimension for the covariates while the
sample size grows. Extending the renewable estimation to
handle high-dimensional streaming data with regularized
online updates is a critical step. For example, Bayle et al.
(2025) proposed an iterative LASSO algorithm for the dis-
tributed inference in Cox model. The two-stage sieve degree
elevation utilized in COLSA could be integrated into exist-
ing online debiased frameworks (Luo et al., 2023; Han et al.,
2026) to facilitate dynamic estimation within the nuisance
parameter space. Although COLSA enhances privacy by
transmitting only summary statistics (gradients and Hes-
sians) rather than raw data, it has not yet provided formal
privacy guarantees. Future research for private online learn-
ing (Xie et al., 2025; Yuan et al., 2026) could incorporate
differential privacy (DP) mechanisms by injecting calibrated
noise into the second-order summary statistics.
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A. Algorithm

Algorithm 1 Progressive Activation and Pre-estimation in COLSA

input Collaborative data {Ok}le; activation constants C, v; pre-estimation constant p > 1; initial degree py.

output Estimator é%)’( ); cumulative negative Hessian H I(?K ).
1: Inmitialization
2: po < po, Po < [ppols No <0 )
3: Initialize coefficients éép °) and negative Hessian matrix ﬁép o)
4: fork=1,..., K do
5: Nk < Nk—l =+ ng
6:  Set activation and pre-estimation degrees:
7 pe < [ONY]. e < [pCNY]
8:  Progressive Activation Stage
9: if p; > pr—1 then
10: Project coefficients:

11: :Yl(c]ﬁcl) = Rpk71—>pk5/l(cjiql_l)
12: Project negative Hessian matrix:
. 7 (Pr) T i (Pr—1)
13: Hklﬁ‘17’y’y A Rpk%[jk,1Hk:—kl,’ly’prk_>ﬁk—l
T _
. 7 (Pr) _ ( ir(pk) T rr(Pr—1)
14: Hy i = (Hk—l,ﬁ'y) By sp Hirys
. /7 (Pk) i (Pr—1)
15: H™M 55 < H 5
16:  end if _ ~ _
17:  Solve estimating equation (2) with initial coefficients 0,(32“1) and negative Hessian matrix H ,ngl) to obtain Hl(f “) at
degree py
18:  Pre-estimation Stage
19:  if pp > pr—1 then
20: Project previous sensitivity matrix:
. 77 (Pk) Tt i7(Pe—1) pt
21 ch—klﬁ'y A Rﬁk71—>15kch—kl,'1y'yR;5k71—>ﬁk
292: H(ﬁk) _ ﬁ(ﬁk—l) T «— RTT H(ﬁk—l)
. k=148 — k—1,8vy Pk—1—Pk " k—1,v0
. 77 (D) i (Pr—1)
23: H™M 55 < H' 5
24:  end if

25:  Update the negative Hessian matrix:
26 AP AP+ H (7))

27:  where é,(f’“) = (Bk,Rpk%ﬁﬂ,(f’“))
28: end for

B. Simulation setup

We first generate the full data under an assumed proportional hazards model and then split the data into K batches. The
first six batches have fixed sample sizes of 1500, 1500, 1500, 500, 500, and 500, and the rest of the K — 6 sites have
equal sample sizes of 500 or 100 to mimic the real-data application. We assume that the baseline hazard follows the
two-component mixture Weibull distribution with a mixture probability of 0.5, a scale parameter vector of (10, 20), and
a shape parameter vector of (3,5). To mimic the covariate distribution in the data example, we generate covariates X1
to X4 with some correlations: two continuous variables X; and X5, are drawn from a multivariate normal distribution
with a mean vector of (5,5) and a variance-covariance matrix equal to (10, 3; 3, 2) and one binary covariate X3 is drawn
from a Bernoulli distribution with a success probability of 0.8. Motivated by the possible distribution of race and ethnicity
variables commonly included in survival analysis (see data example for more details), X is a four-level categorical variable
with a multinomial probability vector of (0.2, 0.2,0.3,0.3) or (0.1,0.2,0.4,0.5) for X3 = 0 and X3 = 1 respectively. For
convenience, we use X to denote the vector of all covariates, including the one-hot encoding for X,4. The true value of
the log hazard ratio is (0.15, —0.15,0.3,0.3,0.3,0.3). The time-to-event outcome Y is generated through the cumulative

12
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hazard inversion method ((Brilleman et al., 2020; Bender et al., 2005)). The censoring time C'is independently generated
from an exponential distribution with a rate parameter of 6 such that the event rate is controlled to be around 12%.

The following hyperparameter settings are used for both simulation studies and real data analysis.

COLSA. The pre-estimation factor is p = 2. The initial degree py is selected via AIC on the first batch, with activation
constants C' = po/nY and v = 0.2, where n; is the first batch size. The integraion is performed using the Gaussian
Quadrature.

Online. We implement the adaptive partition method of Wu et al. (2021) with initial partition size Jo = 5. Partition breaks
are placed at event-count quantiles. At each update, if any interval has event count d; > r - d (where d is the average and
r = 2), the rightmost such interval is split at its median event time.

SGD. We use learning rate 1, = (cvk) ™! with ¢ = max(100, 500/+v/K), where k is the batch index.

SGD (Offline). Same learning rate as SGD, trained for 100 epochs. This method is evaluated only in simulations as it
requires retaining all historical data.

C. Additional simulation results

(a) Average of Absolute Bias (b) Root Mean Squared Error

0.5

Absolute Bias
RMSE

0.9 %
.

0.8

Parameters

0.7

Coverage Probability

0.6

—8— Oracle —A- COLSA Meta - ¢ Online SGD -»- SGD (Offline)

Figure 3. Simulation performance comparison across varying numbers of data batches (/) with local sample sizes as small as 100. (a)
Average Absolute Bias (Abias). (b) Root Mean Squared Error (RMSE). (c) Average Coverage Probability (AvgCP). (d) Number of
Parameters: Illustrates the adaptive complexity of the COLSA model as the total sample size increases. Methods compared: Oracle (black
circle/solid line), COLSA (blue triangles/dashed line), Online (orange diamond/dot-dashed line), SGD (pink star/solid line), and offline
SGD (cross/dashed line).
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(a) Average of Absolute Bias (b) Root Mean Squared Error
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Figure 4. Sensitivity analysis of COLSA across different basis selection criteria (AIC vs. BIC) and scaling parameters p €
{1.5,2.0,2.5,3.0}. The blue color indicates the results from AIC and the orange color indicates the result from BIC. Different p
values are represented by different shapes.

D. Proof of Main Theorems

This appendix provides complete proofs of Theorem 4.1 (consistency) and Theorem 4.2 (asymptotic normality and oracle
efficiency).

We adopt the notation from Section 4. Let n; denote the sample size of batch j and Ny, := Zle n; the cumulative sample
size. Throughout this appendix, we assume that no single batch dominates the cumulative sample size, i.e., ny = O(Ng_1)
for all & > 2. This ensures that N, < Nj as k — oco. The parameter at degree p is o) = (5,7(1’)) € Rétrtl
where 8 € R? are the regression coefficients and 7(?) € RP*! are the Bernstein coefficients of the log-baseline hazard.
Let go € L?[0, 7] denote the true log-baseline hazard, and let I1,,go denote its L2-projection onto the space of degree-p

Bernstein polynomials. With a slight abuse of notation, we denote 9(()” ) = (8o,1I1,90). The following lemma quantifies the
approximation error of the sieve.

Lemma D.1 (Sieve approximation error). Under condition (C2), the sieve approximation error satisfies:

d(65,60) = 180 — Boll +IMpg0 — golz2 = O(p~9).
=0

Proof. The result follows from classical Bernstein polynomial approximation theory (Lorentz, 2012): for go € S%([0, 7]),
we have ||go — I,g0||L2 = O(p~?) by Jackson-type inequalities for polynomial approximation. O
D.1. Technical Details for Growing Sieve Implementation

This subsection analyzes the error introduced by the shadow mechanism in Section 3.4. Since the sieve degree pr, = |[CNY |
grows with the cumulative sample size Vi, Hessians from different batches have incompatible dimensions. We show that
the working Hessian obtained via the shadow mechanism is asymptotically equivalent to the oracle Hessian.

Let H j(.p ) (0) denote the Hessian matrix computed from batch j at degree p, evaluated at parameter §. When the argument is

omitted, H J(p ) denotes evaluation at 9(();) ).

The degree elevation matrix R,,_,,, € R® +1*(+1) transforms Bernstein coefficients from degree p to degree p’ > p while
preserving the polynomial exactly. Its block version is R, := diag(Is, Ry, € R@T7+1)x(d+p+1) "which acts on

14
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the full parameter 6(P) by leaving 3 unchanged.

The Moore-Penrose inverse is Rf := (RTR)"'RT, satisfying R R = I since R has full column rank (degree elevation
is injective). Recall that the shadow degree is p; := [p - p;| with p > 1. By construction, R satisfies transitivity:
Ry_pr = Ry _p Ry for p < p’ < p”. Since the entries of R,,_,, are ratios of binomial coefficients bounded by 1, we
have | Rpy—p |lop < Cg for some universal constant C'r > 0.

For a Hessian H(?) computed at degree p, we define two operations:

Embed, ., (HP) := Ry, HP (R, )T € RUEHPHTDX(d+p"41) (6)
Extractp/_m(H(p')) — (Rp%p/)*H@')((Rp_)p/)*)T € R(+P+H)x(d+p+1) @)

Embedding puts a low-degree Hessian into a higher-dimensional space; extraction retrieves it. These operations satisfy two
key properties.

Lemma D.2 (Properties of embedding). The embedding operation satisfies:

(i) For p < p/, we have:
Extract,_,, (Embed,_, (H®)) = H®).

(ii) Forp < p' < p”, we have:

Embed,_, (Embed,,y (H®)) = Embed,_,,» (H®).
Proof. (i) By definition (6) and (7):

EXtraCtp’—)p<Embedp—>p’(H(p))> ( p—w) ( p—p H H® R;—)p)((RP_)P/)T)T

(( pﬂp) p—p’ )H(p)((Rp%p’)TRpﬂp’)T
=1-H® .1=H®),

where we used (R, ) R,_,» = I (left inverse, since R,/ has full column rank).

(ii) By definition (6) and the transitivity property Ry, = Ry _pr Ry

Embed,y, (Embed,,,y (H?)) = Ry pr (Rpesy HPR) ) VR) 0

= (Ry —sp Ry ) HP) (R i Ry s ) T
=Ry HP R, =Embed,_,,(H?).

O

While embedding represents the same matrix in a higher-dimensional space, the chain rule describes how Hessians computed
at different degrees on the same data are related.

Lemma D.3 (Hessian chain rule). For the same batch of data and parameters satisfying o) = RPHP/H(p), the Hessians at
degrees p < p' satisfy: B ) o
H® (g(p)) - (RP_W)TH(p )(9(17 ))Rp_>p/.

In other words, computing the Hessian at higher degree and pulling back via R" - R recovers the lower-degree Hessian
exactly.

Proof. The condition §7) = R, ,,,0®) means (8,7') = (8, Rp_,7). Since degree elevation preserves the polynomial
exactly, both coefficient vectors represent the same Bernstein polynomial:
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The log-likelihood £(6; ©O) depends on ¢ only through the regression coefficients 3 and the function g(t). Since 3" = 3 and
g(t) is the same in both representations, we have 0(0®;0) = £(6®); O). The relation 6P = R, ,,,0(P) defines a linear
reparametrization with Jacobian J = R,,_,,/. By the chain rule for second derivatives of a scalar function ¢:

ngg - JTV@(I‘ )é -J = (RP—HU')TVZ(D’)K : RP—>ZI'7

where the first-derivative correction vanishes since R, is linear. Taking the negative (since H = —V?2/) yields the
result. O

We now define the two key quantities for comparing the ideal and practical Hessian aggregation. The oracle Hessian is the
cumulative Hessian if degree p;, were known from the start:

S

—1

a;pee =" mre o).
1

J

The working Hessian is the cumulative Hessian obtained via the shadow mechanism, where each batch j stores

H j(-ﬁ j)(RpjﬁﬁJ Hép I )) at shadow degree p; and transforms to degree p;, for aggregation. To express the working Hes-
sian explicitly, define the index sets Zy, := {j < k —1:p; < pi}and J; :={j <k —1:p; > pi}. Then:

= Z Rﬁj_’pkH]('pj)(RPj_}ﬁj e(pj))R;J—)pk
JE€ELk

Z Pk —>Dj H(p7 (Rpgﬁﬁjet()pj))‘épk%ﬁw
JETk

where the first sum uses embedding (p; < pi, shadow insufficient), and the second sum uses the chain rule (p; > py,
shadow sufficient).

We now show that the working Hessian is asymptotically equivalent to the oracle Hessian.

Theorem D.4 (Working Hessian error bound). Under conditions (C1), (C2), and (C3), with p, = |CN}/ | and py, = |p - pi]
for p > 1, there exist constants C1,Cs > 0 such that:

IH; P = B op < Crp~ Y Ni—1 + CoNi_1py/ >4, 3)

The first term (Ez) arises from batches where p; < py, the second (E ) from sieve approximation error.

Proof. The difference between the oracle and working Hessians is
H;:(_plk) H(Pk) Z H(I)k) o(pk) H’ip_kl).

We analyze the contributions from 7 and 7, separately.

For j € J (shadow sufficient), since j < k and N; < Ny, we have p; < pr < p;. By transitivity, Rpjﬁﬁj =

Ry, Ry s 50 Ry, 08 = Ry s (R, s 96 7)). The chain rule (Lemma D.3) then gives

RT (ﬁj)(Rpj—?ﬁj oépj))Rpk—?ﬁj = Hg(pk)(RPj%pke(()pj))

PL—D; "]

Thus, the working Hessian contribution from batch j equals H J(p k) (Rpj . 08” )), which differs from the oracle term
H j(.p ©)({P*)) only in the evaluation point.

For j € 1, (shadow insufficient), the chain rule does not apply since p; < pj. The working Hessian contribution is the
embedded matrix Ry, H\"(Ry, 5,605 )R]

Pj— Pj =Pk’
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Combining these observations, the error decomposes as

H;(_plk) _ H}EIZH) _ Z (Hj(pk)(e(()pk)) _ Rﬁj_}pkH](ﬁj)(Rpj_)pJ (Ps )R;—g—mJ
JE€Ly
Ez
+ 30 (HPIOF) - B Ry, 007))

JETk

Eg

To bound E7, we use the triangle inequality. Since p; < pj, implies p; < py/p, each term satisfies

HHj(Pk) (a(gpk)) _ Rﬁj - Hj(ﬁj ) (Rp] e 0(1)7 )RT

Pj—Pk

lop < I (68 lop + CRIH (R, 5,68 op-
By conditions (C1) and (C3), the per-observation Hessian is bounded: ||V§£j_,i(0) llop < M forall j,1,6. Thus, ||H](p) llop <
Mn; for any degree p, and:

IBzllop < 1+ CRM Y nj. ©)

JEL

We now bound >
D; < py implies

ety n;/Ni—1. By definition, j € Zj means p; < pg. Since p; = |pp;| > pp; — 1, the condition

pr+1

p
Recall that p; = |[ONY | > CNY — 1 and p;, = |[CNY/| < CNY. Combining these inequalities:

ppj — 1 <pg, e, p; <

NY +1 NY +1 1\ "
C’N]’-’—1<Ck7+, hence N; < (M+> )
p P C

For large F, this simplifies to N; < ¢, N}, for some constant ¢, := p‘l/” < 1. Therefore, 7y, C {j : N; < cka}, and:

ZjEIk n] < Cka
N1 7 Npy

—c, ask — oo. (10)

To bound E 7, note that the error arises from evaluating the Hessian at R,,, ., 9(()” 7) instead of 9(()” ©) When Pj = Pk, We
have R,,,_,,, = I, so the corresponding term vanishes. When p] < pi, the parameter Ry, _,,, 6 5 — (8o, R - Lpipa)y

represents 11, go in the degree-py basis, which differs from 6 (pe) = (B0, (p ’“)) representing II,,, go. By the Lipschitz
continuity of the per-observation Hessian (conditions (C1) and (C3)) there ex1sts L > 0 such that:

| P 65) = H™ Ry, 86 lop < L1657 = Ry, 667
By the norm equivalence for Bernstein polynomials (Lorentz, 2012), we have ||v|| < /p||g]| 2, so:
= Ry = 106 = B, | S /BT 0 — Ty, goll 22

,g0l 2 = O(p~9). Since 11, go — 11, go is orthogonal to go — II,,, go, we have ||II,, go —
Iy, 90l L2 < llg0 — p, 90l[r2 = O(p; ).

(pi)
166

For j € Jj, with p; < pg, we have p; > pi, so pj > pi/p, giving p;q < (p/pr)? = O(p; *). Therefore:

1Esllop < > Ok - P ") = O(Nj—r - py/*7%). (1

JE€Tk:p; <Pk
Combining (9) and (10), we obtain || Ez|lop < (1 + C%)Mp~'/* Nj,_;. Together with (11):
| B = Hlop < (14 CRIMp™ /¥ Nimt + O(Niy -y 7%).
For ¢ > 2 as assumed in (C2), we have 1/2 — ¢ < —=3/2 < 0,50 E7 = O(Nj_4 -p,lc/%q) = o(Ng—_1). O
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D.2. Proof of Theorem 4.1

We establish consistency by showing that the renewable aggregated estimator élip ®) converges to fy in the metric d(-, -).

Following the sieve estimation framework of Shen & Wong (1994), adapted to the renewable setting of Luo & Song (2020),
we verify the required regularity conditions.

Proof. We prove by induction on k that for all &£ > 1:

d(élipk),eo) = 0,(N; min(qu,(ku)/z))_ (12)

Base case (k = 1): For the first batch, é%p v is the standard sieve MLE. By Tang et al. (2023):

n(p1 — min(quv,(1—v)/2
d(67),80) = Op(ny ™17/,

Inductive step: Assume (12) holds for k — 1:

d(e(”" 1) 90) 1o} (Nk rrlnn(qu,(l 1/)/2))

We show that (12) holds for k. Let Ly (0) := ZI; 1 £;(0) denote the cumulative log-likelihood. The oracle sieve MLE is

0} := arg max, corr Ly, (0). Our renewable estimator 0 (P+) jnstead maximizes the surrogate likelihood:

k—1
- 0 1 ~ . ~
Li(8) = 6u(0) + Y 4,07 = 50 = 7D THI (0 - 67)),
j=1

Here él(ffl) =Ry, o é,ip_’“l’ V) denotes the degree-elevated estimate obtained by applying the degree elevation matrix to

the previous estimate, and H ,i’i ’“1) is the working Hessian obtained via the shadow mechanism (see Appendix D.1):

= 0 Ry B oy b 3 T B P,
JETL JE€ETk
where 7, := {j < k—1:p; < pi} (shadow insufficient, use embedding), 7y := {j < k—1: p; > py } (shadow sufficient,
use chain rule), and p; = |p - p;] is the shadow degree. Note that §§p i) = Rp],ﬂ;j éﬁ-p 7) is the degree-elevated estimate at
the shadow degree.
The analysis in Tang et al. (2023) establishes the convergence rate for the exact sieve MLE 6, which maximizes Ly (6)

over ©XF. Our renewable estimator 9~](€p *) instead maximizes the surrogate likelihood L, and hence is only an approximate
maximizer of L. To handle this, we invoke the approximate maximizer framework of Shen & Wong (1994): if an estimator
0 satisfies

Li(0) > sup Lip(0) —n,, withn, = o( N2, (13)
0eORk

then the same convergence rate as the exact maximizer is preserved. Once we verify that é,gp “) satisfies (13), the remainder
of the convergence rate analysis follows exactly as in Tang et al. (2023) (Theorem 1), since it depends only on the sieve
approximation properties and regularity conditions, not on exact maximization.

We now verify (13) by bounding L (65) — Lk(él(cpk)).
Decompose the gap as:
Li(07) — Le(0P%)) = [L(67) — Li(07)] + [Lr(67) — Li(87*))]
(1 <0
+ [Lk(e(l)k)) Lk(é](cpk))] .

(I11)
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The middle term is non-positive since 9,(59 *) maximizes Ly, over OFF.

To bound term (I), we first expand Ly, (0;) — Ly (0}) using the definitions. Since Lj, = £, + 5 5;11 ¢; and Ly(0) =
k=1, 5 5 5 5(pr
0(0) + T2 07)) = 30— 0T AP0 - 67)), we have:

* N 1 * n(Pr [ * n
= 2400 = Y GO + 508 = GD TP (07— 07)).

Now apply second-order Taylor expansion to the historical likelihood 25;11 ¢;(05) around é,(fﬁ‘l)

k=1 k=1 k=1 3 i 3
POCICIEDITICEIEN DINTICEI) IUSIZEN
j=1 j=1 j=1
1 k—1 .
=3O =0T DD HP(©) ) 0 - 67)
j=1
where ¢ lies on the line segment between é,i’f‘l) and 6;.
Substituting into (I):
-
S v (d j Lige _goonT [ g0 _ = o ()
(D= DoV6EG) | O =02 + 508 = 6D | ) =S H©) | (0 - 67)).
j=1 j=1

We now bound each term using the inductive hypothesis. To bound ||}, — é,(f_"l) , we first bound d(65, él(ff“l)) via the triangle

inequality:

A6}, 67) < (B}, 0") + (6™ 6o) + d(o. 6)).
We bound each term separately. The first term satisfies d(6}, 67*)) = O, (N, ™"(@(1=)/2)y by Tang et al. (2023). The
second term is bounded by Lemma D.1:

d(6FY,60) = O(p; ") = O(N, ™).

For the third term, since degree elevation preserves (3, g), we have d(6o, él(ffl)) = d(0o, él(ﬁf 1)). By the inductive
hypothesis:

d(B,07)) = 0, (N, Mm@ (1=1)/2)y

Since N > Nj_1 and qv > min(qv, (1 — v)/2), all three terms are OP(N,;_Tin(q”’(l_”)/Q)), and hence d(6;;, 0273_’“1)) =
Op(N,:Tllin(qV’(l*V)m). By the norm equivalence ||7|| < /p||g|| 2 (Lorentz, 2012):

* A — min(quv,(1—v)/2
165 — 0| = Oy (v - NP0/, (14)

For the gradient term, we decompose the sum at the random point é,(f_’“l) using the true parameter 9(()1” W,

k—1 k—1 k—1
> VGO = Y VG087 + 30 (V) - v05)]
j=1 j=1 j=1

For the first sum, since {V/; (0(()13 ’“)) ;:11 are independent across batches with E[V{; (9[()’7 "))] = O(p, ?) (the bias from eval-

uating at the projected parameter), the CLT for independent random vectors gives || Zf;ll Ve j(H((Jp ’“)) | = Op(\/Nik—1Dk);
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the Lindeberg condition holds uniformly over pj by conditions (C1)—(C3). For the second sum, by the mean value theorem
and the Lipschitz continuity of the score function (conditions (C1) and (C3)):

k—
Z[W (6:)) Wj(eé”“)} < N [167) — 7).

= 0(()” k) || is of the same order. Hence:

ng G(Pk) =0 (m)+o( 1 mln(qu(l u)/2)\/—)

By Cauchy-Schwarz and (14):
T
Z 2 G(Pk (ak ekpkl)) =0, (pk _Néiifmin(qu,(lfu)ﬂ)) +0, (pk . Nli:12 min(QVy(lfu)/2)> .

Since pr, = O(NY) and Nj_1 =< N, the two terms are O, (N, Ny /2mmin(an (=) /2y ang O L(Ny T 2min(gr,(1=v)/2)y
respectively. Both are o( N}, ") provided min(qv, (1 — 1/)/2) > 3v/2, which holds under v < 1/(2q) for ¢ > 2: when
min = qv, we need ¢ > 3/2; when min = (1 — v)/2, we need v < 1/4.

For the Hessian mismatch term, by the triangle inequality:

k—1
L= HPE| < IEP) = B o + BT — B o
Jj=1

op (A1) (A2)

k—1
+ || H T =S HP(©)

op

(A3)

For (A1), note that I{T,ip_’“l) aggregates H;ﬁj)(éj(.ﬁj)), while ﬁ,ip_kl) uses HJ@) (Rp, -5, 0(”3 ). By conditions (C1) and (C3),
the Hessian is Lipschitz: ||HJ(-p) 0)— Hj(-p) (0")|lop < Cnj||@ —0'|| for some constant C' > 0. By norm equivalence, Hé](-pj) -

Ry, 5, 9(();),-) (SRV/ZE d(@ij(.ﬁj)7 fp). Combining with the inductive hypothesis d(é;ﬁj), 00) = Op(N; min(qv,(1=1)/2)y.

5:) , 5%(Ds p:) ; = — min(qv,(1—-v)/2
“Hj(pg)(9§P1)) _ H](*p])(Rpjaﬁja(()p]))”op =0, (n]\/pj Nj (qv,(1-v)/ )) )

Since p; < px and the embedding/extraction operators have bounded operator norm (bounded by C% as established in
Section D.1), summing over j gives:

— min(qv,(1—v)/2 1+v/2—min(qv,(1—v)/2
(A, <\ﬁznj (v, (1=1)/2) _ OP<N’:1/ (ar.(1-)/ >>,

where we used 3-8 1 n;N; " = O(N}Z}) for 7 € (0,1).
For (A5), by (8):
(Ag) < Cip™ YV Ny + Csz—lp;i/Q_q~
For (A3), since £ lies on the segment between é,gzﬁ‘l) and 6%, we have ||¢ — 6P| = O, (, /pkN,;Tin(qV’(l_V)/2)), and by

Lipschitz continuity:

(Ag) -0 (N]i+1v/2 min(qv,(1— u)/2))
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We now bound the quadratic form. By (14), ||} — é,gp_’“l) 1> =0, (pkN,;_anin(qV’(l_V)/z)). Multiplying by the bounds
on (A1), (Az), and (A3), each contribution is o(N, ") under v < 1/(2¢) for ¢ > 2, since this condition implies
min(gv, (1 — v)/2) > 3v/2. In particular, the E7 contribution is O, (p~'/¥ N} 3") = o(N}~?") for any fixed p > 1.

Combining these bounds, we obtain (1) = o( N} ~2").

To bound term (III), recall that (I11) = L, (é,(f’“)) — Ly (él(f’“)). By the same expansion as for term (I):

k—1 k—1
(UID) = =3 40) + 3 40) = 5O = 6D TH) 0F — 6.
j=1 j=1

We first establish a bound on ||6*) — §P*)||. Recall that Ly (6) = €4(6) — CA 6PN T HPE) (9 — 6P%)) + const, so
VLp(0) = V() — HIP) (6 — 67+),
The first-order condition Vﬂk(é,(f ’“)) = 0 yields:
Ve (0) = H™ 0 - 6;7)).

Expanding Vék(é,(f’“)) around él(ﬁl) using VUi, (0) = Ve (0k—1) — Hi(€) (0 — 0r_1) (since Hy, = —V2£;) and substi-
tuting:
VOB = () + BV (©)0F - 62

for some £ on the segment between é,(cp_’cl) and ONI(CP *) . To bound ||0~,(€p W) _ é,(ﬁl) ||, we need the matrix H (11“1) +H ,Ep )(€) to be

invertible with controlled inverse norm. Since both H ,i’i 1) and H, ]gp ¥)(¢) are positive semidefinite with || H ,E’f“l) || = O(Nk-1),

this reduces to establishing a lower bound on A, (H, 1212‘1) ).

By condition (C6), Amin(f[:(fl’“)) > ANj_1. From the bounds on (A;) and (42) in term (I), ||ﬁé@“1) - E;(f’l’“)nop <
(A1) 4+ Bz + E, where (A1) + E7 = o(Ny_1) and Er = C1p~ /¥ Nj,_1. For p > (4C1/A)” and Nj_; sufficiently
large, by Weyl’s inequality:
. A - A
)\min( ]Ezfl)) 2 §Nk—1a hence )\min(H]gp_kl) + H;E;pk)(é.)) 2 gNk_l.

It remains to bound || V¢ (é,i’fl) )||- By the triangle inequality:
IVE@ZD < 19065 + V4B — V(651

The first term is O, (,/nkpx) by the CLT for the score function. For the second term, by the Lipschitz continuity of the score
(conditions (C1) and (C3)) and the inductive hypothesis H9~,(ff‘1) - 9(()1’ ©) | = Op(/PEN, ,:Tm(q”’(l_”)/ 2)):

IV (0)) — V(0| = Op (/e Ny 32y = o (/rur)

under v < 1/(2q), since
nk\/]TkN];_rllqin(qu,(l—u)/Q)/\/m _ me—_I;lin(ql/,(l—l/)/2) 0.
Thus, ||V (07)|| = O, (y/xpr), and:
1657 = 61| = Op (N ki) = Op(N !y Ny /).
With ng < Nj and N1 < Ny, this gives:
167 — 9P| = 0p(N; U772, (15)
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Now we bound (II7) using Taylor expansion. By a second-order expansion analogous to that used for term (I):

T

k—1 k—1
Z H(Pk) Z gj Z vg Pk) (el(cpk) _ el(ffl))
j=1 j=1
1 - =
_ 5(9}(5’&-) Pk Z H(m) lipk) . el(fpkl))7

where ( lies on the segment between 9 T ) and 9(p ) . Substituting into the expression for (I17):
T

(I11) Zw Gy | (8P — 6P+
+%((;]<€pk> G T ZH(W —gE | (@F0 — g,

For the gradient term, using the decomposition established earlier and (15):

"
k—1
SV@) | @ 6| = 0, (VR N ) 0,0,
j=1

Since v < 1/(2g) < 1/4 for ¢ > 2, we have v < 1 — 2u, so this is o( N, ~2").

For the Hessian mismatch term, we bound the quadratic form:

k—
O — 1) " ZHj(C) — Hyq | (O — Or—1)| < |0k — Op—1 |- ZHj(C) — Hyy
- o

From (15), |0, — 01> = Op(Nkf(lf'j)). For the operator norm, by the same triangle inequality decomposition as in
term (I):

k—1 )

DOH Q) ~ Hima| < (A1) + (A2) + (45),

Jj=1 op

where (A}) is analogous to (As3) with ¢ in place of £. Since ¢ lies between ), and 6y, (A}) has the same order as
(A1). The dominant contributions come from (A;) and Ez: multiplying by (A4;) = Op(N;+”/2_nlill(q”’(l_”)/2)) gives
Op(Ngyﬂ_lnin(qy’(l_”)/m), while multiplying by Er = O(p~ /¥ Ny,) gives O, (p~ /¥ N}). Under v < 1/(2q) for ¢ > 2,
we have min(qv, (1 — v)/2) > 3v/2, so the (A;) term has exponent 3v/2 — min < 0 < 1 — 2v, and the E7 term has
exponent v < 1 — 2v since v < 1/3. Thus, both are o( N} ~2").

Combining the gradient and Hessian mismatch bounds, we obtain (I77) = o( N, ~").

Combining the bounds (I) = o(N,~?") and (I1I) = o(N}.~*") established above, and recalling that the middle term in

the three-term decomposition is non-positive since é,(f *) maximizes Ly:
Li(07) — Lu(67")) < (1) + 0+ (I11) = o(N; ™).

Thus, él(f ) satisfies the approximate maximizer condition (13) with 7,, = o(N, ;_2”), which is the required rate in the
framework of Shen & Wong (1994). With this condition verified, the convergence rate (12) follows by the same argument as
in Tang et al. (2023) (Theorem 1). The only difference is that our estimator is an approximate rather than exact maximizer,
but the slack 7,, = o(XV, ,ifz”) is precisely the tolerance allowed by Shen & Wong (1994) to preserve the convergence rate.
This establishes (12) for k, completing the induction and the proof. O
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D.3. Proof of Theorem 4.2

Proof. We follow a similar proof as shown in Tang et al. (2023) using the sieve M-theorem framework. Theorem 2 in
(Tang et al., 2023) establishes asymptotic normality under six conditions: consistency (A1), four regularity conditions
(A2-A3, A5-A6), and the approximate score condition (A4). Consistency (A1) is established in Theorem 4.1. The regularity
conditions A2—-A3, A5-A6 depend only on the model structure, and their verification under conditions (C1)—(C6) follows
the same arguments as in the proof of Theorem 3 in Tang et al. (2023). It remains to verify the approximate score condition
(A4).

For the infinite-dimensional component g, let V := {v : v(-) = 9gy(-)/0n|n=0, g5 € G} denote the tangent space of G. For
any v € V, the Fréchet derivative of the log-likelihood (3, g; ©O) in direction v is

oL(B, (g +nv)(-); 0)
on

ty(B,9; 0)[v] =

n=0

By the chain rule, 9¢/0v; = £, B; p]. Define the normalized score functions for the cumulative log-likelihood L (6) =

S 4(0):
Sa0.(0) 1= - VaLu(O), Sy (O)le] = ZZ@/ 6.9: 05[],

jlll

Condition (A4) requires that the renewable estimator 0~k = ( Bk, Jr;) satisfies:
So. (01) = 0p(NT%), - Sy, (Bi)[V7] = 0p (N 1/?), (16)

where v* € V is the least favorable direction. By semiparametric efficiency theory (Bickel et al., 1993), v* solves the
integral equation Z,v* = Z,4, where Z, and Z,4 are components of the information operator. For the Cox model, this yields
the explicit form (Tang et al., 2023):
E{1(Y > t)eX P X}

E{1(Y > t)eX Fo} ~

vi(t) =
The analysis for both components is parallel, so we focus on the 3 component and verify S3 n, (ék) = 0p(N,, 1 2), or
equivalently, V5L (0),) = op(N,im).
We decompose the score Vg Lk(ék) by separating the current batch from the historical batches:

k—1
VﬁLk(ék) = vﬁfk(ék) + Z Vﬂéj(ék). a7

j=1

Since ), maximizes the surrogate likelihood Ly (0) = ,(0) — %(0 - ék,l)Tﬁk,1(9 — ékfl) + const, the first-order
condition VL, (;) = 0 yields: ) . o
ng(gk) = kal(gk — 9k71)~ (18)

In particular, for the 5 component:
Vsl (0x) = [Hr-1)85 Bk — Br—1) + [Hr—1]p (G — F-1), (19)

where [lflk_l][m € R%4 and [ﬁk_l]ﬂ,Y € R¥(Px+1) are the corresponding blocks of the working Hessian.

For the historical score sum in (17), we apply Taylor expansion around Or_1. Since H ; = —V?2{; and using the block
2 9.
structure V2¢; = (gémﬁj gg”é ):
vB*I Ty ¢
k—1 k—1
> Valy(6k) = Z Vil (Or-1) = > ([H;(€)ss(Be — Br-1) + [H; (©)lay (G — Fn-1)) (20)
j=1 Jj=1
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where for each j, there exists £; on the segment between ék_l and ék We write £ for notational simplicity, as the subsequent
bounds hold uniformly over all such intermediate points.

Substituting (19) and (20) into (17):

k—1
VsLi(6k) =Y Vali(0k—1)
j=1

k—1

+ ([Hr—1lps — Y [H;(€)]pg) (Br — Br—1)

TS
=

+ ((Hi-1lgy = Y [Hi()gy) (T — Fa—1)- @1

<.
Il

The term Zf;ll Vgl; (0)_1) equals V pLi—1 (0x—1). Here we note that the parameters 0,1 appearing in (21) are implicitly

degree-elevated to py, i.e., O_1 = é,?fl) =Ry 1 opk é,gpfl‘ 1) Since the log-likelihood ¢, (6) depends on 6 only through

(8, g(-)) and degree elevation preserves both components exactly, we have Vg/; (@,(ﬁl) ) = Vgﬁj(é,(ffl’ 1)) for all j. This
invariance allows us to connect the inductive hypothesis at degree py—1 to the current analysis at degree pg. This suggests a
recursive structure, which we exploit via induction.

Base case (k = 1): The estimator 0; is the sieve MLE for the first batch. By condition (C1) (ensuring 31 lies in the interior
of B) and the first-order condition, VgL, (61) = 0= o, (n}/z).

Inductive step: Assume VLj,_1(0;_1) = op(N,ile). We show this implies the same for k. By (21):

VLi(0r) = VeLe—1(0k—1) + Ax, (22)
where the increment
k—1
Ay = ([Hi-1lps — Y _[Hi(€)]ss) (Br — Br-1)
j=1
~ ’ k—1
+ ([Hi—1lpy = ) _[Hj()lsv) Gk — Fr-1)-

1

J
We first establish bounds on the parameter increments. By Theorem 4.1:
18 = Bsa[| = Op (N 772). 23)
For the 8 component specifically, a sharper bound holds. From the first-order condition (18), we have
B — oy = HL VE(00).
Extracting the 8 component:
Br = Br—1 = [H; 168V 500 (Or) + [H 11, Vo b (O).
By condition (C6), the cumulative Hessian H k_1 satisfies )\min(fl k—1) > c¢Ni_1 for some constant ¢ > 0. This implies
IH s llop = OV, IH ] llop = O(N).
For the score at 6, by Taylor expansion around 6_1 and the CLT:
Vsli(O) = Vl(Or-1) + Op(nullfr, — Or-r]]) = Op (Vi) + 0p (Vi) = Op(v/rr),
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where the remainder is o, (/%) since ng |0k — Op_1|| = Op(nka,_(l_V)/z) = op(y/n) under v < 1/2. Similarly,
V. 41(0x) = O,(y/nrpx). Combining these bounds:

18k = Br—all < I[Hy 1]Bﬁl\opllvﬁ€k(9k)ll + ITH 5 lop [V €680 |
= 0( )-0 (v ) ( 1) - Op(v/mipr)

Since v < 1/2, we have (1 — v)/2 > 1/4 > 0, so both terms are O, (N, 1/2) Thus:

185 = Br1ll = Op(N; 7). (24)
We now bound Ay.
Recall that the Hessian has the block structure H = <Z’B o g V) . By the triangle inequality:
8 Y
k—1
([Hr—1lsp, [He-1lsy) = > _([H H;(€)]sv)
j=1 op
) k—1 k—1 k—1
< || Hia =Y H(00)|| + || Hi(00) = > Hy(€)
j=1 op = j=1 op
For the first term, by Theorem D.4 and the analysis in the proof of Theorem 4.1:
~ kil .
Hy | — Z Hj(go) _ Op(Nli‘_"‘i/Q—mln(ql/,(l—l/)/Q)) + O(pil/VNkfl).
j=1

op

Since min(qv, (1 —v)/2) > v/2 under v < 1/(2q) for ¢ > 2, and p~*/¥ can be made arbitrarily small by choosing p large,

the first term is O, (N{"7")/?).

For the second term, under condition (C2), the per-observation Hessian is Lipschitz:
1H;(6) — H;(0)|lop < Cryl|6 — ¢
for some constant C' > 0. Since £ lies on the segment between ék_ 1 and ék:
100 = €l < 1180 = Br—1ll + 1651 — Bill = Op(N™7%)
by Theorem 4.1 and (23). Summing over batches:

k k-1
D Hj(0o) = DO Hi()| < CNit - Op(N ) = 0, (V).
> 2

op

Combining both terms, the Hessian mismatch in the -rows satisfies:

k—1

([Hr-1lsp, [He-1)sy) = > _([H H;(©)p)|| = Op(N{H). (25)
j=1 op

For the contribution from the (8 difference, using (24):
k—1
- 3 5 1+v)/2 —1/2 v/2 1/2
((Hi-1lps = D H; (€)]58) (B = Bror)|| = Op(NLET2) - O, (NT %) = 05 (V%) = 0,(N, %),
j=1
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where the last step uses v < 1. For the contribution from the ~y difference, by (23) and (25):

el
|
—

(il = DO H€))a) G = 3a1) | = Op(NE"2) - Op (N 77%) = 0p(NF) = 0, (N, ),

I
-

where the last step uses v < 1/2, which holds under v < 1/(2¢) for g > 1.
Combining both contributions, A, = o0,(V, ,i / 2). By the recursive relation (22) and the inductive hypothesis
VsLi-1(fh-1) = 0,(N/3):

VaLi(0k) = 0p(N3) + 0, (V%) = 0, (N,?),
which completes the induction for the 5 component.
The score condition along the least favorable direction v* can be verified by an analogous argument applied to the
component, with the sieve projection error ||II,v* — v*| .2 = O(p~?) contributing o, (N ,i/ %) under qv > 1/2.

With condition (A4) verified, all conditions of Tang et al. (2023) Theorem 2 are satisfied. Therefore, the renewable estimator
[, satisfies:

VNe(Br = Bo) & N (0,171 (8o)),

where I() is the efficient Fisher information matrix. This is identical to the asymptotic distribution of the oracle sieve
MLE that has access to all N, observations, establishing oracle efficiency. O

26



