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Abstract
Federated Adversarial Learning (FAL) enhances
model robustness by integrating adversarial train-
ing into the federated learning framework. De-
spite recent advances proposing efficient FAL al-
gorithms, existing work has mainly focused on
convergence properties, with limited understand-
ing of their generalization capabilities. To address
this, we present the unified theoretical frame-
work for analyzing FAL generalization through
the lens of algorithmic stability. We first ana-
lyze general FAL algorithms based on stochastic
gradient descent (SGD) and derive perturbation-
dependent generalization bounds, which reveal
that stronger adversarial attacks can lead to de-
graded generalization. To mitigate the impact of
adversarial perturbations, we leverage Moreau en-
velope optimization and establish a perturbation-
independent bound, demonstrating its efficacy in
simultaneously enhancing both robustness and
generalization. Finally, we extend our analysis
to the practical black-box setting, demonstrating
that zeroth-order optimization techniques can ef-
fectively maintain both robustness and generaliza-
tion even without local gradient access.

1. Introduction
Federated Learning (FL) is a distributed learning paradigm
that enables multiple decentralized clients to collaboratively
train models without sharing raw data, ensuring privacy
(McMahan et al., 2017; Li et al., 2020; Qu et al., 2022). De-
spite its privacy advantages, models trained with FL remain
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vulnerable to adversarial attacks, where imperceptible, ad-
versarially crafted perturbations significantly degrade model
performance (Bagdasaryan et al., 2020; Wang et al., 2020;
Kumar et al., 2023). To address this issue, recent stud-
ies have integrated adversarial training into the FL frame-
work, thereby establishing the paradigm of FAL (Zizzo et al.,
2020; Shah et al., 2021). In general, FAL is formulated as
a min–max optimization problem, where the global model
minimizes the expected loss while client-side adversarial
perturbations maximize it, thereby improving robustness
against attacks (Zhu et al., 2023; Zhang et al., 2023).

Empirical studies have demonstrated that FAL optimized
via SGD is capable of attaining strong robustness on the
training data. However, as adversarial training progresses,
the robust test accuracy on adversarial examples often de-
clines. This phenomenon is commonly known as robust
overfitting (Rice et al., 2020; Yu et al., 2022). Theoretical
studies have shown that the non-smooth nature of adversar-
ial loss underlies robust overfitting and the degradation of
generalization bounds as attack strength grows (Xing et al.,
2021a;b; Xiao et al., 2022). In FAL, the non-smooth inner
maximization intrinsically couples the objective’s effective
regularity with the attack radius δ. This dependency under-
mines the algorithmic stability of SGD, yielding generaliza-
tion bounds that unfavorably withand the training rounds T .
Consequently, this structural characteristic induces a pro-
gressive deterioration in robust generalization performance,
thereby constituting a fundamental theoretical barrier. Ac-
cordingly, Ding et al. (2025) adopted randomized smooth-
ness approximation (Alashqar et al., 2023) to effectively
smooth the adversarial loss and applied it to FAL. How-
ever, this method relies on a smooth approximation of the
non-smooth adversarial loss, retaining an attack-dependent
term that requires tighter approximation, thereby increasing
computational cost. Moreover, a prevailing limitation of
existing studies is their fundamental dependence on first-
order gradient information (Xiao et al., 2022; Chen et al.,
2022; Zhang et al., 2023). These methodologies necessitate
explicit gradient computations via backpropagation to guide
the robust optimization process. And in many federated
deployments, privacy and system constraints limit clients
to black-box access to a prediction service or proprietary
model interface, resulting in regimes where gradients are
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Table 1. Comparison of stability bounds for Adversarial Learning algorithms ( nmin-Minimum local sample size; Dmax-Maximum
heterogeneity measure; (N/m)-number of clients; p-Moreau parameter; ℓ-convexity constant; n-local sample size; T -number of rounds;
δ-attack radius; µ-approximation error; η-step size).

Algorithm Federated Training Mechanism Analysis Tool Step Size Stability Bound

AT (Xing et al., 2021a) No SGD On-average stability Constant (η) O
(

δ η
√
T

n + δ ηT
n2

)
AT (Xiao et al., 2022) No SGD Uniform stability Constant (1/Lw) O

(
T

Lwn + δT
Lw

)
FAL (Ding et al., 2025) Yes SGD + SSA On-average stability Diminishing O

(
δT log T

(
1 + Dmax

mnmin

)
+ T

√
log T

mnmin

)
FAL (Ding et al., 2025) Yes SGD + RSA On-average stability Diminishing O

(
T 1/4 log T√

Q
+ T 3/4+T (δDmax)

1/3

mnmin

)
FAL (Ours) Yes SGD Uniform stability Diminishing (O(1/t)) O

((
1

nN + δ
)
T 1/2 log T

)
FalME (Ours) Yes SGD + Moreau Uniform stability Diminishing (O(1/t)) O

(
p

p−ℓ

(
1

Nn + 1
n

)
T 1/2 log T

)
FalZO (Ours) Yes SGD + Zeroth-order Uniform stability Diminishing (O(1/t)) O

((
1

nN + µ+ δ
)
T 1/2 log T

)

unavailable or prohibitively costly (Chen et al., 2017; Ilyas
et al., 2018). This obstructs optimization and undermines
robust generalization under adversarial perturbations.

To address the above challenges, we systematically analyze
the generalization of FAL optimization algorithms via a rig-
orous stability framework tailored for non-convex settings.
Our core contributions are as follows.

• We first demonstrate that standard SGD applied to
non-smooth adversarial objectives yields generaliza-
tion bounds that scale with attack intensity. To mitigate
the impact of adversarial perturbations, we incorporate
Moreau-envelope smoothing by regularizing the em-
pirical robust loss via a quadratic proximal term. This
formulation enables stability bounds independent of
the attack strength δ, thereby improving both robust-
ness and generalization.

• Moreover, to adress gradient inaccessibility in black-
box deployments, we employ zeroth-order (ZO) ad-
versarial training. This extension eliminates reliance
on explicit gradients, thereby broadening applicabil-
ity to privacy-constrained federated environments. We
demonstrate that, although the stronger convergence
guarantees of first-order methods, our ZO framework
remains theoretically, enabling robust learning solely
through black-box queries.

• Extensive experiments on benchmark datasets corrobo-
rate our theoretical findings. We show that the Moreau-
envelope optimizer significantly narrows the robust-
generalization gap and outperforms standard SGD in
adversarial accuracy. Furthermore, we demonstrate
that our ZO variant maintains competitive robustness
and generalization in gradient-free environments.

2. Related Work
Federated Adversarial Learning. Recently, a sequence
of increasingly sophisticated FAL algorithms has emerged.

Zizzo et al. (2020) proposed the FAT framework for fed-
erated adversarial training, empirically showing that local
PGD adversarial training (Madry et al., 2018) paired with
global aggregation improves federated robustness (Zizzo
et al., 2020). Subsequently, Shah et al. (2021) introduced
FedDynAT, which incorporates dynamic local updates and
a regularized aggregation mechanism. This design yields
improved natural and adversarial accuracy and faster conver-
gence in their experiments (Shah et al., 2021). To explicitly
address aggregation error, Zhou et al. (2022) introduced Fed-
BVA, a framework that decomposes server error into bias
and variance, utilizing asymmetric adversarial examples to
enhance robustness. Building upon the need for efficiency,
Hong et al. (2023) developed FedRBN, enabling resource-
constrained clients to inherit robustness without intensive
local adversarial training. In addition, Zhang et al. (2023)
proposed DBFAT, a approach that improves both clean accu-
racy and adversarial robustness through local re-weighting
and global regularization. Furthermore, Zhu et al. (2023)
proposed SFAT. It introduces a client-level slack aggregation
mechanism and alleviates robustness degradation caused by
heterogeneity in locally generated adversarial examples.

Stability and generalization for adversarial training.
The inherent non-smoothness of adversarial loss func-
tions presents a significant challenge for theoretical anal-
ysis. To address it, Xing et al. (2021a) show that residual
non-smoothness amplifies algorithmic instability , adding
an extra O(η2T ) term beyond what appears in standard
training. Leveraging approximate smoothness, Xiao et al.
(2022) and Wang et al. derive stability bounds that scale
only linearly with ηT (η1 is initial learning rate) and the per-
turbation radius (Wang et al., 2024). Then, Cheng et al.
(2024) consider generating adversarial examples with a
single gradient step and show that this variant admits a
tighter algorithmic-stability bound than multi-step adver-
sarial training. In parallel, Xiao et al. (2024) devise new
gradient-descent algorithms based on the Moreau envelope
to further smooth the loss landscape. Finally, Ding et al.
(2025) conduct the first systematic study of robust gener-
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alization in heterogeneous FAL across multiple smoothing
regimes. Compared with Ding et al. (2025), we establish a
unified stability-based theory for both first-order and zeroth-
order FAL, and further introduce a Moreau-envelope vari-
ant that achieves δ-independent uniform stability, thereby
improving upon prior perturbation-dependent guarantees.
Table 1 summarizes our main results and compares them
with prior stability-based adversarial training algorithms.

3. Problem Setting
In a typical FAL framework, N clients collaboratively
train a global model by transmitting gradient informa-
tion to a central server, while keeping their raw data lo-
cal to preserve privacy. For any i ∈ [N ], j ∈ [n], let
S := {Si}Ni=1 represent the collection of all local datasets,
where Si := {zi,1, . . . , zi,n} denote the local dataset, and
each sample is independently drawn from the client-specific
distribution Di. We denote w ∈ W ⊆ Rd as the global
model parameters and wi as the local model parameters of
each client. The standard (non-adversarial) loss function
for client i is defined as gi(wi; zi,j), which measures the
discrepancy between the model prediction parameterized
by wi and the observed data sample zi,j . Unless otherwise
stated, we impose no convexity assumption on the loss.

In the FAL framework, we consider a surrogate adversarial
loss that evaluates the model’s performance under worst-
case perturbations. For any client, the local adversarial
loss fi(wi; zi,j) is formulated as the solution to an inner
maximization problem:

fi(wi; zi,j) = max
∥zi,j−z′

i,j∥∞≤δ
gi(wi; z

′
i,j), (1)

where δ > 0 specifies the ℓ∞-norm bound on admissible
perturbations.

The objective of FAL is to minimize the global population
risk by collaboratively optimizing model parameters across
all N clients. Specifically, the population risk for the i-th
client is defined as:

Fi(wi) = Ezi∼Di
[fi(wi; zi)], (2)

let zi be a random variable following the local data distri-
bution Di associated with the i-th client, where Ezi∼Di

[ · ]
denotes the expectation with respect to the sampling of zi.
Then the corresponding global population is given by

F (w) =
1

N

N∑
i=1

Fi(wi) =
1

N

N∑
i=1

Ezi∼Di
[fi(wi; zi)]. (3)

As the population risk cannot be evaluated exactly in prac-
tice, we approximate it with the empirical risk computed

over the finite dataset Si:

FSi(wi) =
1

n

n∑
j=1

fi(wi; zi,j), (4)

and the global empirical risk is given by

FS(w) =
1

N

N∑
i=1

FSi(wi) =
1

N

N∑
i=1

1

n

n∑
j=1

fi(wi; zi,j),

where zi,j represents the j-th sample of the i-th client,
FSi(wi) and FS(w) denote the empirical risks for the local
and global models.

Stability and Generalization

With the adversarial objective defined above, we now turn to
the analysis of FAL. In this section, we analyze the general-
ization properties of FL models under adversarial settings us-
ing stability-based methods. Let A be a randomized FAL al-
gorithm. Given a training dataset S, we define wT = A(S)
as the global model parameters returned by A after T iter-
ations. To evaluate the generalization performance of the
learned model, we define the expected adversarial general-
ization error as the discrepancy between its population risk
and empirical risk:

Egen = ES,A [F (A(S))− FS(A(S))] , (5)

where the expectation is taken over the random sampling of
the dataset S and the potential randomness of algorithm A.

In FAL, the expected generalization risk can be decomposed
as:

Egen = ES,A

[
1

N

N∑
i=1

(Fi(A(S))− FSi(A(S)))

]
, (6)

which reflects that the generalization ability of the global
server model depends on the contributions from all clients.
Here, A(S) is the global model returned after T iterations of
any FAL algorithm A on S. We consider three instantiations:
Algorithm 1 (FAL), Algorithm 2 (FalZO), and Algorithm 3
(FalME), with details in Appendix D.

We assume that the loss function gi of the i-th client satisfies
the following assumption:

Assumption 3.1. Assume that the loss function gi(wi, zi)
satisfies the following Lipschitz conditions, where wi de-
notes the parameter of the local model and zi is the input
data sample.

(a) (Lipschitz continuity regarding wi ). For any wi, w̄i ∈
W , i ∈ [N ], and L > 0, we have

∥gi(wi, zi)− gi(w̄i, zi)∥ ≤ L∥(wi − w̄i)∥.
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(b) (Lipschitz smoothness regarding wi). For any wi, w̄i ∈
W , i ∈ [N ], and Lw > 0, gi satisfies

∥∇wi
gi(wi, zi)−∇wi

gi(w̄i, zi)∥ ≤ Lw∥wi − w̄i∥.

(c) ( Lipschitz smoothness regarding zi). For any wi ∈ W ,
i ∈ [N ], and Lz > 0, we have

∥∇wi
gi(wi, zi)−∇wi

gi(wi, z
′
i)∥ ≤ Lz∥zi − z′i∥.

Note that Assumption 3.1 is widely used in existing research
(Xing et al., 2021a; Kanai et al., 2023; Ding et al., 2025),
and it is satisfied by widely used losses such as squared loss
and cross-entropy.

Inspired by (Hardt et al., 2016), we analyze the general-
ization behavior of FAL through the lens of algorithmic
stability. In particular, we extend the notion of ϵ-uniform
stability to the federated setting by characterizing stability
with respect to each client-level objective fi.

Definition 3.2. A randomized FAL algorithm A is said to
be ϵ-uniformly stable if, for all datasets S and S′ that differ
in at most one sample (possibly belonging to any client), the
following holds.

sup
(i,z)

EA [fi(A(Si); z)− fi(A(S′
i); z)] ≤ ϵ,

where the expectation is taken over the internal randomness
of A, and fi(·; z) denotes the adversarial loss on client i
evaluated at an arbitrary test example z ∼ Di.

Theorem 3.3. Suppose a randomized FAL algorithm A is
ϵ-uniformly stable. Then, the expected generalization gap
satisfies∣∣∣∣∣ES,A

[
1

N

N∑
i=1

(
Fi

(
A(S)

)
− FSi

(
A(S)

))]∣∣∣∣∣ ≤ ϵ. (7)

Theorem 3.3 provides a formal connection between stability
and generalization. It shows that the expected generalization
error is controlled by the uniform algorithmic stability ϵ.
Distinct from centralized paradigms, this federated bound
is characterized as an average of client-level discrepancies,
revealing that the sensitivity to individual data points is
doubly attenuated by the interplay of the local sample size
n and the global aggregation factor 1/N .

4. Generalization Analysis
In this section, we introduce our proposed FAL algorithms
and derive rigorous generalization guarantees within the
uniform stability framework. Our analysis operates exclu-
sively within the general non-convex regime, addressing the
practical complexities of deep learning objectives.

4.1. SGD-based Optimization

We begin with the classical SGD-based instantiation of FAL,
which integrates adversarial training into the Federated Aver-
aging (FedAvg) framework. In each communication round,
a subset of clients performs local adversarial training for
K epochs and uploads the updated parameters to the server.
Subsequently, the server aggregates these updates via aver-
aging. As shown below

wt+1 =
1

m

m∑
i=1

wt+1
i , (8)

where wt+1
i denotes the local parameter after K local

epochs on client i. Equivalently, viewing the whole pro-
cedure as a stochastic optimization process with adversarial
gradients, the local update admits the following SGD form:

wt+1
i = wt

i −
ηt

b1M

∑
i∈Mt

∑
j∈[n]

αt
i,j∇fi(wt

i ; z
t
i,j), (9)

here, ηt = η1t
−1 represents the step size at iteration t ∈ [T ],

where η1 denotes the initial learning rate. The subset of M
clients selected at each iteration is denoted byMt ⊆ [N ]
(|Mt| = M ), and αt

i,j signifies the count of local samples
identical to zti,j .

To establish theoretical generalization bounds for FAL, we
first ground our analysis in the framework of algorithmic
stability. Specifically, we bound the expected parameter
divergence between models trained on a dataset S and a
neighboring dataset S′ differing by a single sample.

Theorem 4.1. Let {wt} and {w̄t} be the parameter se-
quences produced by the FAL algorithm on the dataset S
and its neighboring dataset S′. With a diminishing step size
ηt = η1t

−1, η1 ≤ 1
2Lw

, the final output of the algorithm
after T iterations is denoted by wT . Then, we have:

1

nN

N∑
i=1

n∑
j=1

E
[
∥wT − w̄T ∥

]
≤ (e(T − 1))η1Lw

(
2L

nN
+ 2Lzδ

)
η1 log(e(T − 1)).

Remark 4.2. The stability bound established in Theorem 4.1
explicitly characterizes the dependence of model sensitivity
on the adversarial perturbation δ. Crucially, the term Lzδ in-
dicates that stronger adversarial attacks introduce additional
instability. By leveraging the connection between uniform
stability and generalization error, we derive the following
bound on the expected generalization gap.

Theorem 4.3. For the FAL algorithm A. With a diminishing
step size ηt = η1t

−1, η1 ≤ 1
2Lw

, and under Assumption 3.1,
the expected generalization gap satisfies:

Egen ≤ O
(
L
(
(nN)−1L+ Lzδ

)
T

1
2 log T

)
.
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Remark 4.4. Under the non-smooth adversarial objective,
the induced generalization bound scales as O(T 1/2 log T )
with respect to communication rounds. Importantly, the
bound exhibits a linear dependence on the adversarial at-
tack strength δ and the landscape smoothness parameter
L,Lz . Unlike the standard generalization error term which
scales with the inverse sample size (nN)−1. Consequently,
stronger attacks and rougher loss landscapes inherently ex-
acerbate the generalization gap, theoretically validating the
robust overfitting phenomenon and underscoring the neces-
sity for federated methods that effectively regularize the
training process to control instability.

4.2. Moreau Envelope-based Optimization

In this section, we generalize the FAL framework by in-
tegrating Moreau-envelope smoothing to mitigate the in-
tractability caused by the inherent non-smoothness of adver-
sarial objectives. We begin by characterizing a key structural
property of the adversarial loss. Although it is non-smooth,
it remains weakly convex due to the smoothness of the
underlying loss function. Folling (Nurminski, 1973), we
formally define this structural property, as follows:

Definition 4.5. Let l > 0. A function f is said to be l-
weakly convex if for all x, the function f(x) + l

2∥x∥
2 is

convex in x.

Based on this property, we construct a differentiable sur-
rogate for client i by augmenting the empirical robust loss
with a quadratic proximal term controlled by a smoothing
parameter p > l. The empirical Moreau envelope objective
is formally defined as:

Mi(ui;Si) = min
wi

{
1

n

n∑
j=1

fi(wi; zi,j) +
p

2
∥wi − ui∥2

}
.

We employ an alternating minimization strategy wherein the
inner proximal objective, rendered strictly strongly convex
under the condition p > l, admits a unique global minimizer
w∗

i . Subsequently, the outer variable ui is updated via gradi-
ent descent on the smooth envelope. The gradient admits the
closed-form expression∇ui

Mi(ui;Si) = p(ui−w∗
i ). Con-

sequently, the local update rule at iteration t is formulated
as:

ut+1
i = ut

i−αt∇ui
Mi(u

t
i;Si) = ut

i−αtp(u
t
i−w∗

i ). (10)

where αt denotes the step size and w∗
i represents the optimal

solution to the inner minimization at step t.

To establish theoretical generalization bounds for FAlME,
we first ground our analysis in the framework of algorithmic
stability.

Theorem 4.6. Let {ut
i} and {ūt

i} denote the parameter
sequences generated by the FalME algorithm on the dataset

S and its neighboring dataset S′, respectively. Suppose the
loss function is l-weakly convex, satisfying Assumption 3.1.
With a smoothing parameter p > l and a diminishing step
size αt, let uT be the final global model parameters after T
iterations. Then, we have:

E
[
∥uT − ūT ∥

]
≤ O

((
Lp

Nn(p− l)
+

p

n(p− l)

)
Tα1Lw log T

)
,

where Lw = max{p, pl
p−l} denotes the smoothness constant

under the Assumption 3.1.
Remark 4.7. Note that, the denominator term (p− l) char-
acterizes an inherent approximation-stability trade-off, in-
dicating that tighter smoothing approximations (as p→ ℓ)
exacerbate optimization instability. Utilizing this uniform
stability guarantee, we establish the following bound on the
expected generalization gap.
Theorem 4.8. Assume that each loss function fi be L-
Lipschitz continuous and l-weakly convex. If we execute
the FalME algorithm with a smoothing parameter p > l and
a diminishing stepsize αt = α1/t satisfying α1 < 1/Lw,
Lw = max{p, pl

p−l}. Then the expected generalization gap
satisfies

Egen ≤ O
(

Lp

p− l

(
L

Nn
+

1

n

)
T

1
2 log T

)
,

where the initial stepsize α1 = 1
2Lw

.
Remark 4.9. Theorem 4.8 establishes the theoretical gener-
alization guarantee for FalME, explicitly characterizing how
the generalization gap scales with the smoothing parameter
p, the effective sample size Nn, and the training rounds
T . Specifically, the condition p > l serves a dual purpose:
it acts as a geometric regularizer to induce strong convex-
ity in the inner subproblem while determining the effective
smoothness Lw of the outer objective. Unlike standard non-
convex approaches that suffer from exponential instability,
FalME recovers the canonical rateO(

√
T ) typical of convex

optimization, provided the inner solver is sufficiently accu-
rate. Furthermore, the dependence on (Nn)−1 confirms
the theoretical advantage of federated averaging: the gen-
eralization gap is suppressed linearly by the total effective
sample size. For comparison, directly applying SGD to the
federated adversarial setting yields a generalization bound
of Egen ≤ O

(
L((nN)−1L+ Lzδ)T

1
2 log T

)
. Importantly,

the baseline bound is hindered by the perturbation term Lzδ,
which results in an irreducible asymptotic error floor. In
contrast, FalME circumvents this limitation, ensuring the
generalization gap strictly vanishes with a sufficiently large
sample size.

4.3. Zeroth-Order Optimization

Beyond first-order methods, we consider scenarios where
gradient information is unavailable or inaccessible. Zeroth-
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Figure 1. Results for generalization gap with different of attack strength (δ) for different algorithms on MNIST.

order optimization (ZOO) trains models by estimating gra-
dients using only function evaluations, thus eliminating the
need for explicit derivative information (Chen et al., 2017;
Nikolakakis et al., 2022). Building upon this approach, the
federated zeroth-order framework FedZO (Fang et al., 2022;
Chen et al., 2023), along with its adversarial variant FalZO,
extends gradient-free learning to federated settings. In this
framework, each client performs private or black-box op-
timization using only function queries, without requiring
access to model gradients.

In each communication round of FalZO, the optimization
process is driven by the aggregation of local zeroth-order
updates derived from a selected subset of clients. Formally,
letMt (with |Mt| = M ) denote the set of selected clients
in round t, and ηt represent the learning rate. The global
model update rule is governed by:

wt+1 = wt− ηt
b1M

∑
i∈Mt

b1∑
m=1

∇̃fi
(
wt

i ; z
t
i,m, {vtil}

b2
l=1, µ

)
,

where b1 is the local batch size, and ∇̃fi represents the
zeroth-order gradient estimator. To circumvent the need for
backpropagation, FalZO approximates this gradient term via
a randomized finite-difference scheme using only function
evaluations. Specifically, for a local model parameter wt

i ,
a data sample zti,m, and a smoothing parameter µ, the esti-
mator is computed over a set of b2 random direction vectors
{vtil}

b2
l=1 as:

∇̃fi
(
wt

i ; z
t
i,m,

{
vtil
}b2
l=1

, µ
)

=
1

b2

b2∑
l=1

vtil
µ

(
fi
(
wt

i + µvtil; z
t
i,m

)
− fi

(
wt

i ; z
t
i,m

))
,

where vtil are independent random unit vectors. To guaran-
tee a high-fidelity approximation of the true gradient, the
number of random directions is typically chosen to satisfy
b2 > d, where d corresponds to the dimension of the model
parameters (Nikolakakis et al., 2022).

Proceeding analogously to the analysis of FAL, we first
establish the algorithmic stability for FalZO. By bounding

the parameter divergence between the algorithm running on
adjacent datasets S and S′, we obtain the following stability
guarantee.

Theorem 4.10. Let {wt} and {w̄t} be produced by the
FalZO algorithm on the dataset S and its neighboring
dataset S′. Under a diminishing step size ηt = η1t

−1,
let wT denote the final output after T iterations. Specif-
ically, for the FalZO variant, we define the coefficient
a1 = (1 +

√
d/b2)Lw, η1 ≤ 1

2a1
. Then, the following

holds:

1

nN

N∑
i=1

n∑
j=1

E
[
∥wT − w̄T ∥

]
≤ (e(T − 1))a1η1a2η1 log(e(T − 1)),

where a2 is given by(
2L

nN
+ µLw +2Lzδ+

2MLzδ

N
+ (2Lzδ+

2L

nN
)

√
d

b2

)
.

Leveraging this stability guarantee, we derive the general-
ization bound for FalZO, which explicitly accounts for the
additional bias introduced by ZO gradient estimation.

Theorem 4.11. Under Assumption 3.1, suppose the FalZO
algorithm is executed with diminishing stepsizes ηt =
η1/t, η1 ≤ 1

2a1
. Then, the expected generalization gap

satisfies:

Egen ≤ O
(
L
(
(nN)−1L+ µ+ Lzδ)

)
T

1
2 log T

)
.

Remark 4.12. Based on the diminishing stepsize schedule
ηt = η1/t and the smoothnes condition specified in Assump-
tion 3.1, the algorithm FalZO enjoys a data-dependent gener-
alization bound that scales polynomially with the total sam-
ple size nN and depends on the zeroth-order approximation
error µ and the perturbation factor Lzδ. Notably, when the
smoothing parameter is set to µ = O

(
(nN)−1

)
, the bound

tightens to the order of O
(
L((nN)−1L+ Lzδ)T

1
2 log T )

)
.

Moreover, if the problem parameters satisfy Lwc
Lwc+1 ≥

1
2 for

some constant c > 0, this canonical rate remains attainable.
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Figure 2. Results for generalization gap with different local training epochs on MNIST

Figure 3. Results for generalization gap with different total client numbers on MNIST

5. Experiments
5.1. Experimental Setup

Datasets. We conduct extensive experiments using real-
world datasets from public repositories, comprising standard
image benchmarks (MNIST, CIFAR10, SVHN) and large-
scale vector datasets (Webspam, Epsilon, SUSY) sourced
from the LIBSVM library. Statistics of the datasets are
provided in Table 2.

Model Settings. We adopt a convolutional neural network
(CNN) with two convolutional layers (10 and 20 filters, ker-
nel size 5), each followed by ReLU activation, max pooling,
and dropout. Features are fed into a fully connected layer
with 50 units and dropout, and a final output layer for clas-
sification. All models are trained with an initial learning
rate of 0.01 (decayed during training), batch size 10, and
local updates are performed for 5 epochs on each client per
communication round. The MNIST dataset is partitioned
among 100 clients in an IID manner, with 50% of clients
randomly selected to participate in each round.

Adversarial robustness is assessed via the ℓ∞-PGD attack
configured with a budget δ (10 iterations, step size δ/5).
For optimization, the algorithm adapts to gradient accessi-
bility: we employ first-order SGD (momentum 0.5) when
gradients are available, and resort to zeroth-order methods
in black-box settings. In the latter case, gradient estima-
tion relies on random direction finite differences, coupled
with the Moreau envelope to effectively smooth the non-
differentiable adversarial objective.

Evaluation Metric. We report the adversarial generaliza-
tion gap, defined as the absolute difference between adver-
sarial training accuracy and adversarial test accuracy.

Generalization Gap = |AdvTrainAcc−AdvTestAcc|.

Table 2. The details of the adopted datasets.

Dataset Size (n) Dimension (d)

MNIST 70,000 2784
CIFAR10 60,000 3072
SVHN 99,289 3072
Webspam 350,000 254
Epsilon 400,000 2,000
SUSY 5,000,000 18

5.2. Experimental analysis

Impact on different algorithm. As illustrated in Fig-
ure 1, the detrimental effect of adversarial perturbations
varies across the evaluated methods. Specifically, FalME
demonstrates the highest resilience, exhibiting the mildest
performance degradation, followed by the classical FAL,
while FalZO shows the most sensitivity. This suggests
that Moreau-envelope smoothing serves as a robust de-
fense mechanism against adversarial attacks. Meanwhile,
although FalZO remains a viable gradient-free alternative, it
is inherently more susceptible to strong perturbations. Fur-
thermore, Figure 5 compares the average communication

7
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Figure 4. The generalization gap with different attack strengths (δ) across different datasets.

efficiency of FalME and FAL under identical experimental
conditions. The results indicate that FalME achieves this
superior robustness without incurring significant compu-
tational or communication overhead, maintaining runtime
efficiency comparable to that of FAL.

Impact on δ. Extensive experiments across three image
datasets (MNIST, CIFAR-10, SVHN) and three large-scale
vector datasets in Figure 4 demonstrate a consistent trend:
increasing the attack radius δ universally exacerbates the
generalization gap. This confirms that stronger adversar-
ial perturbations inherently degrade the model’s ability to
generalize, particularly hindering convergence in the early
training stages.

Impact on local training epochs. As illustrated in Fig-
ure 2, increasing the number of local iterations effectively
accelerates optimization and significantly narrows the gen-
eralization gap, particularly in the early stages. This deeper
local optimization enhances both communication efficiency
and model robustness. Although excessive updates may risk
overfitting, a moderately increased iteration budget consis-
tently improves global generalization performance.

Impact of total client numbers. Under a fixed global data
budget, increasing the number of clients N leads to data
fragmentation and local sample scarcity. As illustrated in
Figure 3, this reduction in local data density correlates with a
marked expansion of the generalization gap. This highlights
that excessive data partitioning compromises the statistical
representativeness of local updates, thereby exacerbating
local overfitting and hindering robust learning.

Impact on client participation ratio. Increasing the
client participation ratio incorporates a larger portion of
the dataset in each communication round, thereby facilitat-
ing the training of more accurate global models. This leads
to a reduction in the generalization gap and an improvement
in robust accuracy, as illustrated in Appendix D, Figure 6.

6. Conclusion
In this paper, we develop a unified theoretical framework
for Federated Adversarial Learning that covers both first-
order and zeroth-order optimization. We show that classi-
cal smooth-surrogate methods suffer from a perturbation-
dependent bias, causing generalization to degrade as attack
strength increases. To address this, we propose FalME, a
first-order method based on Moreau-envelope smoothing
that separates non-smoothness from optimization, yield-
ing perturbation-independent generalization bounds while
recovering the canonical convergence rate. Subsequently,
we further extend the analysis to the zeroth-order setting
via FalZO, establishing robust generalization in privacy-
sensitive black-box regimes. Extensive experiments support
our theory, demonstrating mitigation of robust overfitting
and offering a practical reference for scalable distributed
adversarial learning.

Impact Statement
This paper presents work whose goal is to advance the field
of machine learning. There are many potential societal
consequences of our work, none of which we feel must be
specifically highlighted here.

8



Towards Understanding Generalization of Federated Adversarial Learning: Perspective of Algorithmic Stability

Acknowledgments
This work was supported in part by the National Nat-
ural Science Foundation of China (NSFC) under Grant
No. 62376104 and the R&D Program under Grant No.
AB25069496.

References
Alashqar, B., Gasnikov, A. V., Dvinskikh, D. M., and

Lobanov, A. V. Gradient-free federated learning meth-
ods with l1 and l2-randomization for non-smooth convex
stochastic optimization problems. Computational Math-
ematics and Mathematical Physics, 63(9):1600–1653,
2023.

Bagdasaryan, E., Veit, A., Hua, Y., Estrin, D., and
Shmatikov, V. How to backdoor federated learning. In
International Conference on Artificial Intelligence and
Statistics, pp. 2938–2948, 2020.

Chen, C., Liu, Y., Ma, X., and Lyu, L. Calfat: calibrated
federated adversarial training with label skewness. In Ad-
vances in Neural Information Processing Systems, 2022.

Chen, J., Chen, H., Gu, B., and Deng, H. Fine-grained the-
oretical analysis of federated zeroth-order optimization.
In Advances in Neural Information Processing Systems,
volume 36, pp. 54496–54508, 2023.

Chen, P.-Y., Zhang, H., Sharma, Y., Yi, J., and Hsieh,
C.-J. Zoo: Zeroth order optimization based black-
box attacks to deep neural networks without training
substitute models. In Proceedings of the ACM Work-
shop on Artificial Intelligence and Security, pp. 15–26,
2017. doi: 10.1145/3128572.3140448. URL https:
//doi.org/10.1145/3128572.3140448.

Cheng, X., Fu, K., and Farnia, F. Stability and gener-
alization in free adversarial training. arXiv preprint
arXiv:2404.08980, 2024.

Ding, W., An, Y., Chen, L., Kan, S., Wu, F., and Qu, Z.
How does the smoothness approximation method facili-
tate generalization for federated adversarial learning? In
Proceedings of the AAAI Conference on Artificial Intelli-
gence, volume 39, pp. 16280–16288, 2025.

Duchi, J. C., Jordan, M. I., Wainwright, M. J., and Wibisono,
A. Optimal rates for zero-order convex optimization: The
power of two function evaluations. IEEE Transactions
on Information Theory, 61(5):2788–2806, 2015.

Fang, W., Yu, Z., Jiang, Y., Shi, Y., Jones, C. N., and Zhou,
Y. Communication-efficient stochastic zeroth-order op-
timization for federated learning. IEEE Transactions on
Signal Processing, 70:5058–5073, 2022.

Hardt, M., Recht, B., and Singer, Y. Train faster, gener-
alize better: Stability of stochastic gradient descent. In
Proceedings of the International Conference on Machine
Learning, pp. 1225–1234, 2016.

Hong, J., Wang, H., Wang, Z., and Zhou, J. Federated
robustness propagation: sharing adversarial robustness in
heterogeneous federated learning. In Proceedings of the
AAAI Conference on Artificial Intelligence, 2023. ISBN
978-1-57735-880-0.

Ilyas, A., Engstrom, L., Athalye, A., and Lin, J. Black-box
adversarial attacks with limited queries and information.
In Proceedings of the International Conference on Ma-
chine Learning, pp. 2137–2146, 2018.

Kanai, S., Yamada, M., Takahashi, H., Yamanaka, Y., and
Ida, Y. Relationship between nonsmoothness in adver-
sarial training, constraints of attacks, and flatness in the
input space. IEEE Transactions on Neural Networks and
Learning Systems, 35(8):10817–10831, 2023.

Kumar, K. N., Mohan, C. K., and Cenkeramaddi, L. R.
The impact of adversarial attacks on federated learning:
A survey. IEEE Transactions on Pattern Analysis and
Machine Intelligence, 46(5):2672–2691, 2023.

Li, S. and Liu, Y. High probability guarantees for non-
convex stochastic gradient descent with heavy tails. In
Proceedings of the International Conference on Machine
Learning, volume 162, pp. 12931–12963, 17–23 Jul
2022. URL https://proceedings.mlr.press/
v162/li22q.html.

Li, T., Sahu, A. K., Talwalkar, A., and Smith, V. Feder-
ated learning: Challenges, methods, and future directions.
IEEE signal processing magazine, 37(3):50–60, 2020.

Madry, A., Makelov, A., Schmidt, L., Tsipras, D., and
Vladu, A. Towards deep learning models resistant
to adversarial attacks. In International Conference
on Learning Representations, 2018. URL https://
openreview.net/forum?id=rJzIBfZAb.

McMahan, B., Moore, E., Ramage, D., Hampson, S., and
y Arcas, B. A. Communication-efficient learning of deep
networks from decentralized data. In International Con-
ference on Artificial Intelligence and Statistics, pp. 1273–
1282, 2017.

Nikolakakis, K. E., Haddadpour, F., Kalogerias, D. S., and
Karbasi, A. Black-box generalization: Stability of zeroth-
order learning. In Advances in Neural Information Pro-
cessing Systems, volume 35, pp. 31525–31541, 2022.

Nurminski, E. The quasigradient method for the solving of
the nonlinear programming problems. Cybernetics, 9, 01
1973. doi: 10.1007/BF01068677.

9

https://doi.org/10.1145/3128572.3140448
https://doi.org/10.1145/3128572.3140448
https://proceedings.mlr.press/v162/li22q.html
https://proceedings.mlr.press/v162/li22q.html
https://openreview.net/forum?id=rJzIBfZAb
https://openreview.net/forum?id=rJzIBfZAb


Towards Understanding Generalization of Federated Adversarial Learning: Perspective of Algorithmic Stability

Qu, Z., Li, X., Duan, R., Liu, Y., Tang, B., and Lu, Z.
Generalized federated learning via sharpness aware mini-
mization. In Proceedings of the International Conference
on Machine Learning, pp. 18250–18280, 2022.

Rice, L., Wong, E., and Kolter, J. Z. Overfitting in ad-
versarially robust deep learning. In Proceedings of the
International Conference on Machine Learning, 2020.

Shah, D., Dube, P., Chakraborty, S., and Verma, A. Adver-
sarial training in communication constrained federated
learning. ArXiv, abs/2103.01319, 2021.

Wang, H., Sreenivasan, K., Rajput, S., Vishwakarma, H.,
Agarwal, S., Sohn, J.-y., Lee, K., and Papailiopoulos, D.
Attack of the tails: Yes, you really can backdoor federated
learning. In Advances in Neural Information Processing
Systems, volume 33, pp. 16070–16084, 2020.

Wang, Y., Liu, S., and Gao, X.-S. Data-dependent stability
analysis of adversarial training. Neural Networks, 183:
106983, 2024.

Xiao, J., Fan, Y., Sun, R., Wang, J., and Luo, Z.-Q. Stability
analysis and generalization bounds of adversarial training.
In Advances in Neural Information Processing Systems,
volume 35, pp. 15446–15459, 2022.

Xiao, J., Zhang, J., Luo, Z.-Q., and Ozdaglar, A. Uniformly
stable algorithms for adversarial training and beyond. In
Proceedings of the International Conference on Machine
Learning, 2024.

Xing, Y., Song, Q., and Cheng, G. On the algorithmic
stability of adversarial training. In Advances in Neural
Information Processing Systems, volume 34, pp. 26523–
26535, 2021a.

Xing, Y., Song, Q., and Cheng, G. On the generalization
properties of adversarial training, 2021b. URL https:
//arxiv.org/abs/2008.06631.

Yu, C., Han, B., Shen, L., Yu, J., Gong, C., Gong, M.,
and Liu, T. Understanding robust overfitting of adversar-
ial training and beyond. In Proceedings of the Interna-
tional Conference on Machine Learning, volume 162, pp.
25595–25610, 2022.

Zhang, J., Li, B., Chen, C., Lyu, L., Wu, S., Ding, S., and
Wu, C. Delving into the adversarial robustness of fed-
erated learning. In Proceedings of the AAAI conference
on artificial intelligence, volume 37, pp. 11245–11253,
2023.

Zhou, Y., Wu, J., Wang, H., and He, J. Adversarial ro-
bustness through bias variance decomposition: A new
perspective for federated learning. In Proceedings of
the 31st ACM International Conference on Information

and Knowledge Management, CIKM ’22, pp. 2733–2743,
2022.

Zhu, J., Yao, J., Liu, T., quanming yao, Xu, J., and Han, B.
Combating exacerbated heterogeneity for robust models
in federated learning. In International Conference on
Learning Representations, 2023.

Zizzo, G., Rawat, A., Sinn, M., and Buesser, B. Fat:
Federated adversarial training. ArXiv, abs/2012.01791,
2020. URL https://api.semanticscholar.
org/CorpusID:227255940.

10

https://arxiv.org/abs/2008.06631
https://arxiv.org/abs/2008.06631
https://api.semanticscholar.org/CorpusID:227255940
https://api.semanticscholar.org/CorpusID:227255940


Towards Understanding Generalization of Federated Adversarial Learning: Perspective of Algorithmic Stability

A. Notations
The main notations of this paper are summarized in Table 3.

Table 3. Summary of main notations involved in this paper

Notations Descriptions
N,n the total number of clients and the total sample number of each client
Mt,M the set of client indices selected at the t-th iteration, and the number of clients in this set
S, Si the total dataset and the local dataset of the i-th client, where i = 1, . . . , N
zij the j-th sample of Si sampled from Di, j = 1, . . . , n
Di the distribution of zij with Di independent across clients, i.e., Di is independent of Di′

wt, w
t
i the parameters wt for the global model and wt

i for the i-th local model at iteration t
F (w) the expected risks for the global mode
Fi(wi) the expected risks for the local model of the i-th client
FSi(w) the empirical risks for the local model of the i-th client
FS(w) the empirical risks for the global model
fi(wi, zi),∇fi, ∇̃fi the loss function of the i-th client, its gradient, and the estimated gradient, respectively
δ the magnitude of the adversarial perturbation
ϵ the parameter of ℓ1 on-average model stability
T the total number of iterations
AS the random algorithm based on dataset S
A,A(S) = wT the federated adversarial learning algorithm and the parameter trained with A on S
L,Lθ the parameters of Lipschitz, smoothness respectively
b1, b2 the sizes of i.i.d. random samples and random direction vectors
ηt, µ the step size ηt at the t-th iteration and the positive increment h in the derivative
ϵgen the generalization error in the adversarial settings
vtil the l-th random direction vector for the i-th client in the t-th iteration
p the positive regularization parameter in the Moreau envelope
u the auxiliary/global model parameter in the outer minimization
α the step size for the outer update (global Moreau envelope gradient step)
Ki(wi, ui; zi) the Moreau envelope-regularized loss for client i
Mi(ui;Si) the Moreau envelope of empirical loss for client i
M(u;S) the global Moreau envelope loss over all clients
wi(ui;Si) the local minimizer for the Moreau-regularized loss on client i

B. Some Useful Lemmas
We first introduce the lemmas which will be used in our proofs.

Lemma 1.1. Let fi be the adversarial loss defined in (1) and gi satisfies Assumption 3.1. ∀wt
i , w̄

t
i and ∀zi ∈ Z, the following

properties hold.

∥∇FS(w
(1))−∇FS(w

(2))∥ ≤ Lw∥w(1) − w(2)∥+ 2Lzδ,

where Lw represents the smoothness parameter.

Lemma 1.2 (Li & Liu, 2022). Let e be the base of the natural logarithm. The following inequalities hold:

(a) if α = 1, then
t∑

k=1

k−α ≤ log(et); (b) if α > 1, then
t∑

k=1

k−α ≤ α

α− 1
.

Lemma 1.3 (Duchi et al., 2015). Assme a random vector X ∈ Rd is d-dimensional uniform distribution. For any k ∈ N,
there holds E[∥X∥k] = d/(d+ k).

Lemma 1.4 (Duchi et al., 2015). Let vl ∈ Rd, l ∈ {1, 2, . . . , b2} be i.i.d. random vectors satisfying d-dimensional uniform
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distribution. For every random vector u ∈ Rd independent of all vl, the following inequality holds

E

[∥∥∥∥∥ 1

b2

b2∑
l=1

⟨u, vl⟩vl − u

∥∥∥∥∥
∣∣∣∣∣u
]
≤
√

d

b2
∥u∥.

C. Proofs of Main Results
C.1. Proof of Lemma 1.1.

According to the definition of global empirical risk, and from (Xiao et al., 2022) Lemma 4.1, consider parameters w(1), w(2),
the gradient difference is bounded by

∥∇FS(w
(1))−∇FS(w

(2))∥

=
∥∥∥ 1

N

N∑
i=1

1

n

n∑
j=1

[di(w
(1)
i , zi,j)− di(w

(2)
i , zi,j)]

∥∥∥
≤ 1

N

N∑
i=1

1

n

n∑
j=1

∥di(w(1)
i , zi,j)− di(w

(2)
i , zi,j)∥

≤ 1

N

N∑
i=1

1

n

n∑
j=1

[Lw∥w(1)
i − w

(2)
i ∥+ 2Lzδ]

= Lw∥w(1) − w(2)∥+ 2Lzδ,

where we assume that all clients share the same parameters, i.e., wi = w, to simplify the derivation (typical assumption in
FL).
Thus, the final gradient difference bound under federated adversarial scenarios is:

|∇FS(w
(1))−∇FS(w

(2))∥ ≤ Lw∥w(1) − w(2)∥+ 2Lzδ,

the proof of Lemma 1.1 is complete.

C.2. Proof of Theorem 3.3

Inspired by (Hardt et al., 2016), denote by S = {zi,j}i∈[N ], j∈[n] and S′ = {z′i,j}i∈[N ], j∈[n] two independent federated
samples, where zi,j∼Di and z′i,j∼ Di for each client i. For any (i, j), let S(ji) be identical to S except that zi,j is replaced
by z′i,j , We deduce that

ES,A[FS(A(S))] = ES,A

 1

Nn

N∑
i=1

n∑
j=1

fi(A(S); zi,j)

 (11)

= ES,S′,A

 1

Nn

N∑
i=1

n∑
j=1

fi

(
A(S(ji)); z′i,j

) , (12)

and

ES,A[F (A(S))] = ES,A

[
1

N

N∑
i=1

Ez∼Di
fi(A(S); z)

]

= ES,S′,A

 1

Nn

N∑
i=1

n∑
j=1

fi
(
A(S); z′i,j

) (13)

Subtracting (12) from (13) yields

ES,A[F (A(S))− FS(A(S))] = ES,S′,A

 1

Nn

N∑
i=1

n∑
j=1

(
fi(A(S); z′i,j)− fi(A(S(ji)); z′i,j)

) . (14)
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Thus, ∣∣∣ES,A[F (A(S))− FS(A(S))]
∣∣∣ ≤ 1

Nn

N∑
i=1

n∑
j=1

∣∣∣ES,S′,A

[
fi(A(S); z′i,j)− fi(A(S(ji)); z′i,j)

] ∣∣∣ (15)

≤ 1

Nn

N∑
i=1

n∑
j=1

ϵ (16)

= ϵ, (17)

where the second inequality follows from ϵ-uniform stability, since S and S(ji) differ in exactly one example.

C.3. Proof of Theorem 4.1 and 4.3

Let S(ji) = S(nN ) = {Si}N−1
i=1 ∪ S

(n)
N . Define αt

i,j =
∣∣{m : zti,m = zti,j

}∣∣ , ∀t ∈ N, i ∈ Mt, j ∈ [n],m ∈ [b1]. That is
αt
i,j is the number of samples equal to zi,j in the t-th global iteration for the i-th edge device. We have:

E
[
αt
i,j

]
=

b1
n
, E

[
(αt

i,j)
2
]
=
(
E
[
αt
i,j

])2
+Var

(
αt
i,j

)
=

b1
n

(
1 +

b1 − 1

n

)
.

The update rule can be reformulated as

wt+1 = wt − ηt
b1M

∑
i∈Mt

∑
j∈[n]

αt
i,j∇fi(wt

i ; z
t
i,m). (a)

From this formulation we obtain

∥∥wt+1 − w̄t+1
∥∥ =

∥∥∥∥∥∥wt − w̄t − ηt
b1M

∑
i∈Mt

∑
j∈[n]

αt
i,j

(
∇fi(wt

i ; z
t
i,j)−∇fi(w̄t

i ; z̄
t
i,j)
)∥∥∥∥∥∥ . (b)

When N /∈Mt, using Lemma 1.1 and wt
i = wt, we derive:∥∥∥∥wt − w̄t − ηt

b1M

∑
i∈Mt

∑
j∈[n]

αt
i,j

(
∇fi(wt

i ; z
t
i,j)−∇fi(w̄t

i ; z̄
t
i,j)
)∥∥∥∥

≤ ∥wt − w̄t∥+ ηt
b1M

∑
i∈Mt

∑
j∈[n]

αt
i,j

∥∥∇fi(wt
i ; z

t
i,j)−∇fi(w̄t

i ; z
t
i,j)
∥∥

≤ ∥wt − w̄t∥+ Lwηt
b1M

∑
i∈Mt

∑
j∈[n]

αt
i,j

∥∥wt
i − w̄t

i

∥∥+ 2Lzδηt
b1M

∑
i∈Mt

∑
j∈[n]

αt
i,j

≤ ∥wt − w̄t∥+ Lwηt
b1M

∑
i∈Mt

∑
j∈[n]

αt
i,j

∥∥wt − w̄t
∥∥+ 2Lzδηt

b1M

∑
i∈Mt

∑
j∈[n]

αt
i,j

=

1 +
Lwηt
b1M

∑
i∈Mt

∑
j∈[n]

αt
i,j

∥∥wt − w̄t
∥∥+ 2Lzδηt

b1M

∑
i∈Mt

∑
j∈[n]

αt
i,j .

When N ∈Mt, let Pt = {(i, j)|i ∈Mt/{N}, j ∈ [n] or i = N, j ∈ [n− 1]}, then∥∥∥∥wt − w̄t − ηt
b1M

∑
i∈Mt

∑
j∈[n]

αt
i,j

(
∇fi(wt

i ; z
t
i,j)−∇fi(w̄t

i ; z̄
t
i,j)
)∥∥∥∥

≤ ∥wt − w̄t∥+ ηt
b1M

∑
Pt

αt
i,j∥∇fi(wt

i ; z
t
i,j)−∇fi(w̄t

i ; z
t
i,j)∥

+
ηt

b1M
αt
N,n∥∇fN

(
wt

N ; ztN,n

)
−∇fN

(
w̄t

N ; z̄tN,n

)
∥

≤ ∥wt − w̄t∥+ Lwηt
b1M

∑
Pt

αt
i,j∥wt − w̄t∥+ 2Lzδηt

b1M

∑
Pt

αt
i,j +

2ηtL

b1M
αt
N,n
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=

(
1 +

Lwηt
b1M

∑
Pt

αt
i,j

)
∥wt − w̄t∥+ 2Lzδηt

b1M

∑
Pt

αt
i,j +

2ηtL

b1M
αt
N,n.

Then, combining the above two inequalities, we obtain that

∥wt+1 − w̄t+1∥

≤N −M

N

1 +
Lwηt
b1M

∑
i∈Mt

∑
j∈[n]

αt
i,j

∥∥wt − w̄t
∥∥+

2Lzδηt
b1M

∑
i∈Mt

∑
j∈[n]

αt
i,j


+

M

N

((
1 +

Lwηt
b1M

∑
Pt

αt
i,j

)∥∥wt − w̄t
∥∥+(2Lzδηt

b1M

∑
Pt

αt
i,j +

2ηtL

b1M
αt
N,n

))
.

Define J t
i = {zti,1, . . . , zti,b1}, t ∈ N, i ∈ [N ]. Taking conditional expectation w.r.t. J t

i , we derive

EJt
i

[
|wt+1 − w̄t+1|

]
≤ N −M

N

1 +
Lwηt
b1M

∑
i∈Mt

∑
j∈[n]

EJt
i
[αt

i,j ]

 ||wt − w̄t||+

2Lzδηt
b1M

∑
i∈Mt

∑
j∈[n]

EJt
i
[αt

i,j ]


+

M

N

((
1 +

Lwηt
b1M

∑
Pt

EJt
i
[αt

i,j ]

)
||wt − w̄t||+

(
2Lzδηt
b1M

∑
Pt

EJt
i
[αt

i,j ] +
2ηtL

b1M
EJt

N
[αt

N,n]

))

=
N −M

N
(1 + ηtLw)||wt − w̄t||+ N −M

N
(2Lzδηt) +

M

N
(1 + ηtLw)||wt − w̄t||+ M

N
(2Lzδηt) +

2ηtL

nN

= (1 + ηtLw)||wt − w̄t||+ 2Lzδηt +
2ηtL

nN
.

Further taking expectation w.r.t. all randomness and using Lemmas 1.3, 1.4, we obtain that

E[||wt+1 − w̄t+1||]

≤ (1 + ηtLw)||wt − w̄t||+ 2Lzδηt +
2ηtL

nN
.

Taking summation from t = 1 to T − 1, we deduce that

E[∥wT − w̄T ∥]

≤
T−1∑
t=1

(
T−1∏

s=t+1

(1 + ηsLw)

)(
2Lzδηt +

2ηtL

nN

)

≤
T−1∑
t=1

exp

(
T−1∑

s=t+1

ηsLw

)(
2Lzδηt +

2ηtL

nN

)

≤
T−1∑
t=1

exp

(
η1Lw

T−1∑
s=1

s−1

)(
2Lzδηt +

2ηtL

nN

)

= exp

(
η1Lw

T−1∑
s=1

s−1

)(
2L

nN
+ 2Lzδ

)
η1

T−1∑
t=1

t−1

≤ (e(T − 1))η1Lw

(
2L

nN
+ 2Lzδ

)
η1 log(e(T − 1))

≤ O
((

(nN)−1L+ Lzδ
)
T

1
2 log T

)
,
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where the second inequality is derived by 1 + x ≤ ex and the fourth inequality follows by Lemma 1.2. We obtain that∣∣E [F (wT )− FS(w
T )
]∣∣

≤ L

nN

N∑
i=1

n∑
j=1

E[∥wT − w̄T ∥] = LE[∥wT − w̄T ∥]

≤ O
(
L
(
(nN)−1L+ Lzδ

)
T

1
2 log T

)
.

The proof is complete.

C.4. Proof of Theorem 4.6 and 4.8.

In federated adversarial learning with Non-convex losses, for any two neighboring federated datasets S = {S1, . . . , SN}
and S′ = {S1, . . . , S

′
i, . . . , SN} differing in at most one sample (on client i). Let Si and S′

i differ only in the k-th sample,
and ∀ i ∈ [N ], the Moreau envelope minimizers satisfy:∥∥wi(u;Si)− wi(u;S

′
i)
∥∥ ≤ 2L

n(p− ℓ)∥∥w(u;S) − w(u;S′)
∥∥ =

1

N

∥∥wi(ui;Si)− wi(ui;S
′
i)
∥∥ ≤ 2L

Nn(p− l)
. (a)

Proof. By the (p− l)-strongly convexity of Ki(wi, ui;Si), we have

(p− ℓ)
∥∥wi(ui;Si)− wi(ui;S

′
i)
∥∥ ≤ ∥∥∇Ki(wi(ui;Si), ui;Si)−∇Ki(wi(ui;S

′
i), ui;Si)

∥∥
≤
∥∥∇Ki(wi(ui;Si), ui;Si)−∇Ki(wi(ui;S

′
i), ui;S

′
i)
∥∥

+
1

n

∥∥∇fi(wi(ui;S
′
i); zik

)∥∥+ 1

n

∥∥∇fi(wi(ui;S
′
i); z

′
ik

)∥∥
=

1

n

∥∥∇fi(wi(ui;S
′
i); zik)−∇fi(wi(ui;S

′
i); z

′
ik)
∥∥

≤ 2L

n
.

where the second inequality is due to the definition of Ki(wi, ui;Si), the third one is due to the first-order optimally
condition,Since wi(u;Si) and wi(ui;S

′
i) are the minimizers of Ki over Si and S′

i respectively, their first-order optimality
conditions are∇Ki(wi(u;Si), ui;Si) = 0,∇Ki(wi(u;S

′
i), u;S

′
i) = 0. And the last inequality is because of the bounded

gradient of fi(wi; zi).

Based on the above conclusions, our proof proceeds in two steps. In Step 1, we establish a stability recursion. In Step 2, we
unroll the resulting recursion using the uniform stability argument for non-smooth objectives.

Step 1: build the recursion. Start from the one-step difference

E∥ut+1
S − ut+1

S′ ∥ = E
∥∥∥ut

S − ut
S′ − αt

(
∇uK(wt

N,S , u
t
S ;S)−∇uK(wt

N,S′ , ut
S′ ;S′)

)∥∥∥.
Add and Subtract Exact Gradient Terms

E
∥∥ut

S − αt∇uK(wt
N,S , u

t
S ;S)− ut

S′ +∇uK(wt
N,S′ , ut

S′ ;S′)
∥∥

≤ E∥ut
S − αt∇uM(ut

S ;S)− ut
S′ + αt∇uM(ut

S′ ;S)∥+ 2αtE∥∇uK(wt
N,S , u

t
S ;S)−∇uM(ut

S ;S)∥
≤ ∥ut

S − ut
S′ − αt

(
∇uM(ut

S ;S)−∇uM(ut
S′ ;S)

)
∥+ 2αtpε(A)

≤ E
∥∥∥ut

S − ut
S′ − αt

(
∇uM(ut

S ;S) +∇uM(ut
S′ ;S)

)∥∥∥+ αt

∥∥∇uM(ut
S′ ;S)−∇uM(ut

S′ ;S′)
∥∥+ 2αtpε(A)

≤
∥∥ut

S − ut
S′

∥∥+ αt

∥∥∇M(ut
S ;S

)
−∇M

(
ut
S′ ;S

)∥∥+ αt

∥∥∇M(ut
S′ ;S′)−∇M(ut

S′ ;S
)∥∥+ 2αtp ε(A)

≤ (1 + αtLw)
∥∥ut

S − ut
S′

∥∥+ αt

∥∥∇M(ut
S′ ;S′)−∇M(ut

S′ ;S
)∥∥+ 2αtp ε(A), (b)

where the first step follows from the triangle inequality, the second step applies the assumed approximation guarantee of the
inner solver for the inner minimization, the third and fourth steps again use the triangle inequality to separate the terms, and
the final step invokes the Lw-Lipschitz continuity. ε(A) is the optimization error of the inner problem.
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Then,

αt

∥∥∇M(ut
S′ ;S′)−∇M(ut

S′ ;S
)∥∥

= αtp
∥∥ut

S′ − ut
S′ − w

(
ut
S′ , S

)
+ w

(
ut
S′ , S′)∥∥

≤ 2Lpαt

Nn (p− ℓ)
, (c)

where the first inequality follows from the explicit representation of ∇M(u;S), and the final step applies (a).

Combining Eq. (b) and (c), we obtain the recursion

E∥ut+1
S − ut+1

S′ ∥

≤ (1 + αtLw)
∥∥ut

S − ut
S′

∥∥+ 2Lpαt

Nn(p− l)
+ 2αtp ε(A). (d)

Step 2: unwind the recursion. Let

∆t := E∥ut
S − ut

S′∥, C :=
2Lp

Nn(p− ℓ)
+ 2p ε(A).

From (d), we have
∆t+1 ≤ (1 + αtLw)∆t + Cαt.

Taking summation from t = 1 to T − 1, we deduce that

∆T ≤
T−1∑
t=1

(
T−1∏

s=t+1

(1 + αsLw)

)
Cαt

≤
T−1∑
t=1

exp

(
T−1∑

s=t+1

αsLw

)
Cαt

≤
T−1∑
t=1

exp

(
α1Lw

T−1∑
s=1

s−1

)
Cαt (take αt = α1t

−1)

= exp

(
α1Lw

T−1∑
s=1

s−1

)
Cα1

T−1∑
t=1

t−1

≤ (e(T − 1))α1Lw Cα1 log(e(T − 1))

≤ O
(
C Tα1Lw log T

)
.

In particular, if α1 = 1
2Lw

, then

∆T ≤ O
(
C T

1
2 log T

)
.

Assume the inner algorithm A satisfies

ε(A) = O
(

1

(p− ℓ)n

)
.

Recall

C :=
2Lp

Nn(p− ℓ)
+ 2p ε(A) = O

(
Lp

Nn(p− ℓ)
+

p

(p− ℓ)n

)
= O

(
p

(p− ℓ)

( L

Nn
+

1

n

))
.

With αt = α1t
−1 and α1 = 1

2Lw
, we have

∆T = E∥uT
S − uT

S′∥ ≤ O
(
C T

1
2 log T

)
= O

(
p

(p− ℓ)

( L

Nn
+

1

n

)
T

1
2 log T

)
.

Therefore,

Egen ≤ L∆T ≤ O
(

Lp

(p− ℓ)

( L

Nn
+

1

n

)
T

1
2 log T

)
.

The proof is complete.
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C.5. Proof of Theorem 4.10 and 4.11

Let S(ji) = S(nN ) = {Si}N−1
i=1 ∪ S

(n)
N . Define αt

i,j =
∣∣{m : zti,m = zti,j

}∣∣ , ∀t ∈ N, i ∈Mt, j ∈ [n],m ∈ [b1]. That is
αt
i,j is the number of samples that are equal to zi,j in the t− th global iteration for the i− thedge device. It is obvious that

E
[
αt
ij

]
= b1/n,E

[
(αt

i,j)
2
]
=
(
E
[
αt
i,j

])2
+ V ar

(
αt
i,j

)
= b1

n

(
1 + b1−1

n

)
. Then, the update can be reformulated as

wt+1 = wt − ηt
b1M

∑
i∈ Mt

b1∑
j∈[n]

αt
i,j∇̃fi

(
wt

i ; z
t
i,j ,
{
vtil
}b2
l=1

, µ
)
.

For the sake of simplicity, we denote ∇̃fi
(
wt

i ; z
t
i,j , {vtil}

b2
l=1 , µ

)
as ∇̃fi(wt

i ; z
t
i,j). According to the new formulation, we

can get ∥∥wt+1 − w̄t+1
∥∥

=

∥∥∥∥∥∥wt − w̄t − ηt
b1M

∑
i∈Mt

∑
j∈[n]

αt
i,j

(
∇̃fi

(
wt

i ; z
t
i,j

)
− ∇̃fi

(
w̄t

i ; z̄
t
i,j

))∥∥∥∥∥∥
≤

∥∥∥∥∥∥wt − w̄t − ηt
b1M

∑
i∈Mt

∑
j∈[n]

αt
i,j

(
∇fi

(
wt

i ; z
t
i,j

)
−∇fi

(
w̄t

i ; z̄
t
i,j

))∥∥∥∥∥∥ (16)

+

∥∥∥∥∥∥ ηt
b1M

∑
i∈Mt

∑
j∈[n]

αt
i,j

(
∇̃fi

(
wt

i ; z
t
i,j

)
− ∇̃fi

(
w̄t

i ; z̄
t
i,j

)
−∇fi

(
wt

i ; z
t
i,j

)
+∇fi(w̄t

i ; z̄
t
i,j)
)∥∥∥∥∥∥ . (17)

Considering the possibility of choosing a client who has a disturbed sample, we carry out the following discussion. When
N ̸∈ Mt, we using Lemma 1.1, the fact that wt

i = wt to get∥∥∥∥wt − w̄t − ηt
b1M

∑
i∈Mt

∑
j∈[n]

αt
i,j

(
∇fi

(
wt

i ; z
t
i,j

)
−∇fi

(
w̄t

i ; z̄
t
i,j

)) ∥∥∥∥
≤
∥∥wt − w̄t

∥∥+ ηt
b1M

∑
i∈Mt

∑
j∈[n]

αt
i,j

∥∥∇fi(wt
i ; z

t
i,j)−∇fi(w̄t

i ; z
t
i,j)
∥∥

≤
∥∥wt − w̄t

∥∥+ Lwηt
b1M

∑
i∈Mt

∑
j∈[n]

αt
i,j

∥∥wt
i − w̄t

i

∥∥+ 2Lzδηt
b1M

∑
i∈Mt

∑
j∈[n]

αt
i,j

≤
∥∥wt − w̄t

∥∥+ Lwηt
b1M

∑
i∈Mt

∑
j∈[n]

αt
i,j

∥∥wt − w̄t
∥∥+ 2Lzδηt

b1M

∑
i∈Mt

∑
j∈[n]

αt
i,j

=

1 +
Lwηt
b1M

∑
i∈Mt

∑
j∈[n]

αt
i,j

∥∥wt − w̄t
∥∥+ 2Lzδηt

b1M

∑
i∈Mt

∑
j∈[n]

αt
i,j .

and ∥∥∥∥∥∥ ηt
b1M

∑
i∈Mt

∑
j∈[n]

αt
i,j

(
∇̃fi

(
wt

i ; z
t
i,j

)
− ∇̃fi

(
w̄t

i ; z̄
t
i,j

)
−∇fi

(
wt

i ; z
t
i,j

)
+∇fi(w̄t

i ; z̄
t
i,j)
)∥∥∥∥∥∥

≤ ηt
b1M

∑
i∈Mt

∑
j∈[n]

αt
i,j

∥∥∥∥∥∇̃fi (wt
i ; z

t
i,j

)
− ∇̃fi

(
w̄t

i ; z
t
i,j

)
−∇fi

(
wt

i ; z
t
i,j

)
+∇fi(w̄t

i ; z
t
i,j)

∥∥∥∥∥
=

ηt
b1M

∑
i∈Mt

∑
j∈[n]

αt
i,j

∥∥∥∥∥ 1

b2

b2∑
l=1

(〈
∇fi

(
wt

i ; z
t
i,j

)
−∇fi

(
w̄t

i ; z
t
i,j

)
, vtil
〉
vtil

+

(
µ

2

(
vtil
)⊤∇2

wi
fi
(
wi; z

t
i,j

) ∣∣∣
wi=wt∗

il

vtil

)
vtil −

(
µ

2

(
vtil
)⊤∇2

wi
fi
(
wi; z

t
i,j

) ∣∣∣
wi=wt†

il

vtil

)
vtil

)
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−∇fi
(
wt

i ; z
t
i,j

)
+∇fi

(
w̄t

i ; z
t
i,j

)∥∥∥∥∥
=

ηt
b1M

∑
i∈Mt

∑
j∈[n]

αt
i,j

(∥∥∥∥∥ 1

b2

b2∑
l=1

((
µ

2

(
vtil
)⊤∇2

wi
fi
(
wi; z

t
i,j

) ∣∣∣
wi=wt∗

il

vtil

)
vtil

−
(
µ

2

(
vtil
)⊤∇2

wi
fi
(
wi; z

t
i,j

) ∣∣∣
wi=wt†

il

vtil

)
vtil

)∥∥∥∥∥
+

∥∥∥∥∥ 1

b2

b2∑
l=1

〈
∇fi

(
wt

i ; z
t
i,j

)
−∇fi

(
w̄t

i ; z
t
i,j

)
, vtil
〉
vtil −∇fi

(
wt

i ; z
t
i,j

)
+∇fi

(
w̄t

i ; z
t
i,j

)∥∥∥∥∥
)

≤ ηt
b1M

∑
i∈Mt

∑
j∈[n]

αt
i,j

(
2

b2

b2∑
l=1

µLw

2

∥∥vtil∥∥3
+

∥∥∥∥∥ 1

b2

b2∑
l=1

〈
∇fi

(
wt

i ; z
t
i,j

)
−∇fi

(
w̄t

i ; z
t
i,j

)
, vtil
〉
vtil −∇fi

(
wt

i ; z
t
i,j

)
+∇fi

(
w̄t

i ; z
t
i,j

)∥∥∥∥∥
)

≤ ηt
b1M

∑
i∈Mt

∑
j∈[n]

αt
i,j

(
µLw

b2

b2∑
l=1

∥∥vtil∥∥3
+

∥∥∥∥∥ 1

b2

b2∑
l=1

〈
∇fi

(
wt

i ; z
t
i,j

)
−∇fi

(
w̄t

i ; z
t
i,j

)
, vtil
〉
vtil −∇fi

(
wt

i ; z
t
i,j

)
+∇fi

(
w̄t

i ; z
t
i,j

)∥∥∥∥∥
)
.

When N ∈Mt, let Pt = {(i, j)|i ∈Mt/{N}, j ∈ [n] or i = N, j ∈ [n− 1]} , then∥∥∥∥wt − w̄t − ηt
b1M

∑
i∈Mt

∑
j∈[n]

αt
i,j

(
∇fi

(
wt

i ; z
t
i,j

)
−∇fi

(
w̄t

i ; z̄
t
i,j

)) ∥∥∥∥
≤
∥∥wt − w̄t

∥∥+ ηt
b1M

∑
Pt

αt
i,j

∥∥(∇fi(wt
i ; z

t
i,j)−∇fi(w̄t

i ; z
t
i,j))

∥∥
+

ηt
b1M

αt
N,n

∥∥∇fN (wt
N ; ztN,n

)
−∇fN

(
w̄t

N ; z̄tN,n

) ∥∥
≤
∥∥wt − w̄t

∥∥+ Lwηt
b1M

∑
Pt

αt
i,j

∥∥wt − w̄t
∥∥+ 2Lzδηt

b1M

∑
Pt

αt
i,j +

2ηtL

b1M
αt
N,n

=

(
1 +

Lwηt
b1M

∑
Pt

αt
i,j

)∥∥wt − w̄t
∥∥+ 2Lzδηt

b1M

∑
Pt

αt
i,j +

2ηtL

b1M
αt
N,n.

and ∥∥∥∥∥∥ ηt
b1M

∑
i∈Mt

∑
j∈[n]

αt
i,j

(
∇̃fi

(
wt

i ; z
t
i,j

)
− ∇̃fi

(
w̄t

i ; z̄
t
i,j

)
−∇fi

(
wt

i ; z
t
i,j

)
+∇fi(w̄t

i ; z̄
t
i,j)
)∥∥∥∥∥∥

≤ ηt
b1M

∑
Pt

αt
i,j

∥∥∥∥∥∇̃fi (wt
i ; z

t
i,j

)
− ∇̃fi

(
w̄t

i ; z
t
i,j

)
−∇fi

(
wt

i ; z
t
i,j

)
+∇fi

(
w̄t

i ; z
t
i,j

) ∥∥∥∥∥
+

ηt
b1M

αt
N,n

∥∥∥∥∥∇̃fN (wt
N ; ztN,n

)
− ∇̃fN

(
w̄t

N ; z̄tN,n

)
−∇fN

(
wt

N ; ztN,n

)
+∇fN

(
w̄t

N ; z̄tN,n

) ∥∥∥∥∥
≤ ηt
b1M

∑
i∈Mt

∑
j∈[n]

αt
i,j

µLw

b2

b2∑
l=1

∥∥vtil∥∥3
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+
ηt

b1M

∑
Pt

αt
i,j

∥∥∥∥∥ 1

b2

b2∑
l=1

〈
∇fi

(
wt

i ; z
t
i,j

)
−∇fi

(
w̄t

i ; z
t
i,j

)
, vtil
〉
vtil −∇fi

(
wt

i ; z
t
i,j

)
+∇fi

(
w̄t

i ; z
t
i,j

)∥∥∥∥∥
+

ηt
b1M

αt
N,n

∥∥∥∥∥ 1

b2

b2∑
l=1

〈
∇fN

(
wt

N ; ztN,n

)
−∇fN

(
w̄t

N ; z̄tN,n

)
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Then, combining the above four inequalities, we obtain that
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Further taking expectation w.r.t. all randomness and using Lemmas 1.3, 1.4, we obtain that
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where the second inequality is derived by 1 + x ≤ ex and the fourth inequality follows by Lemma 1.2. We obtain that∣∣E [F (wT )− FS(w
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The proof is complete.

D. Additional Works
In this section, we give our FAL algorithms and additional experimental results.

Table3 : Summary of federated adversarial learning algorithms.

Algorithm Reference Adversarial Training Generalization Guarantee
FAT (Zizzo et al., 2020) PGD-based No

FedDynAT (Shah et al., 2021) PGD-based + dynamic local steps No
FedBVA (Zhou et al., 2022) PGD-based + Bias-Variance No
FedRBN (Hong et al., 2023) PGD-based + BN propagation Yes
DBFAT (Zhang et al., 2023) PGD-based + boundary regularization No
SFAT (Zhu et al., 2023) PGD-based + slack mechanism No

D.1. Additional Experiments

We adopt a convolutional neural network (CNN) with two convolutional layers (10 and 20 filters, kernel size 5), each
followed by ReLU activation, max pooling, and dropout. Features are fed into a fully connected layer with 50 units and
dropout, and a final output layer for classification. All models are trained with an initial learning rate of 0.01 (decayed
during training), batch size 10, and local updates are performed for 5 epochs on each client per communication round. The
MNIST dataset is partitioned among 100 clients in an IID manner, with 50% of clients randomly selected to participate in
each round. Our code is available at https://github.com/15660733568/Yyk_FAL.

Adversarial robustness is evaluated using the ℓ∞ PGD attack (Madry et al., 2018) with step size δ/5, 10 attack iterations,
and maximum perturbation δ. Depending on the adversarial training scheme, model updates are performed using either
first-order (SGD with momentum 0.5) or zeroth-order methods. Zeroth-order estimators based on random direction finite
differences are used when gradients are unavailable, and the Moreau envelope is employed to smooth non-smooth objectives.

D.1.1. EVALUATION METRIC.

We report the generalization gap, defined as the absolute difference between adversarial training accuracy and adversarial
test accuracy:

Generalization Gap = |AdvTrainAcc−AdvTestAcc|.

D.1.2. EXPERIMENTAL ANALYSIS

• Impact on client participation ratio. Increasing the client participation ratio incorporates a larger portion of the
dataset in each communication round, thereby facilitating the training of more accurate global models. This leads to a
reduction in the generalization gap and an improvement in robust accuracy, as illustrated in Figure 6.

• Impact on total client numbers. Given a fixed total data volume, increasing the number of participating clients
decreases the amount of local data available per client. This reduction leads to a widening of the generalization gap and
a deceleration in the improvement of adversarial accuracy, underscoring the necessity of maintaining sufficient local
data per participant to achieve effective robust learning (Figure 3).
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We also extended our experiments to other datasets. Experimental results on the SVHN, Webspam, and Epsilon datasets
consistently show that increasing the attack strength δ leads to a significant drop in test accuracy and a corresponding
widening of the generalization gap. Beyond reporting the empirical metrics from previous experiments (Table 4), we further
evaluate our approach under a non-i.i.d. regime on the MNIST dataset (Table 5).

D.2. Federated Adversarial Learning Algorithms.

Federated Adversarial Learning. FAL implements a federated adversarial training procedure where, at each communica-
tion round, a subset of clients is randomly selected. Each client initializes its local model with the current global model and
performs local adversarial training by generating adversarial examples (e.g., via PGD) within its local minibatches. The
clients compute local gradients using these adversarial examples and update their local models accordingly. Subsequently,
local updates are uploaded to the server, which aggregates them via weighted averaging to update the global model. Al-
though FAL achieves strong empirical robustness, its reliance on non-smooth adversarial objectives results in degradation of
generalization performance as adversarial attack strength increases.

FAME. FAME enhances the federated adversarial learning framework by incorporating Moreau envelope smoothing to
address the non-smoothness inherent in adversarial objectives. In each communication round, the server selects a subset
of clients which locally perform adversarial training with smoothed objectives. Each client updates both its local model
and a Moreau envelope parameter through iterative optimization steps. The Moreau envelope parameter acts as a smooth
surrogate that approximates the original adversarial loss, enabling stability bounds independent of attack strength. Clients
send both model and envelope updates to the server, which aggregates these updates to form the next global model and
Moreau parameter, leading to improved adversarial robustness and generalization guarantees.

FalZO. FalZO addresses scenarios where gradient information is unavailable or unreliable, such as privacy-sensitive or
black-box federated settings. It employs zeroth-order optimization by generating samples and direction vectors from local
datasets and uniform distributions. Clients estimate gradients through function value evaluations combined with random
perturbations, thus circumventing explicit gradient calculations. Local gradient estimates are aggregated at the server to
update the global model iteratively. While zeroth-order methods generally yield weaker theoretical guarantees, FalZO
demonstrates competitive robustness and generalization performance under challenging adversarial environments.

Figure 5. Average runtime (in seconds) of FAL and FALME.
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Table 4. Robust Test Accuracy and Generalization Gap for Different Algorithms (On MNIST)

Algorithm
δ = 0.1 δ = 0.3 δ = 0.5

Train Acc Test Acc Gap Train Acc Test Acc Gap Train Acc Test Acc Gap

FAL 97.97 94.77 0.032 97.85 93.15 0.047 97.71 91.30 0.064

FalME 98.74 95.72 0.030 98.57 94.36 0.042 98.41 93.20 0.052

FalZO 95.62 92.78 0.008 94.26 89.17 0.050 87.60 77.50 0.101

Table 5. Algorithm Evaluation under the Standard Non-IID Setting on the MNIST Dataset

Algorithm L∞ PGD Num. PGD Size Train. Acc Test. Acc Gap

FAL
0 – – 94.0 75.0 0.190

2/255 10 2/255 82.7 51.7 0.310

4/255 10 2/255 82.8 45.0 0.378

FalME
0 – – 94.2 74.8 0.194

2/255 10 2/255 83.5 58.2 0.253

4/255 10 4/255 80.4 48.2 0.322

Figure 6. Results for generalization gap with different client participation ratio on MNIST

Figure 7. The generalization gap with different local training epochs on SVHN.
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Algorithm 1: Federated Adversarial Learning (FAL)

Input: Initial global model w1, total communication rounds T , number of selected clients per round M , local minibatch
size b1, local datasets {Di}Ni=1

Parameter: Initial learning rate η1, aggregation weights αt
i,j (default 1).

Output: Final global model wT

1: Let t = 1

2: while t ≤ T do

3: Randomly select a set Mt of M clients

4: Set learning rate ηt = η1/t

5: for all i ∈Mt in parallel do

6: Set local model wt
i = wt

7: for j = 1 to b1 do

8: Sample zti,j from Di

9: Generate adversarial example zt,advi,j (e.g., PGD attack) using wt
i

10: Compute local gradient ∇fi(wt
i ; z

t,adv
i,j )

11: end for

12: Compute local update

13: gti =
1
b1

∑b1
j=1∇fi(wt

i ; z
t,adv
i,j )

14: Upload gti to the server

15: end for

16: Server: Update global model by

17: wt+1 = wt − ηt
1
M

∑
i∈Mt

gti

18: t← t+ 1

19: end while

20: return wT
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Algorithm 2: Federated Adversarial Learning via Moreau Envelope (FalME)

Require: Number of clients N , clients per round M , total rounds T ; Adversarial budget δ, stepsizes αt ≤ 1/p (or
τt = 1− αtp), ηt; Loss functions gi(w; zi), surrogate fi(w; zi) = max∥zi−z′

i∥p≤δ gi(w; z
′
i)

Initialize w0
i = w0 for all i ∈ [N ]

1: Initialize: Global model w0, local Moreau parameters u0
i = w0 for all i ∈ [N ]

2: for communication round t = 0 to T − 1 do

3: Server selects subset Mt of M clients uniformly at random

4: Server broadcasts wt to all clients i ∈Mt

5: for each client i ∈Mt in parallel do

6: Local Adversarial Training:

7: Initialize wt
i,0 = wt

8: for local step s = 0 to N − 1 do

9: Compute adversarial example: zti,s = argmax∥zi−z′
i∥p≤δ gi(w

t
i,s; z

′
i)

10: Update local model: wt+1
i,s+1 = wt+1

i,s − ηt∇wgi(w
t+1
i,s , zti,s)

11: end for

12: Set wt+1
i = wt+1

i,N

13: Moreau Envelope Update:

14: Update local Moreau parameter: ut+1
i = ut

i + αtp(w
t+1
i − ut

i)

15: Send wt+1
i and ut+1

i to server

16: end for

17: Server Aggregation:

18: Update global model: wt+1 = 1
M

∑
i∈Mt

wt+1
i

19: Update global Moreau parameter: ut+1 = 1
M

∑
i∈Mt

ut+1
i

20: end for

Ensure: Global model wT , Moreau parameter uT
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Algorithm 3: Federated Adversarial Learning via Zeroth-Order Optimization (FalZO)

Require: w1: initial global model; η1: initial learning rate; b1, b2: minibatch sizes for samples and direction vectors
respectively; µ: positive step size in the definition of the derivative; M : number of clients selected to update the global
model in each iteration

1: for all t = 1 to T − 1 do

2: Randomly select a clients set Mt, let ηt = η1/t

3: for all i ∈Mt in parallel do

4: Let wt
i = wt

5: Generate {zti,m}
b1
m=1 and {vtil}

b2
l=1 from Di and d-dimensional uniform distribution

6: Compute
∑b1

m=1 ∇̃fi and upload it to global model

7: end for

8: Update wt to wt+1

9: end for

Ensure: Final global model wT
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