DYNAMEM: Consistent Long Video Generation via Hierarchical Memory
and Motion Priors
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Global prompt: A fluffy orange ginger cat with red eyes and a blue bell collar. Photorealistic
cinematic style, indoor home environment with soft morning sunlight through a window, 35mm lens,
eye-level camera height, smooth gimbal movement, sharp details, natural colors, no people, no text
overlays, no motion blur.

Global prompt: Camera orbit around the car. Photorealistic cinematic style, flat ground, overcast
soft daylight, 24mm lens, eye-level camera height ~1.5m, smooth gimbal, sharp details, natural
colors, no people, no text overlays, no motion blur, consistent environment and lighting, same car
and same background in all frames, keep all car details identical across frames.

Figure 1. Generated results of DYNAMEM via global prompt and local motion prompt. Our DYNAMEM maintains superior object
consistency while enabling smooth prompt-based control, achieving generation with little error accumulation. Zoom in for better view.

Abstract

Recent text-to-video diffusion models can syn-
thesize visually compelling clips from natural
language prompts. However, practical applica-
tions increasingly demand long-form videos with
evolving narratives and persistent identity. A com-
mon solution is autoregressive generation, where
the video is produced clip by clip over long hori-
zons, yet coherence often degrades as errors com-
pound. In this work, we study long-video gen-
eration under an autoregressive setting, where
videos are synthesized clip by clip over long hori-
zons. Despite strong short-clip quality, existing
approaches often suffer from semantic drift, mo-
tion decay, and appearance instability as the se-
quence grows. We present DYNAMEM, a unified
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framework that improves long-horizon coherence
via three components: Semantic-Adaptive Hierar-
chical Memory for long-range semantic preserva-
tion, Motion-Prioritized Optimization for motion-
coherent learning, and Reference-Anchored Per-
ceptual Alignment for stabilizing appearance. Ex-
tensive experiments show that DYNAMEM pro-
duces more consistent semantics, stronger tempo-
ral dynamics, and more stable appearance on long
videos compared to competitive baselines.

1. Introduction

Text-to-video diffusion models have advanced rapidly (Ho
et al., 2020; Blattmann et al., 2023; Chen et al., 2024; Kong
et al., 2024), yet real-world creation increasingly demands
long-form videos with coherent narratives, persistent identi-
ties, and temporally consistent motion and appearance. In
practice, such long videos are commonly generated autore-
gressively, where the model synthesizes each clip condi-
tioned on a limited window of previous frames (Guo et al.,
2025¢; Lu et al., 2024; Team et al., 2025; Ma et al., 2026).

We refer to this setting as autoregressive long-video genera-
tion. Given a prompt, the goal is to synthesize a long video
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Error Accumulation

Motion Decay

Figure 2. Failure cases of autoregressive long-video genera-
tion. Autoregressive long video generation often faces three key
challenges: (1) Appearance Instability; (2) Motion Decay, where
motion gradually weakens and becomes static or less coherent;
and (3) Error Accumulation. The three cases are taken from Sto-
ryMem (Zhang et al., 2025a), FramePack (Zhang et al., 2026), and
CausVid (Yin et al., 2025), respectively.

by generating clips sequentially, where each step conditions
on a constrained history due to computation and memory
limits. In this long-horizon regime, coherence becomes the
central bottleneck: local realism may remain strong, yet
global consistency often collapses as the horizon grows.

As shown in Figure 2, despite impressive short-clip quality,
existing autoregressive pipelines frequently fail in three in-
tertwined ways over long horizons. First, semantic drift
gradually alters early-established content such as subject
identity, attributes, and scene layout. Second, motion de-
cay accumulates across steps, causing dynamics to weaken
and sometimes collapse into near-static imagery even when
prompts describe ongoing actions. Third, appearance in-
stability introduces color/illumination fluctuations that com-
pound into perceptible flicker. These failures reinforce one
another: once semantics begin to drift, both motion and
appearance tend to degrade faster, and the errors compound
across generation steps.

Achieving coherent long-video generation is challenging:
attending to the full history is computationally infeasible
while recent-frame conditioning alone cannot preserve dis-
tant semantics; standard training objectives are dominated
by static regions, biasing learning toward copying context
frames rather than modeling temporal change; and appear-
ance drift from subtle distribution shifts is hard to correct
without artifacts.

In this work, we propose DYNAMEM, a unified framework
designed to improve long-horizon coherence by jointly ad-
dressing semantics, dynamics, and appearance (Figure 3).
Our key insight is that long-video coherence cannot be re-
liably fixed by a single mechanism: semantic preservation,
motion-coherent learning, and appearance stabilization must
be improved in a coordinated yet lightweight manner that
remains compatible with existing diffusion backbones.

First, we introduce Semantic-Adaptive Hierarchical Mem-
ory (SAHM) to preserve long-range semantics efficiently.
SAHM maintains a sparse global reservoir of representative

frames and retrieves a compact working memory condi-
tioned on the current prompt, allowing the generator to
recall relevant content from distant timesteps without attend-
ing to the entire history.

Second, to mitigate motion decay, we propose Motion-
Prioritized Optimization (MPO), which strengthens tem-
poral dynamics through (a) gradient-based data selection
and (b) motion-weighted supervision that emphasizes dy-
namic regions. By prioritizing where and how the model
learns motion, MPO counteracts the common bias toward
static reconstruction and improves long-horizon temporal
evolution.

Third, we stabilize appearance with Reference-Anchored
Perceptual Alignment (RAPA), a lightweight perceptual
alignment that anchors each frame to a reference in CIELAB
space with controlled blending. RAPA reduces accumulated
color/illumination drift while avoiding excessive smoothing,
resulting in more stable long-horizon appearance.

Extensive experiments on long-video generation validate
that DYNAMEM produces more consistent semantics,
stronger temporal dynamics, and more stable appearance
over long horizons compared to competitive baselines. No-
tably, DYNAMEM remains effective even when prompts
evolve over time, highlighting its robustness in realistic
autoregressive generation settings.

Our main contributions are summarized as follows:

* We propose DYNAMEM, a comprehensive framework
for autoregressive long-video generation, capable of
mitigating semantic drift and motion decay issues, in-
cluding scenarios with changing prompts.

* We introduce coordinated techniques spanning memory
mechanisms, motion-prioritized optimization, and per-
ceptual appearance anchoring, which synergistically
enhance temporal coherence and appearance stability.

* Extensive experiments demonstrate that DYNAMEM
achieves state-of-the-art performance, substantially im-
proving long-horizon semantic consistency, motion
strength, and appearance stability.

2. Related Work

Video Generation. Recent progress in video generation has
been driven by large-scale video data and diffusion-based
models (Ho et al., 2020). Early approaches (Chen et al.,
2024; Guo et al., 2023; Blattmann et al., 2023) extend text-
to-image diffusion models by augmenting U-Net backbones
with temporal modeling, leveraging strong image priors
and subsequent video fine-tuning. Diffusion models have
also advanced identity-preserving generation (Lin et al.,
2024b;a; Zhou et al., 2025a), cross-modal synthesis (Wang
et al., 2024b), and scene-consistent storytelling (Song et al.,
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Long video prompt: A woman sits on the left side of a sofa as a man enters from the right, joins her, and they face each other. She stands and exits left; he remains briefly,

then exits right, leaving the room empty. She re-enters from the left, he re-enters from the right, and they sit together again, ending side by side facing the camera.

Figure 3. Pipeline of DynaMem. We enable consistent long-video generation by integrating hierarchical memory and motion-aware
optimization into a DiT-based diffusion backbone. (a) Semantic-Adaptive Hierarchical Memory maintains long-term consistency by
retrieving relevant historical frames from a global memory bank based on the current text prompt. (b) Motion-Prioritized Optimization
counteracts motion decay by utilizing motion saliency maps to re-weight the training objective. (c¢) Reference-Anchored Perceptual
Alignment stabilizes appearance over long horizons by aligning the perceptual color statistics of generated frames with a reference anchor

in the CIELAB space.

2025b). More recent methods (Yang et al., 2025b; Kong
etal., 2024; Wang et al., 2024a; Gao et al., 2025; Team et al.,
2025; Li et al., 2024; Lin et al., 2025a; Zhou et al., 2026)
adopt Diffusion Transformers (DiT), representing videos
as sequences of spatiotemporal tokens. This formulation
improves scalability and enables flexible generation across
resolutions, aspect ratios, and video lengths. Complemen-
tary work on model compression (Ma et al., 2024a; 2023a;b;
2024b; Zheng et al., 2025) and efficient architecture de-
sign (Lin et al., 2024c¢) further improves the deployability
of such large-scale models. Beyond visual synthesis, video
diffusion models are increasingly used as world models for
physical reasoning and simulation (He et al., 2025; Yu et al.,
2025b; Song et al., 2025a), where long-horizon generation
is essential. We adopt HunyuanVideo (Wu et al., 2025a) as
our backbone for its strong motion modeling capabilities.

Long Context Temporal Modeling. Long Context Mod-
eling is a core component of intelligent systems and has
been extensively explored in large language models (Du
et al., 2025; Wu et al., 2025b; Zhang et al., 2025¢). More
broadly, maintaining coherence over extended horizons is
also essential in visual perception (Lin et al., 2023; 2022; Xu
et al., 2025), knowledge transfer and model adaptation (Lin
et al., 2026b;a; 2025b), and distributed learning (Guo et al.,
2024b;a; 2025a;b). In video generation, however, explicit
mechanisms for long-term memory remain relatively un-
derdeveloped. Most existing approaches incorporate mem-
ory into video world models through inference-time opti-

mization (Hong et al., 2024), explicit 3D scene represen-
tations (Huang et al., 2025a; Li et al., 2025a), or retrieval-
based cross-attention over past frames conditioned on cam-
era motion or actions (Xiao et al., 2025; Yu et al., 2025a).
These methods are primarily designed for controllable or
interactive environments, where auxiliary signals such as
camera poses or agent actions are available. As a result, their
applicability to open-ended, text-driven video generation
without external control remains limited.

3. Method

Overview. Figure 3 summarizes our approach to long-video
generation, targeting semantic consistency, motion coher-
ence, and appearance stability over long horizons. Sec-
tion 3.1 reviews the diffusion formulation; Sections 3.2,
3.3, and 3.4 introduce our Semantic-Adaptive Hierarchical
Memory, Motion-Prioritized Optimization, and Reference-
Anchored Perceptual Alignment, respectively. Together,
they enable coherent long-video generation without modify-
ing the base diffusion backbone.

3.1. Preliminary

Video diffusion models aim to generate realistic video se-
quences by learning a gradual transformation from noise to
data. Let zy € RT*HxWxC denote a clean video with T
frames. Diffusion-based generative modeling constructs a
continuous-time process x; where ¢ € [0, 1], that interpo-
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Figure 4. Semantic-Adaptive Hierarchical Memory (SAHM). We build a two-level memory for autoregressive long-video generation.
Frames are encoded by SigLIP and sparsely stored in a global reservoir M g;op4; Via a similarity-and-quality gate. Given the prompt p,
we retrieve top-k relevant frames to form a working memory M,ork. Muork is concatenated with the last n frames from the previous
clip and injected into the denoiser to preserve long-range consistency. Analysis of extra computational cost can be found in Section A.3.

lates between the data distribution and an isotropic Gaussian
prior. At training time, a noisy sample is obtained by com-
bining the clean video with Gaussian noise € ~ N(0, I),

xy = at)xo+o(t) e, €))

where «(t) and o(t) are time-dependent coefficients con-
trolling the signal-to-noise ratio. Specifically, a neural net-
work (Peebles & Xie, 2023) uy is trained to approximate
the temporal derivative of the noising trajectory,

dl’t
dt’
where ¢ denotes optional conditioning information. The

learning objective is defined as a mean squared error be-
tween the predicted and target velocities,

ua(xta tv C) ~

©))

Lt = Eug, e, ¢ [lua(ze, t,¢) — &¢][3]. 3)

After training, novel videos are generated by initializing
from Gaussian noise and numerically integrating the learned
dynamics backward in time.

3.2. Semantic-Adaptive Hierarchical Memory

Autoregressive long-video generation often suffers from
gradual loss of early visual information, such as character
identity or scene layout. Naively extending the attention
window to the entire history is computationally infeasible.
To address this, we propose a Semantic-Adaptive Hierarchi-
cal Memory (SAHM) that maintains long-term consistency
while keeping inference efficient. SAHM organizes memory
into two levels, as shown in Figure 4: a global visual reser-
voir that stores the full generation history, and a compact
working memory that is dynamically retrieved based on the
current text prompt.

Global Visual Reservoir. We store generated frames in
an external memory that does not consume GPU resources.
To reduce redundancy, frames are archived only when they
introduce new semantic content. Specifically, each frame
is encoded with a SigLIP image encoder and compared to
the most recent stored frame using cosine similarity. A

frame is added to the reservoir only if it meets a compound
criterion: the similarity falls below a threshold 7, while
simultaneously satisfying a minimum aesthetic score and
passing a blur detection check. This produces a sparse but
representative global memory M giopq that preserves the
overall visual trajectory of the video.

Prompt-Guided Working Memory. At generation time,
we construct a small working memory M1 by retrieving
frames from M gopq; that are most relevant to the current
Prompt p. We compute semantic similarity between the
prompt embedding and all stored frame embeddings, and
select the top-k matches. This retrieval is updated whenever
the prompt changes, allowing the model to recall relevant
visual content from distant timesteps.

Hybrid Context Injection. To combine short-term conti-
nuity with long-term consistency, we inject two types of
context into the denoising process: (1) the last n frames
from the previous clip for local transition stability, and (2)
long-term semantic memory from M, for global iden-
tity and scene cues. Both are concatenated with the input
noise along the channel dimension.

3.3. Motion-Prioritized Optimization

Autoregressive video generation often suffers from motion
decay, where dynamics degrade into static imagery over
long horizons. We address this via a unified framework,
Motion-Prioritized Optimization (MPO), which refines both
data selection and the training objective.

Gradient-Based Data Selection. Standard filtering by mo-
tion magnitude often fails to distinguish meaningful object
motion from camera shake. Instead, we employ influence
functions to align the training distribution with high-quality
dynamics. We define a small anchor set of clips by mo-
tion score and select training samples that maximize gradi-
ent similarity with these anchors. This ensures the model
learns from data that contributes to coherent motion synthe-
sis rather than static redundancy.

Motion-Weighted Supervision. Standard diffusion objec-
tives are often dominated by static backgrounds, which can
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Algorithm 1 Semantic-Adaptive Hierarchical Memory

1: Input: text prompt sequence {p;}, clip length ¢, re-
trieval size k, similarity threshold 7

2: Initialize global memory bank M gjopqr < ]

3: Initialize previous clip Vcy < 0

4: for each generation step ¢ do

5:  Generate current clip V; conditioned on V.., and
working memory

6:  Encode frames in V; using SigLIP to obtain embed-
dings {es}

7. for each frame embedding ey do

8: if M giopar is empty or sim(ey, €145¢) < 7 then

9: Add (ef, f) to Mglobal

10: end if

11:  end for
12:  if prompt p; changes then

13: Retrieve top-k frames from M giopq1 by similarity
to p¢

14: Construct working memory M o,k

15:  endif

16:  Form context by combining last n frames of V,.c,,
and Mwork

17:  Inject context into the denoising process for the next
clip

18: Vp?"ev —~V,

19: end for

20: Output: generated long video V

cover over 90% of the video area. This imbalance causes
conditional leakage, where the model over-relies on the
context frame rather than learning temporal dynamics. To
mitigate this, we introduce a spatially-adaptive loss. We
compute a motion saliency map M € [0, 1]7*H>*W via op-
tical flow and re-weight the objective to emphasize dynamic
regions:

Liotat = Laitr + X - E¢ ¢ [HM © (eg(z¢,c,t) — 6)\\;} 4

By focusing optimization on high-motion areas, this mecha-
nism counteracts motion decay and ensures consistent dy-
namics across sliding windows.

3.4. Reference-Anchored Perceptual Alignment

To stabilize long-horizon appearance, we align each gener-
ated frame’s perceptual color statistics to a set of early, sta-
ble references drawn from the Global Memory. Instead of us-
ing a single reference frame, we take the first three frames

stored in the global visual reservoir, denoted as R(i)le, and
perform perceptual moment alignment in CIELAB space
(Reinhard et al., 2002). We choose CIELAB because it ex-
plicitly separates luminance (the L channel) from chromatic
components, which makes it convenient to correct color drift
without over-altering brightness. Empirically, we find that

autoregressive long-horizon generation often suffers from
a gradual increase in saturation and contrast, leading to an
overly “greasy” appearance; operating in Lab space helps
suppress this saturation buildup while preserving perceptual
brightness and texture.

Given a generated chunk X € R3*TXH>XW yith frames

x4, we use ¢(-) and ¢~ !(-) for RGB<sLab conversion
and define z; = ¢(x;). For each reference R, let
(@) _

ref —

W, 0 € R? from z; and p

zZ #(R), and compute channel-wise spatial moments

Ez)f, o-f?f € R? from zil)f

We obtain a reference moment target by averaging the three
early-memory statistics:

3

3
1 i 1 7
Hret = 3 Z Hie)fv Oref = 3 Z Ul(re)p 5
i=1 1=1

Then, for each frame ¢ we apply closed-form affine moment
alignment:

~ O ref
Zy =
oy t+¢

© (zt - p‘t) + Hrets (6)

where © denotes channel-wise multiplication and ¢ is a
small constant. To avoid over-correction and preserve local
content, we use residual blending in RGB space:

yi=(1—-a)x; +ao 1 (z), aclo,1]. (D

In practice, we apply the transform on normalized RGB
intensities with clamping, and handle near-zero o; with a
safe fallback.

4. Experiments
4.1. Implementation Details

Datasets. To enhance training supervision for motion-
intensive scenarios, we introduce LM-100K, a curated inter-
nal dataset comprising 100k high-quality long-take videos
characterized by diverse physical motions. Each video is
systematically partitioned into 5-second segments, which
are subsequently annotated with fine-grained semantic cap-
tions using GPT-40. These segments are organized into
coherent sequences to provide robust temporal supervision
for long-horizon and dynamic video generation. Further
technical specifications of LM-100K are provided in Ap-
pendix A.1.

Training setup. We adopt a post-training strategy to fine-
tune DYNAMEM on the LM-100K dataset, aiming to en-
hance its capability in generating long-take videos with
coherent semantics and large-scale motions. The model
is initialized with Hunyuanvideo-1.5 (Wu et al., 2025a),
and trained end-to-end at a resolution of 854 x 480 and
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Table 1. Comparison of different methods on LV-Bench. We report LV-Bench results on five VDE metrics and five complementary

metrics from VBench (Huang et al., 2024). Our method achieves superior performance on the majority of these metrics.

Method \ LV-Bench (VDE) | \ VBench 1
. . . . Subject Background Motion Aesthetic  Image
‘ Subject - Background - Motion - Aesthetic - Clarity ‘ Consistency Consistency Smoothness  Quality — Quality
MAGI-1 (Teng et al., 2025) 0.3090 0.5000 0.0243  3.8286  2.7225 0.8992 0.9078 0.9947 0.6508  0.6662
Self Forcing (Huang et al., 2025b) 0.3716 1.6108 0.1549  3.4683  3.0798 0.8481 0.8203 0.9947 0.6283  0.6805
PAVDM (Xie et al., 2025a) 1.8292 0.9323 0.0461  2.8957 1.9503 0.8640 0.8924 0.9926 0.5267  0.6567
FramePack (Zhang et al., 2026) 4.3984 5.9421 0.0387 14751 4.2513 0.9001 0.8791 0.9949 0.6043  0.6972
SkyReels-V2-DF (Chen et al., 2025) | 0.1085 0.3179 0.0195 12083  0.9365 0.9418 0.9579 0.9931 0.6035  0.6835
BlockVid (Zhang et al., 2025b) 0.0844 0.2945 0.0119 09618  0.7551 0.9597 0.9588 0.9956 0.6047  0.6852
LongLive (Yang et al., 2025a) 0.0827 0.3012 0.0105  0.9709  0.7291 0.9417 0.9542 0.9949 0.6053  0.6867
DYNAMEM (Ours) ‘ 0.0753 0.2732 0.0096 0.9524 0.7319 ‘ 0.9677 0.9632 0.9956 0.6881  0.7082

1280 x 720. All experiments are conducted on a dis-
tributed computing cluster equipped with high-performance
NVIDIA H100 GPUs. We train the model on 32 GPUs us-
ing the AdamW optimizer with a stepwise decay schedule:
the learning rate is initialized at 1 x 10~ and subsequently
reduced to 3 x 107°, with weight decay set to 1 x 1074,

Evaluation Metrics. Drift-related penalties and evaluations
are commonly used to quantify information dilution (Li
et al., 2025b) and long-horizon degradation (Lu et al., 2024)
in long video generation. Prior work has introduced identity-
focused measures such as IP-FVR (Zhou et al., 2025b) and
perceptual identity drift losses such as MoCA (Xie et al.,
2025b). Inspired by LV-Bench (Zhang et al., 2025b), we
adopt Video Drift Error (VDE) to characterize how video
quality changes over time. Given a long video, we report
five VDE-based metrics: (1) VDE Clarity, which captures
sharpness degradation over time (higher indicates increas-
ing blur); (2) VDE Motion, which reflects drift in motion
smoothness (lower indicates stable dynamics with fewer
jitters or freezes); (3) VDE Aesthetic, which measures tem-
poral drift in overall visual appeal (lower indicates more
consistent aesthetics); (4) VDE Background, which evalu-
ates background/scene stability (lower indicates less flicker
or setting drift); and (5) VDE Subject, which tracks identity
consistency of the main subject across time (lower indicates
less identity drift). Following prior works (Guo et al., 2025c;
Cai et al., 2025; Zhang et al., 2025b), we additionally report
five complementary metrics from VBench (Huang et al.,
2024). The details are included in Appendix A.2.

Table 2. Human evaluation. We report vote rates (%) of DY-
NAMEM against each baseline. Evaluators choose {left, right, tie}.
ID/Scene and Motion are attribute-specific votes.

‘ Overall preference (%) ‘ Attribute win (%)
| Win  Tie | ID/Scene  Motion
63.9 15.0 21.1 69.5 67.8

Compared method

Lose

BlockVid (Zhang et al., 2025b)
SkyReels-V2-DF (Chen et al., 2025)
LongLive (Yang et al., 2025a)

78.4 18.6 3.0 76.2 74.9
55.1 20.2 24.7 63.8 61.7

4.2. Comparison with State-of-the-Art Methods

Quantitative Comparison. We compare DYNAMEM with
several open-source long-video generation baselines on LV-
Bench, including MAGI-1 (Teng et al., 2025), Self Forc-
ing (Huang et al., 2025b), PAVDM (Xie et al., 2025a),
FramePack (Zhang et al., 2026), SkyReels-V2-DF (Chen
et al., 2025), LongLive (Yang et al., 2025a), and BlockVid
(Zhang et al., 2025b). As shown in Table 1, DYNAMEM
achieves the best performance on long-horizon degradation
(VDE), indicating stronger robustness to error accumulation
in autoregressive generation. The largest gains are on sub-
ject and background degradation, showing better identity
and scene-layout preservation over time. DYNAMEM also
improves motion degradation, consistent with our goal of
reducing motion decay, while remaining competitive on clar-
ity, suggesting stability improvements do not sacrifice sharp-
ness. Beyond degradation, DYNAMEM delivers the highest
overall quality on VBench, with consistent improvements
across subject/background consistency, motion smoothness,
and aesthetic quality, confirming the synergy of memory-
based retrieval, motion-prioritized learning, and appearance
stabilization.

Human Evaluation. To measure human preference, we
conduct a side-by-side. We recruit 37 human evaluators
who receive brief training and calibration examples to en-
sure a consistent understanding of the evaluation criteria.
We evaluate a randomly selected subset of 20 prompts, with
videos presented in randomized order and without method
identifiers. For each pair, evaluators provide an overall pref-
erence, and additionally indicate which result exhibits better
(1) identity/scene consistency and (ii) motion smoothness,
with a “tie” option when differences are indistinguishable.
As shown in Table 2, DYNAMEM is preferred in the major-
ity of cases across all comparisons, with the largest margins
on identity/scene consistency and motion smoothness.

Qualitative Comparison. Figure 5 compares long-horizon
generations under the same prompt. Existing long-video
baselines exhibit different forms of temporal degradation as
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Figure 5. Qualitative comparison. Existing long-video baselines exhibit varying degrees of error accumulation over time, leading
to motion decay and limited/fragmented dynamics. In contrast, our method effectively mitigates these failures, maintaining coherent
appearance and temporally consistent motion while producing larger-amplitude and smoother actions. Zoom in for a better view.

the horizon extends. Self-forcing quickly accumulates errors
and drifts into severe visual artifacts and unrealistic patterns,
indicating unstable long-range propagation. SkyReels-V2
shows evident motion decay: the swan’s movement becomes
increasingly weak and blurry, with partial deformation and
loss of fine-grained dynamics. FramePack better preserves
the overall scene but produces limited motion, where the
swan largely remains in similar poses and the intended ac-
tion evolution is under-expressed. BlockVid can generate
noticeable motion early on, yet later frames reveal inconsis-
tency and degradation (abrupt pose changes and weakened
temporal coherence), suggesting error accumulation over
time. In contrast, DYNAMEM maintains a stable scene and
coherent swan identity throughout the sequence, demon-
strating improved robustness against error accumulation and
motion decay in long-horizon generation.

4.3. Ablation Study and Discussion

‘We conduct ablation studies, unless otherwise stated, on 8
GPUs and ensure fair comparison by using the same back-
bone, training schedule, and evaluation protocol.

Ablation of Memory Modules. We evaluate several mem-
ory variants to isolate the contribution of long-term retrieval
and memory curation. As shown in Table 3, using only
short-term context (w last frames) yields substantially worse
degradation scores, indicating that local continuity alone

cannot prevent long-horizon drift in identity and scene lay-
out. Replacing it with motion-driven references (w motion
frames) improves both VDE and VBench, suggesting that
emphasizing dynamic content helps mitigate motion decay
and reduces static collapse. A stronger baseline is to retrieve
from the full history without filtering (w all frames), which
further improves consistency; however, it remains inferior
to DYNAMEM and is less scalable due to uncurated growth
of the reference set. In contrast, DYNAMEM achieves the
best performance on all VDE metrics and the highest over-
all VBench quality. Notably, the largest gains appear in
subject/background degradation and consistency, validating
that prompt-guided semantic retrieval from a curated global
reservoir is critical for preserving identity and scene layout
over long horizons.

Ablation of Motion-Prioritized Optimization. As shown
in Table 4, optimizing with L only leads to clear motion
decay: the model tends to preserve static backgrounds while
dynamics gradually vanish, reflected by poor motion-related
performance and noticeably degraded background/clarity.
Adding motion-aware SFT already improves long-horizon
dynamics and brings consistent gains on VBench. In con-
trast, DYNAMEM achieves the best results across both
benchmarks with a much larger margin, especially on mo-
tion and temporal consistency, while simultaneously im-
proving subject/background consistency and overall image
quality. These results confirm that MPO is most effective
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Table 3. Ablation of Memory Modules. We compare different video continuation settings. w last frame uses only the last frame from the
previous clip; w motion frames additionally selects 8 frames as references; w all frames retrieves from all past frames.

Variant \ LV-Bench (VDE) | \ VBench 1
. . . . Subject Background Motion Aesthetic  Image
‘ Subject  Background - Motion  Aesthetic - Clarity ‘ Consistency Consistency Smoothness  Quality  Quality
wi last frame 1.2190 1.5629 0.0948  3.3281 1.9120 0.8616 0.8839 0.9926 0.5504  0.6542
w/ motion frames | 0.6547 0.9833 0.0619  2.1574  1.4092 0.9128 0.9156 0.9942 0.5987  0.6713
w/ all frames 0.1845 0.4521 0.0142  1.1109  0.8856 0.9505 0.9412 0.9961 0.6534  0.6905
DYNAMEM (Ours) ‘ 0.0753 0.2732 0.0096 09524  0.7319 0.9677 0.9632 0.9956 0.6881  0.7082

Table 4. Ablation of Motion-Prioritized Optimization. We compare training variants for improving long-horizon dynamics. w Lz only
further adds the standard diffusion objective. add motion sft applies motion-aware supervised fine-tuning with the selected data.

Vatiant \ LV-Bench (VDE) | \ VBench 1
. . . . Subject Background Motion Aesthetic  Image
‘ Subject Background - Motion - Aesthetic ~ Clarity ‘ Consistency Consistency Smoothness  Quality — Quality
wl Lgige only 0.4125 0.7842 0.0537  1.2568  1.7432 0.8856 0.8923 0.9887 0.6514  0.6235
add motion sft 0.3429 0.5354 0.0243  1.0094  1.4689 0.9014 0.9165 0.9908 0.6798  0.6451
DYNAMEM (Ours) ‘ 0.0753 0.2732 0.0096  0.9524  0.7319 ‘ 0.9677 0.9632 0.9956 0.6881  0.7082
56 10s 15s 20s Table 5. IQA over time on 1-minute generations. We compare

w/o RAPA

w RAPA

Figure 6. Ablation of Reference-Anchored Perceptual Align-
ment. RAPA stabilizes perceptual attributes across frames, pre-
serving consistent identity in long-horizon generation.

when combining gradient-based data selection with motion-
weighted supervision, yielding stable and coherent dynam-
ics over long horizons rather than merely increasing motion
magnitude.

Ablation of Reference-Anchored Perceptual Alignment.
Figure 6 illustrates that RAPA stabilizes appearance in au-
toregressive long-horizon generation. Without RAPA (top
row), small reconstruction errors accumulate over rollouts,
leading to a noticeable drift in color statistics (increasing
saturation/contrast) and gradual identity changes in facial
details. With RAPA enabled (bottom row), the generation

models trained w vs. w/o RAPA module.

Method 10s 20s 30s 40s 50s 60s

w/oRAPA 198 195 188 181 1.74 1.67
w/ RAPA 199 198 198 197 198 197

remains anchored to the reference perceptual features, pre-
serving consistent tones, textures, and facial identity across
time. Overall, RAPA effectively reduces error accumulation
and improves long-range identity consistency.

As a quantitative supplement, we compare 1-minute gener-
ations from models trained with and without RAPA using
the image-quality metric IQAT. We compute IQA over time
by sampling frames at different timestamps. As shown in
Table 5, IQA for the model without RAPA begins to drop
after ~10 seconds, whereas the RAPA-enabled model stays
largely stable over the full minute, confirming improved
long-horizon appearance consistency.

5. Conclusion

In this work, we introduced DYNAMEM, a unified frame-
work that jointly improves semantic preservation, temporal
dynamics, and visual stability without modifying the under-
lying diffusion backbone. By integrating semantic-adaptive
memory retrieval, dynamics-prioritized optimization, and
reference-anchored perceptual alignment, our approach en-
ables more coherent and stable video generation over ex-
tended durations. Experimental results demonstrate that
DYNAMEM consistently outperforms strong baselines in
maintaining semantic consistency, sustaining motion, and
stabilizing appearance in long videos.
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A. Appendix
A.1. LM-100K Dataset

To curate the LM-100K dataset, we processed a large-scale pool of private raw videos through a rigorous filtering and
annotation pipeline. We first employed PySceneDetect (Contributors.) to ensure shot consistency and used Q-Align (Wu
et al., 2023) to remove low-aesthetic material. To emphasize motion-intensive scenarios, we calculated optical flow between
frames sampled at 4 fps, discarding videos with low average motion dynamics to ensure the final 100k clips contain
significant physical activity. For annotation, each long-take video was partitioned into 5-second chunks, with keyframes
from each segment processed by GPT-40 to generate fine-grained semantic captions. A second pass with GPT-40 was then
used to align these chunk-level descriptions, ensuring a coherent and consistent storyline across the entire temporal horizon.

A.2. Detailed Metrics
A.2.1. PERCENTAGE-BASED ERRORS: MAPE AND WMAPE

Mean Absolute Percentage Error (MAPE) is a classic relative-error metric in forecasting and time-series evaluation (Kim
& Kim, 2016; De Myttenaere et al., 2016), and similar percentage-normalized errors have also appeared in video quality
related studies (Huang et al., 2020). Given predictions g; and ground-truth values y; fori =1, ..., N, MAPE is defined as

N
100
MAPE = ~ Z

i=1

Yi — Ui
Yi

®

Despite its interpretability, the division by y; makes MAPE unstable when y; is close to 0.

A commonly used alternative is Weighted MAPE (WMAPE), which aggregates absolute errors and normalizes them by the
total magnitude of the targets:

SNl — il
WMAPE = &=l ¥ — Vil 9)
> i |yl
In our context, the same “relative deviation” principle can be applied to quantify how a video-level (or segment-level) quality
score varies over time.

A.2.2. VIDEO DRIFT ERROR (VDE)

Long video generation often exhibits a gradual accumulation of small artifacts: a minor quality shift within short temporal
windows can compound into noticeable drift later in the sequence (Li et al., 2025b; Lu et al., 2024). To make such temporal
degradation measurable, we introduce Video Drift Error (VDE), a segment-wise drift penalty built on the normalization idea
of WMAPE (Kim & Kim, 2016; De Myttenaere et al., 2016).

Segmenting the timeline. Let V' denote a video. We split V into IV consecutive segments of equal duration,

V ={5,5,...,5x}, (10)
where 57 serves as the reference segment.
Per-segment scoring. Given a segment-level evaluator g(-) (e.g., a clarity score, a motion score, etc.), we obtain
mi:g(Si), iZl,...,N. (]])
Drift w.r.t. the reference segment. We measure drift by the normalized deviation from the first segment:
[mi —ma|

T, = —, i=2,...,N. (12)
mi

Weighted accumulation along time. To emphasize later segments (where drift is expected to accumulate), we optionally
apply monotone weights w; (linear or logarithmic):

N
VDE:Zwiri, wiE{N—i—Fl, 10g(N—Z+1)} (13)
=2
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A larger VDE indicates stronger temporal instability of the measured attribute. Related “drift” penalties have also been
explored for identity preservation and perceptual consistency, e.g., IP-FVR (Han et al., 2025) and MoCA (Xie et al., 2025b).

A.2.3. METRIC-SPECIFIC VDE INSTANTIATIONS

With the VDE template above, each concrete metric specifies g(-) and thus m;. For clarity, we write

VDE(, = Zwl '_m”, w; € {N—i+1, log(N —i+1)}. (14)

VDE Clarity (|). This variant targets sharpness drift (e.g., progressive blur/defocus). Let f; € S; be frames in segment S;
and Y; the luminance. We compute a per-frame sharpness proxy via Laplacian variance and average it within each segment:

clar clar
. m —m
mdr = § Var(V?Y}), VDEy = § wzg

1
15l 5, = mi*

15)

VDE Motion (}). This variant captures temporal drift in motion magnitude or smoothness (e.g., late-stage jitter or freezing).
Let u; be the optical flow between consecutive frames, and define motion energy as E'(u;) = ||u¢||2. A segment-level score
can be formed by averaging energy over the segment:

miot = > E(u), (16)

-1
tes;

or alternatively by averaging a motion-smoothness score s; (computed from inter-frame differences):

mot 17
m; | S ‘ Z St- an
tes;
The drift penalty is
I‘[lOl mmot
VDE o = Z wi—— (18)
=2 1

VDE Aesthetic (|). This measures whether global visual appeal (composition/color/lighting) remains stable over time.
Given a learned frame-level aesthetic predictor A(-), we average within each segment:

N |maes _ meies|
mies = |S | > A(fi),  VDEu = Zw‘T (19)
tes; i=2 1

VDE Background (}). This variant focuses on background stability (e.g., flicker, texture boiling, unintended camera
drift). Let B; be the background mask and u;(z) the flow at pixel x. We define background staticness as the fraction of
background pixels with motion below a threshold 7:

by = |B| > A(Ju@)l < 7). (20)
reB,; tES
and compute
o mit =
VDEp, = Zwibgl 1)
i=2 my

VDE Subject ({). This variant penalizes subject/identity drift (e.g., face morphing, attribute changes). Let E(-) be an
identity encoder and &; the mean embedding over subject crops in the reference segment S;. We compute per-frame cosine
similarity and then average within each segment:

subj subj |

_ ul m
S¢ = COS (EI(CI‘Opt)7 61), i bj |S | Z Sty VDEsub_] = Z U)IW. (22)
tesS; =2 1
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A.2.4. COMPLEMENTARY METRICS

In addition to drift-oriented measures, we report complementary long-video metrics following prior minute-scale evaluation
protocols (Guo et al., 2025c¢; Cai et al., 2025). Concretely, we adopt five VBench dimensions (Huang et al., 2024) that are
particularly relevant for long-horizon generation:

* Imaging Quality: frame-level technical fidelity (noise, blur, exposure artifacts), reflecting low-level visual integrity.
* Motion Smoothness: temporal continuity and realism of motion, discouraging jittery or discontinuous dynamics.
* Aesthetic Quality: perceptual attractiveness of frames, including composition, lighting, and color harmony.

* Background Consistency: stability of the scene background across time, capturing whether the environment remains
coherent.

* Subject Consistency: stability of the main subject’s appearance/identity across frames, measuring temporal coherence
of the protagonist.

A.3. Extra Computational Cost

We analyze the additional inference-time computation introduced by Semantic-Adaptive Hierarchical Memory (SAHM).
SAHM incurs no extra GPU-resident memory for long-term storage since the global reservoir M g;op4; 1S maintained on
CPU/disk. The overhead comes from two parts: (i) global reservoir maintenance, and (ii) prompt-guided semantic retrieval.

Offline cost (tokenization). We pre-tokenize the text prompts once offline. Therefore, tokenization introduces no per-clip
overhead during inference.

(i) Global reservoir maintenance. For each generated frame, we compute its SigLIP embedding and apply the similar-
ity/quality gate (cosine similarity, aesthetic threshold, and blur check). This adds one lightweight encoder forward per frame
plus negligible scalar checks. In contrast, the diffusion denoiser typically runs S iterative denoising steps per frame/clip. Let
Cenc and Cye,, denote the cost of one SigLIP forward and one denoiser forward, respectively. The relative overhead from

reservoir maintenance is bounded by
E. C1enc _ C(enc ) (23)
F'S'Cden S'Cden
which is small for practical S (and in practice Ce,. << Cyen due to the denoiser operating on high-dimensional spatiotemporal
tokens).

(ii) Prompt-guided semantic retrieval. When the prompt changes, we compute one prompt embedding and retrieve
the top-k most similar frames from Mg;p4;. With embedding dimension d and N stored items in M gjopq1, a brute-force
retrieval is a single matrix-vector similarity computation with complexity

O(Nd) for similarities + O(Nlogk) for top-k selection. (24)

This is efficient even under conservative upper bounds on N.

Upper/lower bounds for a 1-minute video. Consider a 1-minute video at 24 fps, i.e., F' = 24 x 60 = 1440 frames. The
number of stored frames N depends on the sparsification rate:

e Upper bound (store every frame): N, = 1440.

* Lower bound (store one frame every 5 seconds): N,;, = 60/5 = 12.

Thus, the per-update retrieval cost lies in

Nd € [12d, 1440d]. (25)
For example, with a typical embedding size d = 768, this corresponds to 9.2 x 103 to 1.1 x 10° multiply-adds per retrieval
update, which is negligible compared to a single denoiser forward.
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Total retrieval cost over the whole video. Let the clip length be ¢ frames, so the number of clips is C' = F'/{. In the
pessimistic setting where the prompt changes every clip and we store every frame, the reservoir size grows roughly linearly
across clips: IV; = £ at clip index ¢. The total number of similarity dot-products over the full minute is

c

. c(C+1) F? F

N; ~ =0 ——— = — 4 —. 2

Z i Z il =1 5 T (26)
=1 =1

With F' = 1440, this yields approximately w dot-products. For a common setting £ = 16, we get 64,800 dot-products,

i.e., ~ 5.0 x 107 multiply-adds when d = 768. In the sparse regime (N < 12), the total dot-products are at most 12C (e.g.,

only 1080 when ¢ = 16).

Conclusion. Even under extremely conservative assumptions (prompt changes every clip and storing every frame), the
retrieval component is a small vector similarity computation. Moreover, M g;pq; iS typically far sparser than the upper
bound due to the similarity/quality gate. Therefore, SAHM introduces only a minor computational overhead compared to
the denoising backbone, while enabling long-horizon consistency.
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