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Abstract

Large language models built on autoregressive
Transformers excel at next-token prediction, but
it is unclear how their internal computations cap-
ture the latent hierarchical dependencies that often
underlie language. We study this question in a
controlled formal-language setting based on prob-
abilistic context-free grammars (PCFGs), where
sequences are generated by a latent hierarchi-
cal process. Empirically, standard autoregres-
sive Transformers can be trained to accurately
match the grammar-induced next-token distribu-
tion. Using probing analyses, we find that Trans-
former hidden states contain information used
by classical parsing algorithms. Moreover, this
information emerges through a layer-wise pro-
gression, revealing a local-to-global mechanism:
early layers accumulate local patterns, while later
layers aggregate them into a compact summary
for next-token prediction. Complementing these
empirical findings, we provide an explicit con-
struction of Transformers that can parse binary
PCFGs with depth logarithmic in the grammar’s
sequence length. Surprisingly, trained Transform-
ers in this setting exhibit prediction behavior and
internal representations that closely mirror our
construction. Together, our results offer a mech-
anistic account of how Transformers integrate
hierarchical parsing with autoregressive genera-
tion, enabling them to closely approximate the
grammar-induced next-token distribution. Code
is available at our GitHub repository.

1. Introduction

The unprecedented capabilities of Transformer-based LLMs
across a wide range of downstream tasks are driven in large
part by large-scale generative pretraining on massive text
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corpora (Vaswani et al., 2017; Radford et al., 2019). At
inference time, they generate text left-to-right by repeatedly
mapping a prefix to a distribution over the next token using
a fixed stack of attention and MLP blocks. Despite this
success, we still do not have a concrete understanding of
what information is represented in the hidden states and how
it is updated across layers to produce accurate next-token
probabilities. This gap is especially salient for hierarchi-
cal structures in language: many regularities are naturally
described in terms of constituent-level organization rather
than surface proximity. While mechanistic interpretability
has begun to identify meaningful features and circuits in
trained Transformers (Wang et al., 2022; Nanda et al., 2023;
Wang et al., 2024; Chen et al., 2025), we still do not have a
clear account of how hierarchical syntactic information is
computed and maintained during autoregressive generation.

To study representations of hierarchies in a controlled and
analyzable setting, we focus on context-free grammars
(CFGs) (Chomsky, 1956). CFGs provide a clean abstraction
of hierarchical structures that enables precise algorithmic
analysis. We consider autoregressive Transformers trained
on sequences generated by probabilistic CFGs (PCFGs).
In this setting, the model must assign correct next-token
probabilities conditioned on a prefix, so success requires
maintaining an appropriate prefix-conditioned summary of
hierarchical constraints throughout generation.

Prior work has shown that Transformers can succeed on a
range of CFG-related tasks, but existing evaluations often
leave the underlying internal computation underdetermined.
Some studies focus on recognition, deciding whether a full
string belongs to a formal language (Ebrahimi et al., 2020;
Hahn, 2020; Weiss et al., 2021; Delétang et al., 2022; Jerad
et al., 2026). There are also studies of masked language
modeling objectives that require structural inference from
partially observed sequences (Zhao et al., 2023; Garnier-
Brun et al., 2024). In autoregressive settings, constructive
results show that attention-based architectures can generate
restricted context-free languages under suitable assump-
tions (Yao et al., 2021), yet correct generation alone does
not reveal what structured intermediate states the model
learns to track, and it need not correspond to a canonical
parsing computation (Wen et al., 2023). More recent work
provides suggestive evidence of structured representations
for richer grammar families, for example depth-bounded
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PCFGs (Allen-Zhu & Li, 2023), and observations of parallel
learning of subgrammars (Schulz et al., 2025). Complemen-
tary studies examine hierarchical language learning through
last-token prediction, emphasizing random-hierarchy set-
tings, representation dynamics, and scaling behavior during
training (Cagnetta et al., 2024; Cagnetta & Wyart, 2024;
Cagnetta et al., 2025). Our focus is instead on fully autore-
gressive generation at every prefix and on characterizing
the algorithmic computation learned by the trained model.
A remaining gap is to characterize what prefix-conditioned
information is present in Transformers’ hidden states that
is sufficient for correct next-token prediction, and how that
information is organized across layers.

In this work, we address this gap by explicitly connecting
trained Transformers to prefix-conditioned parsing. Our em-
pirical analyses are based on autoregressive Transformers
trained on a class of depth-bounded PCFGs. After training,
the resulting Transformers closely approximate the next-
token distribution induced by the grammar. We interpret the
resulting representations through the lens of classical chart
parsing. Bottom-up chart algorithms such as CYK (Kasami,
1966; Younger, 1967; Cocke, 1969) and inside-style dy-
namic programs (Lari & Young, 1990) build larger con-
stituents from smaller ones, while incremental algorithms
such as Earley parsing maintain prefix-conditioned chart
states that support prefix probabilities (Earley, 1970; Stol-
cke, 1995; Jelinek & Lafferty, 1991). Using probing-based
analyses, we first test whether PCFG-trained autoregressive
Transformer representations encode the information needed
to reconstruct prefix-conditioned chart structure. We find
that later-layer hidden states contain sufficient information,
closely related to Earley-style chart states, for a classical
incremental parser to continue parsing and generating from
a prefix, even though the Transformer is not explicitly exe-
cuting Earley operations step by step.

These results raise a natural mechanistic question: how can
an Earley-like prefix summary arise from a single forward
pass in a shallow stack of layers? The Earley algorithm pro-
cesses prefixes sequentially: the parse state after n tokens is
obtained through O(n) sequential updates, with each update
potentially retrieving information from the prefix history. In
contrast, the depth of our Transformers scales with the gram-
mar’s derivation depth, not with sequence length. Because
the grammar family we consider generates sequences that
grow exponentially with derivation depth, even a shallow
Transformer must handle sequences far longer than its layer
count would permit for step-by-step simulation. This rules
out naive sequential emulation and suggests that Transform-
ers represent hierarchies via a local-to-global mechanism
across layers.

To test this hypothesis, we then probe for bottom-up struc-
ture in the same trained models. We recover CYK-like

dynamic programming signals from intermediate representa-
tions and observe a consistent local-to-global pattern across
layers: evidence about short spans and local constituents is
accessible in earlier layers, and deeper layers progressively
compose this information into summaries corresponding to
larger spans and global syntactic structure. This provides a
concrete mechanistic picture that complements the Earley-
style result. Local span-level evidence is accumulated and
composed across layers, and the resulting global summary
is rich enough to support accurate next-token prediction,
including the recovery of Earley-like chart states.

Finally, we complement these empirical findings with theory.
We provide a theoretical construction of a Transformer that
implements local-to-global parsing for a canonical class of
hierarchical grammars, namely balanced full-binary PCFGs,
and produces the corresponding next-token distributions.
We also train Transformers on this full-binary grammar and
find that the learned parameters exhibit striking agreement
with the construction. In particular, analyses of attention
maps reveal patterns consistent with the predicted hierarchi-
cal information flow. This links the proposed local-to-global
mechanism to both an explicit algorithmic realization and
the behavior of trained models.

Main contributions. Our main contributions are as follows:

* We analyze autoregressive Transformers trained on a
depth-bounded PCFG family and show via probing that
hidden states encode sufficient information, closely re-
lated to Earley-style prefix chart states, for a classical
incremental parser to continue parsing and generating
from a prefix.

* We show that small Transformers can model this PCFG
family even when string length can be exponential in
derivation depth, and we argue that the recovered Earley-
like information is unlikely to arise from sequentially
simulating Earley operations within a forward pass.

* We recover CYK-like bottom-up dynamic programming
signals from hidden states and identify a local-to-global
mechanism across layers in which local span evidence
is composed into global syntactic structure that supports
autoregressive prediction.

* We provide a theoretical construction of a Transformer
that implements local-to-global parsing for a balanced
full-binary PCFG, and we empirically show that trained
models exhibit attention patterns that qualitatively match
the theoretical construction.

2. Preliminaries
2.1. Probabilistic Context-Free Grammar

Probabilistic context-free grammars (PCFGs) (Booth &
Thompson, 2006) provide a canonical model for language
hierarchies. Specifically, we consider a class of depth-
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bounded PCFGs defined as follows.

Definition 2.1 (Depth-bounded PCFG). A finite-depth prob-
abilistic context-free grammar (PCFG) is a tuple G =
(N, X, R, S, p), where N\ is a finite set of nonterminal sym-
bols, X is a finite set of terminal symbols, and S € N is
the start symbol. The depth bound is specified by an in-
teger K > 1 together with a disjoint level decomposition
N = UK N, with Ny = ¥ and N = {S}. The produc-
tion rule set R is finite and consists of rules r : A — - such
that A € Ny, v € (Ny—1)*, forsome k € {1,..., K}. Fi-
nally, p : R — [0, 1] assigns a probability to each rule, nor-
malized so that for every nonterminal A € N, the probabili-
ties of all rules expanding A sum to one: ) » p(r) =1,
where R4 = {r € R : r has left-hand side A}.

Under this layered formulation, derivations are organized as
finite trees with a fixed maximum height, making the hierar-
chical structure of constituent composition explicit. In our
experiments, we sample random grammars from this fam-
ily with depth 4 and terminal alphabet {1, 2, 3}. Figure 1
presents CFG—1, one sampled example grammar; additional
sampled examples (CFG-2 through CFG-5) are provided
in Appendix C.1. These grammars define a vast combinato-
rial space, where the potential language size scales double-
exponentially with the grammar’s depth. For instance, the
number of possible terminal sequences generated by CFG-1
is upper-bounded by 248,

Closely related grammar formalisms have been studied in
prior work, including Allen-Zhu & Li (2023); Cagnetta
et al. (2024); Cagnetta & Wyart (2024); Favero et al. (2025).
These settings also avoid potential shortcuts in which the
current depth can be recovered by simple bracket-counting,
as in the bounded Dyck languages considered in (Yao et al.,
2021; Wen et al., 2023).

2.2. Classical Parsing Algorithms for PCFGs

Parsing algorithms provide procedures for constructing the
corresponding latent hierarchies (derivation trees) from
observed strings. Below, we discuss two classical ap-
proaches—CYXK/inside and Earley—that will serve as inter-
pretive lenses for understanding Transformer computations.
Details and examples are provided in Appendix B.

Bottom-Up Parsing (CYK / Inside). The CYK algorithm
(Cocke, 1969; Younger, 1967; Kasami, 1966) and the closely
related inside algorithm (Lari & Young, 1990) use dynamic
programming to build parse trees from the bottom up: they
first identify which nonterminals can generate each individ-
ual token, then determine which nonterminals can generate
each pair of adjacent spans, then triples, and so on. This pro-
cess is inherently parallelizable—larger spans depend only
on smaller spans, with no backward dependencies. Formally,
let afj denote the probability that nonterminal A derives
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Figure 1. CFG-1, one sampled grammar from our random layered
PCFG family with depth 4, where nonterminals are partitioned into
four layers (annotated on the left) and each production expands
symbols from one layer to the immediately lower layer. Each line
corresponds to a production rule, where the left-hand side expands
to one of several candidate right-hand sides, separated by |. The
terminal alphabet is {1, 2, 3}.

the substring x;.; (the inside probability). The recursion
combines adjacent subspans:

A _ i-t' ' ¢
Qi j _ZA_,BceRp(A - BC)Zkzi ik Vg1, (D

with initialization o}, = p(A — z;) for terminal rules. A
nonzero entry af}j > 0 indicates that A can derive the sub-
string x;.;, which we call a complete constituent. However,
CYK only tells us what constituents exist—it does not track
where we are in the parsing process or what tokens might
come next.

Left-to-right Parsing (Earley). The Earley algorithm (Ear-
ley, 1970; Stolcke, 1995) reads the input left-to-right, track-
ing all possible partial parses that are consistent with the
prefix seen so far. At each position, it maintains a set of Ear-
ley states that record which production rules are in progress
and how far each has been recognized. This allows Ear-
ley to know not just what constituents exist, but where we
are in the overall parse—and therefore what tokens can
legally come next. However, this capability comes at a cost:
the COMPLETE operation, which incorporates finished con-
stituents into waiting partial parses, requires looking back
through the entire prefix history. This makes Earley parsing
inherently sequential.

The key contrast. CYK and Earley offer complementary
strengths. CYK efficiently identifies what constituents exist
via parallelizable bottom-up computation, but does not track
parsing progress. Earley tracks where we are in the parse
and can predict next tokens, but requires sequential process-
ing. As we will see, Transformers appear to combine the
best of both: early layers perform CYK-style bottom-up
aggregation to progressively build constituent information,
while the final layer produces Earley-style representations
sufficient for prefix-conditioned next-token prediction.
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2.3. Transformers and Probing

We train decoder-only Transformers on sequences generated
by PCFGs, and study their internal representations through
a suite of probing analyses.

Transformer. Let x = (z1, ..., x:) be a sequence of tokens
from vocabulary V. Input tokens are mapped to hidden
states H(9) € R**? via embedding matrix E € RIVI*? and
positional encodings P € R**?, where H”) = E,, + P;.
The Transformer consists of L layers, each performing:

AY =LN(H""Y + MHA(H(Y)),
HY = LN(H® + FEN(HY)).

The Multi-Head Attention (MHA) with A heads is
MHA(H) = [heady,... ,head4]W©, with each head k
computed as head;, = softmax((HW,?)(HW,f{)T/\/@ +
M)(HWY), where W2V e Rixd g, = d/A, and
M is the causal mask (M;; = —oo for i < j). The
FFN is defined as FFN(h) = o(hW7 + b1)Wa + be with
W, € R4 and W, € R*X4  Finally, the next-token
distribution is P(zty1 | 21.4) = softmaxx(Ht(L)VVU)7 where
Wy € RV s the readout matrix.

Probing. To examine the internal mechanisms of Trans-
formers, we utilize probing—a diagnostic technique de-
signed to identify whether specific structural properties are
encoded within a model’s latent representations (Alain &
Bengio, 2016; Adi et al., 2016; Hewitt & Manning, 2019;
Tenney et al., 2019). Formally, let hEl) denote the hidden
state at layer [ and position 7. A probe is defined as a
classifier fy that maps the hidden state to a target prop-
erty z;, i.e., Z; = fg(hgl)). During probing, the pre-trained
Transformer parameters remain frozen; we pass input se-
quences through the model to extract hidden states hz(-l),
which, paired with their corresponding labels z;, form the
probing dataset. Since our target involves a multi-label clas-
sification task (where multiple Earley items may be active
at a single position), we employ a Multi-Layer Perceptron
(MLP) as the probing architecture to capture potential non-
linear dependencies.

3. Layer-Wise Parsing Representations in
PCFG-Trained Transformers

In this section, we conduct controlled experiments to exam-

ine whether Transformers trained for autoregressive next-

token prediction on finite-depth PCFGs exhibit internal rep-
resentations consistent with these parsing computations.

3.1. Training Autoregressive Transformers on PCFGs

Model architecture. For each grammar, we train a GPT-
style decoder-only Transformer with 5 layers, 4 attention

heads per layer, and a hidden dimension of 512. The
vocabulary consists of the terminal symbols {1, 2, 3} to-
gether with the special tokens [BOS], [EOS],and [PAD],
all of which are represented using trainable token embed-
dings. Given a sequence z1.7 sampled from a PCFG, we
prepend and append boundary tokens zop = [BOS] and
xp41 = [EOS], respectively. At each position ¢, the model
predicts the next token conditioned on the prefix .., induc-
ing a distribution pg(2¢41 | 1.+). Compared to prior work
such as Allen-Zhu & Li (2023), which trains a 12-layer, 12-
head Transformer with hidden dimension 768 on sequences
generated from a deeper grammar, our model depth is inten-
tionally chosen to be comparable to, and not substantially
larger than, the depth of the underlying grammars.

Training configuration. We consider a family of ran-
domly generated finite-depth layered PCFGs of height 4
(Section 2), in which each nonterminal expands to 2-4 uni-
formly weighted rules of length 2 or 3 over the immediately
lower layer. Figure 1 shows one sampled example, and Ap-
pendix C.1 gives the full sampling procedure and additional
grammars. For the probing experiments below, we sample
50 grammars from this family and generate sequences by
recursively expanding the start symbol until only terminals
remain. For each grammar, we train a separate model with
cross-entropy loss and AdamW (Loshchilov & Hutter, 2017)
for 80,000 steps, using a fresh mini-batch of 256 indepen-
dently sampled sequences at each step; further details are
deferred to Appendix C.2.

Evaluation. We evaluate whether a trained Transformer
matches the grammar-induced next-token distribution, com-
puted via the probabilistic Earley algorithm, using held-out
sequences sampled from the grammar. As shown in Fig-
ure 2, we visualize the next-token distributions induced
by the grammar and by the Transformer on a representa-
tive sequence from CFG—1, one sampled example grammar
from the 50-grammar pool. The two distributions exhibit
highly similar structures. We further assess generative cor-
rectness by sampling 20,000 sequences from each trained
Transformer and measuring the fraction that satisfy the cor-
responding grammar. Across the sampled grammars, the
trained models achieve accuracies exceeding 99%. Quan-
titative comparisons based on the KL divergence between
the grammar-induced and Transformer-predicted next-token
distributions are reported in Appendix C.3.

3.2. Probing Earley Prefix Chart States in
PCFG-Trained Transformers

As described in Section 3.1, we train the Transformer mod-
els using only a small fraction of the sequences generated
by each grammar (e.g., less than 0.01% of the data for the
sampled example grammar CFG-1). Despite this limited
supervision, the trained models exhibit low KL divergence
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Figure 2. Visualization of the next-token distributions at each position of a sample sequence from CFG—1, a representative grammar from
the 50-grammar pool. We compare the grammar-induced distribution with the Transformer-predicted distribution.

from the grammar-induced next-token distribution on un-
seen sequences, indicating that their performance cannot
be attributed to mere memorization. Accurate next-token
prediction under a context-free grammar requires resolving
the latent parse state conditioned on the observed prefix.
These observations naturally raise the question of how the
trained Transformers internally achieve this capability.

Allen-Zhu & Li (2023) use multi-head linear probes to argue
that Transformers may learn dynamic-programming-like
computations akin to classical inside—outside parsing, while
also noting that it remains difficult to precisely characterize
which dynamic program is learned. Our analysis is designed
to answer a different question. Rather than probing only
the final layer with targets defined from the full derivation
tree, we probe every layer at every prefix position. This
applies both to the present Earley-state analysis and to the
subsequent probing experiments, making it possible to trace
the information flow across layers and to relate the recovered
structure directly to the information required for next-token
prediction.

Motivated by this gap, we examine classical parsing algo-
rithms and analyze the Transformer’s hidden representations
through this lens. Given the autoregressive nature of Trans-
formers, we first consider classical parsing algorithms that
support prefix-conditioned generation.

Question 1. Do PCFG-trained Transformers represent
the Earley chart state needed for next-token prediction?

Among such algorithms, Earley (Earley, 1970; Jelinek &
Lafferty, 1991) provides a canonical framework for prefix-
conditioned generation under context-free grammars. Con-
cretely, we perform probing analyses to examine whether
the Transformer’s internal representations progressively en-
code information sufficient to recover Earley chart states in
a layer-by-layer manner.

Probing Earley states. We ask whether the representation

at position ¢ encodes the Earley chart state at that position.
An Earley item is written as (i, A — « e 5, w), where i
is the origin position, A — «f is a production rule, the
dot e marks progress through that rule, and w denotes the
item weight in the probabilistic setting. For a sequence .y,
let & be the set of Earley items at position ¢t. We define a
finite vocabulary of item types as tuples (A, ae 3), ignoring
the start index ¢ and weight w. Then, for each layer ¢, we
use the hidden state hy) to predict a multi-hot label vector
y; € {0, 1171, where y;[7] = 1 iff an item of type T appears
in &;. This gives a multi-label probing task of predicting the
item types present in the chart state from hy).

Training the probing model. For each grammar and each
Transformer layer, we train a two-layer MLP with hidden
size 256 and sigmoid outputs using binary cross-entropy.
Probes are optimized with AdamW (batch size 256) for
100 epochs on position-wise input—target pairs from 16k
sequences, with a learning rate of 0.003, and evaluated
on input—target pairs from 4k held-out sequences (see Ap-
pendix C.2). We use MLP probes because the multi-label
structured targets require probes with sufficient expressivity.
Appendix C.6 shows that linear probes recover the same
qualitative layer-wise trend but with consistently lower ac-
curacy, supporting this choice. For the chosen MLP probes,
the close match between training and test losses indicates
good generalization rather than overfitting. A prediction is
counted as correct only if all active labels in the target multi-
hot vector are identified, and we report layer-wise probing
accuracy averaged across the 50 sampled grammars.

Probing results. As shown in the left panel of Figure 3, the
probing accuracy averaged across the 50 sampled grammars
increases monotonically across the first four layers, exceed-
ing 90% at its peak, before decreasing at the final layer.
This pattern matches the sampled grammar family, whose
derivation height is four: the first four layers progressively
accumulate the information needed to represent Earley chart
states, while the final layer appears to primarily reorganize
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that information for next-token prediction, leading to lower
probing accuracy.

Answer 1. Transformer representations progressively
accumulate sufficient information for Earley chart states,
which enables accurate next-token prediction.

However, the COMPLETE operation in the Earley algorithm
induces recursively nested sequential dependencies: when
a constituent is completed at position ¢, it must be prop-
agated to all previously created items that were awaiting
it, which may originate from arbitrarily earlier positions.
For a sequence of length L, this propagation requires O(L)
sequential steps in the worst case. In contrast, as shown in
Section 3.1, a Transformer that succeeds in autoregressive
generation has only O(K + 1) = O(log L) layers, where
K denotes the grammar depth. This mismatch suggests
that next-token prediction in Transformers is unlikely to be
implemented via a purely Earley-style computation.

By contrast, if completed constituents are already available,
incomplete states can be expanded locally to support next-
token prediction. This observation motivates our focus on
CYK or inside-style parsing, which recognizes completed
constituents in a parallel, bottom-up manner.

3.3. Layer-Wise Emergence of CYK/Inside Constituents
in PCFG-Trained Transformers

If the model uses bottom-up parsing, its intermediate rep-
resentations should encode completed constituents. For
instance, in the sampled example grammar CFG-1 (Fig-
ure 1), the substring [1, 2, 3] forms constituent 7 at a higher
layer. We thus investigate the following question.

Question 2. Do PCFG-trained Transformers construct
CYK/inside-style bottom-up constituents across layers?

To answer this question, we probe the hidden states of a
trained Transformer for evidence of CYK-style chart con-
struction across layers and at every position. Relatedly,
prior work (Allen-Zhu & Li, 2023) probes for the ancestors
of terminals, but restricts probing to the final Transformer
layer and to positions corresponding to nonterminal (NT)
boundaries, assuming full access to the global derivation
tree. This setting differs fundamentally from autoregressive
generation: when only a prefix is observed, the true ances-
tor of each terminal is generally ambiguous, with multiple
valid possibilities. In contrast, we consider a more general
prefix-based setting, in which probes are applied at every
position and targets are defined solely from the observed
prefix using CYK/inside-style algorithms, which operate
without prior knowledge of constituent boundaries.

Probing completed constituents. We run the CYK al-
gorithm to record completed constituents at their ending

positions (see Appendix C.4). Let C; denote the set of non-
terminals A € N such that af}t 2 0 for some i < t. We use
the nonterminals in V" as the label vocabulary, and for each

layer ¢, we probe whether hy) predicts the multi-hot vector
2z € {0,1}V1, where z,[A] = 1 if and only if A € C;. This
gives a multi-label probing task for predicting which com-
pleted constituents end at position ¢. We train a two-layer
MLP probe independently for each layer using the same
protocol as in Section 3.2; Appendix C.6 provides the train-
ing and test losses, along with corresponding linear-probe
comparison.

The middle panel of Figure 3 shows that the probing ac-
curacy for completed constituents, averaged across the 50
sampled grammars, increases monotonically across layers.
This indicates that the Transformer gradually accumulates
information corresponding to bottom-up completed con-
stituents, consistent with CYK-style parsing behavior, and
reaches high accuracy in the final layer across the sampled
grammar family we test. Moreover, the CYK-derived infor-
mation is sufficient to determine the final Earley state, since
CYK provides exactly the completed constituent summaries
required by Earley’s COMPLETE operation.

Span-restricted probing. Probing all completed con-
stituents at each position only establishes recoverability;
it does not reveal how bottom-up information is constructed
across layers. Motivated by the divide-and-conquer struc-
ture of CYK and inside parsing, which build larger-span
constituents from smaller ones, we introduce span-restricted
probing based on window size.

For each nonterminal layer &, let L denote the maximum
span length of nonterminals in NV. Given a window size
L, we restrict labels to completed constituents whose span
length satisfies I < L. Formally, at position ¢, a nonterminal
A is included in Ct(L) if and only if C[i, ¢, A] = 1 for some
i1 >t — L+ 1. We then construct four multi-hot label sets
using Ct(L) with L = Ly, Lo, L3, Ly, corresponding to the
max-span windows induced by nonterminal layers 1, 2, 3,
and 4, respectively, and probe every Transformer layer using
the same MLP architecture. In the right panel of Fig. 3, the
horizontal axis is indexed by nonterminal layer rather than
by the numerical window size itself.

The right panel of Fig. 3 reports the resulting probing ac-
curacy heatmap averaged across the 50 sampled grammars.
Stars (x) mark the first Transformer layer at which accuracy
exceeds 90%, while dots (e) indicate the layer achieving
the highest accuracy for each nonterminal-layer-specific
max-span window. Two clear trends emerge. First, as the
nonterminal layer increases, the corresponding max-span
window requires deeper Transformer layers before probing
accuracy exceeds 90%. Second, the layer achieving peak
accuracy also moves to higher Transformer layers for higher
nonterminal layers.
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Figure 3. Left. Layer-wise probing accuracy for Earley-style prefix states. Middle. Layer-wise probing accuracy for bottom-up completed
constituents. Right. Span-restricted probing accuracy for completed constituents, with columns corresponding to nonterminal layers
1-4, represented by their maximum span windows. All results are averaged over 50 sampled grammars; shaded regions in the left and
middle panels denote the standard error of the mean (SEM) across grammars. In the right panel, x marks the first Transformer layer whose
accuracy exceeds 90%, and e marks the layer with the highest accuracy for each nonterminal layer.

These patterns indicate that the Transformer encodes shorter-
span constituents in earlier layers and progressively con-
structs larger-span constituents in deeper layers. In the final
layer, probing accuracy decreases across all window sizes,
suggesting that the model transitions from representing pars-
ing structure to aggregating information for next-token pre-
diction. (We note that labels corresponding to the largest
spans are relatively rare, which may explain the similar per-
formance observed for the two largest window sizes; this
does not affect the overall conclusion.)

Answer 2. Transformer layers progressively build
bottom-up CYK-style representations via divide-and-
conquer parallelism.

Overall, these results provide evidence consistent with
Transformers learning a bottom-up parsing-like mechanism
in a hierarchical, divide-and-conquer manner closely re-
sembling CYK and inside algorithms. This behavior is
consistent with observations reported in Liu et al. (2022).

Conclusion. Transformers progressively implement
bottom-up CYK-style parsing via divide-and-conquer
parallelism (local aggregation). The resulting boundary
representations are sufficient to advance Earley-style pre-
fix states (global parsing), thereby supporting grammar-
consistent next-token prediction.

4. Local-to-Global Parsing in Transformers: A
Theoretical Account

To complement the preceding empirical findings, we further
seek stronger theoretical support.

Question 3. Can a Transformer architecture provably
implement local-to-global parsing?

We provide an affirmative answer in this section.

4.1. Main Results

To formalize the local-to-global mechanism, we focus on
balanced full-binary PCFGs, a clean base case for isolating
the computational role of Transformer layers.

Definition 4.1 (Balanced Full-Binary PCFG). Following
Definition 2.1, a balanced full-binary PCFG of depth K is
a depth-bounded grammar G = (N, X, R, S, p) where each
production expands a nonterminal into exactly two children
from the subsequent layer: R, = {C — AB | C €
Ni, A,B € Ny LR = Lli;le.

This grammar class admits a finite and deterministic span
structure. Every level-k constituent spans exactly 2" ter-
minals (perfect balance), and a level-k constituent ending
at position ¢ exists if and only if ¢ = 0 (mod 2¥), which
uniquely determines its split into two children. Such posi-
tions are referred to as dyadic boundaries. For example, if
k = 2, then the boundaries are 4,8,12, - - -.

Within this setting, we show that there exists a Transformer
architecture that realizes the local-to-global mechanism de-
scribed above, with an illustration in Figure 4.

Theorem 4.2 (Informal). For any balanced full-binary
PCFG of depth K, there exists a (K + 1)-layer Transformer
that: (i) computes bottom-up CYK-style representations in
parallel at dyadic boundaries across the first K layers; and
(ii) aggregates these boundary representations in the final
layer to perform Earley-style prefix rollout and produce the
correct next-token distribution.

For a balanced full-binary PCFG of depth K with a constant
number (e.g., three) of production rules per nonterminal, the
generated sequences have length O(2). In contrast, autore-
gressive generation can be implemented by a Transformer
with only O(K) layers, i.e., logarithmic in the length of the
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sequences generated by the grammar.

Remark 4.3. Although our construction is presented for
balanced full-binary grammars, the underlying intuition ex-
tends to more general bounded-depth grammars. In such
grammars, the admissible span lengths and ending positions
are still deterministic and finite, which allows a prefix to be
decomposed in an analogous, albeit more complex, manner.
While this requires additional attention heads to account for
multiple possible decompositions, the overall aggregation
principle remains the same.

Our construction differs from prior constructive results in
masked or bidirectional settings in a fundamental way: it
targets causal autoregressive generation, where the model
sees only a prefix and must maintain a sufficient statistic
for all valid continuations. Zhao et al. (2023) study inside—
outside-style inference where each position has access to the
full string, and Garnier-Brun et al. (2024) analyze tree-like
attention patterns under a masked language modeling objec-
tive. In contrast, our result makes the causal computation
explicit through an Earley-style prefix summary, capturing
how a causal Transformer can perform prefix-conditioned
rollout for next-token prediction, albeit under the balanced
full-binary restriction above.

Figure 4. llustration of token-level attention and information flow
in the theoretical model, which first performs progressive local
aggregation (blue) and then carries out Earley-style global prefix
parsing (green). Darker blue indicates aggregation over a longer
context window. The arrow denotes the attention pattern at the
critical point. [BOS] encodes the initial Earley state.

4.2. Proof Sketch

Local Aggregation (Bottom-Up Parsing). Theorem 4.2
shows that the early layers of the Transformer can imple-
ment CYK-style bottom-up parsing at dyadic boundaries.
This computation follows a divide-and-conquer paradigm,
in which short spans are recursively composed into longer
spans in parallel, mirroring the inside recursion in Eq. (1).
By constructing two attention heads that aggregate infor-
mation from the current position and from previous dyadic
boundaries, we prove by induction that the Transformer ex-
actly simulates the inside dynamic program, with inside
probabilities stored at dyadic boundaries (proofs in Ap-
pendix D.6). For instance, the inside probability a{" 4 can

be computed by attending to the dyadic subspans afz and
ag 4» corresponding to a single binary production A — BC.
This construction aligns with our empirical findings in Sec-
tion 3.3, where Transformer layers are observed to pro-
gressively encode CYK-style bottom-up representations via
divide-and-conquer parallelism.

Global Prefix Parsing (Earley-Style Rollout). As dis-
cussed in Section 3, given the bottom-up representations of
completed spans, these local constituents can be aggregated
to form a global parsing state conditioned on the observed
prefix, which is sufficient for next-token prediction. For-
mally, we demonstrate that the Earley state at prefix position
t can be derived using only PREDICT and SCAN operations,
bypassing COMPLETE entirely. This is achieved by consum-
ing maximal dyadic constituents in a canonical order; due
to its technical complexity, the formal statement and proof
of this result (Lemma D.2) are deferred to Appendix D.8.2.

Intuitively, this consumption order corresponds to decom-
posing the parsed prefix into a sequence of maximal com-
pleted subtrees in a balanced binary parse tree. Because
each subtree is already complete, no further completion is
required, and the parsing state can be updated determinis-
tically. As illustrated in Figure 4, constructing the Earley
state at t = 7 merely requires consuming the maximal con-
stituents afj, aég, and 0/747%, where A;, € Nj;.

In the final Transformer layer, the model aggregates the
representations of maximal completed constituents using
attention, and a subsequent MLP maps this aggregated rep-
resentation to the exact Earley state (proof provided in Ap-
pendix D.8). This theoretical result aligns with our empirical
findings in Section 3, which show that complete constituent
information is sufficient to recover Earley-style prefix states.

4.3. Experimental Evidence

To empirically validate our construction, we train a 5-layer
GPT-style Transformer (1 head, d = 256) on sequences
from a 4-layer balanced full-binary grammar. We then ana-
lyze the resulting attention patterns, with full implementa-
tion details deferred to Appendix C.2.

Local aggregation pattern. As shown in Figure 5, the
attention maps of the first four Transformer layers exhibit
clear subtree structures. Lower layers primarily attend to
smaller windows, while higher layers progressively focus on
larger spans. This hierarchical pattern is consistent with our
theoretical construction, in which the first K layers imple-
ment a local aggregation process that progressively builds
constituents of increasing size. This qualitative picture is
also supported quantitatively: Table 3 in Appendix C.8
shows that, across layers, most attention mass falls inside
the theory-predicted local window.

Causal intervention. To move beyond visual alignment,
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Figure 5. Attention maps from the first & Transformer layers show
a progressively expanding effective attention window. Lower lay-
ers concentrate on local neighborhoods, while higher layers attend
over increasingly larger spans of the input sequence, reflecting
hierarchical aggregation.

we perform a targeted causal test for the first four layers,
which in our construction implement bottom-up CYK-style
aggregation. As defined above, a level-k constituent ends
at dyadic boundaries satisfying t = 0 (mod 2%), and its
representation is formed by combining information from
the preceding dyadic boundary at offset 2°~1. Thus, the
predicted offsets for Layers 1-4 are 1,2, 4, 8, respectively.
We therefore mask each such offset separately and measure
the resulting generation accuracy. As shown in Table 1, the
largest accuracy drop occurs exactly at the theory-predicted
offset for Layers 1-3, producing the diagonal pattern antici-
pated by the construction. This goes beyond recoverability:
removing the dyadic-boundary connection singled out by
the theory degrades performance in precisely the way the
theory predicts. The weaker effect in deeper layers is also
expected, since higher-level dyadic boundaries are rarer and
therefore have more limited influence. In particular, at the
deepest level there is only one such boundary in the whole
sequence, so masking it can affect only the prediction at the
end of sequences.

Layer Offset=1 Offset=2 Offset=4 Offset=38
1 0.6596 0.9995 0.9995 0.9995
2 0.9995 0.8220 0.9995 0.9995
3 0.9995 0.9995 0.9849 0.9995
4 0.9995 0.9995 0.9995 0.9995

Table 1. Generation accuracy under fixed-offset attention masking
in the first four layers. Boldface marks the lowest accuracy in each
row, equivalently the largest accuracy drop; the unmasked baseline
is 0.9995.

Global aggregation pattern. Figure 6 provides direct
evidence for the final-layer rollout mechanism. For pre-
fixes ending at t = 7,9, 12, the binary decomposition pre-

dicts maximal completed constituents ending at positions
{4,6,7}, {8,9}, and {8, 12}, respectively. The learned at-
tention patterns closely match these predictions: the clearest
peaks occur at the predicted non-endpoint positions, while
the current endpoint ¢ still receives nonzero attention. Over-
all, attention concentrates on the boundary summaries iden-
tified by the dyadic decomposition, suggesting that the final
layer globally aggregates them to form the prefix representa-
tion. The close alignment with the theoretical construction
in Figure 4 further supports our theory.

Attention Score in Layer 5
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Figure 6. Attention map of the last Transformer layer for positions
7,9, and 12. The dominant peaks align with the dyadic boundary
summaries predicted by the final-layer Earley-style rollout.

Due to approximation effects during training, attention pat-
terns are not always perfectly sharp: relevant boundary posi-
tions often appear as clear peaks rather than exact maxima,
which nevertheless suffices to reflect the intended hierarchi-
cal structure. Therefore, we can answer the question posed
at the beginning.

Answer 3. There exists a Transformer that realizes a
local-to-global parsing mechanism for balanced full-
binary grammars, combining bottom-up span aggrega-
tion with prefix-conditioned parsing, consistent with the
behavior observed in trained models.

5. Conclusion and Discussion

In this paper, we provide a unified account of how Trans-
formers autoregressively generate sequences from proba-
bilistic context-free grammars (PCFGs) via a local-to-global
mechanism that incorporates hierarchical parsing structure.
Our probes reveal that hidden representations encode both
Earley-style prefix information and CYK-like bottom-up
signals, organized in a progressive local-to-global manner
across layers. These representations enable accurate next-
token prediction under PCFGs with a Transformer of log-
arithmic depth. We present a theoretical construction of a
Transformer implementing this local-to-global mechanism,
consistent with observed attention patterns. Together, our
results provide a principled basis for understanding how
Transformers capture latent hierarchical structure and moti-
vate future studies of their training dynamics.
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Impact Statement

This work clarifies how Transformers can represent and
update hierarchical syntactic structure during left-to-right
generation by relating depth-bounded PCFGs and classical
parsing algorithms to layerwise computation. These insights
support more principled probing and evaluation of structure-
sensitive generalization. While our analysis uses controlled
grammar-based settings and may not fully transfer to un-
restricted natural language, we expect primarily positive
impact through improved transparency and diagnostics for
widely deployed language models.
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A. Related Work

Context-Free Grammars and Parsers. Context-free grammars and probabilistic context-free grammars are classical
objects in computational linguistics and programming language theory. Standard parsing algorithms include CYK and
inside—outside parsing, which compute span-based representations bottom-up (Cocke, 1969; Younger, 1967; Kasami, 1966;
Lari & Young, 1990), and the Earley algorithm, which supports left-to-right parsing and prefix probability computation
(Earley, 1970; Stolcke, 1995; Jelinek & Lafferty, 1991). The parallelization of the CYK algorithm (Bernardy & Claessen,
2013) and the Earley algorithm (Ahrens et al., 2018; Kim et al., 2019; Nowak & Cotterell, 2023) has also been an active
area of research.

Transformers and Context-Free Language Generation. Prior work on context-free languages (CFLs) has primarily
focused on recognition tasks (Ebrahimi et al., 2020; Hahn, 2020; Weiss et al., 2021; Delétang et al., 2022; Jerad et al., 2026)
or diffusion-based generative models (Favero et al., 2025). Yao et al. (2021) show that self-attention networks can generate
bounded-depth Dyck languages, while Wen et al. (2023) demonstrate that correct generation does not imply interpretable
internal algorithms. In contrast, we investigate autoregressive generation of context-free languages and characterize the
internal algorithmic structure the trained model has learned.

The most closely related empirical work is Allen-Zhu & Li (2023), who probe Transformer representations on finite-depth
layered PCFGs and propose an inside—outside interpretation. We extend their approach in two respects: we probe every
layer at every prefix position rather than the final layer alone, and we use prefix-conditioned targets—Earley states and
CYK-father information—rather than the full derivation tree, which is unavailable during generation. This allows us to make
their multi-stage hypothesis precise: CYK-style bottom-up constituent building in early layers followed by Earley-style
prefix rollout in the final layer, supported by probing, attention analysis, causal interventions, and a matching theoretical
construction.

Cagnetta & Wyart (2024); Cagnetta et al. (2024; 2025) and Schulz et al. (2025) study hierarchical language models from
the perspectives of learning dynamics and sample complexity, with a focus on how representations emerge during training.
Their focus is the data side—how hierarchical input structure shapes learning dynamics—while ours is the model side:
what algorithm the trained model implements, analyzed through full autoregressive generation at every prefix position and
formalized via an explicit O(log L)-depth Transformer construction.

Zhao et al. (2023) construct a Transformer implementing the Inside-Outside algorithm, and Garnier-Brun et al. (2024) provide
a Belief Propagation—based construction accounting for tree-like attention patterns; both work in the masked language
modeling (MLM) setting. We study the causal, autoregressive setting, where next-token prediction requires tracking running
prefix summaries rather than performing full-string inference—a structurally different problem our construction addresses
via Earley-style states within O(log L) depth (versus O(L) in Zhao et al. (2023)). Extending our result beyond balanced
full-binary PCFGs to general PCFGs remains open.

Expressive Power of Transformers. Pérez et al. (2019); Merrill (2021); Strobl et al. (2024); Jerad et al. (2026) investigate
the theoretical properties of the Transformer architecture. These analyses demonstrate that Transformers can compress
certain sequential computations into logarithmic depth by leveraging parallelism, achieved either through parallel divide-
and-conquer constructions (Liu et al., 2022) or large-scale parallel computation (Sanford et al., 2024). Furthermore, Merrill
& Sabharwal (2023) characterize the inherent trade-offs associated with this parallelism.

Mechanistic Interpretation. Our work contributes to the mechanistic interpretability literature by studying internal
computations in Transformers trained on structured data. See, e.g., (Belrose et al., 2023; Sakarvadia et al., 2023; Stolfo
et al., 2023; Allen-Zhu & Li, 2023; Ferrando et al., 2024; He et al., 2024; Chen et al., 2024; Ball et al., 2024; Orgad et al.,
2024; Prakash et al., 2024; Quirke & Barez, 2023; Ameisen et al., 2025; Chen et al., 2025; Li et al., 2025; Kharlapenko
et al., 2025) and the references therein for details, and (Zhang et al., 2026) for a recent survey. Most existing mechanistic
interpretability studies focus on different data generation schemes (e.g., arithmetic, copying, or simple pattern completion),
which involve different underlying mechanisms and thus cannot be directly compared to our setting.

B. Classical Parsing Algorithms: Details and Examples

This appendix provides additional details on the CYK and Earley parsing algorithms. As shown in the main text, Transformers
trained on PCFGs appear to recover key aspects of these classical algorithms, motivating a self-contained review here.
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B.1. Background: What is Parsing?

A context-free grammar (CFG) defines a set of rules for generating strings. To illustrate, consider a simple grammar with
three rules: S — AB, A — a, and B — b. These rules specify that the start symbol .S can be rewritten as the sequence AB,
the nonterminal A can be rewritten as the terminal a, and B can be rewritten as b. Starting from S, we can derive the string
“ab” through the sequence of rewrites S = AB = aB = ab.

Parsing is the reverse problem: given a string like “ab”, we want to determine how it was generated—that is, to reconstruct
the derivation tree that produced it. For probabilistic CFGs (PCFGs), where each rule has an associated probability, parsing
also involves computing the probability of the string under the grammar.

A key concept is that of a constituent: a contiguous substring that corresponds to a single nonterminal in the parse tree. In
our running example, “a” is a constituent generated by A, “b” is a constituent generated by B, and the entire string “ab” is
a constituent generated by S. We say a constituent is complete when a nonterminal has finished deriving an entire span,
meaning the derivation from that nonterminal down to terminals is fully determined.

B.2. CYK/ Inside Algorithm

The CYK algorithm answers a fundamental question: for each substring of the input, which nonterminals can generate it?
We present the probabilistic version, often called the Inside algorithm, which computes the total probability summed over all
derivations. The standard CYK algorithm instead uses a max operator to find the single best parse (Viterbi parsing). Since
we care about probability distributions over next tokens, the summing version is the relevant one for this paper.

The key idea. CYK employs dynamic programming to build up answers from small substrings to large ones. The algorithm
proceeds in phases organized by span length. In the first phase, it determines which nonterminals can generate each
individual token (length-1 spans). In the second phase, it determines which nonterminals can generate each pair of adjacent
tokens (length-2 spans) by considering all ways to combine the length-1 results. This process continues for length-3,
length-4, and so on, until the algorithm reaches the full string.

Formal description. We present the algorithm for grammars in Chomsky Normal Form, where every rule is either binary
(A — BC) or terminal (A — a). Grammars with longer right-hand sides can be converted to this form, or the algorithm can
be extended with additional split points.

Let afj denote the probability that nonterminal A generates the substring from position ¢ to position j (using 1-based
indexing, so position 1 is the first token). For the base case of length-1 spans, if there is a terminal rule A — a and the token

at position 4 is a, then afi = p(A — a). For longer spans, we compute afj by trying all ways to split the span [¢, j] into
two parts:
j—1
A B c
a;i; = Z p(A*}BC)Zai,k'ak-&-l,j'
A—BCER k=i

In words, the probability that A generates [¢, j] equals the sum over all ways to split [¢, j] at some position k, have B generate
the left part [i, k], have C generate the right part [k + 1, j], and multiply by the rule probability p(A — BC).

Concrete example. Consider parsing the string “ab” with our grammar S — AB, A — a, B — b (all rules with probability
1). In the first phase, we process length-1 spans: position 1 contains “a”, so oz{‘_l = 1 since A — a; position 2 contains “b”,
S0 a£2 = 1 since B — b. In the second phase, we ask whether S can generate/ positions 1-2. Trying the only possible split
at k = 1, we check whether A can generate [1, 1] (yes, a{‘,l = 1) and B can generate [2, 2] (yes, afg = 1). Combining

these, we obtain oy = p(S — AB) - o'} - afy = 1.

Why CYK is parallelizable. The crucial property enabling parallelization is that all spans of the same length are
independent of each other. Computing any length-2 span requires only length-1 spans, and computing any length-3 span
requires only length-1 and length-2 spans. This means that once we have computed all spans of a given length, we can
compute all spans of the next length simultaneously, in parallel. There are no “backward” dependencies—longer spans never
depend on even longer spans. This hierarchical, bottom-up structure makes CYK naturally suited for parallel architectures
like Transformers, where each layer can aggregate information from progressively larger spans.

Limitation of CYK. While CYK efficiently tells us what constituents exist (which nonterminals can generate which spans),
it does not tell us where we are in the parsing process. Given only a prefix of a string, CYK cannot directly tell us what tokens
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might come next—it only computes information about complete spans. This limitation motivates the Earley algorithm.

B.3. Earley Algorithm

The Earley algorithm answers a different question from CYK: given the tokens we have seen so far, what are all the possible
ways the parse could be progressing, and what tokens could legally come next? Unlike CYK, which processes complete
spans bottom-up, Earley reads the input left-to-right, maintaining a running summary of all partial parses consistent with the
prefix seen so far.

Data structures: charts and items. Earley uses position-based indexing where position k refers to the point after reading k
tokens: position 0 is before any input, position 1 is after the first token, and so on. For a prefix of length ¢, the algorithm
maintains charts Chart[0], Chart[1],..., Chart[t], each storing a set of Earley items that represent partial parse states.

An Earley item is written (i, A — « e (), where i is the origin position indicating where this constituent began, A — a3
is a production rule, and the dot e marks how much we have recognized. Concretely, an item (i, A — « e /3) stored in
Chart[k] means: “We are trying to build nonterminal A starting from position i. We have successfully matched « against
input positions 7 4+ 1 through k. We are now at position & and still need to match 5. For example, (0,S — A e B) in
Chart[1] means we started parsing S at position 0, have recognized A covering position 1, and now need to find B.

The three operations. Earley advances the parse through three operations, each handling a different situation based on what
symbol appears immediately after the dot:

* PREDICT (dot before a nonterminal): Suppose Chart[k] contains (i, A — « @ Bf3) where B is a nonterminal. This item
needs a B to appear starting at position k. To find such a B, we must try all grammar rules that produce B. For each
rule B — v, we add (k, B — ev) to Chart[k]. The new item has origin k because we start looking for B at the current
position, and the dot is at the beginning because we have not yet matched any part of .

* SCAN (dot before a terminal): Suppose Chart[k] contains (i, A — « e af3) where a is a terminal, and the next input
token is ;11 = a. Since the expected terminal matches the actual input, we advance past it: add (i, A — aa e 3) to
Chart[k + 1]. The origin ¢ stays the same because we are still building the same constituent; only the dot advances to
reflect consuming one more token.

» COMPLETE (dot at the end): Suppose Chart[k] contains (j, B — ~e) where the dot is at the end, meaning we have
finished recognizing B spanning positions j + 1 through k. We must now “callback” to inform all items that were waiting
for this B. We examine Chart[j] (where B started) and find all items (i, A — 1 e Bf) that were waiting for a B at
position j. For each such item, we add (i, A — 1B e 6) to Chart[k], advancing their dot past B since that B has now
been found.

Algorithm flow. The algorithm initializes Chart[0] with the seed item (0, S’ — 5, representing the goal of parsing start
symbol S from position 0. It then processes positions £ = 0, 1,...,¢ in order. At each position k, we repeatedly apply
PREDICT and COMPLETE to items in Chart|[k] until no new items appear (reaching a fixed point). Then, if k& < ¢, we apply
SCAN to move items into Chart[k + 1] based on input token xj 1.

After processing all positions, we can read out which terminals are valid next tokens: any terminal a such that some item
(i, A = « e af) exists in Chart[t] is a grammatically valid continuation of the prefix.

A Concrete example. Let us trace Earley on “ab” with grammar S — AB, A — a, B — b. At position 0, we start with
(0, S — e AB). PREDICT sees the dot before nonterminal A, so it adds (0, A — ea).

[P L]

At position 1, after reading “a”, SCAN advances (0, A — ea) to (0, A — ae) in Chart[l]. Now COMPLETE processes
this finished item: A started at position 0, so we check Chart[0] and find (0, S — e AB) waiting for A. We advance it to
(0,5 — A e B) in Chart[1]. Then PREDICT sees the dot before B and adds (1, B — eb).

At position 2, after reading “ab”, SCAN advances (1, B — eb) to (1, B — be). COMPLETE processes this: B started at
position 1, so we check Chart[1] and find (0, S — A e B) waiting for B. We advance it to (0, S — ABe) in Chart[2].
The parse is complete.

Extension to probabilistic parsing. The basic Earley algorithm determines which tokens can come next, but for language
modeling we need probabilities. Since Transformers are probabilistic prediction machines, this extension is essential for
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understanding the connection.

We augment each item with a weight w representing the total probability mass of all derivations leading to that item. The
item (i, A — « @ 3,w) now means: “The sum of probabilities of all derivation paths that reach this partial parse state is w.”
The three operations propagate weights as follows:

» PREDICT: When creating (k, B — ) from an item with weight w, the new item receives weight w - p(B — ), where
p(B — =) is the rule probability. This multiplication accounts for choosing which rule to expand B.

* SCAN: When advancing (i, A — a e aff,w) to (i, A — aa e B,w'), we set w’ = w. In standard PCFGs, terminal
emission probabilities are absorbed into the rule probabilities, so the weight passes through unchanged.

* COMPLETE: When a completed item (j, B — e, wp) advances a waiting item (i, A — 7 e Bf,w,), the new item
receives weight w 4 - wp—the product of reaching the waiting state and completing the constituent. Crucially, if multiple
derivation paths produce the same item, we sum their weights. This summation is what makes the algorithm compute true
prefix probabilities rather than Viterbi (max) approximations.

To compute the next-token distribution P (1 | 1.¢), we examine Chart[t] and, for each terminal a, sum the weights of
all items waiting for a. Normalizing these sums yields the conditional distribution. This procedure, the probabilistic Earley
algorithm (Stolcke, 1995), correctly computes prefix probabilities for PCFGs. In practice, computations use log-space to
avoid numerical underflow.

We note that computing weights correctly for grammars with left-recursion or unit productions requires care to avoid infinite
loops or double-counting; Stolcke (1995) addresses these cases. For the bounded-depth grammars in this paper, such
complications do not arise.

Why Earley is sequential (not parallelizable). The COMPLETE operation creates a fundamental sequential dependency:
when we finish a constituent at position & that originated at position j, we must examine Chart[j] to find items waiting for
that constituent. Since j can be any earlier position from 0 to k£ — 1, we cannot process position k until all earlier positions
are fully processed.

We emphasize that “sequential” refers to the dependency structure relevant for parallel hardware, not overall efficiency.
Earley often runs faster than CYK: O(L?) for unambiguous grammars versus CYK’s O(L?). The point is that CYK’s
computation parallelizes across span lengths, whereas Earley’s backward-looking COMPLETE creates position-by-position
dependencies.

Why Earley is useful for generation. Despite being sequential, Earley directly supports autoregressive generation: at any
position, items of the form (i, A — « e a3) tell us which terminals can appear next, and the probabilistic extension tells us
their probabilities. This makes Earley the natural algorithm for understanding grammar-consistent generation.

Summary: CYK vs. Earley. CYK and Earley offer complementary strengths. CYK identifies what constituents exist
through parallelizable bottom-up computation, but cannot directly support prefix-conditioned generation. Earley tracks
where we are in the parse and supports next-token prediction, but requires sequential processing due to COMPLETE. The
central finding of this paper is that Transformers combine both: they use CYK-style parallel aggregation to build constituent
information, which then supports Earley-style prefix probabilities for next-token prediction.

C. Experimental Settings and Additional Results
C.1. Grammars Used in Experiments

Random CFG family. We consider a family of finite-depth layered PCFGs, i.e., a subclass of the grammars in Def-
inition 2.1, with fixed height H = 4 and a fixed level decomposition. The start symbol is S = 16, and the levels
are

Ny ={16}, N3={13,14,15}, N, ={10,11,12}, N, ={7.8,9}, No=x={"1",727 73"},

where Ny, ..., N, are nonterminal layers and Ny is the terminal alphabet. Thus, every production expands a nonterminal in
Ny, into a string over Ny_1 for some k € {1,2, 3,4}, exactly as required by Definition 2.1. In particular, derivations are
acyclic and have maximum depth 4 from the start symbol to terminals.
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Sample procedure. We sample 50 grammars independently from this family for the experiments. For each nonterminal
A € N1 U Ny U N3 U Ny, we sample between 2 and 4 distinct production rules. Each rule has the form

A—)XlXQ"'Xm,

where m € {2,3} and each symbol X is drawn uniformly from the immediately lower level Nj,_; when A € Nj,. If two
sampled right-hand sides for the same left-hand side coincide, we keep only one copy, so the productions associated with
each nonterminal are distinct. Finally, for each fixed left-hand side A, we assign a uniform distribution over its sampled

rules, sothat ) | . p(r) = 1.

Some Examples of the Grammars Figures 7 and 8 show five representative sampled grammars, labeled CFG-1 to
CFG-5, from the 50-grammar pool used in the empirical study. Figure 9 also includes CFG-6, the balanced full-binary
grammar satisfying Definition 4.1 that is used in Section 4.3.

CFG 1 CFG 2
16 — 1513 [ 131415 | 131514 16 — 141513 | 131415 | 1414 | 141415
13— 1111111211 111110 13— 121012 | 101111 ] 1011
14 — 121111101210 ] 121210 | 101111 14 — 12111110 | 121011
15 — 1211121210 15— 111212111210 | 121111
1099787788 105899887
11> 787|797]98]878 11 > 887]978]9788
1259987879 12— 8789889
T 121 [r2r 2 r2r 120 13 T 73772001 [ 137010 13y
8373773/ [ 137720 1 | 110130 83727710 130 120 r1r
9 — 717 71r | 727737737 [ 13720 |11 3y 9— 71773773 |12 01

Figure 7. Sampled example grammars CFG—1 and CFG-2 from the 50-grammar pool used in the experiments.

CFG 3 CFG 4
16 — 151314 | 1314 16 — 131413 | 1315
13 —1012 1111 ] 111112 ] 101110 13 —111012 111111 | 1112
14 — 1211121111 | 111010 14 — 1210|1011
15— 101011121012 ] 101112 | 1211 15— 1010 | 121110 | 111111
10—+ 88777 10+79]87[978|78
11—+99|77|78]97 117997798
12— 87(898 1257999
T 737737737 | 117737130 T— 737737 [ 13120 |1 r2r
8720 r1r 20 [ 11T L [ 137 2 |13 2 2 8 — 727737737 | 13773771
9717717 | 1303 97171 [r1rr2r [ r2r 3 | r2r 1 s

Figure 8. Sampled example grammars CFG—-3 and CFG—-4 from the 50-grammar pool used in the experiments.

CFG 5 CFG 6

16 — 131414 | 1315|1513 | 1314 16 — 1513|1314 | 1415

13 - 101112121010 | 1112 13 — 1211] 1110|1010

14 — 11121212 | 111012 14 — 11121011 | 1212

15— 111210 ] 1011 15— 1012 1111 ] 1211

10 — 78897 10 -+89]97]98

11 - 987|878|77|789 11— 87|77]99
12998879979 12 579(87|88

T r20 13020 [ 130020 | 110 0 1Y T 2020 | 120030 | 1300
8737117 | 137720 8 717720 [ 13701 | T Y
RS RS TS L YRSV N IS VS Y N T 9727 r1r | r1r P30 | 137 030

Figure 9. Sampled example grammar CFG-5 from the 50-grammar pool and the balanced full-binary PCFG CFG-6 used in the
experiments to validate the construction.

C.2. Settings and training details

General Depth-bounded Grammar. We train 50 independent autoregressive language models, each on sequences
generated by one of the 50 grammars described in Section C.1. At every training step, we randomly generate a fresh
batch of 256 sentences by sampling from the current grammar, and wrap each sentence with special tokens [BOS] and
[EOS], padding to the grammar-specific context length required to cover the longest generated sequence. The model
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is a GPT2LMHeadModel with 5 layers, 4 heads, and hidden size dimension 512 (GPT-2 default MLP width is 4 times
the hidden dimension), with positional length matched to the context lelégth. We train a separate model for each sampled
grammar by minimizing the standard cross-entropy loss £(6) = — >, logpe(xi41 | 1.¢) where zp = [BOS] and
Zry1 = [EOS]. We use AdamW(Loshchilov & Hutter, 2017) with learning rate 0.002, 81, 82 = (0.9,0.98), and weight
decay 0.1, together with a cosine learning-rate schedule with 4000 warmup steps over 80,000 total training steps.

Balanced Full-binary Grammar. We use CFG-6 in Figure 9 and follow the same sampling and packing strategy above,
but pack each batch with 96 sequences. We use a GPT2LMHeadModel with 5 layers, 1 head (for clearer attention map
visualization), and hidden size dimension is 256 because the grammar is small. We optimize the standard next-token
cross-entropy objective. We uses AdamW (Loshchilov & Hutter, 2017) with learning rate 0.001, 81, 82 = (0.9,0.98), and
weight decay 0.1, together with a cosine learning-rate schedule with 1000 warmup steps over 20,000 total training steps.

Probing model. All probing tasks are formulated as multi-label classification problems. Accordingly, we employ a
two-layer MLP with ReLU activations for all probes. The input dimension matches the hidden dimension of the Transformer,
while the output dimension corresponds to the size of the encoded target space (i.e., the number of Earley states or completed
nonterminals in CKY). We fix the hidden layer dimension to 256 and optimize the probes model using AdamW (Loshchilov
& Hutter, 2017) with batch size 256. A learning rate of 0.003 is used for tasks based on the sampled random grammars, and
0.001 for tasks based on CFG-6 (binary). All probes are trained for 100 epochs on 16,000 sequences and evaluated on a
held-out set of 4,000 sequences.

Attention visualization. The attention maps shown in Figures 5 and 6 are obtained using the balanced full-binary grammar
model described above (CFG—6, 5 layers, 1 head, d = 256). Each attention map is computed by averaging the per-position
attention weights over 10,000 sequences independently sampled from the grammar, so that the displayed patterns reflect the
model’s typical behavior rather than any single sequence.

Causal intervention. The generation accuracy results reported in Table 1 are obtained on the same balanced full-binary
grammar model. For each layer k € 1,2, 3,4 and each tested offset A € 1,2, 4,8, we identify the dyadic boundary positions
satisfying t = 0 (mod 2%) and mask the attention edge from each such position ¢ to the preceding position ¢ — A. We then
run generation with the intervened attention pattern and measure the resulting next-token prediction accuracy. For each
condition, accuracy is evaluated over 10,000 sequences independently sampled from the grammar.

C.3. Details of KL Distance Computation.

To quantitatively assess this agreement, we compute the position-wise average Kullback—Leibler (KL) divergence between
the ground-truth distribution and the Transformer’s predicted distribution, KL(pg || p1v). For comparison, we include a
uniform random-guess baseline, KL(pg||prg ), which serves as a sanity check on the magnitude of the divergence.

Let D denote a finite test set of sequences sampled from a PCFG G, where each sequence 1.7 = (21, ..., 27) has length
T. Let pg(- | x1.t—1) be the grammar-induced next-token distribution computed by probabilistic Earley parsing, and
pre(- | £1:4—1) be the Transformer prediction, pre (- | 1:.—1) be the Random Guess (uniform distribution).

T
1 1 pola| z1-1)
KLave (g || Pate) = — — pala | x1:-1) log ————+
P llpws) = iy D 72D polalonen)log o e
z1.7€D  t=1a€X

where alg can be random guess or Transformer. We compute these empirical results on 20000 different sequences for each
grammar, and report the final number as the average KL divergence over 50 randomly sampled grammars.

Results are reported in Figure 10. Averaged over 50 random grammars, the Transformer achieves a substantially smaller
KL divergence to the exact grammar-induced next-token distribution than the uniform random-guess baseline. Specifically,
the average KL divergence is 0.0881 for the Transformer, compared with 0.5862 for the baseline, yielding about a 6.7 x
reduction. This indicates that the learned model does not merely outperform a naive predictor, but closely tracks the
grammar-implied distribution across diverse random grammars.
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Average KL Divergence
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Figure 10. KL divergence comparisons of next-token prediction distributions on 50 sampled grammars. We primarily compare the
Transformer against the Earley parser, with uniform prediction (random guess) included as a baseline. Lower values indicate closer
agreement with the Earley distribution.

C.4. Details of CYK Chart Probing

In Section 3.3, we employ the CYK algorithm to record completed constituents (i.e., recognized ancestors) at their
corresponding ending positions. To apply CYK, we convert each grammar into Chomsky Normal Form (CNF) (Chomsky,
1956), which is equivalent to the original grammar but introduces an extended set of nonterminals N ,with N C N. For
clarity, we suppress this distinction in the main text. All recognized ancestors therefore belong to N, which does not affect
any of our results.

C.5. Additional Results of Comparison of Earley algorithm and Transformer

In Figure 11, we provide additional comparisons of next-token distributions between the exact Earley algorithm and the
Transformer outputs for several sampled grammars from the 50-grammar pool (CFG-2 to CFG->5). Figure 12 presents the
same comparison for the binary grammar used in Section 4. Across these additional examples, the Transformer predictions
remain closely aligned with the exact grammar-induced distributions, consistent with the agreement observed in Section 3.1.

C.6. Additional Experiments Results for Probing

In Section 3, we report the probing results using an MLP probe. We include here a comparison between linear and MLP
probes to clarify this design choice. Our probing targets are multi-label prediction tasks, so a linear probe may be too
restrictive to reliably recover the relevant structured features from hidden states. We therefore use the MLP probe in the
main text to provide sufficient expressivity, following prior probing work that also adopts nonlinear probes for structured
targets. At the same time, the probe architecture is fixed in advance, and the train and test losses remain close at every layer,
which indicates that the MLP probe generalizes well rather than merely overfitting.

Table 2 shows that both probe families recover the same qualitative layer-wise trend: for both CYK-father and Earley-state
prediction, accuracy improves substantially from shallow to intermediate layers, consistent with the view that the Transformer
progressively constructs hierarchical information across depth. However, the MLP probe is consistently stronger in absolute
accuracy. For CYK-father probing, the MLP reaches 0.9124 and 0.9264 at Layers 3 and 4, compared with 0.8616 and
0.8802 for the linear probe; for Earley-state probing, the corresponding numbers are 0.8522 and 0.9361 for the MLP versus
0.7785 and 0.9025 for the linear probe. Thus, linear probes do not overturn the main conclusion, but they under-estimate
how clearly the relevant parsing-style information is represented. We therefore use the MLP probe in the main experiments,
while reporting the linear comparison here for completeness.

C.7. Additional Probing Results for Balanced Full-Binary PCFGs

We also run the probing experiments on the Transformer trained on CFG-6, the balanced full-binary grammar. In this
setting, the information of completed constituents is concentrated at dyadic boundaries, as shown by the construction in
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(a) Visualization for sampled example grammar CFG-2
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(c) Visualization for sampled example grammar CFG-4
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(d) Visualization for sampled example grammar CFG-5

Figure 11. Visualization of the next-token distribution at every position of sample sequences from different CFGs (2-5), comparing Earley
algorithm and Transformer that trained on these grammars.
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Figure 12. Visualization of the next-token distribution at every position of a sample sequence from CFG 6 (binary), comparing Earley
algorithm and Transformer that learned this grammar.

Table 2. Average probing accuracy, train loss and test loss across 50 random CFG grammars with depth 4. Columns denote probe layers.

Method Metric Layer 1 Layer2 Layer3 Layer4 Layer5

Accuracy 0.6358 0.8404 09124 09264 0.8818
CYK Father (MLP)  Train Loss 0.0819  0.0146  0.0022 0.0014  0.0120
Test Loss 0.0891 0.0282 0.0187 0.0178  0.0172

Accuracy 0.5755 0.7817 0.8616  0.8802  0.7253
CYK Father (Linear) Train Loss 0.1032  0.0350 0.0177 0.0145  0.0529
Test Loss 0.1040 0.0358 0.0189 0.0160  0.0539

Accuracy 04931 0.7110 0.8522 0.9361 0.9274
Earley State (MLP) Train Loss  0.0718  0.0215  0.0038  0.0010  0.0026
Test Loss 0.0794  0.0472  0.0400 0.0262 0.0073

Accuracy 0.4315 0.6343 0.7785 0.9025 0.8936
Earley State (Linear) Train Loss 0.0872  0.0427 0.0195 0.0053  0.0073
Test Loss 0.0883 0.0446 0.0219 0.0076  0.0083

Section 4. We therefore probe CYK-style completed constituents only at those boundary positions. As in the main text, one
may also separately probe CYK-father labels at these positions. However, we omit that additional panel here because it is
already subsumed by the max-span probing results: the CYK-father task corresponds to the last column, i.e., the largest-span
nonterminals, in the span-restricted probing heatmap.

Figure 13 shows a qualitatively similar pattern to the random-grammar results in Section 3. In the left panel, probing accuracy
for Earley states improves substantially across the early and intermediate layers, indicating that the model progressively
accumulates prefix-conditioned parsing information. In the right panel, probing accuracy for span-restricted completed
constituents is uniformly high, but the same coarse layer-to-span alignment remains visible: shorter-span constituents
are recovered reliably in shallower layers, while larger-span constituents are most clearly represented in deeper layers.
Compared with the random-grammar family, however, the constituent probe is less diagnostically sharp here because the
balanced full-binary grammar is more regular, making it easier for the probe to exploit boundary-local shortcuts.

C.8. Additional Quantitative Results for Attention Pattern in Section 4

To complement the qualitative attention visualizations in Figure 5 in Section 4, we quantify how much attention mass in
each layer falls inside the theory-predicted local window. For layer k, the construction predicts an effective window size of
2F, corresponding to window sizes 2,4, 8, 16 for Layers 1-4. Table 3 reports the average fraction of attention mass that
remains inside this predicted window.
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Figure 13. Left. Layer-wise probing accuracy of hidden states for Earley states across positions. Right. Layer-wise probing accuracy for
completed constituents at different window sizes (max span of nonterminals in each layer) for CFG 6 (binary) used in experiments. %
marks the first layer where accuracy exceeds 90%, and e marks the layer with the highest accuracy.

Layer Window Size Avg Attention Ratio

1 2 0.6727
2 4 0.8123
3 8 0.9227
4 16 1.0000

Table 3. Average fraction of attention mass inside the theory-predicted window at each layer for the balanced full-binary grammar in
Section 4.

The pattern is strongly consistent with the theoretical construction. Across all four layers, most of the attention mass falls
inside the theory-predicted local window: 67% in Layer 1, 81% in Layer 2, and 92% in Layer 3. In Layer 4, this ratio
reaches 100%. This is expected because, at the final boundary layer in the balanced full-binary setting considered here,
the longest relevant dyadic attention window has size 16, so the theory-predicted window already covers the full effective
receptive field used by the construction. Overall, the trained Transformer places the large majority of its attention inside
the windows prescribed by the local-to-global mechanism, providing quantitative support for the qualitative alignment in
theoretical construction in Figure 4 and Theorem 4.2.

C.9. Additional Results for Deeper Grammar

To test whether the local-to-global mechanism persists beyond the depth-4 setting used in the main experiments, we repeat
the probing analysis on the depth-6 grammar shown in Figure 14. This grammar goes beyond the balanced binary setting of
our construction: it includes ternary productions in addition to binary ones, and therefore provides a stricter test of whether
the observed pattern is tied to binary structure. We again omit a separate CYK-father panel. As in the balanced full-binary
case above, it is already covered by the max-span probing results, since probing the highest-layer nonterminals is equivalent
to the last-column prediction task in the span-restricted heatmap.

Figure 15 shows that the same qualitative picture continues to hold. In the left panel, Earley-state probing accuracy improves
across layers before peaking in the deeper part of the network, indicating that prefix-conditioned parsing information is
again accumulated progressively rather than being present uniformly from the start. In the right panel, the span-restricted
CYK-style probing exhibits the same depth-aligned pattern as in the depth-4 grammars: probes for smaller windows succeed
earlier, whereas larger-window probes become accurate only in deeper layers. This indicates that longer-range structural
dependencies are resolved later in the network.

Overall, the depth-6 experiment confirms that the local-to-global mechanism is not an artifact of the shallower depth-4
setup. Since this grammar includes ternary productions, the persistence of the same probing pattern also suggests that the
mechanism extends beyond the binary structure covered by our explicit construction.
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Layer 6 {22 — 2120 | 2019
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Figure 14. The PCFG with depth 6 used in experiments of Table 9 and 10, where nonterminals are partitioned into six layers and each
production expands symbols from one layer to the immediately lower layer. Each rule provides alternative expansions separated by |. The
terminal alphabet is {1, 2, 3}.

D. A Constructive Transformer for Balanced Full-Binary PCFGs

D.1. Problem Setting: Balanced Full-Binary PCFGs

The Balanced Full-Binary PCFG is defined in Definition 4.1. Now we recall it here.

Let G = (N, X, R, S, p) be a PCFG, where:

* Terminals ¥ and nonterminals N, with a layered partition N = LK N}, and ¥ = N. Thus N; NN, = () fori # j
and Ulej\/k = N. We denote the number of nonterminals in layer k as ny = |AN}/|, and the number of terminals

nog = |N0|

* Binary rules R = {C — AB: C € Ny, A,B € Ny_1, k = 1,..., K} with probabilities p(r). We write
Ry :={C — AB: C € N}, A, B € Nj,_1} for the rules at level k, and R = UX_| Ry.

We assume the grammar is balanced full-binary of depth K:

* Binary branching: every rule is C' — AB.

« Perfect balance: every constituent at level & spans length 2.

* Boundary alignment: a level-k span ends at ¢ iff t = 0 (mod 2%).
Thus for a boundary ¢t = 0 (mod 2¥), the unique split is fixed:

left child ends at t — 251, right child ends at ¢.

Inside probabilities. Let o, (C, t) denote the inside probability that nonterminal C' generates the span (t — 28 +1,...,¢)
at level k. The (specialized) inside recursion is:

ap(Ct) = > plCoAB) g1 (At -2 ap1(Bt),  t=0 (mod2"). 2)
(C—AB)ERy

At non-boundary positions ¢ # 0 (mod 2F), no level-k constituent ends at ¢, so the model should behave as an identity map.
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Figure 15. Left. Layer-wise probing accuracy of hidden states for Earley states across positions for the depth-6 grammar in Figure 14.
Right. Layer-wise probing accuracy for completed constituents at different window sizes (max span of nonterminals in each layer) for the
same grammar. « marks the first layer where accuracy exceeds 90%, and e marks the layer with the highest accuracy.

D.2. Fixed-Dimension Representation and Invariants in First K Layers

Letn = NUX| = Zszo ny be the size of the symbol vocabulary and let £ := T + 1 be the positional embedding

dimension with one-hot vectors ef*® € {0, 1}¢. We include the position ¢ = 0 to represent [BOS].

Fixed model dimension. We choose a constant dpge) := 3n + £ for all layers. At each layer k, position ¢ holds:

hgk) — it c R3n+€’ (3)

where:

. xik) € R" is the main symbol block (stores inside probabilities);

. u(Lki, u%c)t € R™ are buffers that temporarily store left/right child vectors;

po

* e} is the one-hot positional encoding (invariant across layers).

Notation for Index / Coordination Let ¢ map symbols in N'U ¥ to indices in {1,...,n}. The type of notation:
tr,-coord ¢p(A) denotes the global coordinate within the whole representation that corresponds to the local index ¢(A)
within block uy,.

Initialization (k¢ = 0). Given input terminals (w1, . .., wr), set:
2] = 1w =a} (aex),  #”[B(C) =0 (CeN),

and initialize buffers to zero:

u(LO)t =0, ugg)t =0,
Fix e/ as one-hot encoding for each position.
Remark. For ¢ = 0, we have 2 = 0 and e2°*[0] = 1.
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Target invariant. For each & > 0 and each boundary t = 0 (mod 2¥),
#6(C)] = ak(C,t) VC EN,

and for non-boundaries ¢ #Z 0 (mod 2%),

xik) = x%kfl).
Moreover, at the end of each layer, buffers reset:
(k) (k)
Upy =Uph = 0.

D.3. Layer k: Two-Head Attention with Pure Positional QK

Ateach layer k € {1,..., K} we use two heads H € {L, R}. The heads are purely structural routers:

* head- R routes the right child (always from position t);

* head-L routes the left child (from t — 2*~1 at boundaries; otherwise self).
Crucially, QK depends only on position and contains no I, term.

D.3.1. QK DEFINITION

For each head H € {L, R}, define:

O3n><3n 0
w® ’
QK,H 0 U}(qk)

so the attention logit from query position ¢ to key position wu is:
k os k os k
s = (b Ugel™) = U [tu)

All symbol/buffer blocks are ignored in QK.

D.3.2. POSITIONAL MASKS

Fix alarge M > 1.

Head- R mask (right child).

k 0, u =1,
Ut = {—M u#Ft

Thus head- R always selects u = t.

Head-L mask (left child at boundaries, otherwise self).

0, t=0 (mod 2¥)andu =t —2*Land t # 0,
UR [t u) = 0, (t#0 (mod 2¥)andu =t)ort =u =0,
—M, otherwise.

)

D.3.3. ATTENTION PROBABILITIES

Let
Stz = softmax, (1, -+ 15 r) [
Because each head has exactly one key with logit 0 and all others — M, in the limit M/ — oo we obtain deterministic one-hot
weights:
1, u=t—2""1¢t=0 (mod 2¥)andt #0,
, (u=t,t#0 (mod2*))ort=u=0,
0, otherwise.

—_

oo JLou=t RON.
tu, R 0, otherwise, ©%E
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D.4. Value Maps: Routing Child Inside Vectors into Fixed Buffers

Recall the fixed block structure (Eq. (3)):
(k)

Ty
w _ e anse B 0 (K _mn pos - e
hy’ = * e R, Ty up g, upy € RY e € RY
UR:
ei)OS

In the attention stage of layer k, we want to copy the child inside vectors from the main block z*~1) into two disjoint buffer

subspaces:
(k—1)
t—2k—1

while writing zeros into the other blocks. Importantly, this is done with fixed dioqel = 31 + £ and without mixing a; and b,.

a; =1 (eftchild) — wupy, by o=a" " (rightchild) — wugy,
D.4.1. VALUE MATRICES Wy, AND Wy g

We now write the value maps explicitly as block matrices in R(3?+)*(37+£) partition rows/columns according to the block
order (x, up, ug, pos).

Head-L value matrix. Head-L should take the input x&k_l) and write it into the wuy,-block of the output:

Onxn Onxn Onxn OnXZ

In Onxn Onxn Onxf

Wy, =
nxn Onxn Onxn Onxf
O¢xn  Ooxn Opxn Ogxe
Thus, for any input state b\~ ) = [z ~V; ugzl); u%ﬁll); ebos],
0
- k1)
Wy, b~ = “0
0

Head-R value matrix. Head-R should write the input xq(f_l) into the up-block:

Onxn Onxn Onxn Onxé
Onxn Onxn Onxn Onxé

Wy.r = ;
In Onxn Onxn Onxi

Ogxn Oexn Orxn Opxe

so that
0
_ 0
Wy, rh{F~Y = (k—1)
Ty
0

D.4.2. PER-HEAD ATTENTION OUTPUTS
Define each head output by the standard value aggregation:
T
ol =" s Wy uhlY, He{L,R},
u=1

where the attention weights siku)  are the deterministic one-hot distributions from the pure positional QK masks in the

previous section.
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Boundary case (t = 0 (mod 2¥) and ¢ # 0). Head-L attends to u = ¢t — 2~! and head-R attends to u = ¢, hence

kO 0
R i R e
0 0
Summing heads gives the attention output:
0
AttnOutgk) = ogfL) + o;k])% = Ztt . oap = IEI::ZM b, = xik—l)'
0

Crucially, a; and b; are stored in disjoint subspaces (uy, vs. ug), S0 no linear mixing occurs in the attention stage.

Non-boundary case (t # 0 (mod 2¥) or t = 0). Both heads fall back to self, so

0
*) I(k_l)
AttnOut,” = |74, )
Ty
0

The subsequent MLP uses positional gating to ensure that no level-k parent is created at non-boundary positions (i.e., it
outputs Asc,gk) = 0 there) and resets the buffers.

iNLEk) =hph1 4 AttnOutEk) =

D.5. MLP Construction: Inside Update + Buffer Reset with Fixed Dimension

In this section we give an explicit two-layer MLP construction that simultaneously:

1. computes the inside update Axik) at level-k boundaries;
2. outputs —a(L’“i and —ﬁﬁf’t to reset both buffers via the residual connection;

3. outputs 0 on the positional block.

Crucially, this MLP has fixed input/output dimension equal to that of h; (no runtime change in hidden-state dimension).

D.5.1. INPUTS AND DESIRED OUTPUTS

Recall that after attention and its residual, the layer-k pre-MLP state is

xikq)
7 (k) ﬁ’%kl 3n+4
hy,”’ = _(®) eR .
g
e%)os
Ataboundary ¢t =0 (mod 2%),t # 0 we have
_(k k—1 _(k k—1
DR N TR
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We want an MLP output of the form

Aazik)
~(k
ol
_aR,t
0

MLP® (AM) =
where Axik) € R" satisfies the inside recursion on boundaries and is 0 off boundaries:

e = git)- Y pC— AB) A [e(A) Ay, 6(B),  VC EN.

(C—AB)ER

Here g, (¢) € {0,1} is the boundary indicator

1, t=0 (mod2*)andt+#0,
gr(t) = .
0, otherwise.

Because el is one-hot, g (t) is a linear functional of position:

gk (t) = (wg, €Y, wi[j] = 1{j =0 (mod 2*) and j # 0}.

D.5.2. MLP ARCHITECTURE AND ACTIVATION

We use a two-layer MLP with elementwise square activation o (z) = 22:

MLP® (i) = WP o(W R 4+ 60) 4 6.

We explicitly construct the parameters by partitioning the hidden units into four groups:

hidden = Hprod U Hr, U Hr U Heate
g g
products @, [A]i g [B) reset —ur reset —ur boundary gate gy (t)

Each group serves a distinct role, and no hidden unit is reused across groups.

D.5.3. GROUP I: EXPLICIT PRODUCT FEATURES VIA (z £ y)?2

Fix (4, B) € N x N. Define two hidden neurons:

)

Whs(t) = (BN + a8 0B)) . sl = (a06(4)]) 2 0(B)]) @)

How W realizes (4). Leth = [x; @p; tR; eP°®]. For each pair (A, B) we add two rows to Wl(k):

* A “plus” row 7’2 p With exactly two nonzero entries:
1 plir-coord ¢(A)] = 1, 1 plir-coord ¢(B)] = 1.
Then (1} ;- h) = tL[$(A)] + Gir[¢p(B)] and after o we get b} 5.
* A “minus” row r, p with:
74 glir-coord p(A)] =1, 74, plir-coord ¢(B)] = —1.

Then (14 - h) = UL [#(A)] — Ur[p(B)] and after o we get hy p.

All other coordinates of these rows are 0, and we set the corresponding entries of bgk) to 0.
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Exact product extraction. Using the identity

(z+9)? - (z—p)), Q)

|

Ty =

we define the product feature

mas(t) = 3 (Wh.o(t) — a.p(0)) = 16(A)] - w2 [6(B)].

D.5.4. GRoupP II/III: EXPLICIT RESET FEATURES FOR —;, AND —tigp USING SQUARE ACTIVATION

2

To reset buffers we need to output —@z, and —@i . Since o(z) = 22 is even, we cannot obtain —z directly from 2 without a

bias trick. We therefore use the exact identity (valid for all real x):

(x+1)2—22 -1

2
Thus
2 _ .2
e (x+1)—2*-1
2
Reset hidden neurons for each coordinate of @y, ur. Foreachi € {1,...,n}, H € {L, R}, introduce two hidden
neurons:

H (k) [ 2 H (k) 1732
0= @R+ a0 = @)
These are realized by two rows in Wl(k):

* row selects uy[i] with bias 41 (i.e., by = 1 for that row);

* row selects g [¢] with bias 0.

Then the linear combination

(H) (H)
(k) [+ q;, (t) — 40 (t)—1
U‘S'i)t[l] === .

' 2

D.5.5. GROUP IV: BOUNDARY GATING VIA POSITIONAL HIDDEN UNITS
We now make explicit how the positional encoding e}’°® controls whether the inside aggregation is written to Axgk).

Construction of a gating hidden unit. We add a single hidden neuron whose pre-activation is

282 .= Z er 4], Bip:={j: j=0 (mod 2¥)andj # 0}.
JEBk

This is realized by one row of Wl(k) with coefficients 1 on boundary position indices and 0 elsewhere, and bias 0.

Since e}*® is one-hot, we have

284 ¢ 40,1}, 22 = gi(t).

Applying o(z) = 2?2 leaves it unchanged:

BE = 0 (") = gu(1).

Role of the gate. The gate htgate depends only on position and is independent of symbol values. All product features
my4 p(t) are computed regardless of position; the gate determines whether these features are written to the symbol block.
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D.5.6. OUTPUT LAYER W5: AGGREGATION, RESET, AND GATING

The output matrix WQ(k) is defined so that:

¢ the symbol block Axgk) is obtained by aggregating product features and applying the gate htgate;
* the buffer blocks output fﬂiki and 71152;

* the positional block outputs 0.

Gated inside aggregation. For each C € N/, define the ungated sum

s t):= Y p(C— AB)map(?).
(C—AB)ERy

The ¢(C')-th output coordinate is set to
Az [p(C)] = hEe - 58 (1),

Since h%ate € {0, 1}, this operation is purely selective: it passes s (t) unchanged at boundary positions and suppresses it
elsewhere.

Buffer reset and positional outputs. The remaining outputs are as in Groups II/III:
7 (k ~(k 7 (k ~ (k
MLP®(R{)] = —aff,  [MLPW(RM)] = —al),
and the positional block outputs 0.
D.5.7. SUMMARY OF SECTION D.5
The hidden layer consists of:
* Group I: product units h; 5, h; p yielding ma 5(t) = ar[Alar[B];

* Groups II/II: reset units yielding —uy, and —uR;

* Group IV: a single positional gating unit h%**® = g, (t).
The output layer linearly combines these units so that:
Axgk)
k) (7, (k) ")
MLP® (Bi™) = | Es |
T YRt
0

thereby completing the inside update, enforcing boundary constraints, and resetting buffers, all within a fixed-dimensional
MLP.

Design rationale. Attention writes child representations into buffers additively. Since Transformer layers do not permit
in-place overwriting, the only way to ensure that these buffers are ephemeral is to output their exact negatives in the
subsequent MLP. The explicit boundary gate guarantees that inside probabilities are created only at valid level-k boundaries.

D.6. Inductive Proof of Exact Inside Simulation

We restate and prove the main claim in a form aligned with the explicit Section D.5 construction (Groups I-1V).
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D.6.1. STATEMENT OF THE INVARIANT

Let the layer-k hidden state at position ¢ be

hgk) _ Uy, ¢ c R?WH»Z7

where xgk) € R™ is the symbol/inside block, u(Lkl, ugf)t € R™ are left/right buffers, and e} € {0,1}* is the one-hot
positional block.

For each level k > 0, define the boundary indicator
gr(t) =1{t =0 (mod 2*)and t # 0},

and let ay,(C, t) denote the inside probability that nonterminal C' spans the length-2* segment ending at ¢, i.e. (¢t — 2% +
1,...,10).

Theorem D.1 (Exact inside recursion with vanishing buffers). Forevery k =0,1,..., K and every position t:

(I1) Positional invariance: the positional block is unchanged,
A9 lpos] = 2

(I2) Buffer reset: after the MLP and residual, both buffers vanish,

u(Lki =0, ug)t =0.

(13) Inside semantics on boundaries: at boundary positions t = 0 (mod 2%), the symbol block equals the level-k inside
distribution:

P[B(C)] = an(C,t) YO EN.

At non-boundary positions (gi(t) = 0), no new level-k constituent is created and the update for level k is suppressed.

Proof. We prove the three invariants by induction on the layer index k.

Base case (k = 0). At layer 0, the model is initialized with

o

0
0 ?
pos

€t

h? =

where x§°) encodes the leaf-level inside distribution (e.g. a one-hot vector on the observed terminal, or the corresponding

preterminal distribution). Thus (I1) holds by construction and (I2) holds because the buffers are initialized to 0. Moreover,

the leaf inside recursion is satisfied by definition of :cgo), so (I3) holds for k£ = 0.

Inductive step. Assume (I1)-(I3) hold for layer k£ — 1 at all positions. We prove they hold for layer k.

Fix a position ¢. Consider the attention sublayer of layer k (two heads L and R) with the positional QK masks from the
previous section and the explicit value maps. By the construction of the QK masks:

e Ift =0 (mod 2*) and t # 0 (a level-k boundary), then head-L attends to ¢+ — 2*~! and head-R attends to ¢.

« Ift £ 0 (mod 2¥) or t = 0 (non-boundary), then both heads attend to ¢ (self).
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Moreover, by the value matrices designed in Section D.4, head-L writes the attended token’s z-block into the u, buffer and
head- R writes it into the up buffer, while outputting O on the x and pos blocks. Hence, the attention output at position ¢ has
the form

0

AtenOut(? = |*

0

After adding the attention residual, the pre-MLP state becomes
xgk—l)

S(k) _ (o) w _ | al)
hy” = hy + AttnOut;”’ = | (Lk)t
Upt
6505

We now analyze boundary vs. non-boundary cases.

Case 1: t = 0 (mod 2*) and ¢ # 0 (boundary). By the attention routing above,

~(k k—1 ~(k k—1
af) =20, aly), =Y.

By the induction hypothesis (I3) applied at level £ — 1 and at the two child boundaries, the child symbol blocks encode the
level-(k — 1) inside distributions:

a)o(A)] = ax (At =221, AR 6(B)] = ax1(B,t), VA BENe 1.
Now apply the explicit MLP construction in Section D.5:

* Group I forms product features m4 p(t) = ﬁ(Lki[(b(A)]ﬂgf)t [¢(B)] exactly via (z £ y)2.
+ Group IV forms a hidden gating unit h2**® = g;.(¢) = 1 from e},
* The output layer aggregates these to produce the symbol update
k ate ~(k ~(k
ArPlp(C) = YD p(C o AB)map(t)= Y p(C = AB)al)[o(A)]fy)6(B).
(C—AB)ER (C—=AB)ER

Substituting the induction hypothesis for a(L’“i and ﬂg)t yields

AzPlp(O)] = > p(C— AB)ag_1(A,t — 28" ) a1 (B, 1) = ax(C. 1),
(C—AB)eERy

which is exactly the inside recursion for the fixed split point of the balanced grammar. The last equality holds because
of Eq. (2).

e Groups II/III output fﬂ(Lki and fﬂg)t exactly (using the square-activation bias trick), and the positional output is 0.

Therefore the MLP output satisfies

Applying the MLP residual gives the post-MLP state

xgk_l) + A:Eik)

" = " 4 MLP® (R(F)) = X
e?os

32



How Transformers Represent Hierarchies: A Local-to-Global Mechanism

Thus (I1) and (I2) hold at layer k£ on boundaries. Moreover, the increment satisfies A;vgk) [@(C)] = ax(C,t), so the symbol
block encodes the level-k inside distribution as required (I3).

Case 2: t # 0 (mod 2*) or ¢ = 0 (non-boundary). The attention routing reduces to self-attention, hence ﬁ(Lkl and ﬂgf)t

are copies of xik_l) (up to the fixed buffer routing). However, Group IV again produces h%**® = g, (t) = 0 from eP*”.
Therefore, the symbol update is suppressed:

Axik) =0.
Groups II/III still output —ﬂ(Lki and —ﬂg)t, so the buffers are reset after the MLP residual, and the pos block stays unchanged.
Hence (I1) and (I2) hold, and (I3) holds ’trivially since no level-k constituent should be created off boundaries.

Since both cases satisfy (I1)—(I3), the induction closes. O]

D.7. The Hidden State after the First K Layers

After the first K layers, we have
)

hﬁK) _ 8 € R

pos
€t

For ¢t = 0, the first three blocks are initialized to 0 and remain so after the first K layers, hence th) =[0;0;0; ).

D.8. Final Layer: Next-Token Prediction via Canonical Earley Rollout

This section constructs the final prediction module that maps a prefix x1.; to the next-token distribution p(x;y1 | 21.+). The
module does not re-parse the prefix. Instead it: (i) extracts a canonical sequence of maximal completion summaries from the
prefix using deterministic attention, and (ii) advances a probabilistic Earley state by consuming these summaries in order.
Balanced full-binary structure yields a unique dyadic consumption order, so no backtracking is needed.

D.8.1. WHAT IS AVAILABLE AFTER K LAYERS: PACKED COMPLETION VECTORS

After the first K layers, each position j € {0,1,...,T'} carries

x§-K) e R".
We interpret x;K) as a packed completion representation:
K
K .
ZL‘; ) — [Cj,()a Cjls «-s Cj,K:I7 Cik S R”k) n = an (6)
k=0

For j > 1, the block c; x, is nonzero iff j = 0 (mod 2¥), and ¢; ;[#(B)] equals the total probability mass of completing a
level-k constituent rooted at nonterminal B whose right boundary is j (the span is uniquely determined by balance and
boundary alignment). For ;7 = 0 we set xéK) = 0. Under this representation, c; ; is the complete constinuents (inside

probabilities) at position j of the symbol in layer &, i.e. Nj.

D.8.2. HIGHEST-LEVEL COMPLETION SUMMARY AT A BOUNDARY

In this section, we identify the specific information required to map completed constituents directly to Earley states without

invoking the COMPLETE operation described in Lemma D.2. We then provide a formal proof for this conversion.

Lemma D.2 (Canonical Dyadic Consumption). Let G be a balanced full-binary PCFG and let t be a prefix length with
binary expansion t = Z:n:(? 207, By > -+ > Bty = 0. Define the dyadic boundary chain by(t) = 0, b,.(t) = 2221 20,
If the inside probabilities of the dyadic blocks [b._1(t) + 1, b.(t)] are available at positions b,.(t), then the Earley state at
position t can be obtained by consuming these blocks in decreasing span order using only PREDICT and SCAN, without any

COMPLETE operation.

33



How Transformers Represent Hierarchies: A Local-to-Global Mechanism

To ensure coherence and clarity, we maintain the notation established in the previous sections throughout our proof. For any
boundary j > 1, define its 2-adic valuation

v(j) := max{k >0:2%| j}. ™

If j = 0, v(j) = 0. Then v(j) is exactly the highest level at which a constituent can complete at j. We define the maximal
completion summary at j as the vector

u(j) := Sy x;K) e R", (8)
which keeps only the block c; ;) and zeroes all other blocks. The Thus u(j)[¢(B)] is the probability mass of completing
the maximal constituent rooted at B whose right boundary is j.

Lemma D.3 (Maximal completion suffices). Fix a prefix index t and its dyadic boundary chain {b,(t)}f*, (where
bo(t) =0 < by(t) < --- < bgr(t) =t). For each boundary j = b,.(t), consuming only the maximal completion summary
u(3) is sufficient to advance a probabilistic Earley state from b,._1(t) to b,-(t). In particular, no backtracking over lower-level
completions ending at the same j is required.

Proof. We spell out the key geometric fact behind the lemma and then connect it to the Earley consumption step.

Dyadic spans ending at a fixed boundary are nested. Fix a boundary position j > 1. Let v(j) denote the 2-adic
valuation of j, i.e., v(j) = max{m > 0: 2™ | j}. In a balanced dyadic (full-binary) decomposition, the canonical dyadic
spans ending at j are

In(j) = [j—2"+1,4], k=0,1,...,v(). ©9)

These spans form a strictly nested chain:
Io(j) C Ii(j) C -+ C Ly () (10)

We call 1,,(;)(j) the maximal dyadic span ending at j.

What u(j) summarizes. Let u(j) denote the completion summary associated with the maximal span 1,,(;)(j) (ending at
7). Conceptually, u(j) is the inside-style aggregate over all derivations that produce exactly the substring on that maximal
span: it sums (or log-sum-exp’s) the probabilities of all parse fragments whose yield is z,, ,, (;) and whose root nonterminal
matches the completion being performed. Thus u(j) marginalizes out every internal choice made strictly inside 1,,(;)(j).

Lower-level completions are internal to the maximal span. Any other completion that ends at the same boundary j but
at a lower level k < v(j) corresponds to the strict subspan (7). By (10), this subspan lies entirely inside the maximal
span:

In(j) € Iu(j) (7)-
Hence, any derivational alternative that completes on I} (j) is an internal event within the larger parse fragment over I,,(;(j).
When we compute the maximal completion summary u(j) for I,,(;)(j). all such internal completions (and the branching
choices they enable) are already accounted for via the inside aggregation inside 1, (j).

Dyadic rollout consumes only maximal blocks. Now consider the dyadic chain {b,(¢)} for the fixed ¢. By construction
of the dyadic decomposition order, the step from b,_1(t) to b,.(t) = j consumes exactly one dyadic block, namely the
maximal dyadic span ending at j:

[br—1(t) + 1, b:(t) ] = L) (4)- (1D
Crucially, the rollout never consumes any strict subspan I (j) with k < v(j) as a separate step; such subspans are always
contained within a maximal block that is consumed in one shot.

Conclusion: no backtracking. Therefore, to advance the probabilistic Earley state across the boundary j = b,.(t), it
suffices to apply the completion/consumption update using the summary u(j) for the single block (11). All lower-level
completions ending at the same j correspond to internal subspans and have already been marginalized into u(j); they do
not create competing “choices of what to consume” at this step. Hence the update at j is deterministic given u(j), and no
backtracking is required. O

Therefore, we have proved Lemma D.2, which is equivalent to Lemma D.3.
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Example 1 (Boundary j = 8). Take j = 8. Then v(8) = 3, and the dyadic spans ending at 8 are
10(8) = [8a8]7 11(8) = [758]a 12(8) = [578]5 13(8) = [178}

They satisfy [8, 8] C [7,8] C [5,8] C [1, 8]. The maximal span is I3(8) = [1, 8], so u(8) summarizes all derivations whose
yield is the entire block z1.5. Any completion on [7, 8] or [5, 8] is strictly internal to [1, 8] and is already accounted for inside
u(8). Thus when the dyadic rollout crosses the boundary at 8, it consumes the whole block [1, 8] using «(8) and never needs
to separately consume [7, 8] or [5, 8.

Example 2 (Boundary j = 12). Take j = 12. Then v(12) = 2, and the dyadic spans ending at 12 are
Iy(12) = [12,12], I1,(12) =[11,12], I5(12)=19,12].

The maximal span is I5(12) = [9, 12], so u(12) aggregates all derivations yielding z9.12. A completion ending at 12 on
the shorter span [11,12] is internal to [9, 12] and is included in the computation of u(12); therefore the rollout step that
advances across boundary 12 only needs u(12).

Example 3 (Prefix with length 12) Let¢ = 12. Its dyadic decomposition is 12 = 8 + 4, hence the dyadic boundary chain
is
bo(t) =0, bi(t) =8, ba(t) = 12.

Accordingly, the rollout advances the probabilistic Earley state in two block consumption steps:
0 — 8 —12.

At boundary j = 8, we have v(8) = 3, so the maximal dyadic span ending at 8 is [1, 8] and the block update consumes only
the maximal completion summary «(8) (which aggregates all internal derivations within [1, 8]). After applying the usual
predict/closure at 8, we proceed to the next boundary.

At boundary j = 12, we have v(12) = 2, so the maximal dyadic span ending at 12 is [9, 12] and the second block update
consumes only u(12) (the maximal completion summary for [9, 12]). Applying predict/closure at 12 yields the Earley state
at position ¢t = 12.

No additional branching over smaller completions ending at 12 (e.g. on [11, 12] or [12, 12]) is necessary: these correspond

to strict subspans inside [9, 12] and are already marginalized in u(12).

Remark The core idea of these results are not limited to balanced full binary grammar. For general layerd grammar, the
types of decomposition of prefix are actually deterministic when grammar is fixed. When knowing these decomposition, one
can also rollout Earley algorithm without COMPLETE operations.

D.8.3. PROBABILISTIC EARLEY STATE, THE SCAN OPERATOR, AND THE PREDICT OPERATOR

In this part, we demonstrate how to encode probabilistic Earley state, and introduce the SCAN and PREDICT operator for
the encoded Earley state. The SCAN operator works with the complete constituents to push forward the o. The PREDICT
operator works with the SCAN results to predict the next / lower Earley State. By our previous statement, it is sufficient that
these operation works on u,. (), the complete summary of the boundaries.

Let Z be a finite set of dotted Earley items sufficient for prediction, and fix a bijection
7711-—> {1,7dE}

A probabilistic Earley state is a vector E' € R?2 where F[n(i)] denotes the probability mass assigned to item 3.

Start state £,. The grammar-defined start state encodes the start-symbol predictor with PCFG probabilities: for each start
rule S — AB with probability p(S — AB),

Eo[n(S = eAB)] :=p(S — AB),

and all other coordinates are zero.
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Scan relation and matrices. For each nonterminal B € N/, define a SCAN relation T C Z x Z by
(1,i'Y €eTg < i=(A=>aeBj), i’ =(A=aBef).

Define the sparse matrix Mp € R4=*95 by

L if (77" (9),n ' (p)) € Ta,
0, otherwise,

(MB)pyq = {

where n71(¢q) € Z denotes the unique item whose index is g.

Scan operator F. Given an Earley state £ and a completion summary v € RWI, define

F(E,u):=Y_ u[¢(B)] MpE € R%". (12)
BeN

Since NV and 7 are finite, F is a well-defined finite-dimensional map. It is bilinear in (£, u). When a completion summary
is represented as a vector in R™, we identify it with its restriction to nonterminal coordinates (terminal coordinates are 0).

Scan operator F' Let Z be the chosen finite set of dotted Earley items and n : Z — {1,...,dg} a bijection. For
any item ¢ = (A = « ¢ C ) € Z with C € N, and any rule (C — DFE) € R with probability p(C — DE), let
i’ = (C = e DE) € T be the predicted item. Define the predictor matrix P € R¢&* 1z by

Py += p(C — DE)  whenever i=(A=aeCp), i =(C= eDE).

Since the grammar is layered and acyclic with depth K, repeated prediction terminates after at most K steps. We therefore
define the (finite) closure matrix

K
C =) Pl eR¥ ¥  sothat Close(E)=CE.

Jj=0

D.8.4. FINAL-LAYER ATTENTION CONSTRUCTION

The final-layer attention is constructed to aggregate the information at the dyadic chain, and provide the complete constinuents
information for the MLP to SCAN and PREDICT.

The final prediction layer must provide, for each query position ¢, (i) the fixed start Earley state Ey € R and (ii) an
ordered list of packed completion vectors

21(t>722(t), .. 'aZK<t) €R"™,

where z,.(t) = 1212) for r < m(t) and z,(t) = 0 for » > m(t). A subsequent SliceMLP converts each z,(t) into its

maximal summary u,(t) = Sg_¢)2-(t). It is essential that these vectors remain separated by index r (rather than summed),
because the rollout consumes them sequentially.

We realize this using (K + 2) deterministic attention heads: one position head (to preserve e} **), one BOS head that injects
Ey, and K dyadic heads, one per rollout step. Crucially, the representation dimension change happens only in the value
maps: the input to the final attention is still in R3"*¢, but each head outputs into the enlarged space

RDﬁ“"l, Dol :=dg + Kn + 4.
We interpret this space as three blocks:
RdE P RKn o RZ .
~— —~— ~—~
Earley state E K completion blocks (w1 ,...,uKk) pos
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Input convention. The input to the final layer is the fixed-dimension vector

o0

R — 0 c R3+

u O b)
eEOS

where ng) € R is the symbol/inside block produced by the first K layers. (For u = 0, z(()K) =0.)
(A) POSITION HEAD: KEEP THE POSITIONAL VECTOR
To preserve positional information across the dimension change, we add a self-attention head that copies e into the final
positional block.
sPOS — 1, uw=t,
b 0, otherwise.

This is implemented by the following QK matrix:

0 0
WQK,pos = |:O Upos:|

where

Unposlt, ] 0, u =t,
os|l, U] = .
P —M, otherwise.

for M > 1. And we can construct the value matrix

0 0 0 O
WV pos = 0 0 O 0 c R(dE+Kn+Z)><(3n+£)
0 0 0 I,
so that
0
Wy pos[z; 0;0; €] = | 0
6E)OS
Therefore, the attention output is
0
0%)()8 — 0
eEOS

(B) BOS HEAD: INJECT E( INTO THE EARLEY BLOCK
We define one attention head bos that deterministically attends to key u = 0 for every query ¢:

bos )1, u=0,
St,u - .
0, otherwise.

This is implemented by a purely positional QK mask:

Onxcn 0 0 0

| 0 Opxn O 0 £xt
WQK,bos - 0 0 Onxn 0 ) Ubos €R 5

0 0 0 Upos
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where Ul,os 1s chosen so that the unique finite-score key for any query is u = 0 (all other keys get —M < —1). Because
positions are finite, such a deterministic routing mask exists.

0, u =0,

—M, otherwise.

Ubos [t7 u] = {

)

BOS head Wy : the only source of £,. The BOS head value map converts R3"+¢ — RI=+Kn+L and writes only into the
Earley block:

0 0 0 Abos
WV,bos =(0 0 O 0 ,
0 0 O 0
where:
Apos € RIEX Wirpos : RIH _y RiBFEN+L

We choose Ay, s S0 that
Abos 6805 = E07 Abos egos =0 (U 7é O)a

which is possible because 6805 is a fixed one-hot vector for the [BOS] position and the set of positions is finite. Hence the
BOS head output is

Ey
O?OS = Z slta,(;s WV,bos hELK) = OKn
u OZ

(C) K DYADIC HEADS: ROUTE PACKED COMPLETION VECTORS INTO SLOTS
Each dyadic head produces a packed vector z,(t) in slot r. If r < m(t) then z,.(t) = xz(f(i); otherwise z,(t) = 0. The
SliceMLP in part (E) will convert 2, (t) into the maximal summary u..(t) = Sg,(¢)2-(t).

Dyadic head routing. Foreach r € {1,..., K} we use one attention head that deterministically routes query position ¢ to
key position v = b,.(t) if < m(t), and outputs 0 otherwise. Concretely, its weights satisfy

, u=b.(t)andr < m(t)andt #0
8,(522 1, (r>m(t)ort=0)andu=0
0, otherwise.

As in earlier sections, we implement s(") by a purely positional QK mask:

000 O
" _10 00 0 (r) x0
Wok =10 0 0 o Ur e R,
000 U™

where U(") is chosen so that the unique finite-score key for query ¢ is u = b,.(t) when r < m(t), and the fallback key is
u = 0 when r > m(t) (or t = 0). (The existence follows from finiteness of positions and one-hot positional codes.)

0, u=">,(t) and r < m(t) andt # 0
UMt,u] = {0, (r>m(t)ort=0)andu =0
—M, otherwise.
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Dyadic head value maps (write full packed vector into slot ). Each dyadic head uses a value map
W‘(/r) . R37H _ RiE +Kn+€’

(K)

that writes only the main block z,, ’ € R" into the r-th packed slot z, and writes zeros elsewhere. In block form (rows
grouped as (E; z1; . . . ; zx; pos) and columns as (x; ur; ug; pos)),
[0 0 0 O]
0 0 0 O
W = |1, 0 0 0
V - n K
0 0 0 O
L0 0 0 0]
where I, is placed in the row block corresponding to slot z,.. Thus
F04, T
0
W‘(/r)hq(lK) _ ‘%(LK)
0
L O¢
and
(L
z1(t) (K)
ro_ r (r) (K) _ . _ xlu(t)’ r S m(t)7
0; = S Wy hy ) = : , 2 (t) =
k zu: bu TV T ’ ®) {O, r > m(t).
2k (t)
0,
Remark. When a dyadic head falls back to u = 0, we have x(()K) = 0. Since W‘(,T) ignores the positional block, it follows

that W‘(/T)h(()m = 0, so this fallback contributes nothing.

(D) FINAL ATTENTION OUTPUT (POS, BOS, AND DYADIC HEADS).

Summing the position head, the BOS head (injecting E), into the Earley block), and the K dyadic heads yields

Ey
K z1(t)
B§K+1) — 0;;703 + OIt)os + ZO; — c RdE—i-Kn—i-E.
r=1 2K (t)
etpOS
At this stage each z,.(t) still contains all blocks [cy, (¢),0; - - - 5 Cb,.(¢), k|- The next Slice-MLP will deterministically keep only

the maximal block c;, (1,8, (¢)-

(E) MLP TO SLICE OUTPUT.

Setup and objective. Recall that each dyadic head outputs, for slot r,

K n
2 (t) = 2oy = w05+ 5h,0,]T ER™, 7 <mft),
0, r > m(t),
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where n = Zf:o ng. The goal of slicing is to produce
u,(t) € R™ by keeping only the maximal block & = f3,(t) := 1(b,.(t)),
ie.
up(t) = Sﬁr(t)zr(t)v
with all other blocks set to zero.

Equivalently,
K
up(t) = Zg,.7k(t) Skzr(t), gr i (t) == 1{r < m(¢t) and 3, (t) = k and t # 0}.
k=0

where S}, is the block wise selection matrix.

Blockwise selector matrices. Let
K
nzan, r= [x(o);x(l);...;x(K)}, ) e R,
k=0

For each k € {0, ..., K}, define the blockwise selector Sy, € R™*™ by the block matrix

Ono Xno

0
S — MNp—1XNEk—1 ,
k Ink
0

N1 XNg41

where the k-th diagonal block is the identity matrix I,,, and all other diagonal and off-diagonal blocks are zero matrices of
compatible sizes.
By construction,
—0  0®T 0 o7
Spx=10;...;0; 2™ ;0;...;0]

i.e. Sy, preserves the k-th block of x and zeros out all other blocks.

€ R",

Positional gates. Since e}*" is one-hot and the position set is finite, for each (r, k) there exists a fixed vector w,. ;, € {0, 1}
such that

gr,k(t) = <wnk,e$os> S {0, 1}
For each fixed r and ¢, exactly one k satisfies g, (t) = 1if r < m(t), and all g, 5 (t) = 0 if r > m(t).

Slice-MLP definition. We implement slicing by a two-layer MLP with square activation,
SliceMLP(z) = W3! U(Wflz + bil) + b5, o(z) = 22,

mapping Rée+Kn+t _y Rde+En+t No residual connection is used.

Hidden units: gated blockwise products. Fix aslotr, alevel k € {0,..., K}, and a coordinate i € {1,...,n}. Define
the scalar

y,.,m(t) = [Skz7-(t)]i7 g,.7k(t) (S {O, 1}.
‘We introduce two hidden units

h:’:k7i(t) = (97',k(t) + yr,k,i(t))Q’ h;k,i(t) = (gr,k(t) - yr,k,i(t))27

realized by rows of ;! selecting exactly the two input coordinates (g, x, ¥rx.;) with coefficients (41, +1) and (+1, —1),
and zero bias.
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Exact gated copy via square identity. Using the same identity as in earlier product constructions Eq. (5),

(49— (z—y)?
Ty = 1 ,

we obtain

hiei(®) = hip (1)
gr,k(t) y,,.,k,i(t) - Nk i rki\?)

Output wiring: blockwise injection and summation. The output matrix W' is defined so that:

_hr,k,i

. .
« for each (r, k, 1), the scalar —=-: 1
I3

is written into the (7, k, ¢) coordinate of the packed output via the fixed injector

« all other coordinates receive zero contribution from this group.

Summing over k yields, for each slot r,
K
ur(t) =Y gri(t) Skzn(t) € R™.
k=0

pos

Identity on Earley and positional blocks. The Earley block Ej and positional block e; " are copied identically using the
same square-based linear reconstruction as in previous sections, without interacting with the slicing logic. (This can use the

2 2
Y= (yﬂ)# technique, which is trivial and we do not elaborate further here.).

Summary of the current output
Ey
U1 (t)
E§K+1) c RdE+Kn+E

ug (t)
6?05

D.9. Final Rollout: Predictor Closure and K Overwrite-MLPs
D.9.1. SCAN AND PREDICT MLPs

The SliceMLP produces, for each position ¢, the vector
Lo

ua (1)
ht,o _ H§K+1) _ c RdE+Kn+f7 Et,o = £,

ug(t)
e?os

where each u,.(t) € R™ is the maximal completion summary for the 7-th dyadic block.
We perform a fixed K -step rollout. At each step r, only the r-th completion summary u,.(¢) may be consumed. The target

Earley update is

Close( 3 . ¢(B)] Mp Em,l) = S w[@(B)] (CMp) Ery, < mlb),
Et,r = BeN BeN
E 1, r > m(t),

where C' = Z;io P7 is the finite closure matrix.
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Overwrite information. Crucially, the rollout MLPs do net use residual connections. Instead, each step-r MLP directly
outputs the next hidden state, overwriting the Earley block when r < m(¢) and acting as the identity otherwise. All
completion slots and the positional block are always passed through unchanged.

Formally, the desired target map is

Et,r
uy(t)
MLPE D (b, )= ¢ |, ey o= MLPEHD ().

uk(t)
e?ob

Two-layer square-activation construction. Each MLPSK ) s implemented as a two-layer network
MLPEHD () = Wo, (W2 + biy) +bayy  o(z) = 22,
with fixed input/output dimension dg + Kn + £. The hidden units are partitioned into the following groups.

(D) Bilinear completion features. For each Earley coordinate ¢ € {1,...,dg} and each nonterminal B € A/, we introduce
two hidden units

hep = (Bg+u(9(B))?,  hyp= (B, —u[¢(B)])*

These are realized by rows of Wl(T) selecting exactly the two input coordinates (E,, u,[¢(B)]) with coefficients £1 and
zero bias. Their linear combination yields the exact product using the trick in Eq. (5)

Mg,B = i(h;B - h;B) = Eq - u[¢(B)].

(IT) Step-activation gate. Using the one-hot positional encoding e}, we define a binary gate

gr(t) := H{r <m(t)} € {0, 1},
realized as a linear functional of e}°®. This gate determines whether step r performs a completion update (g,-(t) = 1) or acts

as the identity (g,.(t) = 0), keeping the Earley block unchanged.

(IIT) Identity-preserving features. To allow exact pass-through of all non-Earley blocks, we include, for each coordinate y
of every completion slot and of the positional block, hidden units implementing

y=3(y+1)>—y*-1),

so that these coordinates can be copied exactly through the MLP. These features are independent of r and shared across all

rollout steps. Concretely, for each coordinate of us(t) (s = 1,..., K) and e£'*®, we include the two pre-activations (y + 1)

)

and y in W{") and combine them in W{" to reproduce y exactly.

Output layer and conditional overwrite. The output weights WQ(T) are chosen as follows.

Earley block. For each output coordinate p € {1,...,dg}, the MLP computes
dp
By pl = 9:(1) Z Z(CMB)ZMJ mg,B + (1 - gr(t)) Etr—1p]-

BeN g=1

Thus, when 7 < m(t), the Earley block is overwritten by the completed-and-closed state, and when r > m(t) it is passed
through unchanged.

Completion slots and positional block. For every completion slot u4(t) (s = 1,..., K) and for the positional block, the
output layer selects only the identity-preserving features, so that these components are copied exactly:

Us,r () = usr—1(), ey unchanged.
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Resulting rollout. Starting from h; o, the K conditional-overwrite MLPs are applied sequentially:
hey = MLPED(h, ), r=1,...,K.
The final Earley state is the Earley block of h;  and is used to compute the next-token distribution.

D.10. Approximating the Final X' + 1 MLP Composition by a Single MLP

Lemma D.4 (Approximation of Composed MLPs). Let fyp : X — R =K he g function defined by the composition
of K + 1 finite-layer MLPs: fyp = MLP%('H) 0---0 MLP(1K+1) o SliceMLP, where the domain X C Re=+En+ s g4
compact set. Given any € > 0 and a non-polynomial continuous activation function o(+), there exists a single two-layer
MLP, denoted as J/‘\ such that:

~

sup || fuwe(h) — f(R)| <€
hex

Proof. We first establish the compactness of the domain X. According to the explicit construction in Sections D.5, D.8.4,
and D.9.1, any input vector h € X consists of three components:

1. Unnormalized Earley state probabilities, which are bounded within the unit hypercube [0, 1]%#.

2. Inside probabilities for complete constituents, which are bounded within [0, 1]%7.

3. Positional embeddings {e}**}1_, which constitute a finite set of discrete one-hot vectors in RE.

The domain X is a subset of the Cartesian product [0, 1]5 5™ x {eP°*}T_ . Since it is a finite union of compact sets (or

equivalently, a closed and bounded subset of R?=+K7+6) " X is compact by the Heine-Borel theorem.

Next, we address the continuity of fyr,p. Each constituent MLP (including SliceMLP and MLPE.K H)) is constructed using
linear transformations and the activation function ¢(z) = z2. Since linear maps and polynomial activations are continuous,
each MLP defines a continuous mapping. Consequently, their composition fyrp is continuous on the compact set X.

Finally, by the Universal Approximation Theorem (Hornik, 1991, Theorem 2), the set of functions represented by a two-layer
MLP with a non-polynomial continuous activation o(-) is dense in C'(X) under the supremum norm. Therefore, for any
€ > 0, there exists a f that approximates fypp with error at most € for all h € X. O

D.11. Final Readout

Let E; € R%# denote the final Earley state. Define a readout matrix R € R(ZI+1)xde py

—

, anandi:(Aﬁa.aﬁ)’
Rapiy =1, a= [E0S] andi= (S = qe),

0, otherwise.
The unnormalized next-token scores are p, = RFE;, and the next-token distribution is obtained by normalizing p;.

D.12. Summary of the Model Construction
For the first K layers, foreach k =1,... K,

R =nD 4 3T At (D),
He{L,R}

h = " + MLP® (h(").
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For the final layer,

K
Y = Attn{SED (0U0), + Attnh T (h9), + 37 Attn (D (R09),,

bos
r=1

heo = SliceMLP (h{X ),
hip=MLPE D (b, ), r=1,... K,

where SliceMLP = MLP{* ™ and h, o = A",

Finally, the unnormalized next-token scores are

Pt = RE; = Rhi k) 1:dy -

D.13. Main Theorems: Exact Next-Token Prediction

Now we can conclude the above results and formally state our main theorem for the construction. The following Theorem D.5
is the formal version of Theorem 4.2. The Theroem D.6 is a stronger version that uses only one MLP in the final layer.

D.13.1. MAIN THEOREM: END-TO-END CONSTRUCTIVE TRANSFORMER FOR EXACT NEXT-TOKEN PREDICTION

Theorem D.5 (Constructive Transformer achieves exact next-token prediction). Fix a maximum length T and let ¢ :==T + 1
with one-hot positional encodings e}*> € {0,1}* fort € {0,1,...,T}. Let G = (N, %, R, S, p) satisfy Definition 4.1 with
depth K, and set n := |N U X|. Then there exists an explicit finite-depth Transformer-like network T such that for every
prefix lengtht < T,

T(x14) = (pala| zl:t))aezu{moy}'
Moreover, T can be chosen with the following concrete architecture:

(A) Inside stack (depth K; fixed dimension). There are K standard Transformer blocks indexed by k = 1,..., K, all
operating on sequence length T' 4+ 1 and model dimension

din ;= 3n + L.
At each layer k and position t, the hidden state is partitioned as

9 = o9 s ol o] € B, ol ol e

Each inside layer uses:

* Attention: exactly 2 heads (L, R) with pure positional QK logits in {0, — M} (for a fixed large M), hence deterministic
routing in the limit M — oco. The value maps are fixed linear maps Wy, 1, Wy g € RGHOXG+E) thar write only
into the buffers: head L copies the attended x-block into uy, head R copies the attended x-block into up.

* Residuals: the inside layer uses two residual connections: one after attention and one after the MLP:
R = hED 4 A @ (*), 0 p = B 4 MLP® (D).

* MLP: a two-layer position-wise MLP with square activation o(z) = 2?2,

MLP® (2) = WiF oW 2 + 07) 4+ 059,

mapping R34 — R3"+H [t (i) computes the level-k inside update on boundaries using (x + y)? product features, (ii)
outputs exact negatives to reset both buffers, and (iii) outputs 0 on the positional block.
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(B) Final prediction module (dimension change). After K inside layers, a single final attention stage maps from di, to
the enlarged dimension
dfnal ;= dg + Kn + ¢,

where di := |Z| is the dimension of a fixed finite Earley-item set T.
This final attention stage uses exactly (K + 2) deterministic heads:

pos

* pos-head (1 head): self-attends and copies e, to the final positional block.

* BOS-head (1 head): attends to key position 0 for all queries and injects the fixed start Earley vector Ey € RE into
the Earley block via a value map Ayos € R4“2* satisfying Aposed” = Ey.

* K dyadic heads: for eachr € {1,..., K}, head r routes query t to key b,-(t) (if r < m(t), otherwise to key 0) using a
pure positional QK mask, and writes the key’s ¥ vector into the r-th slot z, € R™ via a value map that places I,, in
that slot and 0 elsewhere.

Importantly, this is the only place where the representation dimension changes (from 3n + £ to dg + Kn + {£), and the
change is realized solely by the value maps.

(C) SliceMLP (no residual; same dg,,). A two-layer square-activation MLP
SliceMLP : Réftinat — Retfinas

(with no residual) replaces each z,.(t) by the maximal-level completion summary u.,.(t) by blockwise selection, while copying
the Earley and positional blocks exactly.

(D) Scan and Predict MLP (depth K; no residual). There are K position-wise overwrite MLPs {MLP KTV eqeh
a two-layer square-activation map
MLPE+D . Rdiinal _y Rdfinal

(with no residual) that updates only the Earley block by
E « Close(F(E, u, (1)) ifr < m(t), and  E < E otherwise,

while passing through all slots (uy, ..., ur) and ef” unchanged.

(E) Readout. Finally, a linear map R € RUFITDXAE (followed by normalization) maps the final Earley block E; to the
next-token distribution.

All parameters are explicit functions of (G, T, K).

Proof. By Theorem D.1, with the structure in (A), after the first K Transformer layers, the hidden states contain the insides
probabilities at every boundary. From Section D.8.4, D.8.4, and D.9.1, we know the structure in (B), (C) and (D) can
perform Earley SCAN and PREDICT using the information at the maximal-level completion summary. By Lemma D.3, we
know this is sufficient to get the Earley state for the Balanced Full-binary grammar. The readout operation in (E) perform
exactly the computation of next-token probabilities conditioned on Earley State.

Therefore, this construction can achieves exact next-token prediction. O

The following theorem is a stronger version that uses a more standard Transformer structure with only one MLP in the final
layer.

Theorem D.6 (Constructive Transformer with only 1 MLP in the last layer). Fix a maximum length T and let £ :=T + 1
with one-hot positional encodings ;> € {0,1} fort € {0,1,...,T}. Let G = (N, %, R, S, p) satisfy Definition 4.1 with
depth K, and set n := |N U X|. Then there exists an explicit finite-depth Transformer-like network T such that for every
prefix lengtht < T,

T(w11) ~ (palal xl‘t))aezu{[EosJ}'

Moreover, T can be chosen with the same architecture (A), (B), (E) as those in Theorem D.5, but approximate the K + 1
MLP in (C), (D) with a 2-layer MLP f with a non-polynomial continuous activation function o (-).
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Proof. From Lemma D.4, we know that there exists a 2-layer MLP f with a non-polynomial continuous activation function
o(+) that can approximate the & + 1 MLP in (C), (D) in Theorem D.5 with error e. O]
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