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Abstract

In this paper, we study the fully dynamic k-center
with outliers problem, where points are inserted
and deleted over time and the goal is to maintain
an approximate clustering while discarding up
to z outliers. Existing algorithms typically rely
on radius guessing to maintain cluster represen-
tations, leading to update and query times that
depend explicitly on the aspect ratio A. We pro-
pose a layered-sampling framework that avoids ra-
dius guessing by maintaining a hierarchy of sam-
pled structures, which can separate most inliers
from potential outliers and refine the remaining
uncertain points. The resulting algorithm achieves
O(k?/€*) update and query time independent of
A, while guaranteeing a constant-factor approx-
imation with (1 + €)z outliers discarded. Under
mild assumptions, our result is complemented by
a lower bound in metric space query model.

1. Introduction

Clustering is a fundamental problem in the field of unsuper-
vised learning with various practical applications. Among
different mathematical formulations, k-center clustering is
one of the most widely studied. The goal of k-center clus-
tering is to select a center set with size k and assign each
data point to its nearest center, while the maximum assign-
ment distance of the data points is minimized. Over the
past decades, the standard metric k-center problem has been
extensively studied (Megiddo & Supowit, 1984; Feder &
Greene, 1988), where several approximation schemes with
tight theoretical guarantees have been proposed (Gonzalez,
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1985; Hochbaum & Shmoys, 1985). However, with recent
advances in large-scale data processing and online platforms,
data to be clustered often arrives continuously and changes
dynamically in many real-world applications. For example,
data in transportation networks continually updates as vehi-
cles move and passengers enter or leave the system. In such
settings, the static clustering models may fail to support
the efficient structural updates of the evolving data, which
motivates the studies of fully-dynamic clustering models.

In the fully-dynamic setting, the clustering structure must be
efficiently updated as the point set changes under a stream of
insertions and deletions operations. The focus is on building
a dynamic algorithm that has low update and query times.
Along this line of research, a series of fully-dynamic algo-
rithms for k-center clustering have been proposed. Chan
et al. (2018) formulated the fully-dynamic k-center prob-
lem and proposed the first approximation algorithm with
sub-linear update time. To handle point updates while guar-
anteeing approximations on clustering quality, the proposed
algorithm maintains a ball-coverage structure with a uniform
covering radius. By enumerating candidate radii within a
range defined by approximate upper and lower bounds of
pairwise distances, it achieves a (2 + €)-approximation with
O(k?log(A)/e) update time and O(k) query time, where
A denotes the aspect ratio of the clustering data (defined
as the ratio between the maximum and minimum pairwise
distances). Following this work, several results have been
proposed with improved memory (Chan et al., 2020), or im-
proved update time in special metric spaces such as doubling
metrics (Gan & Golin, 2024; Goranci et al., 2021; Pelliz-
zoni et al., 2023). Very recently, a fully dynamic (2 + €)-
approximation algorithm was proposed (Bateni et al., 2023),
where an amortized update time of O(k - polylog(A,n))
can be achieved. This result nearly matches the lower bound
update time of Q(k) for the fully-dynamic k-center problem,
as shown in the literature (Bateni et al., 2023).

Although existing fully-dynamic k-center algorithms can
achieve near-optimal update time, a recurring issue for dy-
namic data clustering is the presence of outliers. Such
outliers arise naturally in practice due to measurement
noise, corrupted or incomplete records, and irregular user-
generated inputs. In fully-dynamic setting, frequent inser-
tions and deletions may also generate short-lived or unrep-
resentative points that naturally behave as outliers. Even
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the existence of a small fraction of outliers can significantly
deteriorate the clustering results, forcing centers to shift
toward extreme positions and thereby degrading the over-
all clustering quality. This motivates recent studies of the
fully-dynamic clustering settings in the presence of outliers.

Inspired by the classical k-clustering with outliers model
(Charikar et al., 2001; Bhaskara et al., 2019; Ding et al.,
2019; Chakrabarty et al., 2020; Grunau & Rozhon, 2022),
Chan et al. (2022) formulated the fully-dynamic k-center
with outliers problem, which is also referred to as the fully-
dynamic (k, z)-center problem. In this setting, the input
consists of an initial point set P, together with parameters
k € N and z € N, denoting the number of clusters and
the outlier budget. The focus is on designing a dynamic
algorithm with low update time (ideally independent of data
size) for both insertions and deletions. Additionally, upon
receiving a query, a center set C' C P is required to be
returned such that by discarding at most z data points in P,
the maximum distance from the remaining data points to
their nearest points in the center set C' is minimized.

For the fully-dynamic (k, z)-center problem, a lower bound
update time of 2(z) has been established for achieving any
O(1)-approximate solution when exactly z outliers are al-
lowed to be discarded (Chan et al., 2024). However, in many
practical settings, outliers often constitute a non-negligible
fraction of the data. In this regime, the (z) lower bound
implies an €2(n) worst-case update time, which may signifi-
cantly influence the scalability of the dynamic algorithms.
Therefore, to achieve sub-linear update time, it is natural to
relax the outlier budget constraint and allow slightly more
than z outliers to be discarded. Following this setting, recent
studies have focused on algorithms with bi-criteria approxi-
mations (i.e., with slightly more than z outliers discarded),
thereby avoiding the update time dependence on the outlier
budget z. Chan et al. (2022) proposed the first bi-criteria
result with (14 + ¢)-approximation on clustering quality and
(1+ ¢€)z outliers discarded, where the update time and query
time are O(}:—z log A) and O(W%), respectively.
The proposed algorithm works by dynamically maintain-
ing ball-coverage structures with uniform radius ranging
from dpyin t0 dimax (obtained from prior knowledge), where
dmin and dyax are the minimum and maximum pairwise
distance of the clustering data, respectively. This guaran-
tees that the candidate range contains a radius that well
approximates the optimum, and balls of this radius can be
used to construct weighted instances for answering queries
and producing the final clustering solutions with provable
guarantees. To further improve the approximation guaran-
tee and query efficiency, Biabani et al. (2024) proposed a
leveling coverage strategy that directly maintains exactly k
clusters (or balls) instead of weighted instances. This avoids
the two-stage approximation loss from instances compres-
sions, leading to improved clustering guarantees and faster

query time. With leveling coverage strategy, an improved
(4 + ¢)-approximation can be achieved with (1 + €)z out-
liers discarded, where the update time and query time are
O(e73Kk51og(k) log(A)) and O(k), respectively.

A separate line of research considers metric spaces with
bounded doubling dimension (Biabani et al., 2023; De Berg
et al., 2023; Pellizzoni et al., 2023), aiming to achieve
better approximation and faster update time. In this set-
ting, by integrating geometric data structures such as nav-
igating nets, it allows to maintain a single-criterion con-
stant approximation with running time independent of
the outlier budget z. For a fixed doubling dimension
ddim, the best known result (Biabani et al., 2023) achieves
a (3 + e)-approximation while discarding exactly z out-
liers, with update time —my lognlog A and query time
—my klog nloglog A. However, in the worst cases, these
approaches may have exponential dependence on the di-
mension for both the update and query times, which may
deteriorate the performances in high-dimensional settings.

While existing algorithms for the fully-dynamic (k, z)-
center problem achieve sub-linear update and query time
in the data size, their theoretical guarantees typically rely
on additional assumptions. Specifically, these include: (1)
prior knowledge of the maximum and minimum pairwise
distances to maintain the radius searching range; and (2) an
explicit dependence on the aspect ratio A in both update
and query times. These requirements naturally come from
a basic characterization of the k-center objective: the op-
timal solution is determined by the smallest radius under
which the points can be covered by k balls. Having prior
knowledge of the optimal clustering radius can simplify the
algorithm design and improve efficiency through greedy
ball coverage strategies. An efficient way for optimal ra-
dius estimation is to enumerate candidate radii from a range
defined by the minimum and maximum pairwise distances.
However, maintaining such bounds under fully-dynamic
settings is itself nontrivial. While an approximate upper
bound for the maximum pairwise distances can be estimated
efficiently via random projection techniques (Cohen-Addad
et al., 2021), maintaining a meaningful lower bound on the
minimum pairwise distance is far more challenging. Even
in static settings, estimating the minimum pairwise distance
without inspecting a near-quadratic number of pairs is highly
nontrivial. This makes radius-range maintenance a major
bottleneck when no prior bounds are available.

Even with prior knowledge of distance bounds, a further
encountered issue is the explicit dependence on the aspect
ratio A in both update and query time, which mainly arises
from the radius-guessing process. For the fully-dynamic
(k, z)-center problem, sub-linear time bounds are typically
achieved only when A is bounded by a polynomial function
of the data size, or when the metric has bounded doubling
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dimension. As pointed out in the literature (Bhattacharjee
& Moshkovitz, 2021), these assumptions can be restrictive,
where a bounded aspect ratio does not cover natural in-
puts generated from mixture models. In the worst cases,
the aspect ratio A can be arbitrarily large (Bhattacharjee &
Moshkovitz, 2021; Nguyen et al., 2022), which may limit
the scalability of algorithms whose update or query time de-
pends on A. Moreover, in static settings, the A-dependence
can often be reduced by using a binary-search strategy
over candidate radii, which improves the overhead from
O(log A) to O(loglog A). However, the binary search-
ing strategy does not generally extend to dynamic updates.
There is no available deterministic procedure that can sup-
port binary search for improving the update time. Therefore,
a central challenge in approximation algorithms design for
the fully-dynamic (k, z)-center problem with improved time
bounds is to minimize the impact of the aspect ratio A.

On the other hand, for k-clustering problems (such as k-
means and k-median) in the static setting with outliers (Chen
et al., 2018; Deshpande et al., 2020; Huang et al., 2025)
or the fully-dynamic setting (Bhattacharya et al., 2023)
(without outliers), there are algorithms that can achieve A-
independent time bounds using sampling-based approaches.
Specifically, these approaches usually adapt a continuous
sampling strategy, which iteratively covers a certain frac-
tion of points instead of using fixed clustering radius. In
this way, the clustering radius can be automatically deter-
mined during the covering process, which avoids the radius
guessing process. These results shed some light on how sam-
pling can be used to remove the aspect-ratio dependence.
However, a key challenge is to bound the number of points
discarded as outliers. During the sampling and covering
process, once the size of uncovered data points becomes
comparable to the outlier budget, the uncovered set is no
longer dominated by true inliers. As a result, the sampling
procedure may discard significantly more than z outliers,
or require a sample size that grows with the data size to
preserve approximation guarantees. Even in static (k, z)-
center setting, existing sampling-based approaches typically
achieve a constant approximation only when a large fraction
of the uncovered points (i.e., O(z) points) are discarded
as outliers (Chen et al., 2018). Consequently, it remains
unclear how to adapt these sampling-based ideas to ensure
that no more than (1 + €)z points are discarded as outliers
in the static setting, and how to further generalize them to
the fully dynamic setting with insertions and deletions.

1.1. Our Contributions

This paper focuses on the fully-dynamic (k, z)-center prob-
lem in general metric spaces. The main objective is to design
algorithms that can achieve efficient update and query times,
while maintaining constant approximation with only (1+4-¢€)z
outliers discarded. In this setting, existing approaches typ-

ically assume prior knowledge on the bounds for pairwise
distances and rely on radius-guessing strategy to maintain
approximate solutions. Although effective, this usually in-
troduces an O(log A) overhead in the update or query time
(Biabani et al., 2024; Chan et al., 2022), which can become
dominant when the aspect ratio A is large.

Our main contribution is a new layered-sampling approach
that can achieve A-independent update and query time,
while removing any prior assumptions on pairwise-distance
bounds. The intuitive idea behind is to maintain a sequence
of layered structures via a greedy coverage strategy, where
each layer selects representatives from the currently uncov-
ered points and then peels off the points that are close to
these representatives. Rather than fixing a covering radius
in advance, each structured layer induces its own radius
through the representatives it selects and the covered points
they capture. Therefore, the algorithm can avoid the radius
guessing process during the updates. To obtain a sharper
bound on the discarded outliers, we introduce a stage-wise
construction scheme that builds the layered structure pro-
gressively. At the very beginning, the initial layers consist
of small samples, which aims to cover most inliers. After
this stage, a transition layer is constructed to obtain high-
quality representatives for the remaining uncovered points,
by slightly increasing the representative sample size. Finally,
a fine-grained division stage is used to construct subsequent
layers that recover the discarded inliers in small batches,
thereby ensuring that no more than ez inliers are missed.
These components together ensure that at most (1 + €)z
points are discarded as outliers when receiving a query.

To guarantee sub-linear update time, an update-delay rule is
adapted to avoid repairing the layered structure after every
single insertion or deletion. Instead, updates are recorded by
counters, and the maintained layered structures are rebuilt
only when the accumulated point changes reach a certain
threshold. This spreads the reconstruction cost over a series
of updates and thus yields sub-linear update time.

Upon receiving a query, the layered structures are used
to construct a series of weighted point sets, referred to as
summaries, that can effectively represent the original dataset.
Queries are answered by executing an existing (k, z)-center
routine on the resulting weighted summaries. To further
eliminate the aspect ratio dependency on the query time, a
greedy pre-processing is applied to merge representatives
that are close to each other in the summaries. With this step,
the remaining representatives exhibit a separation property.
Under this structure, either an approximate optimal radius
is reflected by a pairwise distance between representatives
and can be identified by a binary-search procedure over
these distances, or the top-k representatives with the largest
weights already capture almost all inliers and directly yield
a feasible solution. In both cases, the query can be answered
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Table 1. Comparisons with previous fully-dynamic (k, z)-center algorithms, where k is the number of clusters, z is the outlier budget, A
is the aspect ratio of the dynamic data, ddim is the doubling dimension, ¢ is used to control number of additionally discarded outliers.

Metric Update Time Query Time Approximation  Outliers Discarded Ref
Doubling M%) log A W(k +2)%log A 2+¢ z Pellizzoni et al. (2023)
Doubling  O((x + 2)log(£2))  O((x + 2)%klog(Ex + 2)) 3+e z De Berg et al. (2023)
Doubling e(ﬂ%m) log nlog A Eo(ﬁk lqg nloglog A 3+e€ z Biabani et al. (2023)

General O(% log A) O(Klog” kloglog A 14+e (1+€)z Chan et al. (2022)
General O(e73k8log klog A) O(k) 4+e€ (1+€)z Biabani et al. (2024)
General O(k?/e) O(k?/eh) O(1) (1+€)z Ours

without relying on A-dependent radius searching. Putting
all these together, we have the following results.

Theorem 1.1. There exists a randomized algorithm for the
Sully-dynamic (k, z)-center problem such that with constant
probability, an O(1)-approximate solution can be returned
with (14€)z outliers discarded, where the amortized update
time is O(k? /*)" and the query time is O(k?/e*).

To further enhance the scalability, under mild assumptions
on optimal cluster sizes, we also present a faster fully-
dynamic (k, z)-center algorithm via data compression tech-
niques. The key strategy behind is to compress the data size
through independent sampling during the updates, where
each point is sampled with probability independent of data
size. This further reduces the data size by a factor of z,
while introducing only O(1) approximation loss. We fur-
ther complement this result with a lower bound showing
that, in the general metric space query model, any algorithm
with O(1)-approximation and O(z) outliers discarded must
incur Q(k?/z) update time. This indicates that our results
are close to the best possible bound under this model.

Theorem 1.2. Under the assumption that each optimal
cluster has size )(z), there exists a randomized algorithm
for the fully-dynamic (k, z)-center problem such that with
constant probability, an O(1)-approximate solution can be
returned with O(z) outliers discarded, where the amortized
update time is O(k?/z) and the query time is O(k*/z).

Theorem 1.3. Any randomized algorithm for the fully-
dynamic (k, z)-center problem in the setting k > C, z >
Cklogk, and n > Cz for an absolute constant C' that with
probability at least 0.5 gives an O(1) approximation with
O(z) outliers discarded in the general metric space query
model, requires Q(k? /) update time.

Table 1 presents the comparisons with previous fully-
dynamic (k, z)-center algorithms. It can be seen from the
table that, our proposed method is the first to achieve both
update and query times that are independent of the aspect
ratio A, while maintaining comparable guarantees on clus-

"Note that in this paper, we use O notation to hide polylogarith-
mic factors in the data size n, where the detailed time complexity
with big O notations is given in the Appendix

tering quality with only (1 + €)z outliers discarded.

To summarize, the main contributions are as follows.

* We propose a layered-sampling method for the fully-
dynamic (k, z)-center problem that eliminates the aspect
ratio dependency on both the update and query time. The
proposed method makes no assumption on pairwise dis-
tance bounds and can guarantee a constant-factor approxi-
mation with (1 + €)z outliers discarded.

* Under mild assumptions on optimal cluster sizes, we
propose a faster fully-dynamic (k, z)-center algorithm
with both O(k?/z) update and query time, guaranteeing
a constant-factor approximation with O(z) discarded out-
liers. This is complemented by a lower bound of (k2 /z)
on the update time in the general metric query model.

2. Preliminaries

In this section, we provide a brief introduction to the (k, z)-
center problem and the dynamic model used in this paper.

Let P be a set of data points. For any two points z,y € P,
denote 6(x,y) as their distance. We assume that the algo-
rithm is given oracle access to distances in the underlying
metric, where a query to d(x,y) for any x,y € P can be
answered in O(1) time. Given a subset C C P, denote
d(p,C) = min.cc d(p, c) as the distance from a point p
to its closest center in C. For any two sets A, B C P,
let §(A, B) = max,c4 d(z, B) be the clustering cost of A
induced on the set B. Given two point sets A and C to-
gether with a radius r € R, define B(A,C,r) ={z € C:
d(z, A) < r} as the subset of C' covered by balls centered
at points in A with radius r. For a (k, z)-center instance, we
use 7 and Z* to denote the sets of true inliers and outliers
in the optimal solution (ties are broken arbitrarily), respec-
tively. The k-center with outliers problem (also denoted as
the (k, z)-center problem) is defined as follows.

Definition 2.1. Let (P, k, z) be a given (k, z)-center in-
stance in a metric space, where P is the point set, £k € N
is the number of clusters, and z € N is the outlier budget.
The goal of (k, z)-center problem is to find a set C' C P
of centers with |C| < k and a candidate outlier set Z C P
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with | Z| < z such that the maximum distance from points
in P\ Z to their closest centers in C' is minimized, i.e.,

MiNoCp,ZCP:|C|<k,|Z|<z M8Xpe P\ 2 3(p, C).

In the fully-dynamic setting, we also assume that the al-
gorithm is given oracle access to distances in the under-
lying metric. The dataset P evolves through a dynamic
stream that starts from an initial point set P (note that P
can be an empty set) and then receives a sequence of in-
sertion and deletion operations. At each time step ¢, either
a new point is inserted into the current dataset or an ex-
isting point is deleted, where deletions are allowed only
for points that are currently present. We use P; to denote
the point set after the ¢-th update. When it is clear from
the context, the subscript is omitted. Given a positive in-
teger T', we use [T] to denote the set {1,2,...,T}. Let
dt ., and d! .. denote the minimum and maximum pair-
wise distances that appear at time step ¢ during the update
sequence, namely d . = min{é(z,y) : =,y € P} and
dmax = max{d(z,y) : x,y € P;}. Define the aspect ratio
as A = max;>odh . /dL ... Unlike previous work (Bia-
bani et al., 2024; Chan et al., 2022), we assume no prior
knowledge of A or any bounds on pairwise distances.

The Fully-Dynamic (%, z)-center Problem. In this prob-
lem, we are given a dynamic stream. At each time step ¢, the
input consists of the current point set P;_; and parameters k
and z, where k is the number of clusters and z is the outlier
budget. The goal is to maintain dynamic data structures with
efficient update time such that, upon receiving any query
at time step ¢, a center set C' C P, can be returned with
minimized (k, z)-center objective on the instance (P, k, 2).

Roadmap. The rest of the paper is organized as follows.
Section 3 introduces our main approach: we construct a lay-
ered weighted summary that preserves enough information
to recover a constant-factor approximation for k-center clus-
tering with outliers. Section 4 further accelerates this frame-
work by refining the update and query procedures, leading
to faster dynamic performance. We provide the complete
algorithmic descriptions, auxiliary data structures, and full
proofs in the appendices, including the static construction,
the dynamic invariants, the approximation analysis, and the
detailed update-time and query-time bounds.

3. Aspect Ratio Independent Algorithms for
Fully-Dynamic (%, z)-center Problem

In this section, we present new algorithms for the fully-
dynamic (k, z)-center problem. The main objective is to
design algorithms with efficient update and query time that
are independent of the aspect ratio A, while maintaining a
constant-factor approximation. However, as pointed out in
previous work (Chan et al., 2024), achieving any constant
approximation with exactly z outliers discarded requires

Q(z) update time. In many practical scenarios, outliers may
take a non-negligible fraction of the clustering data (i.e., z =
©(n)), where the lower bound update time becomes 2(n).
This can limit the efficiency and scalability of dynamic
algorithms with exactly z outliers discarded. Hence, to
achieve sub-linear update time, the focus is on the bi-criteria
settings that allow discarding up to (1 + €)z outliers.

The intuitive idea behind our proposed method is to dynam-
ically maintain small weighted summaries (similar to weak
coreset or weighted instance) induced by a sequence of lay-
ered structures, where queries can be answered by executing
an existing (k, z)-center routine on the summaries to obtain
the final clustering solutions. To avoid the radius guess-
ing, each layer consists of a random sampled representative
set that covers certain fractions of the currently uncovered
points, where the covering radius is determined adaptively
by these representatives and the points they capture.

Although the sampling and greedy covering strategy avoids
the radius guessing process, this process does not provide
the desired guarantees on the number of outliers discarded
(Chen et al., 2018). To address this issue, we propose a new
sampling-based approach that separates the layered struc-
ture constructions into different stages. The initial layers
cover most inliers and shrink the uncovered set geometri-
cally. Once the uncovered set becomes comparable to the
outlier budget, a transition layer is constructed by slightly
increasing the sample size such that most large optimal clus-
ters can be captured, leaving at most (1 + €)z uncovered
points. However, the uncovered residue may still contain
more than ez inliers in the worst case. Directly executing
a (k, z)-center routine on the representatives can lead to far
more than (1 + €)z discarded outliers. Therefore, the final
layers perform a fine-grained division of the residual points
and incorporate them in small batches by updating only the
weights of the transition representatives. This yields a se-
quence of weighted summaries that gradually recover the
discarded inliers. Among them, there exists one summary
with at most ez uncovered inliers, which can yield a constant
approximation while discarding (1 + €)z outliers.

During the updates, the sampling distributions are main-
tained using Bernoulli processes. To guarantee sub-linear
update time, the layered structures are maintained through
an update-delay rule, where reconstruction is triggered only
after insertions and deletions accumulate beyond a certain
threshold. This spreads the rebuild cost over a sequence
of updates, and we show that the delayed maintenance in-
troduces only a constant-factor loss in approximation guar-
antees. For the query process, we propose a greedy pre-
processing method that merges representatives close to each
other in the weighted summary. After the merging step, the
remaining representatives satisfy a well-separated property.
Under this structure, either an approximate optimal cluster-
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ing radius can be captured by the pairwise distances between
representatives, or the top-k representatives with the largest
weights already cover almost all inliers and yield a feasible
solution. In both cases, queries are answered without using
any A-dependent radius-search procedure.

The rest of this section presents the formal algorithms
and analyses. We first propose the static layered-sampling
method in the offline setting and describe data structures
required. Then, we show that the offline setting can be ex-
tended to the fully-dynamic setting with slight modifications
on the data structures by incorporating update-delay rules.

3.1. The Static Algorithm

Our starting point is a static algorithm which gives a 24(1 +
€)-approximation for the (k, z)-center problem. Due to
space limit, we present only a high-level description here
and leave the detailed analysis in appendix (Appendix B).

The high-level idea behind is to compress the input into a
sequence of layered structure (denoted as data structure
D) consisting of randomly selected representatives. In-
stead of relying on a fixed-radius covering strategy induced
by optimal-radius guessing, the proposed layered-sampling
method covers a fixed fraction of the currently uncovered
points in each iteration based on the sampled representa-
tives, where the covering radius is adaptively determined
by the distance to the farthest covered point. In general, the
layered structure D should satisfy the following properties.

* The data structure D maintains a collection of h layers.
These layers are further divided into three types by a
separating index ¢* < h. Layers with indices j < ¢* form
the type-1 layer, the layer with index j = ¢* forms the
type-2 layer (also denoted as the transition layer), and
layers with indices j > ¢* form the type-3 layer.

* Each layer is represented by a tuple (U;, S;, X;, pi, w;)
(for some index i < h), where U; denotes the set of
currently uncovered data points, .5; is the set of represen-
tatives in the i-th layer, X; C U; denotes the set of points
covered in the i-th layer by balls of radius p; centered
at representatives in S;, and w; : S; — R is a mapping
function that assigns a weight w; (p) to each p € S;.

* It is guaranteed that for each type of layer, the covered
point set takes a certain fraction of the uncovered point
set, i.e., | X;| = a;|U;] holds for some 0 < «; < 1.

To construct the layered structure D, the proposed layered-
sampling algorithm (detailed in Algorithm 1) proceeds in a
sequence of stages. At the very beginning, the full dataset
is considered as uncovered points (step 1 of Algorithm 1).
The initial layers cover a constant fraction of the uncovered

Algorithm 1 Layered-Sampling(P, k, z, «, €)

Input: A k-center with outliers instance (P, k, z), parame-
ters0 < w<1/2,0<e< 1.
Output: A set C of clustering centers.

i+ 1,Uy + P,C + 0, ¢ + max{k,log|P|}, .

2: while ;| > 8z do

3:  Sample a set .S; of O(¢) points randomly and inde-
pendently from ;.

4:  Let p; be the smallest radius s.t. |B(S;,U;, p;)| >

5: XZ%B(SZ,UZ,[JZ),C%CUSZ

6:  Assign each p € X; to its nearest center o(p) =
arg mingeg, 6(p, ), and set w;(s) = ’{p € X, :
o(p) = s}|foreach s € S; .

7: Z/{H_leL{z\XZ,z%erl

8: end while

9: % 1.

10: Call Residual-Peeling(i*, U;«, k, 2, €) algorithm to ob-
tain the maximum layer index h, and a sequence of
layered structures (U;, S;, X, pj, w;) for j € [i*, h].
{Detailed in Algorithm 3 in Appendix B}

11: Construct D = {(U;, S;, X;, pj,w;) : j € [1,h]}

12: Cy = Center-Selection(D, i*, h, k, z, €). {Detailed in
Algorithm 4 in Appendix B}

13: return Cy.

points and aggregates them onto small sets of representa-
tives (steps 2-8 of Algorithm 1). By repeating this procedure,
the algorithm ensures that the vast majority of inliers can be
covered with bounded radii, where only O(z) points remain
uncovered (the stopping condition in step 2 of Algorithm 1)
after this stage. To handle the uncovered points, a residual
peeling procedure (step 10 of Algorithm 1) is proposed,
where the representative sample size is slightly increased
to cover most inliers belonging to large optimal clusters.
During the Residual-Peeling stage, a fine-grained division
strategy is used to recover missed inliers (see Appendix B
for details), where uncovered points are incorporated into
the representatives in small batches. It can be guaranteed
that there exists at least an incorporation at which the num-
ber of uncovered inliers is bounded roughly by ez.

The maintained representatives and their weights can be
leveraged to construct weighted instances (also called
weighted summaries). Then, any query can be answered by
executing a (k, z)-center routine on the summaries to return
the final clustering solution. However, a remaining issue is
that existing (&, z)-center algorithms typically rely on radius
guessing to maintain uniform-radius clusters, which may
reintroduce aspect-ratio dependence in the query time. Thus,
on top of the layered structures, our algorithm proposes to
adapt a greedy center selection step to avoid the radius
guessing process (step 12 of Algorithm 1). It first applies
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a pre-precessing step (details in Appendix B) to merge the
candidates close enough to each other, where the remaining
representatives can behave well-separated properties. Then,
there are two cases that may happen: (1) a binary search
over the pairwise distances between the representatives can
yield an approximate optimal radius such that a final cen-
ter set can be constructed with provable guarantees; or (2)
selecting the top-k representatives with largest weights di-
rectly yields satisfied clustering solutions. In both cases, the
A-dependent radius guessing process can be avoided.

The following theorem shows that with constant probability,
the proposed Layered-Sampling algorithm can yield a 24(1+
€)-approximate solution for the (k, z)-center problem with
near-linear running time in the data size, where the number
of outliers discarded can be bounded by (1 + €)z.

Theorem 3.1. With constant probability, Layered-Sampling
can return a 24(1 + e)-approximate solution in time
O(nk/e® + k2 /e*) with (1 + €)z outliers discarded.

Note that the time complexity for the static algorithm (Al-

gorithm 1) with big O notation is O(nklogn + ”’“i‘;g kg

K 1:3‘,52 " Jog( X loeg ) log (k 1:2g * )) , where the detailed anal-

ysis is presented in Appendix B.

3.2. The Dynamic Algorithm

The intuitive idea behind the dynamic algorithm is to main-
tain similar layered structure as in the static setting. To
achieve efficient update time, an update-delay strategy is
adapted to postpone the reconstructions until the insertions
and deletions accumulate beyond a certain threshold.

In general, the layered structure D’ in the dynamic setting
follows a similar form as in the static setting. The difference
is that each layer maintains a counter that records the num-
ber of insertions and deletions since its last reconstruction.
Once the counter reaches a fixed fraction of the size for the
current uncovered set, the structure D’ is reconstructed. In
addition, the structure D’ maintains a set Z of candidate
outliers, which collects points from insertions that are not
updated immediately. The properties of the dynamic data
structure D’ is summarized as follows.

¢ The data structure D’ maintains a collection of h layers.
These layers are further divided into three types by a
separating index ¢* < h. Layers with indices j < ¢* form
the type-1 layer, the layer with index j = ¢* forms the
type-2 layer (also denoted as the transition layer), and
layers with indices (5 > ¢*) form the type-3 layer.

* Each layer is represented as a tuple (U;, S;, X;, pi, w;)
(for some index ¢ < h), where U; denotes the set of
currently uncovered data points, .S; is the set of represen-
tatives in the i-th layer, X; C U; denotes the set of points

covered in the i-th layer by balls of radius p; centered
at representatives in .S;, and w; : S; — R is a mapping
function that assigns a weight w;(p) to each p € S;.

* It is guaranteed that for each type of layer, the covered
point set takes a certain fraction of the uncovered point
set, i.e., | X;| = a;|U;] holds for some 0 < «; < 1.

* Each type-1 and type-2 layer maintains a counter n;,
which denotes the number of updates to U; since the last
time U; is rebuilt. For each layer with index ¢ < ¢*, let
UPLP denote the state of the uncovered set in the i-th layer
since the last time it was reconstructed. The counter is
used to trigger the updates of the layered structure. There
is a parameter 0 < 7 < 1 (to be specified) such that
n; < 7[UPP| holds for each layer with index i € [1,4*].

e The data structure D’ also maintains a set Z of candidate
outliers during the whole dynamic update processes.

The formal description for the proposed dynamic algorithm
is presented in Algorithm 2. Due to space limit, we give a
high-level description of the main update strategies, leaving
detailed analysis in appendix.

Algorithm 2 FastDynamicClustering(P, k, z, €, i, T)

Input: A sequence S = {01,029, ...,0;} of update opera-
tions, an initial dataset P, parameters k, z, €, a, T.
1: Initialize a data structure D’ by calling the Layered-
Sampling(P, k, z, v, €) algorithm.
2: Initialize n; = 0 for each i € [i*], and set Z = 0,
where ¢* is the separating index for D’.
3: for 0; € S do
4:  if o, is to insert a point = then

5: Call Insert(x, 7) to update D’. {Detailed in Algo-
rithm 6 in Appendix C}

6: elseif o; is to delete a point = then

7: Call Delete(z, 7) to update D’. {Detailed in Algo-
rithm 7 in Appendix C}

8: endif

9:  For a specific query, call the Center-Selection Algo-
rithm (Algorithm 4) based on D’ to obtain a solution
by setting the input z as z — | Z|, where Z is the set
of candidate outliers maintained by D’.

10: end for

Handling the Insertion: The algorithm for handling the in-
sertion operations are presented in Algorithm 6 in Appendix
C. After receiving an operation for inserting a point z, it
is simply regarded as an uncovered point in type-1 layers,
where the algorithm adds x to the uncovered set {/; for each
type-1 layer. Meanwhile, the counters (i.e., n;) are also
updated to record how many changes have been made since
last rebuild. Then, we need to consider that  might be
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selected as a representative in the transition layer. To main-
tain the sampling distribution, a Bernoulli sampling step
is performed on z to simulate the event that x is selected
uniformly at random as the representatives in the transition
layer. If z is sampled as a representative, then the layered
structure is rebuilt from the transition layer to maintain the
insertion invariant. Otherwise, the algorithm treats = as a
candidate outlier and inserts it into the uncovered sets I{; for
all ¢ € [1*, h] as well as the outlier candidate set Z. Once
the counters indicate that a certain fraction of updates (i.e.,
ni > 7 - [UPTP| for some parameter 0 < 7 < 1) have been
made for a specific layer, then the algorithm reconstructs
the layered structures from such layer and reset the counter.

Handling the Deletion: The algorithm for handling the
deletion operations are presented in Algorithm 7 in Ap-
pendix C. For each deletion operation that removes a point
x from the current data, there are several cases that may
happen: (1) z is a representative in S; for some layer with
index ¢ < #*; (2) x is a representative in the transition layer;
(3) x is a covered point in X; for some layer index i < h;
(4) x belongs to the set Z of candidate outliers. If case (1)
happens, the point z is removed from .S;, and an alternative
x' € X; with 2’ # z and o(z) = o(z’) is selected to re-
place = as a new representative. If case (2) happens, then
the layers are rebuilt from the ¢*-th layer (i.e., the transition
layer) since the current representative set .S;« may no longer
follow a uniform sampling distribution. Finally, if case (3)
or case (4) happens, z is removed directly from X; or Z.
Meanwhile, the algorithm updates the counters to record
how many changes have been made since the last rebuild.
Once the counters indicate that a certain fraction of updates
(e, n; > 7- |Z/liOLD| for some parameter 7) have been
made for a specific layer, then the algorithm reconstructs the
layered structures from such layer and reset the counters.

The Rebuild Procedure: The algorithm for rebuilding the
layered structure is presented in Algorithm 8 in Appendix C.
Given a layer index 7, the rebuild procedure reconstructs the
layered structure from the j-th layer by invoking the static al-
gorithm with the uncovered set I{; as the input. Meanwhile,
the counters and separating index are reset accordingly.

Based on the update strategies, the layered structure can
maintain the following invariant during the updates.

Invariant 3.2. Given a parameter 0 < T < 1, it holds that
ni < T|UPP| for each i € [1,i*].

Intuitively, the above invariant ensures that the layered struc-
ture maintained by our dynamic algorithm remains close
to the layered structures of the static setting in Section 3.1.
Based on this property, there are O(1/e) layers maintained.
During the updates, the event that an insertion or deletion af-
fects the representative set in the transition layer occurs with
uniform probability distribution according to Bernoulli sam-
pling steps. Thus, the expected number of reconstructions

is small with update time independent of the data size.

Lemma 3.3. Exclude the Rebuild procedure, the expected
update time for our dynamic algorithm is O(k?/e3).

If the reconstruction is invoked when a specific layer counter
reaches its threshold, then the rebuild cost can be amortized
over the updates since the last reconstruction, where a sub-
linear time bound can still be obtained.

Lemma 3.4. If a reconstruction is invoked when a spe-
cific layer counter reaches its threshold, then the amortized
update time for reconstruction can be bounded by O(k/€*).

For approximation guarantees, Invariant 3.2 intuitively indi-
cates that the dynamic structure D’ can share similar prop-
erties of the structure D in static settings. Upon receiving a
specific query, by invoking a center selection algorithm as
used in static settings (i.e., Algorithm 4 in Appendix B), an
O(1)-approximate solution can be obtained with (1 + €)z
outliers discarded. Putting all these together, Theorem 1.1
can be proved (detailed proofs are in Appendix C).

4. Faster Algorithm for Fully-Dynamic
(k, z)-center via Data Compression

In this section, to further speed up the update and query
time, we propose sampling-based schemes to reduce the
data size while maintaining approximation guarantees under
mild assumption of optimal cluster sizes. Specifically, for
the (k, z)-center problem, an independent random sampling
scheme (Lemma 4.1) is available to construct a small subset
of the original data with preserved theoretical guarantees.

Lemma 4.1. Let (P, k, z) be a k-center with outliers in-
stance, and let S C P be a set obtained by sampling each
data point independently with probability p = 4127(2%). De-
fine a new instance (S, k,2) with 2 = %g}gk) Sor some
parameter 0 < n < 1 such that € > 33 Under the assump-
tion that each optimal cluster in P has size at least 3ez, if
an algorithm A returns a (-approximate solution with z
outliers discarded, a (¢ + 2)-approximation on P with z

outliers discarded can be achieved with probability (1 —n)
41n(2k)

by executing A on S with zZ = 7

Based on the data compression scheme, our strategy is to
adapt Bernoulli sampling steps to simulate the randomly
independent sampling distribution during the updates, where
the update and query time can be further improved by a
factor of z (detailed proofs are in Appendix D). For each
insertion, a Bernoulli sampling step (step 5 of Algorithm 10)
is performed to simulate that z is sampled to form the weak
coreset S. Since the sampling probability is independent of
the data size, the insertion and deletion operations on the
points are independent of each other, while guaranteeing the
probability distributions for constructing S.
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We further complement this result with a lower bound show-
ing that, in the general metric space query model, any algo-
rithm with O(1)-approximation and O(z) outliers discarded
must incur Q(k2/2) update time (see Appendix D). At a
high level, the theorem is proved by constructing a dis-
tribution over instances in the general metric space query
model such that no deterministic algorithm can succeed with
probability exceeding 0.5 under this distribution. Hence,
the stated randomized lower bound then follows by Yao’s
minimax principle (Yao, 1977).

To prove a lower bound for the update time, our strategy is
to transfer this static lower bound to the dynamic setting. A
key observation is that the query time has lower bound of
(k) since there are k clusters. Consider an incremental k-
center data structure with amortized update time u(n, k, 2)
and query time g(n, k, z). By inserting the n points of one at
a time and then raise a query when all the points have been
inserted, the dynamic algorithm can be modified in this way
to obtain an approximate solution in static settings with an
overall running time of n-u(n, k, z) +q(n, k, z). According
to Theorem D.1 (see Appendix for details), we have n -
u(n, k, 2)+q(n, k, 2) = Q(nk?/z) in the the general metric
space query model. Then, since a fully-dynamic (k, z)-
center algorithm should have Q(k) query time, an update
time lower bound of (k?/z) can be obtained

5. Conclusions and Discussions

Conclusions. This paper presents constant-factor approxi-
mation algorithms for the fully dynamic (k, z)-center prob-
lem that achieve A-independent update and query times
with (1 + €)z discarded outliers. To the best of our knowl-
edge, this is the first fully dynamic (k, z)-center approach
that removes aspect-ratio dependence with provable guar-
antees. An interesting future direction is to extend our
proposed methods to MPC settings. Our method is built
from two main ingredients: independent sampling and ball
division. The sampling component is based on uniform sam-
pling and is naturally parallelizable, while the main obstacle
is the ball-division step. In geometric settings, a possible
route is to combine with hashing-based tools such as consis-
tent hashing or LSH to approximately implement this step.
Additionally, another interesting future direction is to extend
the proposed framework to k-median/k-means objectives,
although extending it would require new analysis.

Discussion of Limitations. A potential limitation of our
proposed methods is that the improvements in the update
and query times depend on the ranges of the aspect ratio
for the given clustering instances. When the aspect ratio
is polynomially bounded in the data size, the log A depen-
dence in prior work can be comparable to the O(logn) and
additional O(log k) factors in our bounds. However, as

pointed out in prior work (Cohen-Addad et al., 2022), A
can be much larger than polynomial in the input size, and in
the worst case may even be arbitrarily large (Bhattacharjee
& Moshkovitz, 2021). Such large aspect ratios can also
arise in practice, for example in high-precision sensing, or
datasets with many near-duplicate points, and this can nat-
urally occur in fully dynamic settings. In these regimes,
removing the explicit dependence on A yields a clear advan-
tage. Additionally, for our proposed algorithms, the removal
of aspect ratio can induce larger approximation loss in clus-
tering quality guarantees compared with previous results
that are dependent on the aspect ratio A. How to develop
new algorithms with improved approximation guarantees is
an interesting problem that deserves further study.

Broader Practical Implications. The k-center problem
belongs to the same family of center-based clustering ob-
jectives as k-median and k-means, differing mainly in how
assignment costs are defined. Thus, k-center captures a
complementary notion of clustering quality, which is also
relevant in ML. Additionally, both k-center and k-center
with outliers have been extensively studied in the ML com-
munity, including coreset-based batch active learning and
settings with noisy or fully dynamic data. In such regimes,
worst-case coverage and robustness to outliers are natural
requirements, making fully dynamic k-center with outliers
relevant to ML rather than purely algorithmic. Methodolog-
ically, our contribution is not only a new result for k-center,
but also an extension of layered sampling to robust fully
dynamic setting. More broadly, it can serve as a useful tool
for practical ML algorithms on large-scale and noisy data.
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Technical Appendices and Supplementary Material

A. Introduction to the Existing Algorithms for Static (%, z)-center Problem

In the following, we summarize the approximation results for the (k, z)-center problem in static settings.

The k-center with outliers problem (i.e., the (k, z)-center problem) was formulated by Charikar et al. (2001), where a
set of z data points is allowed to be discarded as outliers while minimizing the standard k-center objective. Following
this formulation, Charikar et al. (2001) proposed a polynomial-time 3-approximation algorithm in metric spaces using a
greedy coverage strategy. Chakrabarty & Negahbani (2019) proposed a reduction-based approach, achieving an improved 2-
approximation in polynomial time, where the approximation guarantees match the approximation lower bound on clustering
quality for the k-center objective (Gonzalez, 1985). Moreover, Grunau & Rozhon (2022) demonstrated that achieving any
constant approximation for the (k, z)-center problem with exactly z outliers discarded requires a time complexity of €2(2?).
In the worst case when the dataset contains significant noise (i.e., z = 2(n)), the runtime lower bound becomes quadratic.

To obtain near-linear (or linear) running time in the data size, a separate line of research focuses on bi-criteria approximation
algorithms, where the number of clusters or the outlier budget is allowed to be slightly relaxed. In this setting, Ding et al.
(2019) developed a sampling-based algorithm that achieves a 2-approximation in time O(nk/e), where the number of
centers opened is O(k/¢) and the number of outliers discarded is (1 + €)z. Bhaskara et al. (2019) proposed a greedy method
achieving a (2 4 ¢)-approximate solution in time O(nk log log(nA)/¢), while discarding O(z log k) outliers. Grunau and
Rozhoii (Grunau & Rozhoti, 2022) proved a runtime lower bound of O(nk?/z) for achieving any O(1)-approximation
with O(z) outliers discarded. In distributed settings, several constant approximations with (1 + €)z outliers discarded were
known (Li & Guo, 2018; Huang et al., 2023). However, these methods still incur dependencies on the aspect ratio terms,
either in the communication cost (Li & Guo, 2018) or in the coordinator’s running time (Huang et al., 2023).

B. The Static (k, z)-center Algorithm

In this section, we provide a detailed analysis for the proposed static (k, z)-center algorithm (i.e., the Layered-Sampling
algorithm in Section 3.1). At a high level, the proposed algorithm constructs a sequence of weighted instances (also called
the weighted summaries) of size O(k /€) by selecting representative from the dataset. Each representative is associated with
an integer weight denoting the number of points in the given dataset that are assigned to it. These weighted representatives
help to compress the data sizes, while maintaining provable clustering-quality guarantees.

As discussed in the main context, a recurring issue in existing weighted summary construction is that the summary size
should usually depend either on the aspect ratio A (Chan et al., 2022; Biabani et al., 2024; Li & Guo, 2018) or on the outlier
budget z (Chen et al., 2018; Huang et al., 2025; Deshpande et al., 2020). To address this issue, we propose to construct the
representatives using a layered structure, where different types of layers are maintained for different roles. Starting from the
full dataset as the uncovered set, the layered structure is constructed by covering a fixed fraction of the currently uncovered
points in each layer. During the covering process, the layers with smaller indices select representatives that can cover the
majority of inliers, where the number of uncovered inliers shrinks geometrically and only a small fraction of inliers remain
outside these layers (with roughly O(z) uncovered points). The layers with larger indices are constructed on the remaining
uncovered points, aiming to recover inliers that are missed by the earlier layers. Based on these layered structures, the
algorithm forms summaries by combining different layer types, producing a sequence of candidate summaries associated
with different outlier budgets. Among the constructed summaries, we will show that there exists one summary in which only
€z inliers are discarded. Finally, by executing a weighted (k, z)-center routine (i.e., the 3-approximation greedy algorithm
(Charikar et al., 2001)) on the summaries, an O(1)-approximate solution with (1 + €)z outliers discarded can be obtained.

B.1. The Data Structure Required

In the following, for better consistency, we also list the properties for the data structure required as presented in the main
context. In general, the data structure D should satisfy the following properties.

 The data structure D maintains a collection of & layers. These layers are further divided into three types by a separating
index ¢* < h. Layers with indices 7 < ¢* form the type-1 layer, the layer with index j = ¢* forms the type-2 layer
(also denoted as the transition layer), and layers with indices 7 > ¢* form the type-3 layer.

* Each layer is represented by a tuple (U;, S;, X;, pi, w;) (for some index ¢ < h), where U; denotes the set of currently
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uncovered data points, .S; is the set of representatives in the -th layer, X; C U; denotes the set of points covered in the
i-th layer by balls of radius p; centered at representatives in .S;, and w; : S; — R is a mapping function that assigns a
weight w;(p) to each p € 5;.

« It is guaranteed that for each type of layer, the covered point set takes a certain fraction of the uncovered point set, i.e.,
| X;| = «;|U;] holds for some 0 < «; < 1.

The layered structure D is constructed to separate the instance into an “inlier part” and a small uncovered residue that
contains most outliers together with a small fraction of inliers (the different parts are distinguished with the separating index
1*). More specific, layers with indices smaller than ¢* are constructed to select representatives that cover the majority of
inliers. The transition layer with index 7* is then constructed on this remaining uncovered set. Its role is to select additional
representatives that can cover most of the missed inliers, with a covering radius related to the optimal clustering radius.
Layers with indices larger than ¢* are used to progressively incorporate points from the uncovered residue by updating the
weights of the representatives in the transition layer. The incorporation process proceeds in batches, where each such layer
(with index larger than 7*) takes a small fraction of uncovered points that are closest to the representatives in S;«, while
updating only the corresponding weights. This mechanism gradually brings back uncovered inliers, while the outliers that
are far from all representatives remain excluded. It can be guaranteed that there exists one layer (with index larger than ¢*)
at which almost all inliers are incorporated whereas outliers far from the representatives are not included.

B.2. Detailed Algorithmic Descriptions and Analyses

In this subsection, we present the static (k, z)-center algorithm together with its analysis, describing how the layered
structure is constructed and how it yields the claimed approximation bounds.

Intuitively, our proposed static algorithm mainly consists of three stages: (1) Greedy-Coverage (steps 2-8 of Algorithm 1);
(2) Residual-Peeling (step 10 of Algorithm 1, which is detailed in Algorithm 3); (3) Center-Selection (step 12 of Algorithm 1,
which is detailed in Algorithm 4).

B.2.1. THE GREEDY-COVERAGE STAGE

During the Greedy-Coverage stage, the goal is to cover most inliers by repeatedly selecting representatives that capture
a fixed fraction of the currently uncovered points, thereby forming the type-1 layered structures. Starting from the full
dataset, the algorithm iteratively covers a certain fraction of data points and maintains a set U; (with Uy = P as stated
in step 1 of Algorithm 1) of uncovered data points. In each iteration, the algorithm samples a small set S; randomly and
independently from U/; (step 3 of Algorithm 1) to serve as representatives. Note that for type-1 layers, the sample size
(related to & = max{k,logn} as stated in step 1 of Algorithm 1) is fixed to be sub-linear in the data size. We will show that
this suffices to induce constant approximations. Then, based on the sampled representatives, the algorithm constructs balls
centered at these points and chooses the smallest radius p; such that a constant fraction « of I/; can be covered (where X is
the resulting covered set, see steps 4—5 of Algorithm 1). The points in X; are then assigned to their nearest representatives
in S;, and the weight of a representative is defined as the number of points assigned to it (step 6 of Algorithm 1).

The Greedy-Coverage stage repeats this procedure as long as the number of uncovered points is still much larger than the
outlier budget (i.e., |4;| > 8z in step 2 of Algorithm 1 stated as the stopping condition). Since the procedure removes at
least an a-fraction of the current uncovered points in each round, the size of U{; shrinks geometrically and the total number
of type-1 layers can be bounded by O(logn). At the end of this stage, most inliers have been covered by the sampled
representatives, where only a relatively small fraction of inliers remain uncovered.

As shown in the literature (Chen et al., 2018), the Greedy-Coverage stage takes O(nk log n) time to construct O(log n) layers.
For a specific layer index 4, given the set U; of uncovered points and any subset S" C U; with size ¢’ = X - max{k,logn}
for a large enough constant \, we define p(S’,U;) = min{r > 0 : |B(S’,U;,r)| > «a|U;|} as the minimum radius such
that balls centered at points in S’ can cover at least an a-fraction of points in I4;. Denote p; = ming:y,:|s/|=¢' p(S', U;)
as the optimal covering radius in the i-th layer. The following lemma shows that, with high probability, the type-1 layers
constructed can induce coverage radii that are comparable to the optimal ones.

Lemma B.1. (Chen et al., 2018) With probability at least 1 — 1/n?, we have p, > p;/2 for all layer index 1 < i < i*.

Let L* be the optimal clustering radius for a given (k, z)-center instance (P, k, z). Based on Lemma B.1, we will establish
a clear relationship between the optimal coverage radius p} and the optimal clustering radius L*. Recall that 7 is the set of

13



New Algorithms for Fully-Dynamic %-center with Outliers

true inliers in the optimal solution for a given (k, z)-center instance (P, k, z). Let H(P) = { Py, Py, ..., P}’ } be the set of
optimal clusters. The following lemma shows that p} can always be bounded by a constant factor of the optimal radius if the
number of uncovered points is larger than 8z.

Lemma B.2. Foreachi € [1,4*), it holds that p}, < 2L*.

Proof. Note that for a specific layer index ¢ < 4*, we have |i;| > 8z according to the stopping condition for the
Greedy-Coverage stage. Denote Z; = Z N U; as the set of uncovered true inliers before constructing the ¢-th layer. Let
PU;) = {P} : P € H(P), P NU; # 0} be the set of optimal clusters that intersect with the uncovered points in If;. We
will divide the optimal clusters of P(l;) into two different groups based on their sizes.

Define G; = {P} € P(U;) : | P nU;| > 3|U;|/(8|P(U;i)])} as the set of optimal clusters in P (I4;) containing data points
that account for at least a 3/(8|P(4;)|) fraction of the uncovered points in ;. Let M; = P(U;)\G; be the set of small
optimal clusters, accordingly. Since |{;| > 8z and there are only z true outliers, we have |Z;|/|U;| > 7/8. Then, it holds
trivially that |G;| > 0. Otherwise, the uncovered inliers only take strictly smaller than a 3/8 fraction of the uncovered points,
which contradicts with the fact that |Z;|/|U;]| > 7/8.

Next, consider an arbitrary optimal cluster P;; € G;. Let ¢, € P, NU; be an arbitrary uncovered data point in P
According to the triangle inequality, it holds trivially that the ball centered at ¢;, with radius 2L* (i.e., B(cp,U;, 2L*)) can
cover all the data points in P; N ;. Then, define S; as the set of centers which contain exactly one data point from each
Py such that P} € G;. It holds that |B(S,,U;,2L*)| > (1 —3/8 — 1/8)|U;| = 0.5[U;| > a|U;|, since we restrict that
0 < « < 1/2. This implies that p} < 2L*, because p} is the smallest radius over all center sets with size £’ (§' > |S}|) such
that balls of radius pj can cover at least an a-fraction of uncovered points in U4;. O

By combining Lemma B.1 with Lemma B.2, we can bound the coverage radius of our algorithm for type-1 layers constructed.

Corollary B.3. With probability at least 1 — 1/n?, we have p; < 4L* for each i € [1,i*).

B.2.2. THE RESIDUAL-PEELING STAGE

After the Greedy-Coverage stage, the separating index * is fixed accordingly (see step 9 of Algorithm 1), while the number
of uncovered points becomes comparable to the outlier budget z. Then, the algorithm enters the Residual-Peeling stage (step
10 of Algorithm 1, where the Residual-Peeling algorithm is detailed in Algorithm 3). The primary aim within this stage
is to further reduce the number of uncovered inliers to roughly ez, where € is the parameter for controlling the number of
additionally discarded outliers. The procedure begins by drawing a larger sample size of representatives from the current
uncovered set as new representatives (step 1 of Algorithm 3). Based on these representatives, the algorithm removes the
(1 + €)z points that lie farthest from S;«, forming an initial candidate outlier set F;- of outliers (step 2 of Algorithm 3).
By assigning each data point in U;+ \ F;+ to its nearest representative in S;-, the weights of representatives are updated
accordingly (step 3 of Algorithm 3). To this end, the tuple (U;+, S;+, X+, pi+, w;+ ) forms the transition layer.

Following this initialization, the Residual-Peeling stage repeatedly processes the uncovered set U/; (for each layer with index
i > 1*) by recovering the points that are closest to the representatives in .S;« (steps 5-10 of Algorithm 3). Specifically,
in each iteration, the procedure takes a small batch N; containing the nearest €z /2 points from the current uncovered set
to the representatives in S;« (step 6 of Algorithm 3), and incorporates them into the representatives in .S;« with updated
weights (step 8 of Algorithm 3). These points are also accumulated into a covered set R (step 7 of Algorithm 3). To update
the weights for the representatives, the covered points in the set R are assigned to their nearest representatives, and the
corresponding weights are updated (step 8 of Algorithm 3). This procedure is repeated until all points are covered, which
results in a sequence of type-3 layers.

In the following, we will show that the transition layer and the residual layers with indices larger than ¢* can yield good
approximations on clustering quality. In addition, there exists an index ¢ > ¢* such that the representatives can cover all but
at most ez inliers within a bounded radius, where the remaining uncovered inliers come only from small optimal clusters.

Recall that the Residual-Peeling stage first samples a set S;« of size ©(k log k/€) as new representatives. The goal is to
ensure that, after the sampling step, only a small number of inliers in U/;- have distances larger than 2L* to the representatives
in S;+. Our analysis starts by dividing the remaining uncovered optimal clusters in the ¢*-th layer into different groups. Let
PU;-) ={P} : P € H(P), P NU;~ # 0} be the set of optimal clusters that intersect with the uncovered points in I« .

Define G« = {Py € P(U;-) : |Py NUi<| > 55} and M= = P(U;~)\G~ as the set of large and small optimal clusters,
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Algorithm 3 Residual-Peeling(i*, U;~, k, z, €)

Input: A separating layer index +*, a set {/;~ of the remaining uncovered data points, parameter , 2, €.

Output: A sequence of layered structures {(U;, S;, X, pi, w;) : i € [¢*, h]}, where h is the maximum index of the layered
structure.

1: Sample a set .S;- of size @(@) randomly and independently from ;.
2: Let F;+ be the farthest (1 4 €)z points in U« to S+, and set X;« = Us» \ Fix.
3: Assign each p € X;« to its nearest center o(p) = argmingeg.. 0(p, s), set p;» = Maxgex,. 6(x, S;») and w;«(s) =
|{p € Xi+ : 0(p) = s}| foreach s € S« .
ui*+1 :Z/{i* \Xz*, i =" + ]., R = @
while |I4;] > 0 do
Set S; = S;+, and let V; be the set of the nearest < points in U; to S;.
R+~ RUN;, X; — N;.
Assign each p € X;; to its nearest center o (p) = arg min,es, d(p, s), and set w; (s) = w;«(s)+|{p € R : o(p) = s}
foreach s € S; .
9: Ui+1<—ui\./\/i,i<—i+1.
10: end while
11: Set h =14 — 1, and p; = max,ex, 0(p, S;) for each ¢ > i*.
12: return {(Z/{Z, Si7 X,;, Pis ’LUZ) 11 € [1*7 h}}

AN A

respectively. The primary objective here is to sample at least one data point from each uncovered large optimal cluster such
that all the large optimal clusters can be covered by the sampled representatives with radius 2L*. The following lemma
shows that sampling ©(k log k/€) points suffices to provide a good approximation with constant probability.

Lemma B.4. By sampling a set S;~ of size ©(klog k/e) randomly and independently from the set U;- in the i*-th layer,
with constant probability, S;- contains at least one data point from each large optimal cluster P} € G«.

| Py U, |

Proof. We first consider an arbitrary large optimal cluster P, € G~. Define ( = 7

as the fraction of points in {/;«
that belong to Pj;. According to the definition of large optimal clusters, we have | Py N~ | > 57. This implies that ¢ > 75
since |U;+| < 8z. When sampling a set .S;+ uniformly and independently from /;~, the probability that .S;+ does not contain

any data point from | P} N U | is at most (1 — ¢)!%i*|. Hence, the success probability can be bounded by

Pr[Si- N (P MU ) # 0] > 1 — (1 —¢)I5-],

To guarantee that the success probability is at least 1 — 7 for some constant 0 < 1 < 1, it suffices to require that

1— (1=l >1—nde., (1—)S*| < ). This implies that we only need to guarantee | S;| > %, where an
log(1/m)

upper bound of % log % can be established for Tog(1/(1=0)) " Since ¢ > 5, it is sufficient to guarantee that |.S;« | > % log %

16k°
By applying a union bound over all uncovered large optimal clusters and replacing 7 with 7/k, the sample size becomes
©(klogk/e). Then, S;- contains one point from each large optimal cluster Py € G;- with constant probability. O

Lemma B.4 implies that if we take a set .S;+ of representatives with size ©(k log k/¢) randomly and independently from
U;~, then with constant probability, the set S;- contains at least one point from each large optimal cluster P € G;«. By
using triangle inequality, the balls centered at S;~ with radius 2L* can cover all the large optimal clusters in G;-. Hence,
the total number of uncovered inliers can be bounded by €z /2. Let Z;» = Z NU;~ be the set of true inliers in I;+. Denote
UZ)=U PreM, Py NU;« as the union of uncovered data points belonging to small optimal clusters. We can get that
S U \Fix, Six) < OUN(Z*UU(Z;+)), Si=) < 2L*, where F;« is the set of the furthest (1 + €)z data points in U« to S;«.

Corollary B.5. With constant probability, it holds that 6 (U« \F;, Si) < 2L*.

However, in the worst case, the discarded (1 + ¢)z data points (i.e., the set F;+) may all belong to true inliers. This may lead
to far more than (1 4 €)z outliers to be discarded when applying a weighted algorithm on the representatives to find exactly
k centers (with (1 4 €)z points remaining uncovered and up to z additional points discarded as outliers by the weighted
clustering routines). Consequently, once the centers are fixed (i.e., S;~), starting from step 5 of the Residual-Peeling
algorithm, it repeatedly extracts the points in the current uncovered set I/; (i > i*) that lie closest to S;~. Specifically, the
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nearest €z /2 points from U; to S;« are selected as the batch of points to be incorporated in each iteration i (¢ > i*). Since
each incorporated batch contains a very small fraction of points (i.e., only €z/2 points), we can get that there must exist
at least one iteration (or a corresponding layer with index ¢’ > 4*) such that there are at most ¢z uncovered inliers (with
€z/2 points belonging to uncovered small optimal clusters and ez/2 points failed to be recovered) in the set U; 11, while
all points in P\U;+ 1 have distances at most 4L* to the sampled representatives. Let V = “ S; be the union of the
representatives, we have the following result.

i€l

Corollary B.6. With constant probability, there exists a layer index i’ € [i*, h] such that 6(P \ Uy 11,V) < 4L* and
U1 NI| < ez, where V = U ey 4 95

Proof. Since Corollary B.3 holds with high probability and Lemma B.4 holds with constant probability, their intersection
also holds with constant probability.

Let
Im= |J (PpnU»)

Pp €M

be the set of uncovered inliers in small optimal clusters at the beginning of the Residual-Peeling stage, and let
Tig = (ZNUx ) \ Zsm

be the remaining uncovered inliers, which belong to large optimal clusters. By the definition of A;-, we have

€z €z

Iim| < Py i* k- = .
Tl € 3 1B OUe] < &= ©

PreM;-

On the event of Lemma B.4, the sample S;- contains at least one point from each large optimal cluster. Hence, by the
triangle inequality, every point p € 7, satisfies

We first note that the transition layer covers only points within distance 2L* from S;-. Indeed, any point in I/;+ whose
distance from .S;~ is larger than 2L* is either a true outlier or an inlier in Z,,. Therefore the number of such points is at most

2+ | T gz—&—% < (146
Since F;« consists of the farthest (1 + €)z points in U;» from S;« and X;« = U+ \ Fi=, it follows that

5(X;+, S+ ) < 2L*.

Let b = €z /2 be the batch size used in the residual layers. If
|Zhg N Uix11| < b,
then set i/ = ¢*. Since the uncovered sets are nested, we have
Uir 41 NZL C Ly U (Lig N U= 41),

and hence
(4

€z
|Z/{Z‘*+1 ﬂI‘ < ‘Ism| =+ |Ilg ﬂL{,;*+1| < ? + 5 = €z.

Moreover, all points covered before layer ¢* are within distance at most 4L* from ) by Corollary B.3, and all points in X;+
are within distance at most 2L* from S;« C V. Thus

S(P\Uix11,V) <AL,
and the claim follows in this case.

It remains to consider the case
|Ilg ﬁui*+1| > b.
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Since the while-loop of Algorithm 3 eventually removes all remaining points, there exists an index j € [i* + 1, h] such that
|Zig N U, 41]| < b. Let i’ be the smallest such index. Then, for every j € [i* + 1,4’], we have

|Ilg ﬂUj| > b.

All points in Z;, are within distance 2L* from S;«. Therefore, before the batch N is selected at any residual layer
J € [i* + 1,4'], the current uncovered set {/; contains more than b points whose distance to S;- is at most 2L*. Since N is
chosen as the b nearest points in 4, to S;~, every point in V; also has distance at most 2L* from S;-. Hence,

0 O N;, Sp | < 2L

j=i*41
By the choice of 7', we have
|Zie N U 41| < D
Again using the nesting of the uncovered sets,
Z/{i’+1 NZC I U (Ilg mZ/{i’Jrl)7
and therefore

€z

2

€z
[Uir 41 NI| < |Zom]| + |Tig N Uir 1] < > + — = exz.

Finally, decompose the points covered by layer ¢’ as

’

P\Upy =P \U)UX-U | N

j=i41

The first set is covered by type-1 representatives within distance at most 4L* by Corollary B.3. The second set has distance
at most 2L* from S;» C V, as shown above. The third set also has distance at most 2L* from S;« C V. Consequently,

§(P\ Uiy, V) < AL*.

This proves the corollary. O

B.2.3. THE CENTER-SELECTION STAGE

According to Corollary B.6, there exists at least one layer such that almost all inliers are covered by the union of the
representatives, where the weights updated in such layer can also reflect the number of covered points. To obtain the final
clustering solutions, an intuitive idea is to execute an existing (k, z)-center routine to decrease the number of representatives
from O(k/€) to exactly k to serve as the final clustering centers, where we call this procedure the Center-Selection stage.

The Center-Selection stage operates on the weighted representatives extracted from the layered structure to construct
weighted summaries (detailed in Algorithm 4). A summary consists of weighted representatives with size O(k /€), which
are constructed by combining the information from different layers. To simulate the data integration process and find the key
layer index 7’ as stated in Corollary B.6, the algorithm produces a sequence of weighted summaries and then searches for a
summary under which a high-quality solution can be obtained with only (1 + €)z outliers discarded.

However, there still exists a key challenge here since existing (k, z)-center algorithms typically rely on a radius-guessing
strategy to perform the clustering process. Although effective, it could reintroduce an O(log A)-factor dependence on the
running time. Additionally, our target in this stage is to construct solutions with bi-criteria approximations, where more than
z outliers can be discarded as outlier. Hence, simply enumerating pairwise distances among representatives, as in earlier
greedy coverage methods (e.g., Charikar et al., 2001), may not yield good approximations in our setting.

To overcome this challenge, we propose a new center selection method, which is presented in Algorithm 4. The proposed
algorithm begins by collecting all the layered structures maintained (i.e., the tuples (U4;, S;, X;, p;, w;) with indices ¢ € [1, h)).
The representatives from layers with indices ¢ € [i*] form the point set of each summary (the set )V in step 2 of Algorithm 4).
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A candidate radii set £’ is then constructed by collecting all the pairwise distances between the representatives in )V and
performing a discretization process on them (steps 3-7 of Algorithm 4). For each layer index ¢ € [i*, h], the algorithm
constructs a new instance Z; by updating the weights of the representatives using the weights obtained during the residual-
peeling stage (steps 9-10 of Algorithm 4). At the same time, the proposed algorithm adjusts the outlier budget of the new
instance (i.e., set 2’ = (1 4 €)z — |U;+1]), where points in the set U{; ;1 are regarded as discarded outliers in the i-th layer.
Instead of using a A-dependent radius searching strategy, our method restricts the binary searching for clustering radius to
the constructed candidate radii set £’ (steps 15-32 of Algorithm 4). Before executing an existing (k, z)-center routine to
obtain the final solution (such as the 3-approximation algorithm as presented in steps 18-21 of Algorithm 4), the algorithm
applies a pre-processing step, called Merging (Algorithm 5), to enforce good approximations if the representatives behave a
separation property (step 11 of Algorithm 4, see Algorithm 5 for details).

Next, we give the approximation analysis for the Center-Selection Algorithm. Fixing a constructed summary Z/ (step 10
of Algorithm 4), there are two cases that may happen: (1) for any pair of points p, g € Z}, either §(p,q) > L* - |Z/|® or
§(p,q) < L*/|Z})? holds; (2) 3 a pair of points p,q € Z/, s.t. L*/|Z!|> < 6(p,q) < L* - |Z}|>.

Algorithm 4 Center-Selection(D, i*, h, k, z, €)
Input: Layered structures D, a separating index ¢*, the maximum layer index h, parameters k, z, €.
Output: A final center set Cy.

1: Initialize ry = 400,Cy; =0, L' = 0.
2: Fetch the layers {(U;, S;, Xi, pi, w;)} from D for each index i € [1, A}, and set V = U,y ;) Si-
3: Let £ be the set containing all the pairwise distances between data points in V.
4: forl € L do
50 L=0'u{l+ O VP <(A+e)d <I- VIRYU{l/|VEyud{l- |V}
6: end for
7: Sort the candidate clustering radii in £" with non-decreasing order.
8: fori=1i"tohdo
9:  Update the weight for each point p € V as w;(p).
100 2« (1+6e)z— U], I, + V.
11:  Call the Merging(Z!, L, k, |U;11], z, €) algorithm to obtain a solution (C;, 7;).
12:  ifr; <ry then
13: TfZ?"Z-,CfZCi.
14:  endif
15:  Let L; denote the i-th clustering radius in £’, and initialize w;q = |L'|, ;g = 1.
16:  while [;4 < u;q do
17: m=|(La+wa)/2],C" =0,U =1T].
18: for j = 1to k do
19: Cj = argMaXpeus Y ge p(pu,10L,,) W(4)-
20: C/:C/U{Cj},U:Z/{\B(Cj7Z/{72OLm).
21: end for
22: 2" =3 cw(p).
23: if 2"/ < 7’ then
24: if 4L,, < r; then
25: ry=20Ly,, C;f=C".
26: end if
27: Uig = m — 1.
28: else
29: lig=m+ 1.
30: end if
31:  end while
32: end for

33: return Cy.

If case (2) happens, it is obvious that we can construct a set of possible clustering radii based on all the pairwise distances
with a fine-grained division strategy (steps 3-7 of Algorithm 4) to well approximate the optimal clustering radius. Let £’ be
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the set of candidate radii obtained through steps 3-7 of Algorithm 4, the following lemma shows that there exists at least one
radius in £’ that can well approximate the optimal clustering radius L*.

Lemma B.7. If case (2) happens, there exists at least one radius L' € L' such that L* < L' < (1+¢)L*.

Proof. Let p,q € T be the pair of points in instance Z| satisfying L*/|Z!|*> < &(p,q) < L* - |Z!|3. We can easily get
that L* lies in the range [6(p, q)/|Z!|3,|Z}|® - 6(p, q)]. By further dividing the range into logarithmic smaller blocks of
{1 +¢€) :6(p,q)/IZI12 < (1+€) <|ZI? - 6(p,q))}, we can get that there exists at least one radius in £’ that can well
approximate the value for L* with only (1 4 ¢)-approximation loss. Since the Center-Selection algorithm iterates over all
the pairwise distances, the pair p, ¢ can be identified, which proves Lemma B.7. O

Lemma B.7 implies that there is an approximate optimal radius in the candidate radii set £’. To find such radius, a k-center
with outliers solver can be invoked to test the feasibility of the radius together with the clustering solutions obtained based
on this radius. Before formal analysis, we should first give the definitions of feasible weighted summaries. Recall that
each weighted summary Z/ is constructed by combining with the tuple ({4;, S;, X, pi, w;) in the i-th layer. In general, a
weighted summary is called feasible if the covering radius induced by the representatives in the summary can be bounded by
a constant factor of the optimal clustering and the number of uncovered inliers can also be bounded by €z.

Definition B.8. A weighted summary Z/ constructed based on the tuple of the i-th layered structure (14;, S;, X, pi, w;) is
called feasible if it satisfies that: (1) 6(P\(U;\X;),V) < BL* for some constant 3; (2) |(U;\X;) N Z| < ez.

Indeed, steps 18-21 of Algorithm 4 implement a standard clustering routine, which is obtained by adapting a classic
deterministic 3-approximation algorithm (Charikar et al., 2001) to the weighted setting. It has been proved in previous
literature (Li & Guo, 2018) that, given any feasible clustering instance Z/, the greedy clustering routine can roughly return a
(58 + 4)-approximate solution with (1 + €)z outliers discarded.

Lemma B.9. (Li & Guo, 2018) Given a feasible weighted summary T' with [3-approximation on clustering quality
(where 3 = 4), then the clustering routine in steps 18-21 of Algorithm 4 can return a set C'of clustering centers with
((58 + 4)(1 + €))-approximation, while the overall uncovered points can be bounded by (1 + €)z.

Lemma B.9 indicates that whenever case (2) happens, our algorithm can always obtain a feasible solution with (1 + ¢)z
outliers discarded. Combining with Corollary B.6, we have that the approximation ratio induced by the feasible weighted
summary is 4, where a 24(1 + ¢)-approximate solution with (1 + €)z outliers discarded can be obtained. Then, we consider
a more complicated case (i.e., case (1)). In this case, it is also obvious that the pairwise distances can no longer be leveraged
to construct candidate clustering radii that can well approximate the optimal one. However, a key observation is that
the representatives in the summary satisfy a separation property: any two representatives are either close enough to be
merged, or they are well separated from each other. Based on such observation, we propose a pre-processing algorithm (i.e.,
Algorithm 5) that can be used to obtain feasible solutions with good approximation guarantees.

More specific, given a weighted summary Z’, a set £ (as the input for Algorithm 5) consisting of all the pairwise distances
between data points in Z’ (constructed in step 3 of Algorithm 4) is used to serve as candidate radii. To handle case (1)
condition, the algorithm performs a binary search (steps 4-24 of Algorithm 5) over the sorted candidate radii in £. For a
fixed candidate radius L,,, € L, the algorithm then conducts a representative merging process (steps 6-13 of Algorithm 5)
that integrates data points close to each other. Starting with the full representative set as the uncovered points (step 6 of
Algorithm 5), the algorithm traverses each uncovered representative. Whenever an uncovered representative p is visited
(step 7 of Algorithm 5), the algorithm treats p as a temporary center and merges all the nearby uncovered points to it (step
10 of Algorithm 5), and finally assigns p a weight equal to the total weight of the covered points (step 12 of Algorithm 5).
After that, all such nearby covered points are removed from the set of uncovered representatives. This process produces a set
of new representatives (i.e., the set Z''), with each assigned a weight denoting the covered weight summations.

After this procedure, the algorithm selects the top-k representatives with the largest weights as the final clustering centers
(step 14 of Algorithm 5). The remaining uncovered weight summations are then interpreted as the number of discarded
outliers (step 15 of Algorithm 5). If the uncovered weight summations does not exceed the adjusted outlier budget, the
algorithm records the corresponding center set as a valid solution (steps 16-19 of Algorithm 5).

According to Corollary B.6, there always exists a feasible weighted summary. Then, based on this feasible weighted summary
T!, we show that the resulting weighted instance Z" constructed in steps 6-13 of Algorithm 5 guarantees that selecting the
top-k representatives with the largest weights induces a feasible solution with bounded approximation guarantees on both
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Algorithm 5 Merging(Z', £, k, 2/, z, €)

Input: A weighted summary Z’ of data points where each p € 7’ is associated with a weight w}(p), a set £ of candidate
clustering radii, parameters k, z’, z and e.

Output: A set Cy of clustering centers, a clustering radius r.

1: 79 = +00,Co = 0, 29 = +o0.
2: Set £ = L U {0}, and sort the radius in £ with non-decreasing order.
3: Let L,, denote the m-th clustering radius in £, and initialize u;q = |L|, l;4 = 1.
4: while [;; < u;q do
5: m = I_(lzd + Ubd)/%
6: Initialize Z"” =0, U = T'.
7. forpeldo
8: j < LU« U\{p}, M(p) = {p}
9: while B(p,U, Ly, - j) # 0 do
10: M(p) < M(p) U B(p,U, L, - j), U < U\B(p,U, Ly - j), j < j+ 1.
11: end while
12: I" + 1" U {p}, assign a weight w(p) = 3_ vy, wi(q) to p.
13:  end for
14:  Let C’ be the set of the data points in Z” with top-k weights.
150 2" =243 erne wp).
16: if 2’ < (14 €)z then
17: if |Z'| - L, < ro then
18: To = ‘I/"Lm,CO:CI.
19: end if
20: Uig = m — 1.
21:  else
22: lig=m+ 1.
23:  endif

24: end while
25: return Cg, rg.

the clustering quality and the number of discarded outliers. Let Z] be any feasible weighted instance derived from the i-th
layered structure (U;, S;, X;, pi, w;). Recall that £ is the set of pairwise distances of points in Z]. We define !’ as the radius
threshold such that ' = max{l € £ : | < L*/|Z}|*}. For any given searching radius L,, > I’ (step 5 of Algorithm 5, the
radius L,,), a feasible clustering solution that discards at most (1 + €)z outliers can be constructed by our Algorithm 5.

Lemma B.10. Let ) = (V,w;) be a 4-feasible weighted summary, and let M = |V|. Suppose that V satisfies the
gap condition that for every two distinct representatives u,v € V, 0(u,v) < % or 6(u,v) > M3L*. Let (* =

max({O} U{d(u,v) :u,v €V, u#wv, d(u,v) < L*/M3}>. Then Algorithm 5, when run on the radius (*, constructs a

center set C' whose (1 + €)z-outlier radius on P is at most 5L*.

Proof. Leto; : P\ U;+1 — V be the assignment map of the feasible summary. Since the summary is 4-feasible, every
represented point p € P\ U; 1 satisfies
o(p,0i(p)) < 4L,

and the number of uncovered true inliers satisfies

‘Z/[i+1 ﬂIl § €z.

Consider an arbitrary optimal cluster P;* and two represented inliers p, ¢ € P \ U;11. Since p and ¢ belong to the same

optimal cluster,
d(p,q) < 2L".

Therefore,
6(oi(p), oi(q)) < 0(0oi(p),p) + 0(p, q) + 6(q,0i(q)) < 10L".
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Assume M > 3. Otherwise the instance has constant summary size and can be handled by exhaustive enumeration. Under
the gap condition, the distance §(o;(p), o;(q)) cannot be at least M3L*, because M>L* > 10L*. Hence,

*

6(Ui(p)v Ul(Q)) < M3 </l
Thus, for each optimal cluster P}/, all representatives assigned to represented inliers of P} are pairwise within distance £*.

Now consider the merging procedure with radius £*. For each optimal cluster P; whose represented inlier set is nonempty,
let 7}, be the first representative assigned to this cluster that is processed by the merging procedure. Since every other
representative assigned to represented inliers of P is within distance £* of 7, all such representatives are merged into the
part represented by r;,. Hence the set of representatives

R={rn: Py \Uiy1 # 0}
has size at most k and covers total weight at least
IZ\Uiy1| > (n—2)—ez=n—(1+€)z.

Since the total weight in the summary is n — [U;4 1|, the k heaviest representatives in the merged instance cover weight at
least n — (1 4 €)z. Therefore the uncovered summary weight is at most

(n = Ui1]) = (n = (L +€)2) = (1 + &)z — Uit -

This is exactly the residual outlier budget 2’ used in Algorithm 5. Hence the candidate center set is feasible with respect to
the allowed number of outliers.

Finally, every representative merged into a chosen merged center is at distance at most M ¢* from that center, because the
merging radius can increase for at most M rounds. Thus every original point represented by a chosen merged center is at

distance at most .

ALY + Me* < AL*+ M - E < 5L*
from the selected center. The points not represented by chosen merged centers, together with the points in ;1 1, have total
cardinality at most (1 + €)z. Therefore the selected centers have (1 + €)z-outlier radius at most 5L*. O

According to Lemma B.10, by combining with binary search strategies on the sorted pairwise distances, if the given
weighted instance Z! satisfies the gap condition (case (2) condition), Algorithm 5 can return a feasible solution with
bounded radius and (1 + €)z outliers discarded. Let C’ be the set of centers constructed in step 14 of Algorithm 5 using
I!'=max{l € L : | < L*/|Z/|>} as the searching radius. Denote ) as the set of data points whose representatives
are merged to the centers in C’. Then, we have §(p,C’) < 4L* 4+ 1" - |Z| < 5L* using triangle inequality. According
to Lemma B.10, the overall uncovered weight units for C’ can be bounded by (1 + €)z, which implies that C’ yields a
5-approximation with (1+ ¢)z outliers discarded. Since the binary search process returns the feasible solution with minimum
searching radius, Algorithm 5 can return a 5-approximation if the given weighted summary Z; satisfies case (2) conditions.

Together with Lemma B.9, Theorem 1 can be proved.

Theorem 3.1 With constant probability, Layered-Sampling can return a 24(1 + €)-approximate solution in time O(nk/e> +
k2 /€*) with (1 + €)z outliers discarded.

Proof. The approximation guarantees on clustering quality follows from Corollary B.6, Lemma B.9 and Lemma B.10,
where a 24(1 + ¢)-approximation can be obtained. Then, we analyze the running time.

As shown in the literature (Chen et al., 2018), the Greedy-Coverage stage takes time O(nklogn). In our analysis, we
assume k > logn, and hence max{k,logn} = k. Therefore, the sampling size used in the Greedy-Coverage stage is O(k),
and the total cost of this stage can be bounded by O(nk logn).

For the Residual-Peeling stage, the sampling step takes lower-order time compared with the subsequent assignment and
selection steps. The number of sampled representatives in this stage is O(k log k/¢). Finding the farthest (1 + €) z uncovered
points to the representatives and assigning data points to their closest representatives can be executed in time O(nk log k/€)
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using the linear selection method (Blum et al., 1973). Since the number of uncovered points is smaller than 8z before
entering the Residual-Peeling stage and ez/2 points are incorporated in each iteration, there are O(1/¢) iterations for the
while loop of steps 5-10 of Algorithm 3. In each iteration, finding the nearest points and updating the data assignments can
also be executed in time O (nk log k/¢) using the linear selection method (Blum et al., 1973). Hence, the overall running
time for the Residual-Peeling stage can be bounded by O(nklog k/€?).

For the Center-Selection stage, let M = |V| denote the number of representatives. Since max{k,logn} = k, we have
M = O(klogn + klogk/e) = O(k(logn + log k/¢)). Calculating the pairwise distances for constructing the candidate
radii set £ takes time O(M?), which is O(k*(logn + log k/€)?). Then, for each radius in £, the algorithm generates
O(log,, . (]V|®)) = O(log M/e) candidate radii. Since || = O(M?), we have |£'| = O(M?*log M/e). Therefore,
constructing and sorting £’ takes time O ((M? log M /¢) log(M /¢)).

There are O(1/¢) iterations in the for loop of step 8 in Algorithm 4. In each iteration, Algorithm 4 performs a binary search
over the sorted candidate radii set £’, which takes O(log(M/¢)) search steps. For each guessed radius, the accelerated
greedy clustering routine can be implemented in time O(M?), following the same idea as the greedy coverage routine
used in (Chen et al., 2018). Hence, the clustering routine in one iteration takes time O(M? log(M/¢)), and over all O(1/¢)
iterations it takes time O((M?/¢)log(M/¢)).

As for the merging process, the sorting step and the subsequent merging operations can be bounded by O(M? log M) per
iteration. Together with the binary searching strategy, the total time complexity of the merging process over all O(1/¢)
iterations is bounded by O((M?log M /¢)log(M/¢)). This term also dominates the accelerated greedy clustering cost.
Therefore, the overall running time for the Center-Selection stage can be bounded by O((M? log M /¢) log(M /¢)).

Substituting M = O(klogn + klog k/¢), the running time of the Center-Selection stage is bounded by

klogk 2
(klogn—l— ‘ ) log<klogn+klogk)log<klogn+w>

€ € €

Equivalently, this can be written as

k2 log k2 klog k klogn + klosk
@) < <logn + og> log <k logn + o8 ) log (ogne )
€ € € €

Putting the Greedy-Coverage, Residual-Peeling, and Center-Selection stages together, the total running time of the Layered-
Sampling algorithm can be bounded by

kloghk k2 log &\ 2 klog k k1 klogk
0 <nk logn + n Zg + = <logn + 0g> log (klogn + ] ) log (ogn—I—e .
€ € € € €
If we additionally use the standard assumption k£ < n, then log k < log n, and the bound can be simplified to
klogk  k%log? k1 k1
O(nk‘logn—i—n Zg + o;g nlog( Ogn)log( Of”)).
€ € € €

Using O notations, we can get that the overall time complexity can be bounded by O(nk/e2 + k2 /e*). O

C. The Dynamic (%, z)-center Algorithm

In this section, we provide a detailed analysis for the proposed dynamic (k, z)-center algorithm (i.e., Algorithm 2 in Section
3.2). The main idea behind is to maintain similar layered structures as in static settings during the updates. To achieve fast
update time, a key strategy is that the dynamic structure is rebuilt only after a certain accumulation of operations. In the
following, for better consistency, we also list the properties for the dynamic structure D’ as presented in the main context.

* The data structure D’ maintains a collection of h layers. These layers are further divided into three types by a separating
index ¢* < h. Layers with indices 7 < ¢* form the type-1 layer, the layer with index j = ¢* forms the type-2 layer

(also denoted as the transition layer), and layers with indices 7 > ¢* form the type-3 layer.
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* Each layer is represented by a tuple (i4;, S;, X;, pi, w;) (for some index i < h), where U; denotes the set of currently
uncovered data points, .S, is the set of representatives in the i-th layer, X; C U; denotes the set of points covered in the
i-th layer by balls of radius p; centered at representatives in .S;, and w; : S; — R is a mapping function that assigns a
weight w;(p) to each p € S;.

« Itis guaranteed that for each type of layer, the covered point set takes a certain fraction of the uncovered point set, i.e.,
| X;| = o;[U;] holds for some 0 < a; < 1.

 Each type-1 and type-2 layer maintains a counter n;, which denotes the number of updates to Uf; since the last time U/;
is rebuilt. For each layer with index i < i*, let PP denote the state of the uncovered set in the i-th layer since the
last time it was reconstructed. The counter is used to trigger the updates of the layered structure. There is a parameter
0 < 7 < 1 such that n; < 7|UPP| holds for each layer with index i € [1,7*].

* The data structure D’ also maintains a set Z of candidate outliers during the whole dynamic update processes.

Similar to the case in static settings, the layered structure D’ is also constructed to separate the instance into inlier parts
and candidate outlier parts. However, different from static settings, a counter is maintained for each layer to record the
accumulated updates. For a specific layer maintained, once the accumulated updates reach a fixed fraction of the uncovered
data size, the layered structure is rebuilt from this layer. This update-delay strategy aims to avoid triggering updates too
frequently and is crucial for achieving sub-linear update time in the fully-dynamic setting.

C.1. High-Level Description of the Update Strategies
Before presenting the formal analysis, we first give a high-level description of the main update procedure.

Handling the Insertion: After receiving an operation for inserting a point x, the algorithm first adds the point z to U;
for each type-1 layer with indices i € [¢* — 1], where i* is the separating index that distinguishes different types of layers.
Meanwhile, the counters (i.e., n;) for these layers are also updated to record how many changes have been made since
the last rebuild. Then, we need to consider the possibility that the inserted point could be selected as a center in the ¢*-th
layer. To maintain the correct sampling distribution, a random replacement process is performed on x to simulate that
is randomly chosen from U;- U {z} using a Bernoulli distribution. If z is selected as one of the centers in .S;«, then we
reconstruct the ¢*-th layers to maintain the insertion invariant. Otherwise, the algorithm treats = as a candidate outlier and
inserts it into the uncovered sets ; for all ¢ € [i*, h] as well as the outlier candidate set Z. Once the counters indicate that a
certain fraction of updates (i.e., n; > 7 - [UPEP| for some parameter 0 < 7 < 1) have been made for a specific layer, then
the algorithm reconstructs the layered structures from such layer and reset the counter.

Handling the Deletion: After receiving an operation for deleting a point z, it will be removed from the set I/; of uncovered
data points for each layer with index i € [h] if « belongs to U;. Then, there are four cases that may happen: (1) z is a
representative in S; for some layer with index i < ¢*; (2) x is a representative in the transition layer; (3) x is a covered point
in X; for some layer index ¢ < h; (4) x belongs to the set Z of candidate outliers. If case (1) happens, the point x is removed
from S;, and an alternative 2’ € S; with 2’ # x and o(z) = o(a’) is selected to replace x as a new representative. If case (2)
happens, then the layers are rebuilt from the 7*-th layer (i.e., the transition layer) since the current representative set S;» may
no longer follow a uniform sampling distribution. Finally, if case (3) or case (4) happens, z is removed directly from X; or Z.
We will show that such removal has little impact on the approximation guarantees since x is not a representative. Meanwhile,
for the layered structures maintained, the algorithm updates the counter n; for ¢ € [¢*] to record how many changes have
been made since the last rebuild. Once the counters indicate that a certain fraction of updates (i.e., n; > 7 - [UPP| for some
parameter 0 < 7 < 1) have been made for a specific layer, then the algorithm reconstructs the layered structures from such
layer and reset the counter.

In the following, we discuss the detailed approximation analysis. Upon receiving an initial dataset P, the proposed algorithm
calls the static algorithm (Algorithm 1) to construct a sequence of initial layered structures (U;, S;, X;, pi, w;) for i € [h],
where h is the total number of layers obtained (step 1 of Algorithm 2). Meanwhile, for each layer index ¢ € [h], the counter
is initialized as n; = 0, and the set Z is initialized to be an empty set (step 2 of Algorithm 2).

C.2. Algorithmic Descriptions for Insertion and Deletion Operations

The formal description for insertion algorithm is described in Algorithm 6. Upon inserting a new point x, the algorithm
simply regards it as an uncovered data point in layers with indices ¢ < ¢*. The algorithm begins by adding z to the uncovered
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sets U; for all layers with indices ¢ < ¢* (step 2 of Algorithm 6), and increases the corresponding counters n; (step 3 of
Algorithm 6). Next, the algorithm considers the possibility that x is selected as a representative in the ¢*-th layer (i.e.,
the transition layer). To maintain sampling distributions, the algorithm performs a Bernoulli trial with |S;« | independent
sampling steps, where the sampling probability is set as ﬁ (steps 5-11 of Algorithm 6), where the intuitive idea
behind is to simulate that ©(k log k/¢) representatives can be uniformly and independently sampled from the candidate
set U« U {x}. If one of the Bernoulli trial succeeds (reflected by counter ¢, ) , it indicates that the representative set S~
has changed and the algorithm invokes the Residual-Peeling procedure to reconstruct the layers built on top of the i*-th
layer. Otherwise, the inserted data point z is added to each uncovered set U; for i € [¢*, h] and the set Z of candidate
outliers (steps 15-16 and step 19 of Algorithm 6). Finally, the algorithm increases the corresponding counter n; (step 18 of
Algorithm 6) and calls the Rebuild routine to update the layered structure according to the counters (step 21 of Algorithm 6).

Algorithm 6 Insert(z, 7)

I: fori=1toi* —1do

2 Add z to U;.

4: end for

5: ¢, =0.

6: for s € S;- do

7: Sample Bernoulli 7, s.t. Pr(l = 1] = .
g :

9

if I = 1 then
: Replace s with z, ¢, < ¢, + 1.
10:  end if
11: end for

12: if ¢, > 0 then
13:  Set Z =0, n;« = 0, fix S; and call a residual-peeling algorithm with fixed center set version to construct the layers
starting from the ¢*-th layer.

14: else

15:  fori=1i*to hdo
16: Add x to U;.
17:  end for

18: Ngx — Ny + 1.

190 Z+ ZU{x}.

20: end if

21: Call the Rebuild(7) algorithm to update the layered structure.

Algorithm 8 Rebuild(7)
1: 34 1.
while i < i* and n; < 7|UPP| do
11+ 1L
end while
if i < i* then
Set Z = ().
ConstructFromLayer(z).
end if

AN O S
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Algorithm 7 Delete(z, 7)
1: for: =1toi* —1do
2 if x € U; then
3 Remove x from U4;, and set n; = n; + 1.
4 if x € X, then
5: Remove z from X;.
6
7
8

if x € S; then
Remove x from S;.
Denote W; = {y € X; : o(y) = z} as the set of covered data points in X; that are assigned to x, and add a
random point r € W, to S;.

9: Set o(y) = r for each y € W; and w;(r) = w;(z) — 1, and update p;.
10: end if

11: end if

12:  endif

13: end for

14: if z € S;+ then

15:  Set Z = (), n;= = 0, and call Residual-Peeling(i*, U« \{z}, k, z, €).
16: else

17:  If x belongs to Z, then remove z from Z.

18:  If x belongs to U+, set n; = n; + 1.

19: fori=i*tohdo

20: if x € U; then

21: Remove x from U;.

22: if x € X, then

23: Remove z from X, and set w;(o(z)) = w;(o(x)) — 1 for each j > 1.
24: end if

25: end if

26:  end for

27: end if

28: Call the Rebuild(7) algorithm to update the layered structure.

Algorithm 9 ConstructFromLayer(5)
Input: A layer index j
Output: Updated layered structures.
i+ j,C=0.
while [I/;| > 8z do
Sample a set .S; of O(¢) points randomly and independently from Uf;, where { = max{k, log |/, }.
Let p; be the smallest radius s.t. | B(S;, U;, pi)| > alld;].
X; B(Sl,l/lz,pl), C+CuUS§s,.
Assign each p € X; to its nearest center o(p) = arg minges, 6(p, s), and set w;(s) = |{p € X; : o(p) = s}| for
eachs € S; .
Ui+1 <—L{i\Xi,ni<—0,z'<—i+1.
end while
i i, <— 0,2 =0.
10: Call Residual-Peeling(i*,U;+, k, z, €) algorithm to obtain the maximum layer index h, and a sequence of layered
structures (U;, Sj, Xj, pj, w;) for j € [i*, h].
11: Construct D’ = {(Uj, Sj7X7’pj’ wj) 1j € [1, h]}

AN AN I

R

For the deletion operation, the formal description of the algorithm is described in Algorithm 7. Upon receiving an operation
for deleting a point x, the algorithm updates the layered structure according to the role of z in the layered structures. For
layers with indices ¢ € [1,4* — 1], if 2 appears in the uncovered set U;, the algorithm removes « from U; and increases
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the counter n; (steps 2-3 of Algorithm 7). If  further belongs to the covered set X, it is removed from X; (steps 4-5 of
Algorithm 7). The only non-trivial case is when z is selected as a representative in S;. In this case, the algorithm removes x
from S;, and then collects the set W; of points that were assigned to x since the last update (step 8 of Algorithm 7). Note
that the representative x will be removed, a replacement should be selected. To handle this case, a random data point r € W;
is then selected from W; (step 8 of Algorithm 7), where the assignment is updated correspondingly by redirecting every
point in W; to r (step 9 of Algorithm 7). This replacement rule maintains the approximate coverage radius for each layer
while avoiding a full reconstruction.

After processing the layered structures with indices ¢ < ¢*, the algorithm checks whether z is a representative in the ¢*-th
layer (i.e., the transition layer). If x € S;«, it indicates that the representative set has changed and some data points may
miss their representatives with unbounded coverage radius. To address this issue, the algorithm invokes the Residual-Peeling
procedure to reconstruct the layers with indices larger than ¢* (steps 14—15 of Algorithm 7). Otherwise, similar to the cases
for earlier layers with indices smaller than ¢*, the algorithm simply removes x from the uncovered set U/; (if present) and
increases the counter n} (step 21 of Algorithm 7). Additionally, if 2 also appears in the covered set X; or the candidate
outlier set Z, it is removed from these sets as well (step 17 and step 23 of Algorithm 7). Finally, the Rebuild routine is called
to update the layered structure according to counters maintained (step 28 of Algorithm 7).

Finally, we present the rebuild procedure, which is detailed in Algorithm 8. The Rebuild procedure iterates over all indices
i € [1,7*] to check whether the maintained counters reach their thresholds. Once such a layer index j exists, the layered
structure is rebuilt from this layer using the static algorithm (Algorithm 1) with the uncovered point set I{; as the input (the
ConstructFromLayer algorithm in Algorithm 9).

C.3. The Approximation Analysis

To begin the analysis, we first show that the number of layers maintained by our algorithm is comparable with the static
settings. The proofs are based on a key observation about the upper bounds of the counters maintained. In the following,
we fix real numbers v and €’ such that &« < v < 1,0 < € < min{(1 — v)/(2v),1} and 0 < € < 1/4. Note that we also
require the parameter 7 (associated with counter threshold) to satisfy that 7 < ¢’ < 1/3 and 7 < €/16.

Invariant 3.2. Given a parameter 0 < T < 1, it holds that n; < T|UP™P| for each i € [1,i*].

Note that Invariant 3.2 holds trivially since after each insertion and deletion operation, the rebuild procedure is invoked to
maintain this invariant. Based on this key invariant, we can argue that the number of layers maintained by the dynamic
algorithm can be bounded by O(1/e¢) using the following math tool.

Claim C.1. (Bhattacharya et al., 2023) Given some reals A > a > 0,0 < N < A — a, and define a function f : [0,1] — R
as f(z) = (a+xzN)/(A— (1 —z)N), it holds that f(z) < f(1) forall z € [0, 1].

Lemma C.2. Let o = a1 —€') such that € and v are real numbers satisfying o < v < 1,0 < ¢ < min{(1—v)/(2v),1},
0<e€ <1/4 7 <ea<1/3and T < €/16. Then, it holds that |U; 1| < (1 — ) |U;] for each layer with index i < i*.

Proof. For the dynamic layered structure maintained by the algorithm, we use 3%, to denote the last separating index. Then,
there are mainly two cases that 4%, is updated: (1) 4%, is updated since a rebuild subroutine is called starting from a layer
with index i < i%4; (2) 14 is updated since a rebuild subroutine is called starting from the layer with index ¢ = i},,. We also
use ) = [UPTP| to denote the size of the uncovered point set since the last time U/ is rebuilt.

For both cases, a key observation is that ;1 C U; holds for the updates. Specifically, for an insertion operation that inserts
a point x to the dataset,  will be added to both U/, ; and Uf;, and hence U/;; C U;. On the other hand, for a deletion
operation that deletes a point o from the dataset, if « belongs to U4; 1, * must belong to I/;, where a deletion operation still
guarantees that ;1 C U;.

Let i be an arbitrary layer index with ¢ < ¢*. Then, define x; = |U;11|/|U;| as the ratio between the uncovered sets. For an
insertion operation that inserts a data point x to the dataset, = will be added to both I/; and U, ;. However, under a deletion
operation that removes a data point , it is possible that = € U; while x ¢ U; 1. Thus, we can get that

l
o |ui+1| < niJr] + linsert
(A — 2 )
|ul| n; + linsert — ldelete

where lipsere and lgelere denote the number of insertions and deletions since the last time U, ; is reconstructed, respectively.
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Then, observe that linsert + laclete < 70541 < anj = (L +a)nj —nj; < (1 +a)(1—a)n; —nj,; <nj—nj, . By

setting A = nj, a = nj 1, N = linsert + ldelere and using Claim C.1, we can get that

_ U] Ny + T

T T

<(l-a)+7<1-d,

where the second to the last inequality follows from 7 ; /n; < (1 — ) (which is guaranteed by the construction of static
layered structures) and the last inequality follows from 7 < € a. O

Lemma C.3. There are always h = 0(1 /€) layers maintained by the proposed dynamic algorithm.

Proof. According to Lemma C.2, since [U;| = n and the sizes of uncovered sets decrease geometrically (i.e., [U; 1] <
(1 — a/)|U;]), it holds trivially that i* = O(1/¢) since we require o = (1 —€¢/) and 0 < ¢’ < 1/4.

Then, we consider the layers with indices larger than ¢*. For an insertion operation that adds a data point x, there are two
subcases may happen: (1) z is not selected as a new representative in the 7*-th layer; (2) z is selected as a new representative
and is added to the set S;~ in the 7*-th layer. If subcase (1) happens, x is directly added to the set Z of candidate outliers and
each uncovered set U; with ¢ > i*, where the number of layers with indices larger than ¢* remain the same as the last time
the dynamic layered structure is updated. Note that the dynamic layered structure can only be updated starting from the a
layer with index smaller than ¢* and h — i* = O(1/e). Hence, h = O(1/€) + O(1/€) = O(1/€) holds for subcase (1).

Next, we consider that subcase (2) happens. In this subcase, the layered structure is updated starting from the +*-th layer.
According to the invariant (Invariant 3.2), we have |I;| < (1 4+ 7)n; < (1 4 7)82, where n/ is the size of U; since the last
time it was reconstructed. Then, observe that each layer with indices larger than i* consists of €z/2 covered points at the
time step the layered structures are constructed from the ¢*-th layer, we have h — i* < % = O(1/¢). Consequently,
h = O(1/€) + O(1/€) = O(1/¢) holds for subcase (2).

On the other hand, if a data point x is deleted, there are also two subcases that we should consider: (1) z is a representative
in S;«; (2) x is not a representative in .S;«. If subcase (1) happens, the dynamic data structure is rebuilt from the i*-th layer,
where we have h = O(l /€) using similar analysis for the insertion operations. If subcase (2) happens, z is directly removed
from each U; and X;, or the set Z of candidate outliers, where the number of layers with indices larger than ¢* remain the
same as the last time the dynamic layered structure is updated. This indicates that b = O(1/€) also holds in this subcase.

Putting all these subcases together, Lemma C.3 can be proved. O

In the following, the insertion and deletion operations are discussed separately. We first consider an insertion operation,
where a data point x is inserted into the dataset. For each layer with indices ¢ < ¢*, we will show that the clustering
radii of each layer can be bounded by the optimal radius of the clustering instance. Note that we fix real numbers
vand € such that < v < 1,0 < ¢ < min{(1 —v)/(2v),1} and 0 < € < 1/4. In the following, we use
pi=min{peR: S CU,;,|S'| =&, |B(S",U,p)| > a(l+2€¢)|U|} to denote the minimum covering radius that covers
at least a (1 + 2¢’) fraction of points in If; using a sample size of ¢’ = X - max{k,log |[{|}, where ) is a large enough
constant. Recall that p(S’,U;) = min{r > 0 : |B(S’",U;,r)| > «a|l;|} is the minimum radius such that balls centered
at points in S’ can cover at least an a-fraction of points in ;. Denote p?'P" = arg ming g0, gr—¢ p(S’ ,UPD) as
the optimal covering radius in the i-th layer since the last time U{; is reconstructed. The following lemmas show that the
update-delay rule leads to covering radii that can be bounded by the optimal covering radii of dynamic data streams.
Lemma C.4. (Chen et al., 2018) There exists a sufficiently large choice of X such that p; < 2p?LD* foreachi € [i* — 1]
holds with at least constant probability.

Lemma C.5. (Bhattacharya et al., 2023) Given any two subsets UP™P and U; such that [UP™P & U;| < € o/ [UPP|, we have
pOHP" < 20! holds for each i < i*.

Lemma C.6. With at least constant probability, it holds that p; < 8L* for each i < i*.

Proof. Note that for i € [i* — 1], we have [UP'P| > 82. Observe that we also have |U;] > (1 — 7)[UPP| (for 7|UPLP|
deletion operations in the worst case). Define Z; = Z N U; be the set of inliers in I/;.

Similar to the analysis in static setting, we divide the optimal clusters into two subgroups based on their intersections with ;.

Recall that H(P) = { Py, Py, ..., P{} is the set of optimal clusters. Let P(U;) = {P; : Py € H(P), P} NU; # 0} be the
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set of optimal clusters that intersect with the uncovered points in ;. Define G, = { P} : | P NU;| > |U;|/(8|P(U;i])} as the

set of optimal clusters containing data points that account for at least a 1/(8|P({4;)|) fraction of the uncovered data points

in U; and let M; = P(U;)\G,;. Based on the update strategy, a key observation is that |If;| > 8(1 — 7)z. This indicates
1

that |Z;|/|U;| > 1 — §(7—7) since there are only z true outliers in ¢4;. Then, it holds trivially that |G| > 0, as otherwise

the uncovered inliers only take a fraction smaller than 1/8 < 1 —
contradicts with the fact that |Z;|/|U;| > 1 —

8(%4) of the uncovered inliers (since 7 < 1/3), which

_1

8(1—7)"

Next, consider an arbitrary optimal cluster P; € P(U;). Let ¢;, € Py NU; be any uncovered data point in P;f. According to
the triangle inequality, it holds trivially that the ball centered at ¢;, with radius 2L* (i.e., B(cp,U;, 2L*)) can cover all the
data points in Py N ;. Then, define S} as the set of centers which contain exactly one data point from each P} such that
Py € G,. Itholds that | B(S!, Ui, 2L*)| /|| > (1 —1/8 — ﬁ) > 1% > (1 4 2€’) since we also require v < 1/3 and
€’ < 1/4. This implies p} < 2L*, because by definition p} is the smallest radius over all center sets with size &' (£’ > |S}])
such that balls of radius p} can cover at least an (1 + 2¢’)-fraction of uncovered points in ;.

By combining with Lemma C.4 and Lemma C.5, we can conclude that with at least constant probability, it holds that
pi < 2p0MP7 < dpl < 8L*. O

According to Lemma C.6, the layered structures with indices 7 < ¢* can always induce a covering radius smaller than 8L*.
During the updates, the insertion operations will not induce expansions on radius. However, for the deletion operations,
alternatives may be selected to replace the representative to be deleted, which induces a 2-factor loss on the covering radius.
Overall, the covering radius can be bounded by 16L* for layers with indices smaller than ¢*.

Then, we only need to consider the approximations on clustering quality for layers with indices larger than ¢*. The following
invariant shows that the Bernoulli strategy used in our proposed algorithm can maintain the same distribution as static
settings with constant probability for each data insertion operation.

Invariant C.7. Suppose a point x is inserted at time t, then Insert(x, T) and Residual-Peeling(i*,U;» U {z}, k, z, €) share
the same probability distribution with constant probability.

Proof. For an insertion operation that inserts the data point x to the dataset P, the proposed algorithm adapts a Bernoulli
strategy to simulate the sampling process. More specific, in the i*-th layer, it enumerates each representative s € S;» and
replaces s with x using the Bemoulli(m) distribution. In the following, we will analyze the probability that each data

point p’ € U;- U {x} is selected as the representative in .S;«.

The proof is based on an induction. We first analyze the case for 2P U {z'}, where 2’ is the first point added to /; since the
last rebuild. For the data point x’, it will replace each s € S;~ with probability \U(’Lﬁ Thus, the probability that s is added

to S;« should be |u|9%)*\‘+1 . For each data point p’ € U2P, the probability that p’ is selected as the i-th representative should

be W according to the layer construction rules. Since p’ is replaced by = with probability (ﬁ), the probability that
p’ is selected as one of the representative is
S5+ |
1 1 |SF]
Pr(p’ € S;) = — (1 - = .
¥ < Sie) ; Y T
By combining these two cases and using an induction, Invariant C.7 can be proved. O

Based on S;«, we can divide the data points in I;» N Z into different groups. Let £« = {P} : |P} NU;+| > ez/(2k)} and
M =A{P}, Ps, ..., PE}\L;~ be the set of large and small optimal clusters, respectively. Similar to the static setting, our
goal is to maintain a small set of samples to well represent the large optimal clusters. By combining Invariant C.7 with
Lemma B.4, the following Corollary shows that S;- contains at least one data point from each P € L;-.

Corollary C.8. With constant probability, S;- contains at least one data point from each large optimal cluster P} € L;-

For each insertion, Corollary C.8 indicates that S;= N P} # () holds for each P, € L£;- with constant probability. For an
insertion operation where a point x is added to the dataset, observe that the total number of updates allowed is bounded
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by 7|UPLP| (Invariant 3.2). By setting 7 as 7 < ¢/16, we can get that the number of updates is upper bounded by
T|URLP| < €z/2. For each layer index i, let X0 be the covered set the last time it was updated. Denote V = Uiep,i Si
as the union of the representatives. The following lemma shows that there still exists a layer index 7’ such that there are at
most ez uncovered inliers.

Lemma C.9. With at least constant probability, there exists a layer index i’ € [h] such that §(P\Uy +1,V}) < O(1)L* and
|L{i/+1 ﬁI| S €z.

Proof. Since the last time the layered structures are updated using Residual-Peeling algorithm, we have | XP'P| = €z/2 for
each i € [i* + 1, h]. Additionally, for each index i > ¢*, the distances from covered points in X; to S;~ is always smaller
than that for the points in X; ;1 to S;«. Denote Z;» = {z € ZNU;» : §(x, S;=) > 2L*} as the set of inliers with distances
larger than 2L* to the representatives in S;«. Based on Invariant C.7 and Corollary C.8, we have |Z;«| < €z/2. Let i’ be
the largest layer index such that Z;» N X;» # () and define X’ = J,. - j<in—1X; as the union of covered data points that
belong to layers with indices smaller than "’ It holds trivially that &(p, S;=) < 2L* for each p € X”. This indicates that the
uncovered inliers can only lie in X~ or the set Z of candidate outliers.

Since there are at most 7|20 | < < insertions or deletions before a reconstruction and points will not be inserted into

X; for each ¢ > i*, we have | X;/| < ez and |Z| < 5. Note that there are also 5 inliers belonging to small optimal
clusters that cannot be covered by the representatives in S;» using radius 2L*. Putting all these together, the uncovered
inliers beyond 7”-th layer can be bounded by 2¢z. Then, the bound for the number of uncovered inliers can be obtained by

replacing € with an ¢’ = 5. O

Then, we consider the approximation analysis for deletion operations. According to Lemma C.6, the layers with indices
smaller than ¢* also induces an O(1)-approximation. For layers with indices larger than ¢*, similar to the analysis for data
insertions, the approximation can also be bounded by a constant factor of the optimal one.

C.4. Update Time Analysis

In this subsection, we analyze the update time bounds for the proposed fully-dynamic algorithm. In the following, the
update time for insertion and deletion will be analyzed separately.

C.4.1. DATA INSERTION

Consider an insertion operation that inserts a data point x to the dataset. There are two cases that may happen: (1) the
dynamic data structure is updated from the ¢*-th layer before a rebuild procedure is invoked; (2) the dynamic structure is
reconstructed by invoking a rebuild procedure. If case (1) happens, according to our Bernoulli process, x is added to the set
S;« of representatives in the ¢*-th layer, and we show that the expected update time can be bounded by O(k2 /e3).

Lemma C.10. Excluding the calls to Rebuild, the insert operation has expected running time of O(k;Q /e3).

Proof. Upon receiving an insertion operation, the inserted data point z is first added to each layer with index ¢ < ¢* and the
counters are updated accordingly (steps 1-4 of Algorithm 6), which takes time O(1/e¢).

Let R(i*) = O(|U;| - |Si=|/€) be the running time for invoking the Residual-Peeling algorithm starting from the ¢*-th layer.

Denote 7 (¢*) as the running time for executing the Bernoulli process to simulate the sampling in static settings (steps 6-20)
S|

of Algorithm 6 . According to Invariant C.7, x is added to .S;« with probability Then, we have

[Upe |+1°
. | S| , |S; -
FE N = —m—— - R(¢* 1-———)-0(1
= 0(|Si-*/e) + O(1/e)
= O(k?*/é%).
Putting all these together, Lemma C.10 can be proved. O
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C.4.2. DATA DELETION

Then, we consider the deletion operations. A key observation here is that a data point = can be deleted only if it has been
inserted at some earlier time step with a uniform sampling distribution. Hence, we can get the following amortized update
time for deletions.

Lemma C.11. Excluding the calls to Rebuild, the delete operation has expected amortized running time of O(k2 /e3)

Proof. A key observation is that « can be deleted only if « has been inserted. Define Z;(x) as the update time for a deletion
operation at time step ¢, where x is deleted from S;-. Recall that when x is selected as a representative in .S;«,  is randomly
and independently chosen from 2P, Hence, Z;(z) is a random variable. Then, for a fixed U, the update time for a

deletion from the 7*-th layer can be bounded by O(%) We have

|Si| A [Uix] - 1S ] 5
B[Z(2)UR™] < O O(———) < (14 7)ISi[/e = O(K*/€%).
Taking expectation of the random variable, Lemma C.11 can be proved. O

C.4.3. THE REBUILD PROCEDURE

Finally, we consider the rebuild procedures. A key observation here is that the runtime for the rebuild process is dominated
by the ConstructFromLayer(j) procedure (Algorithm 9), which is indeed a greedy coverage strategy used in the static
settings. According to the runtime analysis for static setting, the time for executing the reconstruction procedure from layer
index j can be bounded by O(|U4;| - k/¢?).

Claim C.12. A call to ConstructFromLayer(j) takes time O(|U;| - k/¢?)

For a specific layer with index ¢, recall that the structures maintained in the i-th layer is updated only after the accumulations
of updates reach a certain fraction of the covered data size (i.e., n; = 7|U;]). Intuitively, the accumulations somewhat match
the time required for the the reconstruction from the ¢*-th layer, and hence the running time of the rebuild process can be
independent of the data size.

Lemma C.13. A call to the rebuild takes expected O(k/e*) running time.

Proof. To upper bound the amortized running time for the reconstructions induced by the rebuild procedure, we propose
the following charging scheme. Consider a specific layer with index ¢ < ¢*, a credit of ¢; - 191 i stored in the i-th layer
when it was first constructed, where ¢, is a large enough constant. Then, consider the time step that the layered structure is
reconstructed from the i-th layer by invoking a rebuild procedure. According to the update strategy, the counter n; should

satisfy n; > 7|UPTP|, where UPTP is the state of the set of uncovered points in the i-th layer since the last time it was
U] ]S+ ]
€

reconstructed. Denote Reb; = as the reconstruction time, where ¢’ is a constant. Then, we have

_ A IS e lSe]
€ € TE TE

/ O (S
<c(1—|—7’) [UPMP] - 1S, <c(1—|—r) n; - |S;

Rebi

k)

where the first inequality follows from [24;| < (1 + 7)[UPP|, the second inequality follows from n; > 7|UPP|, and the last
inequality follows from c; is a large enough constant.

Since 7 is roughly O(€) and there are at most O(1/¢) layers, the amortized time for rebuild procedure can be bounded by
O(k/eb). O

Recall that the algorithm maintains » = O(1/e) layers indexed by i € [h], and a separating index i* € [h]. For each i < i*,
the algorithm also maintains a counter n; and increments it by 1 at every insertion or deletion if the uncovered set in the i-th
layer is updated. A reconstruction may happen for the following three cases: (1) the inserted data point x is added to the set
of representatives in the ¢*-th layer; (2) the data point z to be deleted belongs to the representative set in the :*-th layer; (3)
a rebuild procedure is invoked to construct the structured layers from the i-th layer for some 7 < ¢*.
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If case (1) or case (2) happens, then the expected update time for these two cases can be bounded by O(k2 /€3) using
Lemma C.10 and Lemma C.11. According to Lemma C.13, if case (3) happens and, the time for rebuild procedure can be
bounded by O(k/e*). Hence, the overall amortized update time for our Algorithm 2 is O(k?/€*). As for the query time, it
can be directly induced from Theorem 3.1 with a O(sz /e*) bound. Putting all these together, Theorem 1.1 can be proved.

C.5. Detailed Time Complexity Analysis.

Assume k > logn, so the type-1 sample size is £ = O(k). Since o/ = O(e), the number of type-1 layers is H; =
O(logn/e), and the number of residual layers is O(1/¢). The expected amortized update time consists of the cost of
maintaining the layers, the expected cost of reconstructing the residual layers when the transition sample changes, and the
amortized cost of counter-triggered rebuilds. Therefore the expected amortized update time is

0 (k2 log?(2k) N klog?n N klognlog(2k:)) .

€3 2T e3r

In particular, when 7 = ©(¢), this becomes

0 (k2 log?(2k) N klog®n N klognlog(Qk:)) .

€3 €3 et

For query time, the algorithm runs Center-Selection only on the weighted representative summary V = U:Zl S;. Under the
same assumption k > log n, its size satisfies

VI=0

(k(logn + log(2k:))> .

Since Center-Selection enumerates candidate radii from pairwise distances in V), the query time is

o <k2(10gn —;log(2k))2 og <2k(10g n : log(Qk))) g <2k(log n :; log(2k)) )) |

D. Faster Algorithm for Fully-Dynamic (%, z)-center via Data Compression

In this section, we present a faster fully-dynamic (k, z)-center algorithm under mild assumptions on optimal cluster sizes. In
general, if the given clustering instance satisfy that each optimal cluster has sizes comparable to the outlier budget during the
whole updates, the update and query time can further be improved by a factor of z using independent sampling strategies.
We further complement this result with a lower bound showing that, in the general metric space query model, any algorithm
with O(1)-approximation and O(z) outliers discarded must incur (k?/z) update time.

D.1. A Faster Fully-Dynamic (k, z)-center Algorithm

1)

The intuitive idea behind our faster fully-dynamic (k, z)-center algorithm is to maintain an unweighted “weak coreset
during the updates. Roughly speaking, a weak coreset is a subset of the original data, where executing any (k, z)-center
routine on the weak coreset only induces constant approximation loss while guaranteeing the number of discarded outliers.

We start by considering the static settings. Given a (k, z)-center instance (P, k, z), the following lemma shows that by

randomly sampling each point with independent probability 41“67(3’“) from P, a weak coreset with constant approximation
loss can be obtained.

Lemma 4.1. Let (P, k, z) be a k-center with outliers instance, and let S C P be a set obtained by sampling each data
point independently with probability p = ‘“nﬁi(jk). Define a new instance (S, k, 2) with 2 = %(n%) for some parameter
0 < n < 1 such that € > % Under the assumption that each optimal cluster in P has size at least 3ez, if an algorithm A
returns a (-approximate solution with z outliers discarded, a (¢ + 2)-approximation on P with z outliers discarded can be

achieved with probability (1 — n) by executing A on S with Z = 4127(7]%).

Proof. Let P(H) = {Pf, Py, ..., P}} be the set of the optimal clusters. Denote S as the sampled subset obtained. The
proof strategy is to show that the independent sampling strategy can guarantee that the optimal clusters still take a certain
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fraction of the sampled points, where at least one data point from these large optimal clusters should be covered by a
(k, z)-center routine. We will show that the following two properties hold for optimal clusters in P(7{) when each optimal
cluster P satisfies that | P’ > 3ez.

(1) With constant probability, each optimal cluster P, € P(H) satisfies that P, NS # ().
(2) With constant probability, each optimal cluster P} € P(H) satisfies that | P} N.S| € (1 £ 1/2)| P} - p.

We first show that property (1) stated can hold with constant probability. For an arbitrary optimal cluster P}, recall that
p = 4127(22’“) is the independent sampling probability. According to the assumption, we have |P;| > 3ez. Hence, the

probability that at least one point is sampled should be bounded by

1 _ (lPrim-p)

>1— e IPilp
>1-1/k,

where the second to the last inequality follows from In(1 + z) < z and the last inequality follows from | P;| > 3ez.

Hence, by independent sampling each data point with probability p = 41n€7(3k)’ with at least constant probability, it holds

that P N S # () by taking a union bound on the success probability. Then, property (1) stated can be achieved.

As for property (2), this property holds via Chernoff Bounds. Define S as the set of samples obtained through the
independent sampling process. For each optimal cluster P;, let v, = | Pf|. We define random variables {y1, ..., ¥y, }. For
each 1 < i < wy, y; = 1if the i-th element in P} is added to S via independent sampling. Otherwise, we set y; = 0. Let
Y =3" yi. We have E[y;] = pand E[Y] = p - | P;|. By setting parameter § = 1/2, the Chernoff Bound implies that

(2

2 p-| Py
P.(Y € (1£8)E[Y])>1 -2 "5 >1-2 "= >1-1/k,
41n(2k)

where the last inequality follows from | P;| > 3ez and p = ~—_;

By taking a union bound on success probability, property (2) stated can hold with at least constant probability for all the
optimal clusters. As for the outliers, since there are z true outliers, the expected number of outliers in .S can be bounded by
E[|Z* N S|] = z - p. By applying a Markov’s Inequality, for a success probability 1), we can get that

P, (|z*mS|<Z'p> >1-1.
n

41n(2k)

Since we define Z = p

,it holds that |Z* N S| < % < Z. Moreover, base on property (2), we have

* 1 *
|SmPh|2§‘Ph"p

3ez  41n(2k)
> 22
-2 €z
> 61n(2k).

By setting € as € > % we have |S N P;| > 2. Then, let C be the set of the k centers returned by executing an existing
(k, z)-center routine with approximation ratio ¢ on the sampled set S. Define C’ as the set of centers with size at most k
consisting of points in .S such that at least one point from each optimal cluster can be found in C’. This induces a feasible
solution such that the number of outliers discarded can be chosen from the true outliers that intersect with the sample set S
(i.e., Z* N .S), where at most Z points are discarded as outliers. Based on the center set C, let F(C) be the set of the furthest
£ points in S to C. According to the properties stated for optimal cluster, S\ (C) must contain at least one data from each
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optimal cluster P;. Otherwise, there are more than 2 outliers discarded by the algorithm, which does not induce a feasible
clustering solution. This implies that a ({ + 2)-approximation can be obtained by executing a (-approximation (k, z)-center
routine on S using triangle inequality. O

By leveraging the properties stated in Lemma 4.1, our algorithms for accelerating the fully-dynamic (k, z)-center problem is
to perform an independent sampling step before any insertion operations. The formal algorithm is presented in Algorithm 10.

Algorithm 10 FasterDynamicClustering

Input: A sequence S = {01, 09, ..., 0;} of update operations, an initial dataset P, parameters k, z, €, «, T, 7).

1: Fix a sampling probability p = 4117(2%)'
2: Initialize a sample set S by sampling each point in P independently with probability p, and set 2 = 412757%)

3: Construct a data structure D’ by calling the Layered-Sampling (S, k, z, «, €) algorithm, initialize n; = 0 for each ¢ € [i*],
and set Z = (), where 7* is the separating index for D’.

4: if o; is to insert a point = then

5:  Sample Bernoulli I, s.t. Pr[I = 1] = p.

6: if I =1 then

7: Insert x to the current dataset.

8: Insert  into the set S by executing the fully-dynamic algorithm (Algorithm 2) on S, where the number of outliers

discarded is set as 2.

9: else
10: CONTINUE;
11:  endif
12: end if

13: if o0; is to delete a point x then
14:  Delete x from the current dataset.
15:  if x € S then

16: Delete x from S executing the fully-dynamic algorithm (Algorithm 2) on .S, where the number of outliers discarded
is set as Z.

17:  else

18: CONTINUE;

19:  end if

20: end if

21: For a specific query, call the Center-Selection Algorithm (Algorithm 4) to obtain a solution by setting the input z as
z — | Z|, where Z is the set of candidate outliers maintained by D’.

Upon each insertion, a Bernoulli sampling step (step 5 of Algorithm 10) is performed to simulate that x is sampled to form
the weak coreset S. Since the sampling probability is independent of the data size, the insertion and deletion operations on
the points are independent of each other, while guaranteeing the probability distributions for constructing S. By combining
with Lemma 4.1, Theorem 1.2 holds trivially.

D.2. Lower Bounds on the Update Time

In this subsection, we provide a lower bound for the update time of the fully-dynamic (k, z)-center problem. In the static
setting, Grunau and Rozhoti (Grunau & Rozhoi, 2022) proves the following lower bound on the running time.

Theorem D.1. (Grunau & Rozhon, 2022) Any randomized algorithm for the k-means/k-median/k-center problem with
outliers in the setting k > C, z > Cklogk, and n > C'z for an absolute constant C that with probability at least 0.5 gives
an O(1)-approximation for these problems with O(z) outliers discarded in the general metric space query model, needs
Q(nk?/z) queries.

At a high level, the theorem is proved by constructing a distribution over instances in the general metric space query model
such that no deterministic algorithm can succeed with probability exceeding 0.5 under this distribution. Hence, the stated
randomized lower bound then follows by Yao’s minimax principle (Yao, 1977).

33



New Algorithms for Fully-Dynamic %-center with Outliers

To prove a lower bound for the update time, our strategy is to transfer this static lower bound to the dynamic setting. A key
observation is that the query time has lower bound of (k) since there are k clusters. Consider an incremental k-center data
structure with amortized update time u(n, k, z) and query time ¢(n, k, z). By inserting the n points of one at a time and
then raise a query when all the points have been inserted, the dynamic algorithm can be modified in this way to obtain an
approximate solution in static settings with an overall running time of n - u(n, k, 2) + q(n, k, z). According to Theorem D.1,
we have n - u(n, k, 2) + q(n, k, z) = Q(nk?/z) in the the general metric space query model.

Then, since a fully-dynamic (k, z)-center algorithm should have Q(k) query time, an update time lower bound of (k2 /z)
can be obtained, which is stated as following.

Theorem 1.3 Any randomized algorithm for the fully-dynamic (k, z)-center problem in the setting k > C, z > Cklogk,
and n > Cz for an absolute constant C' that with probability at least 0.5 gives an O(1) approximation with O(z) outliers
discarded in the general metric space query model, requires Q(k*/z) update time.
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