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Abstract

Deep Multi-View Clustering (MVC) aims to learn
a unified semantic representation from diverse
data sources without supervision. However, cur-
rent approaches relying on flat Euclidean em-
beddings often fail to model data uncertainty,
resulting in rigid alignment where high-quality
views are forced to drift toward corrupted ones.
To address these challenges, we propose the
Hyperbolic Asymmetric Multi-view Clustering
(HAMC) framework. HAMC maps view-specific
features into the Poincaré ball and uses radial
geometry as a confidence proxy, encouraging con-
fident representations to occupy larger radial dis-
tances while allowing ambiguous or noisy sam-
ples to remain closer to the origin. To mitigate
noise, we introduce an asymmetric view align-
ment mechanism, enabling reliable views to uni-
directionally guide unreliable ones. Furthermore,
a consensus-aware cluster learning strategy is de-
signed to construct robust global pseudo-labels
via a confidence-based screening scheme, refin-
ing the cluster structure. Extensive experiments
against 13 baselines demonstrate that HAMC
achieves state-of-the-art performance.

1. Introduction

The rapid growth of multimodal data has transformed ma-
chine perception, driving the transition from single-source
analysis to comprehensive multi-view learning (BaltruSaitis
et al., 2018). From robotic navigation fusing multiple
sensors (Mou et al., 2024) to multimodal medical diagno-
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Figure 1. Motivation for the proposed HAMC framework. The
left panel illustrates conventional Deep MVC in Euclidean space
R%. Due to geometric mismatch, rigid symmetric alignment (+)
forces high-quality (HQ) embeddings to drift toward low-quality
(LQ) views, degrading the learned representation. The right panel
presents the proposed HAMC in the Poincaré ball (D). The
Poincaré ball provides a radial geometry for confidence modeling,
where the proposed objectives encourage reliable representations
to have larger radial distances and allow ambiguous or noisy rep-
resentations to stay closer to the origin. This enables asymmetric
guidance (—), where high-confidence views unidirectionally guide
less reliable ones.

sis (Kline et al., 2022), the core challenge lies in handling
data heterogeneity by extracting a unified semantic con-
sensus from diverse multi-view information. Multi-View
Clustering (MVC) aims to organize this heterogeneous data
into meaningful clusters without supervision. The primary
goal is to identify common underlying patterns across dif-
ferent views while preserving unique details from each
source (Fang et al., 2023; Liu et al., 2023; 2025b). This
task is particularly difficult because real-world data often
contains noise and lacks structured labels (Wen et al., 2022).

The development of MVC has progressed from shallow sta-
tistical models to deep learning approaches. Traditional
approaches, such as graph-based (Wang et al., 2019; Tang
et al., 2020; Li et al., 2021) and subspace learning meth-
ods (Sun et al., 2021; Huang et al., 2022; Liu et al., 2025a),
establish the theoretical groundwork. However, they are of-
ten limited by high computational complexity and an insuf-
ficient ability to model complex nonlinear relationships. To
address these bottlenecks, Deep MVC methods (Wang et al.,
2023b;a; 2026) have emerged as the dominant paradigm.
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By leveraging autoencoders or contrastive learning frame-
works, these methods have achieved remarkable success in
extracting high-level semantic features and learning nonlin-
ear mappings (Trosten et al., 2021; Huang et al., 2024).

Despite these advancements, current deep multi-view clus-
tering methods face two fundamental bottlenecks. First,
there is a mismatch between the intrinsic complexity of
data and the embedding geometry. Real-world data often
exhibits varying uncertainty, leading to significant quality
differences across views. Most existing methods map these
complex structures into Euclidean space, which possesses
a uniform structure and limited capacity (Nickel & Kiela,
2017; Ganea et al., 2018; Peng et al., 2021). This limitation
hinders the model from allocating sufficient space to sepa-
rate distinct clusters. Simultaneously, it struggles to handle
ambiguous samples, often causing noisy features to distort
the cluster structure (Chami et al., 2020; Khrulkov et al.,
2020; Lin et al., 2023a). Second, standard contrastive learn-
ing minimizes the distance between view pairs regardless
of their quality. In scenarios where one view is informa-
tive while another is corrupted, such rigid alignment forces
the high-quality view to drift toward the noise, degrading
the learned representation (Trosten et al., 2021; Lin et al.,
2023b), as illustrated in the left panel of Figure 1. Although
some robust methods employ weighting strategies, they gen-
erally rely on static view-level weights and fail to account
for quality differences at the instance level (Yang et al.,
2023; Sun et al., 2024).

To address these challenges, we propose the Hyperbolic
Asymmetric Multi-view Clustering (HAMC) framework.
Multi-view features are embedded into the Poincaré ball
model (Nickel & Kiela, 2017) to leverage its exponential
capacity. Using the radial structure of the Poincaré ball
together with entropy-aware learning objectives, HAMC
encourages discriminative, high-confidence representations
to occupy larger radial distances, while allowing ambiguous
or noisy representations to remain closer to the origin, as
depicted in the right panel of Figure 1. Specifically, we
introduce an asymmetric view alignment mechanism that
utilizes prediction entropy to enforce directional guidance,
ensuring that high-confidence views unidirectionally guide
less reliable ones. Finally, a consensus-aware cluster learn-
ing strategy refines cluster prototypes by constructing robust
global pseudo-labels using reliable samples to prevent noise
propagation. The main contributions of this work are sum-
marized as follows:

* We introduce hyperbolic geometry to deep multi-view
clustering to address the geometric mismatch. Lever-
aging the Poincaré ball, our method encourages high-
confidence representations to have larger radial dis-
tances and allows ambiguous or noisy samples to stay
closer to the origin.

* We propose HAMC, which replaces rigid alignment
with asymmetric guidance from reliable to corrupted
views based on instance-level uncertainty. Further-
more, it is integrated with a consensus-aware learning
strategy that employs decision-level fusion to construct
screened global pseudo-labels for robust fusion.

» Extensive experiments on diverse benchmarks demon-
strate that HAMC significantly outperforms state-of-
the-art methods in both accuracy and robustness.

2. Related Work

This section provides a brief review of some related works
in the domains of deep multi-view clustering and hyperbolic
representation learning.

2.1. Deep Multi-View Clustering

Deep multi-view clustering has evolved significantly in re-
cent years. Early methods primarily adopted a combina-
tion of autoencoders and traditional clustering algorithms.
Recently, contrastive learning has become the dominant
paradigm. It aims to learn a common semantic representa-
tion by maximizing the mutual information between consis-
tent views (Fang et al., 2023; Wang et al., 2025). Beyond
simple pairwise alignment, recent research focuses on cap-
turing global structural and semantic consistencies. For
instance, Chen et al. (Chen et al., 2023) refine semantic
alignment by contrasting cluster assignments to filter incon-
sistent information. Similarly, high-order random walks are
integrated in (Lu et al., 2024) to enhance feature distinc-
tiveness and extract semantic invariant features. Address-
ing missing modalities is another critical challenge. Lin et
al. (Lin et al., 2023b) pioneer dual contrastive prediction to
recover missing views by minimizing conditional entropy.
From a prototype perspective, methods such as (Jin et al.,
2023) and (Li et al., 2025) utilize cluster prototypes to infer
missing views or align partial samples directly.

Despite these diverse improvements, a critical bottleneck
remains. Most methods rely on symmetric alignment strate-
gies within Euclidean space. They typically enforce rigid
alignment by minimizing distances between views regard-
less of their instance-level quality or uncertainty. When a
view is corrupted or uninformative, this rigid mechanism
forces high-quality representations to drift toward noise,
inevitably degrading the cluster structure. Unlike these
approaches, our HAMC introduces an asymmetric align-
ment mechanism, allowing reliable views to unidirectionally
guide unreliable ones, thereby preventing noise propagation.

2.2. Hyperbolic Representation Learning

Representation learning typically relies on Euclidean space.
However, Euclidean geometry is uniform and has limited ca-
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Figure 2. The overall framework of Hyperbolic Asymmetric Multi-view Clustering (HAMC).

pacity (Peng et al., 2021). These characteristics make it dif-
ficult to embed complex data structures or represent varying
levels of uncertainty. In contrast, hyperbolic geometry offers
an exponential expansion of volume. This unique property
makes it ideal for modeling data with latent hierarchical
structures and encoding uncertainty. Seminal works such as
Poincaré embeddings (Nickel & Kiela, 2017) and hyperbolic
neural networks (Ganea et al., 2018) have demonstrated the
superiority of hyperbolic space in natural language process-
ing and graph learning. Recently, hyperbolic geometry has
also been applied to computer vision tasks, such as image
segmentation (Atigh et al., 2022) and image retrieval (Desai
et al., 2023). Additionally, researchers (Chami et al., 2020;
Long & van Noord, 2023) have applied it to hierarchical
clustering to handle large-scale data.

However, its potential in Deep MVC remains largely un-
explored. Most existing MVC methods still map complex
multi-view features into flat Euclidean space. This leads to
a geometric mismatch, as the fixed curvature of Euclidean
space cannot handle the varying uncertainty inherent in
multi-view data. Specifically, Euclidean space suffers from
limited boundary capacity, forcing discriminative features to
overlap with noise. Our work bridges this gap by using the
radial structure of the Poincaré ball as a confidence proxy,
so that high-confidence samples can be represented with
larger radial distances while noisy samples are allowed to
stay closer to the origin under the proposed objectives.

3. Methodology

In this section, we detail the proposed Hyperbolic Asym-
metric Multi-view Clustering (HAMC) framework. As illus-

trated in Figure 2, HAMC consists of three modules: View
Encoding and Projection, Asymmetric View Alignment, and
Consensus-Aware Cluster Learning. We use the embedding
norm as a confidence-related proxy, which supports an asym-
metric view alignment mechanism for directional guidance
and a consensus-aware clustering strategy that selectively
utilizes reliable samples for prototype refinement.

3.1. Preliminaries

Problem Definition. Consider a multi-view dataset X =
{x;}}¥., with N samples. Each sample x; consists of M
views, denoted as {x\",x?, ..., x™}, where x{") €
RPw represents the raw feature of the v-th view with dimen-
sion D,,. Our goal is to jointly learn a shared latent represen-
tation space and a set of cluster prototypes p = {u k}szl,

where p,;, represents the semantic center of the k-th cluster.

The Poincaré Ball Model of Hyperbolic Geometry. Stan-
dard multi-view clustering methods typically operate in
Euclidean space. However, views often exhibit signifi-
cant discrepancies in information density and uncertainty.
Euclidean geometry fails to represent these differences ef-
fectively due to its flat curvature and polynomial volume
growth. To address this mismatch, we ground our frame-
work in hyperbolic geometry, a non-Euclidean geometry
with constant negative curvature.

Formally, a d-dimensional Riemannian manifold can be
defined as a pair (M, g). At any point z, it is locally ap-
proximated by a linear Euclidean space R¢, referred to
as the tangent space 7,M. In this work, we adopt the
d-dimensional Poincaré ball model (D%, gP) as the real-
ization of hyperbolic space. It is defined as an open ball
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D? = {z € R? : ||z|| < 1} with curvature —1. The Rie-
mannian metric g2 at point z is conformal to the Euclidean
metric g7, defined as: g2 = A\2g¥, where \, = ﬁ
is the conformal factor. This metric implies an exponeri—
tial expansion of volume near the boundary 0D, providing
larger geometric capacity for separating distinct clusters.
Since dp(0,z) = 2 arctanh(]|z||2) is monotonic with ||z||2,
we use radial position as a confidence proxy rather than
assuming that noisy samples are automatically pushed to
the origin (Khrulkov et al., 2020).

To project a Euclidean feature onto this manifold, we utilize
the exponential map exp, : ToD¢ — D?. For a vector
h € R% in the tangent space at the origin, it is defined as:

h
tanb ([l i BAO.

0, h=0.

expg(h) =

With data projected onto the manifold, the hyperbolic dis-
tance between two points z;,z; € D? is derived as:

2||z; — zll3 )
(1=l = llz;3)
This metric serves as the basis for our subsequent similarity

measurement and prototype updating, ensuring that geomet-
ric properties are preserved during the clustering process.

dp(z;,2;) = arccosh (1 +

3.2. View Encoding and Projection

To effectively capture semantic information from diverse
views while explicitly modeling their uncertainty, we em-
ploy a hyperbolic autoencoder framework. This module
consists of a hyperbolic mapping layer and a set of view-
specific encoders and decoders.

For the v-th view of the i-th sample x§”>, the encoder fé”)

first extracts a latent feature. Since neural networks naturally
operate in Euclidean space, the output of this encoder is
regarded as a vector in the tangent space ToID? at the origin.

) ¢ R is formalized as:

This tangent feature h
h{” = £ ("), 3)

where 6 denotes the learnable parameters of the encoder.

Subsequently, we project hg”) onto the Poincaré ball man-

ifold D? using the exponential map defined in Prelimi-
(v)

i

naries. The hyperbolic embedding z
v)
7

norm ||z§v) ||2 serves as a confidence-related geometric quan-
tity. Since radial distance in the Poincaré ball is monotonic
with the distance from the origin, larger radial positions pro-
vide more capacity for separating confident representations.

is computed as

z!") = expy(h!”)). Through this projection, the radial

Under the subsequent entropy-aware alignment and cluster-
ing objectives, confident samples are encouraged to obtain
larger radial distances, while ambiguous or noisy samples
can remain closer to the origin.

To ensure training stability and avoid the numerical insta-
bility often associated with hyperbolic optimization, we

employ a tangent space decoding strategy. Instead of decod-
(v) (v)

ing from the hyperbolic embedding z; ’, the decoder g

reconstructs the input directly from the tangent feature hgv):
() = g (b("). @)

The reconstruction loss is then minimized using the Mean
Squared Error (MSE):

M N
Lree =3 > | —x|3. ®)

v=1 =1

This strategy effectively decouples the geometric constraints
from feature retention. It leverages the stability of Euclidean
operations for reconstruction while reserving the hyperbolic
space specifically for uncertainty modeling and clustering.

3.3. Asymmetric View Alignment

Traditional multi-view clustering often enforces rigid sym-
metric alignment, forcing embeddings from different views
to be close regardless of their quality. This can be detri-
mental when one view is corrupted or uninformative. To
address this, we propose the asymmetric view alignment
mechanism. This module leverages cluster prototypes to es-
timate instance-level uncertainty and imposes a directional
alignment constraint, ensuring that high-confidence views
unidirectionally guide low-confidence ones.

To implement this, we introduce a set of learnable cluster
prototypes p = {p;, } 2, to represent the semantic centers
of the K clusters. Consistent with our tangent space decod-
ing strategy, these prototypes are maintained in the tangent
space as {py }1_, C R? Then, we project them onto the
Poincaré ball D¢ via the exponential map for distance com-
putation: p,, = expo(px)- This design enables numerical
stability during iterative updates.

For the v-th view, we first calculate the hyperbolic distance
matrix D(*) € RN XX between embeddings and prototypes,
where DEZ) = dp(2\"), ;). To obtain a robust soft as-
signment probability Q") € RN*K | we treat —D() as
assignment logits, convert it into the non-negative kernel
exp(—D)), and apply the Sinkhorn-Knopp algorithm (Cu-
turi, 2013; Caron et al., 2020) to obtain Q(*).

The probability ng) represents the likelihood of sample ¢
belonging to cluster & in view v. Subsequently, we quantify
the uncertainty of sample ¢ in view v using the predictive
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entropy H. ,i(”) :

K
HY = =3 Q% 0 (QF +¢).  ©
k=1

where € is a small constant for numerical stability. This
entropy is used as a prediction-based uncertainty measure
associated with the current hyperbolic prototype assign-
ment. In the Poincaré ball, radial distance affects distances
to prototypes and thus can influence the sharpness of the
assignment distribution. Samples with clearer prototype
preference usually yield lower entropy, whereas ambigu-
ous samples tend to produce more diffuse assignments and
higher entropy. Therefore, entropy provides an operational
estimate of instance-level uncertainty rather than a direct
consequence of geometry alone.

Based on the estimated entropy, we construct a dynamic
gating mechanism to regulate the information flow. We
define an asymmetric weight w;*~* that activates only when
the source view u is more confident than the target view v:

H§“>)) . %)

This weight determines the strength of the guidance. If view
u exhibits lower entropy and higher confidence, it acts as
a teacher to guide view v. Otherwise, the weight becomes
zero. This mechanism effectively prevents uncertain views
from damaging the learned cluster structure. Consequently,
we formulate the alignment loss using hyperbolic distance:

7

w7 = sg (maX(O7 a7 —

Ealign =
1 N M M 2
NM(M—1) S Swrrdy (se(a), 2"
=1 u—1 o1
vFEU

where sg(-) denotes the stop-gradient operation. In Eq. 7,
the asymmetric weight is detached from the computational
graph. In Eq. 8, the source embedding is also detached.
Therefore, for an active ordered pair where view u has
lower entropy than view v, the alignment loss updates the
less reliable target view v without directly pulling the more
reliable source view u toward it.

3.4. Consensus-Aware Cluster Learning

Although the asymmetric alignment fosters consistency be-
tween view pairs, relying solely on local view predictions
fails to exploit the global semantic structure. To establish
reliable clustering targets, we propose a consensus-aware
cluster learning strategy. This module operates on two dis-
tinct levels: First, for each sample, we integrate multi-view
predictions via an uncertainty-aware decision fusion mecha-
nism to construct a robust global consensus. Second, across

the entire dataset, we employ a confidence-based screening
strategy to filter out unreliable samples, ensuring that only
reliable samples are utilized for representation learning and
prototype update.

For instance-level prediction fusion, instead of treating all
views equally, we integrate prediction confidence to form a
unified consensus logit. We compute an uncertainty-aware

(v)

weight o, for each view based on the previously calculated

entropy H"):

w _ _ exp(—H" /1)
ai - M (u) I
D u—1 exp(—H; " /T)

where 7 is a temperature parameter. Unlike the pairwise
weight in the alignment module, this weight agv) reflects
the contribution of view v to the global consensus. We then
aggregate the negative distance matrices —D(*) to compute

the weighted consensus logits S € RV *K:

©))

M
S = ot (=DY). (10)
v=1

To ensure the global partition satisfies balance assign-
ment constraints, we treat S as consensus logits and ap-
ply the Sinkhorn-Knopp algorithm to the non-negative
kernel exp(S) to obtain the optimized global assignment
Q*. The final pseudo-label for sample 7 is determined by
y; = argmaxy Q7.

On the dataset level, to prevent noise propagation from low-
quality samples, we adopt a confidence-based screening
strategy to utilize only reliable samples. Specifically, we
introduce a binary mask B; € {0,1} that selects only the
top-p most confident samples based on the maximum proba-
bility in Q*. The clustering loss is defined as the hyperbolic
cross-entropy between the view-specific embeddings and
the global pseudo-labels:

MEHBZ 5

v 4=1 v=1

‘Ccluster =

a1
exp(— dD( i 7/’l’y ) /7e)

S exp(—dp (", )2 /7.)

where 7. is the clustering temperature. This objective en-
courages view-specific embeddings to align with the high-
confidence global consensus, fostering a unified semantic
representation across all views.

-log

Finally, we update the cluster prototypes using the screened
reliable samples. Since hyperbolic space optimization can
be unstable, we perform updates in the tangent space. Specif-
ically, for each cluster k, we compute a candidate center

ci in the tangent space by aggregating the features hl(-v) of
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assigned reliable samples, weighted by the view confidence
agv). The prototype py is then updated via a momentum

strategy:
py " = mpy! + (1 - m)ey, (12)

where m is the momentum coefficient. The updated tangent
prototype is then projected back to the Poincaré ball as

My, = expo(Pr).

3.5. Optimization Objective

The optimization of HAMC follows a two-stage strategy to
ensure stable convergence and avoid degenerate solutions.

Stage 1: Warm-up. In the first stage, we focus solely on
initializing the view encoders and decoders. By minimizing
the reconstruction loss and a symmetric contrastive loss,
we ensure that the tangent space features hgv) capture the
intrinsic data structure before clustering begins. The warm-
up objective is formulated as:

‘Cwarmup - Erec + )\wc Z ENCE(h(u)7 h(v))u (13)
uFv

where A, is a weighting coefficient and £ ¢ g denotes the
standard InfoNCE loss (Oord et al., 2018). This stage equips
the tangent feature space with preliminary discriminability.

Stage 2: Joint Training. In the second stage, we perform
end-to-end training of the entire framework. We jointly
optimize the network parameters and cluster prototypes
using the total objective function:

‘Ctotal = Erec + )\lﬁalign + >\2‘Ccluste'r7 (14)

where \; and Ao are hyper-parameters. The reconstruc-
tion loss L. ensures that the tangent features retain the
intrinsic information of the original input, preventing degen-
erate solutions where embeddings collapse. The asymmet-
ric alignment loss L4, enforces cross-view consistency
by transferring structural knowledge from high-confidence
views to ambiguous ones. Finally, the consensus cluster-
ing loss L.y ster Optimizes the decision boundaries based
on the global consensus, enhancing the discriminability of
the latent space. The entire framework is trained end-to-
end simultaneously, with cluster prototypes updated via the
momentum strategy.

4. Experiments

In this section, we conduct experiments on six popular multi-
view datasets to evaluate the effectiveness of HAMC.

4.1. Experimental Settings

Datasets. To evaluate the effectiveness and robustness
of HAMC, we conduct experiments on six widely used

multi-view datasets, including Caltech-101 (Li et al., 2015),
CUB (Wah et al., 2011), LandUse-21 (Yang & Newsam,
2010), NoisyMNIST (Wang et al., 2015), Reuters (Amini
et al., 2009) and Scene-15 (Fei-Fei & Perona, 2005). In the
appendix, we provide detailed descriptions of these datasets.

Baselines. We compare HAMC with 13 state-of-the-art
multi-view clustering methods, ranging from classic deep
learning approaches to recent robust frameworks. Specifi-
cally, AE2-Nets (Zhang et al., 2019a) and BMVC (Zhang
et al., 2019b) are designed for complete multi-view cluster-
ing. The remaining 11 baselines are designed for multi-
view clustering with incomplete information, including
PVC (Huang et al., 2020), EERIMVC (Liu et al., 2021),
MvCLN (Yang et al., 2021), DSIMVC (Tang & Liu,
2022), DCP (Lin et al., 2023b), SURE (Yang et al., 2023),
ICMVC (Chao et al., 2024), CGCN (Wang et al., 2024),
CANDY (Guo et al., 2024), SMILE (Zeng et al., 2024), and
CAMERA (Li et al., 2025). For evaluation, we employ three
standard metrics: Clustering Accuracy (ACC), Normalized
Mutual Information (NMI), and Adjusted Rand Index (ARI).
For all metrics, higher values indicate better performance.

Implementation Details. The proposed HAMC is imple-
mented using the PyTorch framework on an NVIDIA RTX
4090 GPU. For all datasets, we employ fully connected
networks as the view-specific autoencoders. We determine
the optimal hyper-parameters via grid search. Specifically,
the dimension of the Poincaré ball embedding d is tuned
from {64, 128,256} to match different dataset complexi-
ties. The weighting coefficient A\, in the warm-up stage
and the joint training trade-off parameters Ay and Ao are
tuned within the range of {1073,1072,1071,1,10, 100}.
Additionally, the momentum coefficient m is tuned within
the range of {0.9,0.95,0.99}, while the confidence-based
screening ratio p is set to 0.5. The temperature parameters
are set to 7 = 0.3 and 7. = 0.7. Furthermore, we verify the
effectiveness of our method in incomplete MVC scenarios,
where some views of samples may be missing during data
collection. Specifically, to simulate incomplete data, we
randomly select N,,,;ss = n X N samples and remove one
view, where 7) denotes the missing rate.

4.2. Comparison with State-of-the-Art Methods

We compare HAMC with 13 baseline methods on six bench-
mark datasets. Table 1 reports the clustering performance
under both complete and incomplete (50% missing rate)
settings. The detailed analysis is summarized as follows:

¢ Superior Performance: As evidenced in Table 1,
HAMC achieves the best performance on the major-
ity of datasets across both settings. These consistent
improvements demonstrate that our framework effec-
tively addresses the geometric mismatch problem and
demonstrates its effectiveness compared to existing
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Table 1. Comparison of clustering performance on six benchmark datasets. The best results are highlighted in bold, and the second-best

results are underlined.

. Caltech-101 CUB LandUse-21 NoisyMNIST Reuters Scene-15
Setting Methods

ACC NMI ARI ACC NMI ARI ACC NMI ARI ACC NMI ARI ACC NMI ARI ACC NMI ARI

AE2-Nets 76 125 08 543 499 349 248 304 104 421 434 304 424 198 149 372 405 222
BMVC 50.1 724 339 662 61.7 487 253 286 114 883 770 76.6 424 219 151 405 412 241

PVC 205 514 157 596 667 529 168 252 56 871 928 93.1 380 203 10.1 380 39.8 2I.1
EERIMVC 49.0 742 342 740 731 624 249 296 122 657 576 513 332 143 39 396 39.0 221

H MvCLN 39.6 653 328 649 600 478 261 307 125 973 942 953 506 296 257 379 423 256
S DSIMVC 214 370 172 591 575 412 181 186 56 571 549 436 432 233 190 307 352 171
£ DCP 492 744 490 615 683 485 262 327 135 812 860 758 362 189 48 394 415 210
= SURE 43.8 70.1 295 627 60.1 46.1 251 283 109 984 954 965 49.1 299 23.6 428 425 246
§ ICMVC 340 640 400 830 771 698 278 31.6 145 987 963 972 528 303 249 412 436 257
o CGCN 49.1 752 338 707 715 603 288 360 150 97.6 952 965 458 27.0 223 429 434 250
CANDY 673 838 600 80.8 762 681 306 365 162 99.1 970 983 57.7 308 371 420 41.6 247
SMILE 51.0 794 353 747 755 645 267 29.1 131 993 978 984 425 329 262 444 446 274
CAMERA 656 748 515 814 756 66.6 286 354 151 999 996 997 550 348 295 455 463 282
HAMC (Ours) 70.7 847 69.7 875 815 752 309 368 17.1 994 98.0 98.6 61.2 442 33.0 477 475 30.6
AE2-Nets 66 180 45 359 320 159 192 230 58 299 238 11.8 291 7.6 48 224 234 96

IS BMVC 400 585 102 298 203 64 188 187 37 307 192 106 321 70 29 325 309 116
2 PVC 66 174 03 390 405 209 213 231 8.1 164 67 23 207 53 38 270 235 106
Il EERIMVC 436 690 264 687 639 538 221 252 91 556 459 368 298 120 42 289 270 84
g MvCLN 272 475 235 452 408 219 221 252 9.1 538 506 285 393 184 143 314 295 139
-‘§ DSIMVC 164 248 92 544 524 352 186 188 57 558 551 430 399 196 171 306 355 172
= DCP 443 710 453 537 655 473 222 270 104 800 752 707 346 175 29 395 424 235
g SURE 346 578 199 583 504 374 231 286 106 930 854 859 472 309 233 396 416 235
8 ICMVC 322 613 369 767 705 659 266 287 122 962 920 922 494 279 222 340 332 233
% CGCN 452 708 301 672 69.1 584 239 289 131 947 933 939 429 247 210 349 351 220
g CANDY 69.5 839 655 71.0 671 558 288 31.1 144 957 91.6 923 542 348 272 400 402 241
g SMILE 512 790 356 695 667 549 245 283 114 968 91.7 93.0 394 300 235 415 413 253
= CAMERA 638 71.7 482 741 68.1 563 272 319 134 983 951 963 544 359 303 449 444 269
HAMC (Ours) 69.1 833 668 828 763 707 29.1 344 156 98.1 959 975 57.6 415 309 465 448 282

Table 2. Performance comparison of HAMC and its variants on six benchmark datasets. The best results are highlighted in bold.

Variants Caltech-101 CUB LandUse-21 NoisyMNIST Reuters Scene-15
ACC NMI ARI ACC NMI ARl ACC NMI ARI ACC NMI ARl ACC NMI ARI ACC NMI ARI
wlo Hyperbolic 570 813 401 792 796 642 234 310 140 990 972 979 451 221 188 451 459 282
wlo Asymmetric Align 662 83.9 57.9 778 805 607 27.6 331 163 987 962 972 480 329 213 468 473 300
wlo Uncertainty Weight  65.7 840 57.6 828 813 682 287 328 161 993 97.8 984 502 341 265 469 472 30.1
wlo Confidence Mask 529 782 358 756 757 61.1 226 322 118 99.1 974 981 473 243 203 449 457 279
HAMC 707 847 697 875 815 752 309 368 171 994 980 986 612 442 330 477 475 306
approaches. even under severe information incompleteness.

* Effectiveness on Complete Data: On complete-view
datasets, HAMC shows clear advantages on CUB and
achieves strong performance on Reuters. On CUB,
it outperforms the strongest baseline across all three
metrics. On Reuters, it achieves the best ACC and NMI
while remaining competitive on ARI.

* Robustness against Missing Views: In the challeng-
ing scenario with 50% missing data, HAMC maintains
its superiority on almost all datasets. This validates the
robustness of our asymmetric view alignment mecha-
nism, which ensures that reliable views unidirection-
ally guide unreliable ones to prevent noise propagation.
While HAMC ranks second on Caltech-101, the differ-
ence is minimal with a gap of only 0.4% in ACC com-
pared to CANDY, suggesting that our consensus-aware
learning strategy can construct robust global patterns

Overall, these extensive comparisons confirm that the pro-
posed HAMC achieves state-of-the-art performance in both
accuracy and robustness.

4.3. Visualization

To verify whether our model can effectively distinguish be-
tween reliable and unreliable views, we visualize the entropy
distribution of the cluster assignments on the NoisyMNIST
dataset in Figure 4. NoisyMNIST is characterized by having
one clean view of original digits and one noisy view. As
shown in the histogram, the model produces a clear dis-
tinction between the two views. View 0 is concentrated in
the lower entropy region, indicating that the model assigns
high confidence to this view, correctly identifying it as the
informative view. In contrast, View 1 exhibits a distribu-
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Figure 3. t-SNE (Maaten & Hinton, 2008) visualization on CUB dataset.
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Figure 4. Entropy distribution on the NoisyMNIST dataset.

tion shifted toward higher entropy, reflecting the uncertainty
caused by the heavy noise. This evidence strongly supports
our asymmetric view alignment strategy: the high-quality
view acts as a teacher to guide the noisy view, preventing
noise propagation and preserving discriminative features.

To intuitively evaluate the quality of the learned repre-
sentations, we visualize the feature distributions using t-
SNE (Maaten & Hinton, 2008) on the CUB dataset. Fig-
ure 3 compares our proposed HAMC against three competi-
tive baselines: ICMVC, SMILE, and CAMERA. Standard
t-SNE is commonly applied to Euclidean feature vectors
by default. Therefore, we visualize the tangent feature h
instead of hyperbolic embeddings z. While baselines (Fig-
ure 3a-3c) exhibit blurred boundaries and overlapping clus-
ters, HAMC (Figure 3d) demonstrates superior intra-class
compactness and inter-class separability. This tangent-space
separability is consistent with the learned hyperbolic struc-
ture, since the exponential map preserves local angular in-
formation. The radial relation between the Poincaré ball
and the tangent space suggests that samples assigned larger
radial distances can also exhibit larger tangent-space norms
under the inverse mapping. This provides a possible ge-
ometric explanation for the improved visual separation in
Figure 3d. Since t-SNE is a nonlinear visualization method,
these plots should be interpreted as qualitative evidence
rather than a direct proof of hyperbolic separability.

0.001
0. 0.01

1 1
10 10
A 7 1004600 Ap T 1004500

(a) ACC vs. A1 and A2 on
Caltech-101 dataset

(b) ACC vs. A1 and A2 on
CUB dataset

Figure 5. Sensitivity studies of HAMC on the hyper-parameters
A1 and \o.

4.4. Ablation Studies and Parameter Analysis

To strictly evaluate the contribution of each component in
HAMC, we compare the full model with four variants: (1)
w/o Hyperbolic: replaces the Poincaré ball model with Eu-
clidean geometry; (2) w/o Asymmetric Align: reverts to
rigid symmetric alignment; (3) w/o Uncertainty Weight:
employs equal weights for view decision fusion instead
of uncertainty-aware weight agv); and (4) w/o Confidence
Mask: removes the confidence-based screening mecha-
nism. The experimental results on six benchmark datasets
are reported in Table 2. Overall, HAMC achieves the
strongest performance among these variants across the re-
ported datasets and metrics, suggesting that the proposed
components generally contribute to the final performance.
Specifically, the w/o Hyperbolic variant suffers a significant
performance drop on most datasets, demonstrating that flat
Euclidean space is insufficient to capture the hierarchical
uncertainty of multi-view data. Furthermore, removing the
asymmetric alignment mechanism leads to noticeable degra-
dation, particularly on the CUB dataset. This confirms that
symmetric alignment forces reliable views to align with
corrupted ones, propagating noise across modalities. Fi-
nally, the w/o Confidence Mask variant exhibits the most
severe decline on Caltech-101, suggesting that filtering out
ambiguous samples is crucial for preventing error accumu-
lation during self-training.
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To better illustrate the stability of HAMC, we investigate
the sensitivity of HAMC to the hyper-parameters \; and
Ao on Caltech-101 and CUB datasets. We perform a grid
search by varying both parameters within the range of
{1073,1072,107%, 1,10, 100}. The ACC results are visu-
alized in Figure 5. As shown in the chart, HAMC maintains
robust performance across a reasonable range of parame-
ter settings. When A; and ), are selected from the ranges
of {0.1, 1}, HAMC can achieve desirable performance for
both Caltech-101 and CUB datasets.

5. Conclusion

In this paper, we presented the HAMC framework to ad-
dress the mismatch between complex multi-view data and
the embedding geometry. Unlike traditional methods that
rely on flat Euclidean space, our approach leverages the
Poincaré ball model to capture the varying uncertainty of
data. HAMC improves cluster separability by using radial
confidence modeling in the Poincaré ball, which encourages
high-confidence samples to have larger radial distances and
reduces the influence of ambiguous or noisy samples. Fur-
thermore, we overcome the limitation of rigid alignment
by introducing an asymmetric view alignment mechanism.
This mechanism enables reliable views to guide unreliable
ones, effectively mitigating the impact of corrupted data. Fi-
nally, a consensus-aware learning strategy with a confidence-
based screening scheme is designed to refine the cluster
structure. Extensive experiments on six benchmark datasets
demonstrated that HAMC achieves state-of-the-art perfor-
mance in both accuracy and robustness. In future work, we
intend to investigate adaptive curvature learning, enabling
the model to dynamically adjust the manifold geometry to
the intrinsic structure of diverse datasets.

Software and Data

The code repository is available at: https://github.

com/wangemm/HAMC—-ICML2026.
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A. Appendix
A.1. Notation Summary

Table 3 summarizes the key notations used in this paper.

Table 3. Summary of notations used in HAMC.

Notations Meaning
X The multi-view dataset
N The number of samples
M The number of views
K The number of clusters
B The number of samples in a mini-batch
d The dimension of the hyperbolic embedding
D¢ The Poincaré ball model of hyperbolic space
T D4 The tangent space at point x
ng) The input data of the i-th sample in view v
XEU) The reconstructed input data of the i-th sample in view v
hz(-v) The tangent embedding of the i-th sample in view v
zgv) The hyperbolic embedding of the i-th sample in view v
Wy The learned cluster prototypes
6 p(v) The parameters of the encoder and decoder for view v
H i(v) The prediction entropy of the i-th sample in view v
wiv The asymmetric alignment weight from view u to view v
al(.v) The uncertainty-aware weight of view v for sample ¢
Q* The global consensus distribution
B; The binary reliability mask for sample @
A1, A2 The trade-off hyper-parameters for joint training
Awe The weighting coefficient for the warm-up stage
T, Te The temperature parameters
m The momentum coefficient for prototype update
P The confidence-based screening ratio
Lrec The reconstruction loss
Latign The asymmetric alignment loss
Leluster The clustering loss
Loarmup The warm-up objective function
Liotal The total objective function

A.2. Algorithm

Algorithm 1 summarizes the training process of the proposed HAMC.

12



Asymmetric Multi-View Clustering with Hyperbolic Uncertainty Modeling

Algorithm 1 Optimization of the proposed HAMC

Input: Multi-view dataset X', Number of clusters K, Hyper-parameters A1, Ao, 7, 7c, m, p, Max epochs T},,4., Warm-up
epochs Tyarm-
Output: Clustering partition result Y.
Initialization: Randomly initialize the learnable parameters 6, ¢ of autoencoders.
// Stage 1: Warm-up
fort = 1to Tyarm do
Update 6, ¢ by minimizing Lyarmup-
end for
Initialize cluster prototypes via K-Means on learned features.
// Stage 2: Joint Training
fort =1to T}, do

Obtain hyperbolic embeddings z!

iv) for all views and compute reconstruction loss £,.. via Eq. 5.

Calculate prediction entropy H, fv) and asymmetric weights w7,

Compute alignment loss Lg;;4, via Eq. 8.

Calculate view weights sz('v) and fuse global consensus Q*.
Generate pseudo-labels y; and reliability mask B;.
Compute clustering loss L.y ster Via Eq. 11.

Calculate total loss L4,:4; and update network parameters.
Update cluster prototypes via momentum strategy.
end for

Return: Final cluster assignments Y based on Q*.

A.3. Experiments
A.3.1. DETAILS OF DATASETS

The experiments are conducted on six multi-view datasets: Caltech-101, CUB, LandUse-21, NoisyMNIST, Reuters, and
Scene-15. Detailed descriptions are provided below.

 Caltech-101: This dataset contains 8677 instances from 101 categories. Following (Zeng et al., 2024), deep features
extracted by DECAF (Krizhevsky et al., 2017) and VGG19 (Simonyan & Zisserman, 2015) are used as two views.

e CUB: This dataset includes several categories of birds. Following (Li et al., 2025), visual features extracted by
GoogLeNet (Szegedy et al., 2015) and text features extracted by doc2vec (Le & Mikolov, 2014) are used as two views.

* LandUse-21: This dataset is a remote sensing dataset with 2,100 images belonging to 21 classes. We employ PHOG
and LBP features as two views following (Guo et al., 2024).

* NoisyMNIST: This dataset is a variant of the classic MNIST dataset. It includes a clean view and a noisy view
corrupted by white Gaussian noise. Following (Zeng et al., 2024), we randomly select 30,000 instances for evaluation
since some baselines cannot deal with such a large-scale dataset.

* Reuters: This dataset is a multilingual news dataset containing 18,758 samples from 6 categories. Following (Guo
et al., 2024), English and French are used as two different views.

* Scene-15: This dataset comprises 4,485 images classified into 15 scene categories. Following (Guo et al., 2024),
PHOG and GIST are employed as two distinct views.

A.3.2. ADDITIONAL EXPERIMENTAL RESULTS

Convergence Analysis. To verify the training stability of HAMC, we visualize the changes in objective loss and clustering
performance during the training process. Figure 6 displays the convergence curves on Caltech-101 and CUB datasets. As
shown in the figure, the training process exhibits a stable pattern. In the initial epochs, the total loss decreases rapidly.
Simultaneously, the clustering metrics show a sharp upward trend. This indicates that the model effectively learns useful
features and cluster structures in the early epochs. As the training continues, both the loss and the evaluation metrics
gradually become stable with little fluctuation. The curves clearly show that the decrease in loss corresponds to the
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Figure 6. Convergence analysis of HAMC on Caltech-101 and CUB datasets. The red dashed line represents the total training loss on the
left axis, while the solid lines denote the clustering metrics including ACC, NMI, and ARI on the right axis.
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Figure 7. Sensitivity analysis of the confidence-based screening ratio p on Caltech-101 and CUB datasets.

improvement in clustering performance. These results confirm that our method has good convergence properties and can be
optimized efficiently.

Sensitivity analysis of ratio p. We further investigate the impact of the confidence-based screening ratio p on the clustering
performance. Figure 7 reports the results on Caltech-101 and CUB datasets. As observed, the performance improves as
p increases from a small value. This suggests that including more high-confidence samples helps the model learn better
cluster structures. However, the performance drops noticeably when p becomes too large. This is because an overly high
ratio allows noisy samples with incorrect pseudo-labels to mislead the model optimization. The results demonstrate that
setting p to a moderate value (e.g., p = 0.5) achieves the best balance between sample quantity and reliability, validating the
effectiveness of our screening mechanism.
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