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Abstract

Modeling complex dynamics from observational
data is fundamental to scientific discovery and ar-
tificial intelligence. However, existing approaches
are often plagued by the entanglement of static
state representations and instantaneous motion,
leading to accumulated errors and off-manifold
hallucinations where predicted trajectories violate
intrinsic geometric constraints. To address this,
we propose Geometric Flow Grounding, a uni-
fied framework that enforces dynamic evolution
strictly along the tangent bundle of the learned
data manifold via a differentiable Neural Tangent
Projection Layer. By geometrically decoupling
state representation from tangential dynamics, our
method generalizes across diverse data regimes.
In scientific discovery, GFG reduces numerical
aliasing and improves long-horizon stability in
sparse dynamical systems, while recovering inter-
pretable gene regulatory motifs from single-cell
data. For trustworthy AI, the projection residual
provides a zero-shot metric for deepfake video
detection by revealing inconsistencies with the
implicit flow of pre-trained world models. Our re-
sults establish manifold-constrained projection as
a universal operator for both discovering natural
laws and verifying synthetic content. Code will
be available at https://github.com/yuc
hang97/GFG-public
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1. Introduction
Learning continuous dynamics from high-dimensional ob-
servations is a core problem shared by scientific modeling
and modern generative AI (Neklyudov et al., 2023; Chen
et al., 2021). This problem spans diverse fields, ranging
from recovering physical laws from sparse data (Brunton
et al., 2016; Anvari et al., 2025) and inferring cellular tran-
sitions from static snapshots (Bergen et al., 2020; Gayoso
et al., 2024; Cui et al., 2024), to synthesizing consistent mo-
tion in video generation (Wiedemer et al., 2025). Despite
their differences, these tasks share a common goal: learning
a vector field that produces plausible trajectories beyond the
observed data.

Current approaches, such as Neural ODEs and continuous
normalizing flows, typically parameterize vector fields di-
rectly in the ambient Euclidean space, optimizing for re-
construction or likelihood without explicit geometric con-
straints. However, treating the high-dimensional latent space
as flat ignores the intrinsic curvature of the data support.
This geometric agnosticism leads to two critical forms of
off-manifold error (see Figure 1 (a)). First, smoothing drift
occurs when the model averages conflicting velocity signals
(e.g., va and vb) in a local neighborhood, resulting in an
interpolated vector vc that points orthogonal to the manifold
surface. Second, off-manifold rollout drift can arise during
numerical integration: even if the instantaneous velocity is
tangential at the current point, a discrete step taken directly
in the ambient space may leave a curved manifold unless the
state is re-parameterized or corrected. Without geometric
control, such normal deviations can accumulate and drive
trajectories into unrealistic regions of the state space.

We argue that physical dynamics should not be modeled as
arbitrary ambient-space motion, but should align with the
local tangent structure of the underlying data manifold. This
principle aligns with foundational works in geometric deep
learning (Bronstein et al., 2017) and has inspired recent
advances like Neural Manifold ODEs (Lou et al., 2020) and
Riemannian Flow Matching (Chen & Lipman, 2024). While
these methods provide important geometric reference points,
they often assume known or analytically specified manifold
geometry. In high-dimensional observational domains such
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Figure 1. Geometric Flow Grounding: Intuition and Applications. (a) The Geometric Intuition. Standard dynamic models
parameterize vector fields in the flat ambient space, leading to two critical failures: (1) Off-Manifold Rollout Drift, where discrete
numerical steps (xt → x̂t+1) can push the predicted trajectory (red dashed line) off the manifold; and (2) Smoothing Drift, where the
model averages conflicting velocities in a neighborhood (va, vb) into an invalid vector vc with a nonzero normal component. (b) Universal
Applications. To resolve this, our framework employs a Neural Tangent Projection mechanism (center) that maps the latent velocity code
zv at latent state zs to the tangent velocity vtan. This geometric constraint serves as a unified foundation for three distinct tasks.

as gene expression and video, the data manifold is rarely
known a priori. Chart-dependent operations or divergence
estimation can introduce nontrivial overhead.

To operationalize geometric constraints efficiently without
these limitations, we propose Geometric Flow Grounding
(GFG). GFG is a unified framework that enforces this con-
straint through two synergistic mechanisms: Neural Tangent
Projection and Velocity Primitive Quantization. To elimi-
nate off-manifold rollout drift, our projection mechanism
leverages automatic differentiation to implement a strict
geometric constraint. Specifically, we utilize the Jacobian-
Vector Product (JVP) of the generator to map the latent
velocity code zv to the local tangent velocity vtan, ensuring
trajectories remain mathematically grounded on the man-
ifold surface. Simultaneously, to resolve smoothing drift
caused by conflicting velocity signals, we introduce a learn-
able codebook of velocity primitives. By quantizing contin-
uous dynamics into discrete, reusable tangent basis vectors,
we force the model to select distinct dynamic modes rather
than regressing to an off-manifold mean.

We validate Geometric Flow Grounding across three dis-
tinct regimes, each chosen to isolate and address a fun-
damental challenge in dynamic modeling (Figure 1 (b)).
First, in sparse dynamical system identification, we examine
whether strict tangent constraints can mitigate the long-term
numerical divergence typical of unconstrained baselines.
Second, in single-cell biology, we investigate the capacity
of our disentangled representations to resolve the averaging
dilemma inherent in complex lineages, aiming to recover
sharp branching points where standard smoothing methods
fail. Finally, to demonstrate the universality of these geomet-
ric principles, we extend our analysis to AI-generated video
detection. This setting serves to verify that adherence to the
underlying data manifold functions not only as a constraint
for scientific discovery but also as a rigorous metric for dis-
tinguishing physical reality from synthetic hallucinations.
Our main contributions are summarized as follows:

• Unified Geometric Framework. We introduce Neural
Tangent Projection, a differentiable mechanism utiliz-
ing matrix-free Jacobian-Vector Products (JVP). By
strictly grounding latent dynamics on the data mani-
fold, this approach prevents off-manifold rollout drift
and the numerical divergence inherent in unconstrained
baselines without the computational cost of explicit co-
ordinate charts.

• Disentangled Dynamics via Quantization. We propose
a dual-stream architecture that explicitly separates topo-
logical states from discrete velocity primitives. This
quantization-based design resolves the smoothing drift
caused by conflicting flows, enabling the unsupervised
discovery of interpretable laws and sharp branching
points in complex biological lineages.

• Training-free Physical Verification. We establish the
geometric projection residual as a rigorous, training-
free metric for consistency auditing. By repurposing
our constraint as a physics critic, the framework effec-
tively detects off-manifold artifacts in generative video,
exposing deepfakes that violate the implicit laws of
pre-trained world models.

2. Preliminaries
Problem Formulation. We consider the general problem
of learning the governing dynamics of a complex system
from discrete snapshots. Let X ⊆ RD denote the high-
dimensional observation space (e.g., pixel space for videos
or gene expression space for cells). We are given a dataset of
state observations D = {x(i)

t }i,t, sampled from continuous-
time trajectories.

Mathematically, we assume the evolution of the system is
governed by a time-invariant vector field v∗ : X → RD.
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Figure 2. Overview of the Geometric Flow Grounding (GFG) Framework. GFG employs a dual-stream architecture that explicitly
disentangles state-manifold representations from temporal dynamics. (1) The State Stream (top, blue) constructs the manifold support by
quantizing observations x into discrete state codes zs. (2) The Dynamics Stream (bottom, green) combats smoothing drift by mapping
evolution trends to a codebook of reusable velocity primitives (zv), forcing the selection of distinct dynamic modes to resolve conflicting
flows. (3) Crucially, the Neural Tangent Projection (red dashed arrow) grounds these latent primitives onto the tangent bundle. By
computing the Jacobian-Vector Product (JVP) of the state generator Ds, GFG maps the latent velocity code zv to the tangent velocity
vtan and mitigates off-manifold drift through latent-space integration and decoding.

For any state x(t), the instantaneous trend is described as:

dx(t)

dt
= v∗(x(t)). (1)

Our primary objective is to learn a parameterized estimator
vϕ : X → RD that approximates the ground-truth field
v∗, allowing us to reconstruct trajectories via numerical
integration x(t+ τ) = x(t)+

∫ t+τ
t

vϕ(x(s)) ds or to verify
the plausibility of observed transitions.

The Manifold Hypothesis. A fundamental challenge in
solving Eq. (1) directly in high-dimensional spaces is the
sparsity of data relative to the volume of X . To address
this, we adopt the standard Manifold Hypothesis, which
posits that the effective degrees of freedom of the system
are much lower than the ambient dimension D. Formally,
we assume the data support lies on a lower-dimensional
Riemannian manifold M ⊂ X . In the context of deep
generative modeling, this manifold is defined as the image
of a smooth generator Gθ (implemented by the state decoder
Ds):

M = {Gθ(zs) | zs ∈ Z}, (2)

where Z ⊆ Rd (d ≪ D) represents the intrinsic latent
space, and Gθ ≡ Ds : Z → X is the nonlinear mapping
used for decoding.

Under this setup, the problem transforms into learning dy-
namics that are consistent with the geometry implied by
Gθ. While standard approaches often model vϕ freely in the
ambient space X , this neglects the structural constraint that
valid evolution must conform to the geometry of M.

3. Method
In this paper, we propose Geometric Flow Grounding
(GFG), a unified framework designed to learn continuous dy-

namics strictly confined to the underlying data manifold. By
explicitly mapping predicted velocity primitives onto the tan-
gent bundle via a differentiable Neural Tangent Projection
mechanism, GFG eliminates off-manifold hallucinations by
construction. In this section, we first provide the theoretical
justification for this constraint (Sec. 3.1), followed by the
proposed dual-stream architecture (Sec. 3.2) and the geomet-
ric projection implementation (Sec. 3.3). We demonstrate
the universality of this framework across diverse domains,
ranging from equation discovery and single-cell RNA ve-
locity to deepfake detection in video generation.

3.1. Theoretical Motivation: Geometric Grounding

Building on the learned manifold hypothesis (Sec. 2), we for-
malize why tangent-space grounding is beneficial for learn-
ing dynamics from high-dimensional observations. This
perspective follows recent discussions of deep generative
models under the manifold hypothesis (Loaiza-Ganem et al.,
2024) and prior work showing that VAE-style decoders in-
duce useful latent manifold geometries (Chen et al., 2020).
Since the data manifold is not available a priori, our analysis
is stated with respect to the learned manifold induced by the
state decoder. Let Gθ ≡ Ds : Z → X denote the learned
generator and let Jθ(zs) be its Jacobian at latent state zs.

Assumption 3.1 (Learned manifold regularity). For en-
coded data points zs = Es(x) with x ∈ D, we assume:
(i) Local smoothness: Gθ is locally C1-differentiable, so
that Jacobian-vector products are well defined. (ii) Sta-
ble tangent space: Jθ(zs) has locally stable rank, with its
nonzero singular values bounded away from zero and infin-
ity. (iii) Tangential dominance: the dominant deterministic
component of the dynamics is approximately tangent to the
data support, while normal components correspond to noise,
stochasticity, or manifold approximation error.
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Under Assumption 3.1, the tangent space of the learned
manifold is given by Range(Jθ). Let PJθ be the orthogonal
projection onto this learned tangent space. The following
result clarifies the role of tangent projection during inference
and training.
Theorem 3.2 (Projection and Manifold Alignment). Let v∗

be the ground-truth vector field, v̂amb be an unconstrained
ambient estimator, and PJθ be the orthogonal projection
onto Range(Jθ).

(1) Inference denoising. The projected estimator admits the
decomposition

∥PJθ v̂amb−v∗∥22 = ∥PJθ (v̂amb−v∗)∥22+∥(I−PJθ )v
∗∥22.

(3)
Thus, tangent projection removes the component of the esti-
mator error orthogonal to the learned tangent space, while
the remaining residual is determined by the non-tangential
component of the true dynamics. In the special case where
v∗ ∈ Range(Jθ), this reduces to

∥PJθ v̂amb − v∗∥2 ≤ ∥v̂amb − v∗∥2. (4)

(2) Manifold alignment. For an observed transition ∆x,
the best tangent-space explanation is obtained by the least-
squares projection

min
u

∥∆x− Jθu∥22 = ∥(I −PJθ )∆x∥22. (5)

Therefore, minimizing this residual encourages the learned
Jacobian, and hence the learned tangent space, to align
with observed transitions.

Proof Sketch. For (1), decompose v∗ into its tangent and
normal components with respect to Range(Jθ). Since
PJθ (v̂amb − v∗) lies in the tangent space and (I −PJθ )v

∗

lies in the orthogonal normal space, Eq. (3) follows from
the Pythagorean theorem. If v∗ is exactly tangent to the
learned manifold, the normal residual vanishes, yielding
Eq. (4). For (2), the constrained tangent fitting problem is a
linear least-squares problem whose residual is exactly the
orthogonal projection residual in Eq. (5). This shows that
the physics consistency loss regularizes the learned geom-
etry toward the observed dynamics, rather than applying
a fixed tangent constraint post hoc. A full derivation and
the imperfect-manifold error decomposition are provided in
Appendix A.

3.2. Dual-Stream Disentangled Architecture

To mitigate the off-manifold deviations inherent in entan-
gled modeling, we propose a Dual-Stream Architecture (Fig-
ure 2) that explicitly disentangles the representation of static
state identity from dynamic evolution trends. This design
allows the model to learn a robust geometric support inde-
pendent of complex dynamics. The framework comprises
two parallel pathways:

State Stream (Manifold Representation Learning). The up-
per branch serves as the static manifold generator. The
state encoder Es first projects high-dimensional observa-
tions x ∈ X into a latent space. To capture the discrete
nature of underlying regimes (e.g., metastable states), we
employ a state codebook Cs = {ek}Kk=1. The continuous
embedding is discretized to its nearest prototype zs ∈ Cs.
These discrete states are then mapped back by the state de-
coder Ds ≡ Gθ to reconstruct x̂, thereby parameterizing
the manifold support M.

Dynamics Stream (Primitive Discovery). Parallel to the state
branch, the lower stream captures the system’s evolution
tendency. Sharing the same input as the state stream, the
velocity encoder Ev is specialized to extract kinetic cues
rather than static identity. We posit that governing dynamics
are composed of a finite set of intrinsic patterns (e.g., cell
cycle phases or attractor basins). Consequently, instead of
directly regressing unconstrained vectors, we introduce a
velocity primitive codebook Cv = {pℓ}Lℓ=1 to store these
fundamental modes. The latent velocity code zv ∈ Rd is
formulated as a weighted combination of these primitives:

zv =

L∑
ℓ=1

αℓpℓ, s.t. αℓ ≥ 0,

L∑
ℓ=1

αℓ = 1, (6)

where αℓ denotes the attention weight predicted by Ev for
primitive pℓ. This dictionary-based formulation aligns dy-
namic modeling with state quantization, enhancing both
robustness and interpretability.

However, the inferred primitive composition zv resides
strictly within the intrinsic latent space. To translate this
abstract tendency back to the high-dimensional observation
space while preserving the geometric constraints established
in Sec. 3.1, we employ the Neural Tangent Projection mech-
anism described below.

3.3. Neural Tangent Projection

A critical challenge in this dual-stream design is mapping
the latent velocity code zv to the observation space. Simply
training a separate, unconstrained decoder to regress the
ambient velocity would decouple the dynamics from the
state manifold, ignoring the local curvature captured by the
State Stream. To bridge this gap and enforce the theoreti-
cal guarantees derived in Eq. (4), we introduce the Neural
Tangent Projection mechanism.

Mathematically, the tangent space TGθ(zs)M is spanned
by the columns of the Jacobian Jθ(zs). Explicitly instan-
tiating this high-dimensional Jacobian is computationally
prohibitive. Instead, we leverage the property that the direc-
tional derivative of the generator along the latent velocity
code zv yields a vector strictly in the tangent space. We
compute this efficiently using the Jacobian-Vector Product
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(JVP) operator:

vtan = JVP(Gθ, zs, zv) ≜
∂

∂ϵ
Gθ(zs + ϵzv)

∣∣∣∣
ϵ=0

. (7)

As formally proven in Proposition A.1 (Appendix A), this
operation maps the learned latent velocity code zv directly
to a tangent velocity vtan ∈ RD. Crucially, by construction,
vtan has zero component in the normal space NGθ(zs)M,
thereby ensuring that the generated dynamics are geometri-
cally consistent and free from off-manifold hallucinations.

3.4. Optimization & Objectives

To ensure the learned manifold and dynamics are both geo-
metrically accurate and physically meaningful, we propose a
unified objective function. The total loss Ltotal is composed
of a state reconstruction term, which is universal across do-
mains, and a generalized physical consistency term that is
domain-specific:

Ltotal = Lstate + λLphy. (8)

The first term ensures the State Stream learns a high-fidelity
geometric support. We employ the standard VQ-VAE objec-
tive, consisting of the reconstruction loss and the codebook
commitment loss:

Lstate = Ex∼D

[
∥x−Gθ(zs)∥22

+ ∥ sg[Es(x)]− zs∥22

+ β∥Es(x)− sg[zs]∥22
]
.

(9)

This objective anchors the learned tangent bundle onto a
valid data distribution, providing a stable geometric founda-
tion for the subsequent dynamic modeling. The second term
enforces the predicted tangent velocity vtan to adhere to the
governing physical laws of the system. We formulate this
generally as minimizing the norm of a Physics Constraint
Functional Hdomain(·):

Lphy = Ex∼D
[
∥Hdomain(x, vtan)∥22

]
. (10)

Here, Hdomain is an operator that measures the residual
between the predicted geometric flow and the underlying
physical truths. The specific form of this operator depends
on the nature of the downstream task (shown in Table 1).
For temporal evolution tasks such as ODE discovery or
video analysis, Hdomain measures the integration or pre-
diction error, evaluating the discrepancy between the time-
integrated trajectory of vtan and the observed future states.
Conversely, for systems with implicit dynamics like single-
cell genomics, Hdomain measures the physical projection
residual, evaluating the orthogonality of vtan with respect
to the valid solution space defined by the governing reaction
equations. This unified formulation ensures that regardless
of the domain, the geometric flow is strictly grounded in its
respective physical reality.

Case Prior Ours

ODE min
∑
k

∥∥xk+1 − Φ∆tk(xk; fΞ)
∥∥2
2

min
∑
k

∥∥xk+1 −Ds

(
Φ∆tk(zs,k;V)

)∥∥2
2

RNA min
∑
i

∑
j∈N (i)

wij ∥v̂ϕ(xi)− v̂ϕ(xj)∥22 min
∑
i

∥∥Miκ
⋆
i − v̂tan(xi)

∥∥2
2

Video ∥It+1 −W(It, uflow(It, It+1))∥22
∥∥∆Iobs,t − JVP(GVAE, zt, zv,t)

∥∥2
2

Table 1. Domain Objectives across Three Cases. For ODE,
Φ∆tk (·) denotes a one-step integrator with step ∆tk; fΞ is the
library-based velocity function, V is the latent velocity function,
and Ds ≡ Gθ is the state decoder. For RNA, v̂ϕ is the RNA
velocity estimator, v̂tan(xi) is the tangent-projected velocity, Mi

is the kinetic design matrix, and κ⋆
i is the ridge solution used to

form the projection residual. For Video, uflow is optical flow, W
denotes warping, ∆Iobs,t is the observed pixel displacement, and
JVP(GVAE, zt, zv,t) is the Jacobian-vector product of the frozen
VAE decoder along the latent score direction produced by a pre-
trained diffusion model.

Method MSE ↓ VPT ↑ Discovered ODE

Ground Truth - - ẋ1 = −1.0x2, ẋ2 = 1.0x1

SINDy 1.2902 3.8 ẋ1 = −0.5993x1, ẋ2 = −0.6179x2

IRK-SINDy 1.2926 3.8 ẋ1 = 0.7119x2, ẋ2 = −0.8269x1

MNN 4.8494 3.8 ẋ1 = 0.5156x2, ẋ2 = 0

S-MNN 38.3503 3.8 ẋ1 = −0.7023x1, ẋ2 = 0.6061x2

GFG (Ours) 0.0003 26.1 ẋ1 = −0.9737x2, ẋ2 = 1.0188x1

Table 2. The Discovery of Ordinary Differential Equation. The
observed data are sampled from 2D circle rotation physics system
under large, non-uniform ∆t ∈ [2.106, 4.161]. We report one-step
rollout MSE and valid prediction time (VPT). The ground truth
equation is shown in the gray row for reference.

4. Experiments
We evaluate Geometric Flow Grounding across three distinct
regimes, ranging from theoretical physical systems to high-
dimensional biological data and generative media.

4.1. Case 1: Ordinary Differential Equation Discovery

Equation discovery aims to infer closed-form governing
laws from observed data. In this paper, we follow the typi-
cal Sparse Identification of Nonlinear Dynamics (SINDy)
setting(Brunton et al., 2016), which achieves the discovery
through the sparse regression over a predefined library of
candidate functions.

Setup. We simulate uniform circular motion under non-
uniform, sparse temporal sampling (Figure 3a) to bench-
mark GFG against classical SINDy (Brunton et al., 2016)
and IRK-SINDy (Anvari et al., 2025), as well as two re-
cent neural-network-based methods, MNN (Pervez et al.,
2024) and S-MNN (Chen et al., 2025a), built on a differ-
entiable linear-programming solver. Under this challenge
sampling scenario, classical SINDy fails due to derivative
estimation errors. IRK-SINDy tries to avoid this by re-
covering equations through minimizing simulation loss via
implicit Runge-Kutta schemes. However, it remains prone
to instability and ambiguity with large gaps.
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Method
MouseBrain Dentate Gyrus Retina Erythroid Lineage

VeloCoh ↑ ICCoh ↑ CBDir ↑ VeloCoh ↑ ICCoh ↑ CBDir ↑ VeloCoh ↑ ICCoh ↑ CBDir ↑ VeloCoh ↑ ICCoh ↑ CBDir ↑

scVelo (Bergen et al., 2020)
0.765
±0.000

0.504
±0.002

0.435
±0.011

0.823
±0.000

0.673
±0.000

0.254
±0.018

0.922
±0.013

0.743
±0.015

0.333
±0.027

0.627
±0.000

0.495
±0.016

0.067
±0.001

veloVI (Gayoso et al., 2024)
0.620
±0.000

0.318
±0.000

0.269
±0.034

0.649
±0.000

0.436
±0.000

0.621
±0.043

0.651
±0.000

0.371
±0.000

0.185
±0.062

0.484
±0.000

0.320
±0.000

0.173
±0.023

DeepVelo (Cui et al., 2024)
0.588
±0.012

0.364
±0.013

0.411
±0.146

0.868
±0.018

0.783
±0.022

0.285
±0.347

0.680
±0.008

0.481
±0.014

0.377
±0.085

0.702
±0.016

0.569
±0.017

0.216
±0.128

TIvelo (Ge et al., 2025)
0.385
±0.000

0.133
±0.000

0.515
±0.012

0.746
±0.000

0.422
±0.001

0.413
±0.000

0.675
±0.030

0.244
±0.018

0.384
±0.048

0.329
±0.000

0.157
±0.000

0.539
±0.009

Graphvelo (Chen et al., 2025b)
0.683
±0.000

0.366
±0.000

-0.143
±0.031

0.790
±0.000

0.696
±0.000

0.427
±0.148

0.759
±0.015

0.436
±0.070

0.316
±0.063

0.887
±0.003

0.859
±0.005

0.569
±0.003

GFG (Ours) 0.864
±0.036

0.736
±0.078

0.657
±0.055

0.946
±0.014

0.908
±0.018

0.473
±0.030

0.998
±0.001

0.997
±0.001

0.430
±0.025

0.994
±0.000

0.989
±0.000

0.746
±0.003

Table 3. Quantitative comparison across four scRNA-seq datasets. We report three key metrics: VeloCoh for global smoothness,
ICCoh for local consistency, and CBDir for biological accuracy. Our GFG consistently outperforms state-of-the-art baselines, especially in
geometric consistency metrics. Bold and underline denote the best and second-best results, respectively. Results are reported over 5 runs.
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(a) Dataset Visualization
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(b) Trajectory Comparison
Figure 3. Dynamics Discovery on the Circular Motion System.
(a) Visualization of sampled states from a uniform circular-motion
system under sparse, non-uniform temporal sampling. Point color
encodes the sample index (purple → yellow indicates earlier →
later samples). The red circle and triangle mark the start and end
states, respectively. (b) Rollout of x1(t) from the start state (1, 0).
GFG closely matches the ground truth, whereas SINDy and S-
MNN converge toward zero, MNN remains near the initial state,
and IRK-SINDy exhibits phase drift.

Metrics. We evaluate performance from three aspects: 1)
Equation Recovery, assessing whether the correct terms and
coefficients are identified; 2) One-Step Rollout MSE, mea-
suring local predictive accuracy; and 3) Valid Prediction
Time (VPT), quantifying long-term stability before the tra-
jectory diverges. Details on metric calculations are provided
in Appendix B.1.2.

Comparison with the State-of-The-Art Baselines. Table 2
summarizes the quantitative results. GFG significantly out-
performs both baselines, achieving much lower MSE and
longer VPT. Crucially, GFG is the only method that cor-
rectly recovers the exact equation coefficients. As shown in
Figure 3(b), classical SINDy fails to maintain the circular
motion, learning incorrect terms that cause the trajectory to
decay rapidly toward the center. IRK-SINDy, while keeping
the circular shape, learns coefficients with reversed signs.
This error comes from the phase ambiguity in sparse sam-

pling: when the time gap is large (rotation > π), the data
can be explained by multiple different paths. Without ge-
ometric constraints, integral-based methods often pick a
plausible but wrong solution. The neural baselines exhibit
the same difficulty. MNN recovers an incomplete system
where the ẋ2 component collapses; S-MNN learns decou-
pled self-terms with a sign flip that turns the conservative
rotation into a divergent system, yielding the largest error in
Table 2. GFG uses manifold constraints to resolve this ambi-
guity, ensuring the trajectory stays aligned with the ground
truth. More complicated cases are shown in Appendix D.1

4.2. Case 2: Single-Cell RNA Velocity Inference

Single-cell RNA velocity inference aims to infer continu-
ous dynamic trajectories from static gene expression snap-
shots (La Manno et al., 2018), serving as a critical tool for
estimating cell state transition probabilities. However, the
high dimensionality, sparsity, and noise inherent in single-
cell data pose significant challenges to this task.

Baselines. We compare GFG with five state-of-the-art meth-
ods, including the stochastic model scVelo (Bergen et al.,
2020), the generative framework veloVI (Gayoso et al.,
2024), and recent graph-based approaches like DeepVelo
(Cui et al., 2024), TIvelo (Ge et al., 2025), and Graphvelo
(Chen et al., 2025b). These methods typically rely on local
smoothness heuristics in the ambient expression space, of-
ten yielding velocity vectors misaligned with the cellular
manifold. While Graphvelo attempts a post-hoc geometric
correction, GFG explicitly projects the learned flow onto the
tangent bundle via end-to-end training, ensuring geometric
validity in an intrinsic way.

Datasets and Metrics. We evaluate GFG on four stan-
dard scRNA-seq benchmarks representing diverse develop-
mental topologies: MouseBrain (Ge et al., 2025), Dentate
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Figure 4. RNA velocity on Mouse Brain. Red ellipses highlight spurious V-SVZ (green)
to Upper Layer (blue) transitions in baselines. GFG suppresses these hallucinations by
enforcing manifold geometry, ensuring trajectories respect biological boundaries.

Figure 5. Spatial disentanglement on
Mouse Brain. This visualizes GFG’s au-
tonomous separation of competing cell fates
into orthogonal flows.

Gyrus (Hochgerner et al., 2018), Retina (Lo Giudice et al.,
2019), and Erythroid Lineage (Pijuan-Sala et al., 2019).
We evaluate performance using three complementary ge-
ometric and biological metrics: 1) VeloCoh (Velocity Co-
herence), measuring the global smoothness of the inferred
vector field; 2) ICCoh (In-Cluster Coherence), assessing
directional agreement among cells within the same cluster;
and 3) CBDir (Cross-Boundary Direction Correctness), veri-
fying the correctness of transitions along biological lineages.
Details are provided in Appendix B.2.2.

Comparison with the State-of-The-Art Baselines. Table 3
shows that GFG dominates geometric metrics, particularly
achieving significant Recall gains. These quantitative im-
provements are qualitatively supported by Figure 4. In the
red-highlighted regions of the Mouse Brain dataset, baseline
methods produce spurious transitions from the V-SVZ to the
Upper Layer due to their reliance on ambient space smooth-
ness. By contrast, GFG enforces tangent bundle projection,
effectively suppressing these biologically impossible short-
cuts by ensuring inferred trajectories respect known cellular
boundaries and manifold curvature. This confirms that GFG
captures intrinsic dynamical laws that remain elusive to
conventional statistical or smoothing approaches.

Dynamics Discovery and Interpretability. We examine
the biological semantics of GFG’s velocity codebook on
the Mouse Brain dataset. By decoding discrete atoms for
GO enrichment, we directly verify their lineage specificity.
Examples are shown in Figure 5, where the learned atoms
demonstrate clear spatial disentanglement: Atom 4 tracks
the neuronal trajectory (V-SVZ to cortex), whereas Atom 11
specifically highlights the glial branch (RG, Astro, OPC).
This geometric separation is substantiated by statistical ev-

Method Recall ↑ Accuracy ↑ F1-Score ↑ AUROC ↑

STIL (Gu et al., 2021) 27.0 63.5 35.8 93.5
NPR (Tan et al., 2024) 57.4 78.0 68.4 93.0
TALL (Xu et al., 2023) 60.8 79.9 72.6 95.7
DeMamba (Chen et al., 2024) 72.0 84.2 80.1 93.9
NSG-VD (Zhang et al., 2025) 88.0 91.5 90.9 96.1

GFG (Ours) 73.6 88.2 81.5 93.4
GFG + NSG-VD 93.2 92.2 88.9 96.3

Table 4. Quantitative comparison on AI-Generated Video De-
tection (Average). We report the average performance across ten
diverse video generation benchmarks.

idence (Appendix D.2.1). The neuronal atom is enriched
in nervous system development (p = 7.30× 10−6), reflect-
ing neurogenesis. In contrast, the glial atom aligns with
structural functions like extracellular matrix organization
(p = 2.85×10−4), capturing the distinct scaffolding role of
glial cells. This confirms that GFG captures the underlying
modularity of developmental systems, bridging geometric
inference with biological insight.

4.3. Case 3: AI-Generated Video Detection

The detection of AI-generated videos aims to distinguish
real-world videos videos from those synthesized by text-to-
video models. A core challenge in this domain is general-
ization, as detectors trained on specific generators often fail
when encountering unseen synthesis algorithms. We frame
this task as a geometric consistency problem where we find
that real videos evolve along a continuous manifold while
generated content exhibits detectable geometric irregulari-
ties regardless of the specific generator architecture.

Geometric Consistency Analysis. We analyze the distribu-
tion of normalized tangent projection errors to investigate
the geometric validity of video trajectories. To quantify this,
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.
Figure 6. Geometric consistency analysis. We compare the
density of normalized tangent projection errors for real (top) and
generated (bottom) videos. While real videos generally align with
the predicted manifold flow, generated content exhibits a sharp
peak at the maximum deviation.

Dataset Variant VeloCoh ↑ ICCoh ↑ CBDir ↑

Pancreas
w/o JVP 0.993±0.032 0.970±0.021 0.405±0.048
w/o VQ 0.993±0.027 0.972±0.018 0.125±0.051
GFG (Full) 0.994±0.025 0.976±0.009 0.588±0.047

Mouse Brain
w/o JVP 0.695±0.299 0.594±0.303 0.465±0.282
w/o VQ 0.587±0.361 0.457±0.365 0.106±0.482
GFG (Full) 0.864±0.036 0.736±0.078 0.657±0.055

Table 5. Ablation study on Pancreas and Mouse Brain. JVP
and VQ contribute complementary benefits: JVP improves the
geometric validity of the learned vector field, while VQ enhances
mode disentanglement and robustness to noisy local trends.

we measure the discrepancy between the observed pixel
displacement ∆Iobs,t = It+1 − It and the theoretically
predicted tangent flow. Let zt be the VAE latent of frame
It and let zv,t be the latent score direction. The predicted
pixel-space variation is ∆Itan,t = JVP(GVAE, zt, zv,t),
where GVAE is the frozen VAE decoder. The final de-
tection score is computed from the normalized residual
∥∆Iobs,t − ∆Itan,t∥22. As shown in Figure 6, generated
videos exhibit a distinct peak at maximum deviation (1.0),
confirming that they violate intrinsic geometric constraints
despite high static fidelity.

Datasets and Metrics. Following NSG-VD (Zhang
et al., 2025), we utilize a balanced training set from Gen-
Video (Chen et al., 2024), comprising 10,000 real videos
from Kinetics-400 (Kay et al., 2017) and 10,000 generated
samples from Pika (Pika Art, 2022). To evaluate general-
ization to unseen synthesis algorithms, our validation and
test sets strictly exclude the training generator. We report
performance using four standard metrics: Recall, Accuracy,
F1-Score, and AUROC.

Comparison with the State-of-The-Art Baselines. Ta-
ble 4 shows that GFG provides a complementary geometric
signal for AI-generated video detection. Rather than re-
placing NSG-VD, which monitors spatiotemporal gradient
distribution shifts via Maximum Mean Discrepancy, GFG
verifies whether temporal evolution is locally aligned with
the tangent flow induced by the learned generative manifold.
This difference is important for high-fidelity generators,

(a) Sensitivity to Codebook Size L (b) Sensitivity to λ

Size L VeloCoh ↑ ICCoh ↑ CBDir ↑ Weight λ VeloCoh ↑ ICCoh ↑ CBDir ↑

8 0.996 0.987 0.579 0 0.993 0.970 0.405
16 0.994 0.980 0.580 1 0.993 0.976 0.588
32 0.994 0.976 0.588 10 0.993 0.976 0.588
64 0.993 0.976 0.580 50 0.992 0.972 0.579

Table 6. Sensitivity Analysis on the Pancreas dataset. (a) GFG
shows high robustness to codebook size L, with biological accu-
racy (CBDir) peaking at L = 32. (b) Incorporating the geometric
weight λ > 0 significantly boosts performance compared to the
baseline (λ = 0), maintaining stability across a wide range.

where fake videos may match global real-video statistics but
still exhibit off-manifold motion patterns that violate plausi-
ble physical continuity. As a result, combining GFG with
NSG-VD achieves the best overall performance, improving
Recall by 5.2% over NSG-VD and reaching an AUROC of
96.3%. Although the margin over NSG-VD is moderate and
NSG-VD retains a slightly higher F1-score, these results
suggest that tangent-space consistency is a useful threshold-
independent criterion and is most effective when used as a
complementary verification signal.

4.4. Ablation and Sensitivity

Table 5 evaluates the contributions of the two main com-
ponents of GFG on both Pancreas and Mouse Brain. The
results show that JVP and VQ play complementary roles.
Removing the JVP-based geometric constraint consistently
decreases CBDir, indicating that tangent-space alignment
helps preserve geometrically valid and biologically meaning-
ful trajectories on the learned manifold. Removing the VQ
codebook causes a larger degradation in CBDir, from 0.588
to 0.125 on Pancreas and from 0.657 to 0.106 on Mouse
Brain, suggesting that VQ is particularly important for dis-
entangling heterogeneous transition modes and improving
robustness to noisy local trends. Combining both compo-
nents yields the strongest performance across datasets.

Hyperparametric Sensitivity. Table 6 evaluates GFG’s
robustness to codebook size L and geometric weight λ. Per-
formance remains stable across various scales of L, with
biological accuracy peaking at L = 32. Notably, incorpo-
rating the geometric constraint (λ > 0) yields a significant
performance leap over the baseline (λ = 0), while main-
taining consistent results across λ ∈ [1, 10]. This confirms
that GFG is robust and insensitive to hyperparameter tuning
within a practical range.

5. Related Work
Learning Continuous Dynamics from Snapshots. Learn-
ing continuous dynamics from snapshot observations in-
tersects with several continuous-time modeling paradigms.
Neural ODEs (Chen et al., 2018) provide a foundation by
parameterizing vector fields to infer dynamics from irregular
measurements, a framework extended to partially observed
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and multi-agent systems to resolve hidden state trajectories.
A parallel line of work pursues explicit equation discov-
ery: MNN (Pervez et al., 2024) and its scalable variant
S-MNN (Chen et al., 2025a) embed differentiable mechanis-
tic solvers into neural networks to recover governing ODEs,
with MechNN-PDE (Pervez et al., 2025) further extending
this paradigm to PDEs. Complementary approaches focus
on reconstructing density evolution directly from snapshot
distributions. For instance, Action Matching (Neklyudov
et al., 2023) and optimal-transport-based flows (Kawano
et al., 2025) estimate continuous trajectories from temporal
marginals or sparse snapshots without full path information.
Together, these methods address the challenges of identifia-
bility and temporal sparsity, providing a theoretical basis for
our approach to recover latent manifold flows from discrete
snapshot data.

RNA Velocity Inference. RNA velocity modeling
has evolved from solving transcriptional dynamics via
scVelo (Bergen et al., 2020) to deep learning frameworks
like veloVI (Gayoso et al., 2024) and DeepVelo (Cui et al.,
2024) that resolve complex kinetics. To enhance stabil-
ity, recent approaches like TIvelo (Ge et al., 2025) and
Graphvelo (Chen et al., 2025b) introduce trajectory guid-
ance or graph-based tangent projections. Unlike these, GFG
ensures consistency by strictly projecting velocity vectors
onto the manifold’s intrinsic tangent bundle via Jacobian-
Vector Products.

Video Forgery Detection. Video detection has transitioned
from supervised learning models such as DeMamba (Chen
et al., 2024), STIL (Gu et al., 2021), and TALL (Xu et al.,
2023), to artifact analysis in frameworks like NPR (Tan et al.,
2024) and D3 (Zheng et al., 2025). More recently, physics-
driven paradigms like NSG-VD (Zhang et al., 2025) and
motion-based CNNs (Amerini et al., 2019) detect violations
of physical conservation or continuity. In contrast, GFG
provides a deterministic geometric criterion by verifying the
alignment between observed trajectories and the manifold’s
theoretical tangent flow.

6. Conclusion and Future Work
In this paper, we introduced Geometric Flow Grounding
(GFG), a unified framework that resolves the critical chal-
lenge of off-manifold hallucinations in continuous dynamics
learning. We achieve this via two synergistic mechanisms:
Neural Tangent Projection, which prevents off-manifold
rollout drift by confining evolution to the tangent bundle via
matrix-free Jacobian-vector products, and a Velocity Primi-
tive Codebook, which mitigates smoothing drift by quantiz-
ing conflicting flows into interpretable, distinct geometric
modes. Empirical evaluations across physics, biology, and
computer vision validate that this framework serves as both
a numerical stabilizer for identifying governing equations

and a mechanism for disentangled discovery.

Future Work. Geometric Flow Grounding could be fur-
ther developed into a transferable inference-time module for
generative foundation models. For example, it may serve as
a plug-and-play operator for video diffusion models, guid-
ing generation trajectories toward valid tangent bundles to
improve physical consistency without requiring full model
retraining.

Limitation. Our geometric construction assumes that
the learned generator is locally differentiable and well-
conditioned, and that the dominant dynamics are approxi-
mately tangential to the learned manifold. Therefore, GFG
is better suited to systems with continuous dominant transi-
tions, but may be less appropriate for processes involving
abrupt jumps, strong off-manifold effects, or dynamics that
are poorly captured by a tangent-space prior. In such cases,
alternative geometric constraints may be needed. In ad-
dition, the latent dynamics and the learned generator are
not necessarily uniquely identifiable, since different latent
parameterizations may induce similar vector fields in the
observation space. Our goal is thus not to recover a unique
latent decomposition, but to learn geometrically consistent
and meaningful dynamics in the observed space.
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I., Böttcher, A., Theis, F. J., et al. Comprehensive single
cell mrna profiling reveals a detailed roadmap for pancre-
atic endocrinogenesis. Development, 146(12):dev173849,
2019. 16

Bergen, V., Lange, M., Peidli, S., Wolf, F. A., and Theis,
F. J. Generalizing rna velocity to transient cell states
through dynamical modeling. Nature biotechnology, 38
(12):1408–1414, 2020. 1, 6, 9, 25

Bronstein, M. M., Bruna, J., LeCun, Y., Szlam, A., and Van-
dergheynst, P. Geometric deep learning: going beyond
euclidean data. IEEE Signal Processing Magazine, 34(4):
18–42, 2017. 1

Brooks, T., Peebles, B., Holmes, C., DePue, W., Guo, Y.,
Jing, L., Schnurr, D., Taylor, J., Luhman, T., Luhman,
E., Ng, C., Wang, R., and Ramesh, A. Video generation
models as world simulators. 2024. URL https://op
enai.com/research/video-generation-m
odels-as-world-simulators. 17

Brunton, S. L., Proctor, J. L., and Kutz, J. N. Discovering
governing equations from data by sparse identification of
nonlinear dynamical systems. Proceedings of the national
academy of sciences, 113(15):3932–3937, 2016. 1, 5

Chen, H., Hong, Y., Huang, Z., Xu, Z., Gu, Z., Li, Y.,
Lan, J., Zhu, H., Zhang, J., Wang, W., et al. Demamba:
Ai-generated video detection on million-scale genvideo
benchmark. arXiv preprint arXiv:2405.19707, 2024. 7,
8, 9, 17, 26

Chen, J., Yao, D., Pervez, A., Alistarh, D., and Locatello, F.
Scalable mechanistic neural networks. In The Thirteenth
International Conference on Learning Representations,
2025a. 5, 9

Chen, N., Klushyn, A., Ferroni, F., Bayer, J., and van der
Smagt, P. Learning flat latent manifolds with vaes. In
Proceedings of the 37th International Conference on Ma-
chine Learning, pp. 1587–1596, 2020. 3

Chen, R. T., Rubanova, Y., Bettencourt, J., and Duvenaud,
D. K. Neural ordinary differential equations. Advances
in neural information processing systems, 31, 2018. 8

Chen, R. T. Q. and Lipman, Y. Riemannian flow match-
ing on general geometries. International Conference on
Learning Representations, 2024. ICLR. 1, 23, 24

Chen, Y., Zhang, Y., Gan, J., Ni, K., Chen, M., Bahar, I.,
and Xing, J. Graphvelo allows for accurate inference
of multimodal velocities and molecular mechanisms for
single cells. bioRxiv, pp. 2024–12, 2025b. 6, 9, 26

Chen, Z., Liu, Y., and Sun, H. Physics-informed learning of
governing equations from scarce data. Nature communi-
cations, 12(1):6136, 2021. 1

Cui, H., Maan, H., Vladoiu, M. C., Zhang, J., Taylor, M. D.,
and Wang, B. Deepvelo: deep learning extends rna ve-
locity to multi-lineage systems with cell-specific kinetics.
Genome Biology, 25(1):27, 2024. 1, 6, 9, 25

Gayoso, A., Weiler, P., Lotfollahi, M., Klein, D., Hong, J.,
Streets, A., Theis, F. J., and Yosef, N. Deep generative
modeling of transcriptional dynamics for rna velocity
analysis in single cells. Nature methods, 21(1):50–59,
2024. 1, 6, 9, 25

Ge, M., Miao, J., Qi, J., Zhou, X., and Lin, Z. Tivelo:
Rna velocity estimation leveraging cluster-level trajectory
inference. Nature Communications, 16(1):6258, 2025. 6,
9, 15, 25

Gu, Z., Chen, Y., Yao, T., Ding, S., Li, J., Huang, F., and
Ma, L. Spatiotemporal inconsistency learning for deep-
fake video detection. In Proceedings of the 29th ACM
international conference on multimedia, pp. 3473–3481,
2021. 7, 9, 26

Hochgerner, H., Zeisel, A., Lönnerberg, P., and Linnarsson,
S. Conserved properties of dentate gyrus neurogenesis
across postnatal development revealed by single-cell rna
sequencing. Nature neuroscience, 21(2):290–299, 2018.
7, 15

Hotshot. Hotshot-xl, 2023. URL https://huggingf
ace.co/hotshotco/Hotshot-XL. 17

Kawano, K., Kutsuna, T., Hayashi, N., Esaki, Y., and
Tanaka, H. Ct-ot flow: Estimating continuous-time dy-
namics from discrete temporal snapshots. arXiv preprint
arXiv:2505.17354, 2025. 9

Kay, W., Carreira, J., Simonyan, K., Zhang, B., Hillier,
C., Vijayanarasimhan, S., Viola, F., Green, T., Back, T.,
Natsev, P., Suleyman, M., and Zisserman, A. The kinetics
human action video dataset, 2017. URL https://ar
xiv.org/abs/1705.06950. 8, 17

10

https://openai.com/research/video-generation-models-as-world-simulators
https://openai.com/research/video-generation-models-as-world-simulators
https://openai.com/research/video-generation-models-as-world-simulators
https://huggingface.co/hotshotco/Hotshot-XL
https://huggingface.co/hotshotco/Hotshot-XL
https://arxiv.org/abs/1705.06950
https://arxiv.org/abs/1705.06950


Geometric Flow Grounding: A Unified Manifold Decoupling Framework for Dynamics Discovery and Verification

La Manno, G., Soldatov, R., Zeisel, A., Braun, E.,
Hochgerner, H., Petukhov, V., Lidschreiber, K., Kastriti,
M. E., Lönnerberg, P., Furlan, A., et al. Rna velocity of
single cells. Nature, 560(7719):494–498, 2018. 6

Liu, Q., Shi, P., Tsai, Y.-Y., Mao, C., and Yang, J. Turns
out i’m not real: Towards robust detection of ai-generated
videos. arXiv preprint arXiv:2406.09601, 2024. 26

Lo Giudice, Q., Leleu, M., La Manno, G., and Fabre, P. J.
Single-cell transcriptional logic of cell-fate specification
and axon guidance in early-born retinal neurons. Devel-
opment, 146(17):dev178103, 2019. 7, 16

Loaiza-Ganem, G., Ross, B. L., Hosseinzadeh, R., Caterini,
A. L., and Cresswell, J. C. Deep generative models
through the lens of the manifold hypothesis: A survey
and new connections. Transactions on Machine Learning
Research, 2024. 3

Lou, A., Lim, D., Katsman, I., Huang, L., Jiang, Q., Lim,
S. N., and De Sa, C. M. Neural manifold ordinary dif-
ferential equations. Advances in Neural Information Pro-
cessing Systems, 33:17548–17558, 2020. 1, 23, 24

Moonvalley AI. Moonvalley, 2022. URL https://mo
onvalley.ai/. 17

Morph Studio. Morph studio, 2023. URL https://www.
morphstudio.com/. 17

Neklyudov, K., Brekelmans, R., Severo, D., and Makhzani,
A. Action matching: Learning stochastic dynamics from
samples. In International conference on machine learn-
ing, pp. 25858–25889. PMLR, 2023. 1, 9

Park, K., Yang, Y., Yi, J., Zheng, S., Shen, Y., Han, D., Shan,
C., Muaz, M., and Qiu, L. Vidguard-r1: Ai-generated
video detection and explanation via reasoning mllms and
rl. arXiv preprint arXiv:2510.02282, 2025. 27

Pervez, A., Locatello, F., and Gavves, E. Mechanistic neural
networks for scientific machine learning. arXiv preprint
arXiv:2402.13077, 2024. 5, 9

Pervez, A., Gavves, E., and Locatello, F. Mechanistic pde
networks for discovery of governing equations. arXiv
preprint arXiv:2502.18377, 2025. 9

Pijuan-Sala, B., Griffiths, J. A., Guibentif, C., Hiscock,
T. W., Jawaid, W., Calero-Nieto, F. J., Mulas, C., Ibarra-
Soria, X., Tyser, R. C., Ho, D. L. L., et al. A single-cell
molecular map of mouse gastrulation and early organo-
genesis. Nature, 566(7745):490–495, 2019. 7, 16

Pika Art. Pika art, 2022. URL https://pika.art/. 8,
17

Rombach, R., Blattmann, A., Lorenz, D., Esser, P., and
Ommer, B. High-resolution image synthesis with la-
tent diffusion models. In Proceedings of the IEEE/CVF
Conference on Computer Vision and Pattern Recognition
(CVPR), pp. 10684–10695, June 2022. 21

Runway Research. Gen-2, 2023. URL https://rese
arch.runwayml.com/gen2. 17

Tan, C., Zhao, Y., Wei, S., Gu, G., Liu, P., and Wei, Y.
Rethinking the up-sampling operations in cnn-based gen-
erative network for generalizable deepfake detection. In
Proceedings of the IEEE/CVF Conference on Computer
Vision and Pattern Recognition, pp. 28130–28139, 2024.
7, 9, 26

Wang, Y., Chen, X., Ma, X., Zhou, S., Huang, Z., Wang,
Y., Yang, C., He, Y., Yu, J., Yang, P., et al. Lavie: High-
quality video generation with cascaded latent diffusion
models. International Journal of Computer Vision, 133
(5):3059–3078, 2025. 17

Wang, Z., Bao, J., Zhou, W., Wang, W., and Li, H. Alt-
freezing for more general video face forgery detection. In
Proceedings of the IEEE/CVF conference on computer
vision and pattern recognition, pp. 4129–4138, 2023. 27

Wei, J., Li, S., Xu, Y., Sun, Z., Jiang, J., Jin, H., Jia, C., He,
H., Xu, X., Bai, X., Yu, C., Liu, Y., Zhu, J., Zhou, X.,
Chen, J., Hu, X., Pang, S., Yu, B., He, R., Lei, Z., Li, S. Z.,
He, C., Yan, S., and Tan, C. The trinity of consistency
as a defining principle for general world models. ArXiv,
abs/2602.23152, 2026. 27

Wiedemer, T., Li, Y., Vicol, P., Gu, S. S., Matarese, N., Swer-
sky, K., Kim, B., Jaini, P., and Geirhos, R. Video mod-
els are zero-shot learners and reasoners. arXiv preprint
arXiv:2509.20328, 2025. 1

Xu, J., Mei, T., Yao, T., and Rui, Y. Msr-vtt: A large video
description dataset for bridging video and language. In
Proceedings of the IEEE conference on computer vision
and pattern recognition, pp. 5288–5296, 2016. 17

Xu, Y., Liang, J., Jia, G., Yang, Z., Zhang, Y., and He, R.
Tall: Thumbnail layout for deepfake video detection. In
Proceedings of the IEEE/CVF international conference
on computer vision, pp. 22658–22668, 2023. 7, 9, 26

Zhang, S., Lian, Z., Yang, J., Li, D., Pang, G., Liu, F., Han,
B., Li, S., and Tan, M. Physics-driven spatiotemporal
modeling for ai-generated video detection. In Advances
in Neural Information Processing Systems, 2025. 7, 8, 9,
17, 22, 26

Zhang, X., Jia, C., Li, S., He, D., Xiong, X., Sun, Z., He,
H., Wu, Y., Yu, B., Sun, L., Tan, C., and Wei, J. How RL

11

https://moonvalley.ai/
https://moonvalley.ai/
https://www.morphstudio.com/
https://www.morphstudio.com/
https://pika.art/
https://research.runwayml.com/gen2
https://research.runwayml.com/gen2


Geometric Flow Grounding: A Unified Manifold Decoupling Framework for Dynamics Discovery and Verification

unlocks the aha moment in geometric interleaved reason-
ing. In Proceedings of the 43rd International Conference
on Machine Learning, PMLR 306, Seoul, South Korea,
2026. 27

Zheng, C., Lin, C., Zhao, Z., Yang, L., Liu, S., Yang,
M., Wang, C., Shen, C., et al. D3: Training-free ai-
generated video detection using second-order features.
arXiv preprint arXiv:2508.00701, 2025. 9, 26

12



Geometric Flow Grounding: A Unified Manifold Decoupling Framework for Dynamics Discovery and Verification

A. Theoretical Proofs
In this section, we provide detailed derivations for the theoretical results presented in the main paper. We first prove
Theorem 3.2, which characterizes the role of tangent projection in inference and training. We then discuss robustness under
imperfect learned manifolds, followed by the geometric consistency of the Jacobian-vector product used in Neural Tangent
Projection.

A.1. Proof of Theorem 3.2

For simplicity, we omit the dependence on the latent state zs and write Jθ for the Jacobian of the learned generator Gθ at the
encoded point. Let PJθ denote the orthogonal projection onto Range(Jθ), and let I −PJθ denote the projection onto its
orthogonal complement.

Inference denoising. For any ambient estimator v̂amb and ground-truth vector field v∗, decompose v∗ into tangent and
normal components with respect to the learned tangent space:

v∗ = PJθv
∗ + (I −PJθ )v

∗. (11)

Then,

PJθ v̂amb − v∗ = PJθ v̂amb −PJθv
∗ − (I −PJθ )v

∗ (12)
= PJθ (v̂amb − v∗)− (I −PJθ )v

∗. (13)

The first term lies in Range(Jθ), while the second term lies in its orthogonal complement. Hence, by the Pythagorean
theorem,

∥PJθ v̂amb − v∗∥22 = ∥PJθ (v̂amb − v∗)∥22 + ∥(I −PJθ )v
∗∥22. (14)

This proves Eq. (3) in the main text. The first term measures the remaining tangent-space estimation error, while the second
term measures the component of the true dynamics not captured by the learned tangent space.

In the special case where v∗ ∈ Range(Jθ), the normal residual vanishes:

(I −PJθ )v
∗ = 0. (15)

Therefore,

∥PJθ v̂amb − v∗∥22 = ∥PJθ (v̂amb − v∗)∥22 ≤ ∥v̂amb − v∗∥22, (16)

where the inequality follows from the non-expansiveness of orthogonal projection. Taking square roots gives

∥PJθ v̂amb − v∗∥2 ≤ ∥v̂amb − v∗∥2, (17)

which proves Eq. (4).

Manifold alignment. For an observed transition ∆x, the best tangent-space explanation is obtained by solving

min
u

∥∆x− Jθu∥22. (18)

This is a linear least-squares problem. Its solution projects ∆x onto the column space of Jθ, i.e., onto Range(Jθ). Therefore,
the minimum residual is the squared norm of the component of ∆x orthogonal to this learned tangent space:

min
u

∥∆x− Jθu∥22 = ∥∆x−PJθ∆x∥22 = ∥(I −PJθ )∆x∥22. (19)

This proves Eq. (5). In GFG, the physical consistency loss penalizes this projection residual, thereby encouraging the learned
decoder Jacobian to span directions that explain observed transitions.
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A.2. Robustness under Imperfect Learned Manifolds

The guarantee in Theorem 3.2 is stated with respect to the learned tangent space induced by the decoder Gθ. When the
learned manifold is imperfect, the residual error depends on both the intrinsic non-tangential component of the true dynamics
and the approximation error of the learned tangent space.

Let P⋆ denote the orthogonal projection onto the tangent space of the underlying data manifold. Starting from the normal
residual term in Eq. (3), we have

∥(I −PJθ )v
∗∥2 = ∥v∗ −PJθv

∗∥2 (20)
≤ ∥v∗ −P⋆v

∗∥2 + ∥P⋆v
∗ −PJθv

∗∥2 (21)
≤ ∥(I −P⋆)v

∗∥2 + ∥PJθ −P⋆∥op∥v∗∥2. (22)

The first term measures the intrinsic normal component of the true dynamics with respect to the underlying data manifold.
The second term measures the discrepancy between the learned tangent space and the underlying tangent space.

We further relate this discrepancy to the local Jacobian approximation error. Let J⋆ denote the Jacobian of an underlying
generator for the data manifold, and assume that J⋆ has rank d with smallest nonzero singular value σd(J⋆) > 0. If the
learned Jacobian satisfies

∥Jθ − J⋆∥op ≤ δJ , (23)

and δJ is sufficiently small relative to the local singular-value gap, then standard subspace perturbation bounds imply

∥PJθ −P⋆∥op ≤ C
δJ

σd(J⋆)
, (24)

where C is a constant depending on the local conditioning of the tangent space. Substituting this into the previous inequality
gives

∥(I −PJθ )v
∗∥2 ≤ ∥(I −P⋆)v

∗∥2 + C
δJ

σd(J⋆)
∥v∗∥2. (25)

Consequently, the projected estimator error is controlled by three factors: the tangent-space component of the velocity
estimation error, the intrinsic normal component of the true dynamics, and the local Jacobian approximation error of the
learned generator. This formalizes that GFG does not require exact manifold recovery. Instead, its error degrades with the
quality of the learned tangent space and the degree to which the true dynamics deviate from tangential evolution.

This also clarifies the role of the training objective. The state reconstruction loss encourages the decoder manifold to
approximate the observed data support, while the physical consistency loss penalizes transition components that cannot be
explained by the learned tangent space. Thus, the learned tangent geometry is optimized jointly with the dynamics, rather
than assumed to be exact or fixed in advance.

A.3. Geometric Consistency of Neural Tangent Projection

Proposition A.1 (Geometric Consistency of JVP). Given the differentiable generator Gθ : Z → X defining a learned
manifold M = Image(Gθ), for any latent velocity code zv ∈ Rd, the vector computed by the Jacobian-vector product

vtan = JVP(Gθ, zs, zv) (26)

satisfies vtan ∈ TGθ(zs)M.

Proof. Let Jθ(zs) ∈ RD×d be the Jacobian matrix of the generator Gθ at latent state zs. By the definition of the learned
manifold M = Image(Gθ), the tangent space at x = Gθ(zs) is the column space of Jθ(zs):

TGθ(zs)M = {Jθ(zs)u | u ∈ Rd}. (27)

In forward-mode automatic differentiation, the JVP operator computes the directional derivative of Gθ at zs along zv:

JVP(Gθ, zs, zv) ≜
d

dϵ
Gθ(zs + ϵzv)

∣∣∣∣
ϵ=0

= Jθ(zs)zv. (28)
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Since zv ∈ Rd, the resulting vector Jθ(zs)zv is a linear combination of the columns of Jθ(zs). Therefore,

vtan ∈ Range(Jθ(zs)) = TGθ(zs)M. (29)

Thus, the JVP construction ensures that the instantaneous velocity lies in the tangent space of the learned manifold.

B. Datasets and Evaluation Metrics
B.1. Case I: ODE Discovery

B.1.1. DATASET PREPARATION

We construct a synthetic ODE-discovery benchmark from uniform circular motion on the unit circle. The ground-truth
dynamics are ẋ1 = −ωx2, ẋ2 = ωx1, with ω = 1 and initial state x0 = (1, 0). To ensure that the generated states
lie exactly on the manifold S1, we parameterize the trajectory as xk = (cos θk, sin θk) and generate a sequence of
n = 200 observations. We emulate sparse and irregular timestamps by sampling angular increments between consecutive
observations. For k = 0, . . . , n − 2, we draw i.i.d. ∆θk ∼ Uniform

(
θmin, θmax

)
, (θmin, θmax) = (120◦, 240◦), and

update θk+1 = θk +∆θk. The non-uniform time gaps are defined by ∆tk = ∆θk/ω, and timestamps are accumulated as
tk+1 = tk +∆tk with t0 = 0. This construction yields highly sparse transitions, where consecutive observations can be
separated by large angular displacements (often exceeding π), making continuous-time identification from discrete snapshots
particularly challenging. We split the resulting sequence into 60%/40% for training and testing, i.e., the first ntrain = 120
samples are used for training or equation discovery and the remaining ntest = 80 samples are reserved for evaluation. For
methods that require non-uniform step sizes, we provide ∆tk alongside the state observations.

B.1.2. EVALUATION METRICS

Methods are trained on the first 60% of the trajectory (the training split) and evaluated on the remaining 40% (the test split).
For all methods, a uniform second-order polynomial library {x1, x2, x

2
1, x1x2, x

2
2} is provided. In this experiment, models

are provided with the observed states {xk} together with their associated non-uniform time gaps {∆tk}. We evaluate all
methods using two complementary metrics computed on the test split:

(1) One-step rollout MSE measures short-horizon predictive accuracy of the recovered dynamics: for each consecutive pair
in the test segment, we roll out the learned ODE for a single step from xk over ∆tk to obtain x̂k+1, and report

MSE1-step =
1

Ntest − 1

Ntest−2∑
k=0

∥∥x̂k+1 − xk+1

∥∥2
2
. (30)

(2)Valid prediction time (VPT) quantifies long-horizon stability: starting from the first test state, we iteratively roll out the
recovered dynamics and compute the relative error

e(tk) =
∥x̂(tk)− x(tk)∥2

∥x(tk)∥2
, (31)

then define
VPTε = min

{
tk : e(tk) > ε

}
, (32)

where ε is a fixed error threshold (set to ε = 0.1 for our experiments).

B.2. Case II: Single-Cell RNA Velocity

B.2.1. DATASET DESCRIPTION

Embryonic mouse brain (Ge et al., 2025): The embryonic mouse brain data from 10x Genomics is accessible at 10x
website. This dataset contains single-cell RNA sequencing data from 4,881 cells of the E18 mouse brain.

Dentate gyrus development (Hochgerner et al., 2018): The dentate gyrus development dataset from the Gene Expression
Omnibus (GSE95753). Its subset is accessible via the scvelo.datasets.dentategyrus function in Python. This
dataset contains single-cell RNA sequencing data from 2,930 cells of the mouse dentate gyrus.
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Mouse retina development (Lo Giudice et al., 2019): The mouse retina development dataset (GSM3466902) is available
from Kharchenko Lab . This dataset contains single-cell RNA sequencing data from 2,726 cells of the developing mouse
retina.

Mouse gastrulation (erythroid) (Pijuan-Sala et al., 2019): The mouse gastrulation erythroid dataset is accessible via
the scvelo.datasets.gastrulation erythroid function in Python. This dataset contains single-cell RNA
sequencing data from 9,815 cells of the mouse gastrulation erythroid lineage.

Pancreatic endocrinogenesis (Bastidas-Ponce et al., 2019): The pancreatic endocrinogenesis dataset (GSE132188) is
accessible via the scvelo.datasets.pancreas function in Python. This dataset contains single-cell RNA sequencing
data from 3,696 cells of the developing mouse pancreas.

B.2.2. METRICS FOR EVALUATING

To evaluate the performance of RNA velocity models, we consider three main metrics: Velocity Coherence (VeloCoh),
In-Cluster Coherence (ICCoh), and Cross-Boundary Direction Correctness (CBDir). Each metric captures different aspects
of the model’s predictive quality.

1. Velocity Coherence (VeloCoh) VeloCoh measures the reliability of the predicted velocity vector for each cell, reflecting
how consistent the velocity directions are within a cell’s local neighborhood.

For each cell i, the velocity confidence is computed as the mean cosine similarity between the cell’s velocity vector and the
velocity vectors of its neighbors:

velocity confidencei = max

(
0,

1

|N(i)|
∑

j∈N(i)

Ṽi · Ṽj
∥Ṽi∥ ∥Ṽj∥

)
, (33)

where

Ṽi = Vi −
1

G

G∑
g=1

Vig

is the centered velocity vector of cell i, N(i) is the set of neighboring cells, and ∥ · ∥ denotes the Euclidean norm.

The overall VeloCoh score for the dataset can be defined as the average of all single-cell velocity confidences:

VeloCoh =
1

N

N∑
i=1

velocity confidencei, (34)

where N is the total number of cells in the dataset.

2. In-Cluster Coherence (ICCoh) In-Cluster Coherence (ICCoh) quantifies the alignment of velocity vectors within each
cluster, reflecting how consistent the velocity directions are among cells of the same cluster.

Let Ck denote the set of cells in cluster k, and let vi be the velocity vector of cell i in Ck. We first normalize the velocity
vectors to unit length:

v̂i =
vi
∥vi∥

, ∀i ∈ Ck (35)

The cluster-level coherence is computed as the mean cosine similarity between all pairs of cells within the cluster:

coherence(Ck) =
2

|Ck|(|Ck| − 1)

∑
i,j∈Ck,i<j

v̂i · v̂j (36)

Finally, the overall ICCoh score for the dataset is the weighted average of cluster coherences, weighted by cluster size:

ICCoh =

∑
k |Ck| coherence(Ck)∑

k |Ck|
(37)
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Here, |Ck| is the number of cells in cluster k, and the dot product v̂i · v̂j represents the cosine similarity between velocity
vectors of cells i and j within the same cluster. ICCoh ranges from 0 to 1, with higher values indicating more coherent
velocity directions within clusters.

3. Cross-Boundary Direction Correctness (CBDir) CBDir quantifies how well the velocity vectors of cells in a source
cluster align with the direction toward neighboring target clusters along defined cluster edges.

Let E denote the set of directed cluster edges (u, v), where u is the source cluster and v the target cluster. For each edge
(u, v) ∈ E , let Cu and Cv be the sets of cells in clusters u and v, respectively. Denote xi as the embedding coordinate (e.g.,
UMAP) of cell i and vi as its velocity vector. For each cell i ∈ Cu, define its boundary neighbors in Cv as

B
(v)
i = {j ∈ Cv | j is a nearest neighbor of i}.

The global CBDir score is then computed as a nested average over boundary neighbors, cells, and cluster edges:

CBDir =
1

|E|
∑

(u,v)∈E

1

|Cu|
∑
i∈Cu

1

|B(v)
i |

∑
j∈B(v)

i

vi · (xj − xi)

∥vi∥ ∥xj − xi∥
.

Higher CBDir values indicate that cells’ velocity vectors are well-aligned toward neighboring clusters along cluster edges,
reflecting coherent directional transitions between clusters.

B.3. Case III: AI-Generated Video Detection

To ensure the robustness of the detector, we utilize a large-scale dataset compiled from various generative sources and
real-world repositories, strictly following the dataset partitioning and testing protocol used by NSG-VD (Zhang et al., 2025)
and related works:

• Training Set: We use a subset of the GenVideo (Chen et al., 2024) dataset. The training set includes 10000 real videos
from Kinetics-400(val) (Kay et al., 2017) and 10000 fake videos generated by Pika (Pika Art, 2022).

• Validation Set: The validation set is partitioned to test generalization to unseen generators. It includes 100 real
videos (MSR-VTT (Xu et al., 2016)) and 700 fake videos from generators not seen during training, such as MoonVal-
ley (Moonvalley AI, 2022) and MorphStudio (Morph Studio, 2023).

• Test Set: We follow a rigorous testing protocol using 500 real videos (MSR-VTT) and 500 fake videos per generator
across multiple categories (e.g., Sora (Brooks et al., 2024), Gen-2 (Runway Research, 2023), HotShot (Hotshot, 2023),
Lavie (Wang et al., 2025)).

C. Network Architectures and Training Details
In this section, we detail the mathematical formulation of the domain-specific guidance terms (Ltask), network architectures
and training methods used in our experiments.

C.1. General Architecture

Generator / Decoder. For the Lorenz system, we use a 4-layer MLP with Tanh activation. For scRNA-seq data, we use a
symmetric 4-layer MLP with ReLU activation. For Video data (Case 3), we utilize the pre-trained Stable Video Diffusion
(SVD) decoder, which is kept frozen during inference.

Dual-Stream Encoders. Both Es (State) and Ev (Velocity) share a similar architecture backbone (ResNet-18 for video,
3-layer MLP for vectors) but diverge at the quantization heads.

• Topological Codebook: Size K = 512, dimension d = 64.

• Motif Codebook: Size L = 16 (as determined by sensitivity analysis), dimension d = 64.
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C.2. Case I: ODE Discovery

C.2.1. IMPLEMENTATION

Many scientific processes can be described by nonlinear ordinary differential equations (ODEs), and a central goal in
data-driven equation discovery is to identify these governing laws directly from measured trajectories. Among existing
approaches, sparse identification of nonlinear dynamics (SINDy) is widely used due to its ability to produce interpretable
closed-form vector fields via sparse regression over a predefined library of candidate functions. However, standard SINDy
typically depends on accurate time-derivative estimates; when timestamps are sparse, finite-difference approximations
become unreliable and can lead to incorrect model selection.

Problem Formalization. We consider a nonlinear dynamical system governed by an ordinary differential equation (ODE):

ẋ(t) = f(x(t)), x(t) ∈ RD, (38)

where f : RD → RD is an unknown vector field. We are given states sampled along trajectories at discrete timestamps
{tk}Nk=0 with possibly non-uniform step sizes ∆tk = tk+1 − tk.

SINDy assumes that f can be expressed as a sparse linear combination of candidate functions from a predefined library. Let
Θ(x) = [θ1(x), . . . , θP (x)]

⊤ ∈ RP denote the library evaluated at x, and let Ξ ∈ RP×D collect the unknown coefficients.
The model class is

f(x) ≈ Θ(x)⊤Ξ. (39)

If time derivatives ẋ(tk) (or their estimates) of samples are available, SINDy identifies Ξ via sparsity-promoting regression:

min
Ξ

∥∥∥Θ(X)Ξ− Ẋ
∥∥∥2
F

+ λR(Ξ), (40)

where Ẋ = [ẋ(t0)
⊤; . . . ; ẋ(tN )⊤] and R(·) enforces sparsity (e.g., an ℓ0-style penalty implemented by sequential thresh-

olding, or an ℓ1 penalty). In practice, Ẋ is often approximated from discrete timestamps; when ∆tk is large, finite-difference
estimates can become inaccurate, motivating derivative-free identification routes based on numerical integration con-
straints (e.g., Runge–Kutta formulations). However, when the time gaps become sufficiently large, even integration-based
formulations may lose accuracy and lead to unstable or incorrect identification.

SINDy with GFG GFG is used as a geometry-aware surrogate for derivative estimation in sparse-sampling ODE discovery.
In contrast to classical SINDy pipelines, we train the model using an on-manifold rollout loss implemented by integrating
in the state latent space, and subsequently obtain tangent-consistent velocities via the Neural Tangent Projection. After
training, the predicted velocities can be fed into a standard sparse regression (SINDy) procedure to recover an interpretable
closed-form vector field.

Given paired observations (xk, xk+1) with a non-uniform step ∆tk, we obtain (zs,k, vlat,k) by encoding xk. To enable
state-dependent latent dynamics while preserving the manifold constraint, we define a latent-space velocity predictor by
decoding the current state latent and re-encoding its velocity:

x̃(zs) = Ds(zs), V(zs) = SoftV Q(Ev
(
x̃(zs)

)
), (41)

where Ds is the state decoder and Ev denotes the velocity encoder. We then integrate the induced latent ODE

żs(t) = V
(
zs(t)

)
, (42)

using a one-step integrator
ẑs,k+1 = Φ∆tk(zs,k; V) , (43)

where Φ∆tk may query V at intermediate latent states. In our experiments, we use a second-order Runge–Kutta (midpoint)
step:

k1 = V(zs,k), k2 = V
(
zs,k +

∆tk
2 k1

)
, ẑs,k+1 = zs,k +∆tk k2. (44)

We train GFG by matching the decoded one-step prediction to the observed next state:

Lphysics
task =

∥∥Ds(ẑs,k+1)− xk+1

∥∥2
2
, (45)
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where the loss is averaged over consecutive pairs in each mini-batch. This rollout objective directly supervises state
transitions under the true (possibly non-uniform) time gaps ∆tk, without introducing an explicit candidate library or
sparse-regression loss during representation learning. Together with the state regularizer Lstate defined in the main text, the
model is trained as a tangent-consistent velocity surrogate that respects the learned manifold geometry. After training, we
obtain tangent velocities via the Neural Tangent Projection and apply the standard SINDy pipeline on the training split with
a predefined library to recover a sparse, closed-form vector field; the recovered equation is then evaluated on the test split
using one-step rollout MSE and VPT.

C.2.2. MODEL HYPERPARAMETER SETTINGS

To reproduce the results in Table 2, we use the following configuration. We set the latent coordinate dimension to
coor dim = 2 and use an MLP backbone with hidden widths hidden = (64, 32) for state encoder, velocity encoder and
state decoder. We enable SoftVQ with codebook size = 32, commitment weight beta = 1.0, temperature tau = 1.0,
and VQ loss weight w vq = 0.5. All experiments are run seed = 42.

C.2.3. TRAINING AND POST-HOC EQUATION RECOVERY

Training. We train for epochs = 1000 using Adam with learning rate lr = 0.01 and batch size BATCH SIZE = 120. We
use the first 60% of the trajectory as the training split (TRAIN FRAC = 0.6). The loss weights are set to loss re = 1.0,
latent-rollout weight w rollout = 2.0, and VQ weight w vq = 0.5, matching the configuration used to generate the
reported results.

Post-hoc equation recovery. After training, we compute observation-space velocities via the decoder JVP and perform
sparse equation discovery on the training split using the given second-order polynomial library {x1, x2, x

2
1, x1x2, x

2
2}. We

fit coefficients using least squares followed by sequential thresholded least squares (STLS) with max iter = 10. And we
set the threshold τ = 0.1.

C.3. Case II: Kinetic Consistency for RNA Velocity

C.3.1. IMPLEMENTATION

In the single-cell genomics regime, the dynamics are governed by the splicing kinetics of mRNA. For a specific gene, let u
denote unspliced counts and s denote spliced counts. The theoretical velocity is given by the governing equations:

du

dt
= α− βu,

ds

dt
= βu− γs. (46)

However, the kinetic rate vector κg = [αg, βg, γg]
⊤ is unknown and varies across genes g. To enforce kinetic plausibility

without explicitly learning these parameters for thousands of genes, we employ a projection-based residual loss.

We define a system matrix M(ug, sg) that encapsulates the kinetic constraints for gene g. For a predicted tangent velocity
vtan,g = [vu,g, vs,g]

⊤, we determine whether there exists a valid rate vector κg such that vtan,g is explained by the kinetics.
We define:

Mg = M(ug, sg) =

[
1 −ug 0
0 ug −sg

]
. (47)

Ideally, the predicted tangent velocity should lie in the feasible set induced by Mg, i.e., vtan,g = Mgκg with nonnegative
kinetic rates κg ≥ 0. We solve for the optimal implicit rate vector κ⋆g via nonnegative ridge regression to handle numerical
instability:

κ⋆g = argmin
κg≥0

∥Mgκg − vtan,g∥22 + λreg ∥κg∥22 , (48)

where λreg = 10−2 is a regularization coefficient. The kinetic consistency loss is defined as the residual of this projection:

rg = vtan,g −Mgκ
⋆
g, Lbio

task =
∑
g

∥rg∥22. (49)

Intuitively, minimizing this residual projects the learned latent velocity onto the “Kinetic Subspace”. A small residual
implies that the direction inferred by our geometric flow is biologically plausible (i.e., it can be explained by some valid
combination of transcription, splicing, and degradation rates), whereas a large residual indicates a violation of the underlying
reaction kinetics.
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C.3.2. DETAILS OF TRAINING

Prior to training, the single-cell RNA-seq data were preprocessed following the standard scVelo pipeline. Highly variable
genes were selected by filtering and normalizing the data with a minimum shared count of 20, and the top 2,000 genes
with the highest variability were retained. Principal component analysis (PCA) was then applied to reduce the data to 30
dimensions, and a neighborhood graph was constructed using 20 nearest neighbors in the PCA space. First- and second-order
moments were computed for velocity estimation, and UMAP embeddings were generated for visualization.

The model encodes genes into a latent dimension of 8 using an encoder consisting of four hidden layers with sizes 256,
512, 512, and 256. The latent representations are then quantized using a vector quantization (VQ) codebook containing
32 codewords of dimension 8, matching the encoder output. A decoder, symmetric to the encoder, reconstructs the gene
expression profiles from the quantized latent vectors. All model components are trained jointly, with parameters updated
using the Adam optimizer. The model is trained for 10 epochs with a batch size of 128 and an initial learning rate of
1× 10−3.

The training objective is a weighted combination of multiple losses. We adjust their weights to ensure the balance of losses:

• ODE loss: lossode with weight 20

• Spliced MSE loss: losss with weight 2.5

• Unspliced MSE loss: lossu with weight 7.5

• Vector quantization losses: lossm vq and lossv vq , each with weight 1

• Smoothness regularization: losssmooth with weight 300

• Alignment constraint: lossalign with weight 300

The model is optimized using the Adam optimizer (or equivalent) to update parameters according to the gradient of the
weighted loss function, enabling learning of both the underlying dynamics and the latent representation.

C.3.3. LOSS FUNCTIONS

The training objective is a weighted combination of several loss terms. Below we summarize their core formulas.

Spliced and Unspliced MSE Loss. For predicted velocities or expression values x̂ and ground truth x, the mean squared
error (MSE) is used:

Ls/u =
1

B ·G

B∑
i=1

G∑
g=1

(x̂i,g − xi,g)
2

Vector Quantization Loss. Given input vectors {zi}Ni=1 and a learnable codebook C = {ck}Kk=1, we compute the soft
assignment weights

qik = softmax
k

(
− ∥zi − ck∥22

τvq

)
or qik = softmax

k

(z⊤i ck
τvq

)
depending on whether Euclidean or cosine similarity is used. The quantized vectors are

zqi =

K∑
k=1

qikck.

The VQ loss combines a commitment term and an entropy regularization:

Lcommit =
1

N

N∑
i=1

∥zi − sg[zqi ]∥
2
2, Lentropy = logK +

K∑
k=1

q̄k log q̄k, q̄k =
1

N

N∑
i=1

qik.

The final VQ loss is
LVQ = β Lcommit + γ Lentropy
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Smoothness Regularization. Let vi be the predicted velocity for cell i and A the adjacency matrix; we encourage similar
velocities in neighbors:

Lsmooth =

∑
i,j Aij

(
1− cos(vi, vj)

)∑
i,j Aij

Alignment Loss. Because of the natural orthogonality of vectors in high dimension, we perform alignment in a low-
dimensional space. We first project expression x and velocity v onto the top d principal components:

xPCA = xUd, vPCA = vUd, Ud ∈ RG×d.

For each edge (i, j) in the graph edge set E induced by A, we align the predicted velocity with the expression change:

Lalign =
1

|E|
∑

(i,j)∈E

[
1− cos(vPCA

i , xPCA
j − xPCA

i )
]
.

ODE Residual Loss. Following the derivation in Section C.3.1, we define the residual and the corresponding task loss as

rg = vtan,g −Mgκ
⋆
g, Lbio

task =
∑
g

∥rg∥22.

C.4. Case III: AI-Video Detection

C.4.1. IMPLEMENTATION

Feature Extraction and Representation We extract the features based on second-order temporal differences. For an input
video clip, we consider the first T = 10 frames and project them into the latent space of Stable Diffusion v1.5 (Rombach
et al., 2022) via the VAE encoder, obtaining the latent sequence Zvid = {zi}Ti=1. For each latent zi, we define its latent
score direction zv,i by performing a one-step reverse diffusion at a minimal diffusion timestep td = 0.005. Let ϵψ(·) be the
pre-trained UNet denoiser; the score direction is defined as the negative predicted noise:

zv,i = −ϵψ(zi + εi, td) (50)

where εi is a small Gaussian perturbation. The vector zv,i represents the model’s preferred update direction in the latent
manifold. To map the latent score direction back to the image manifold, we compute the Jacobian-Vector Product (JVP) of
the frozen VAE decoder GVAE. This represents the first-order change in the reconstructed image induced by the latent score
direction. For each frame, the predicted tangent variation δtan,i is derived as:

δtan,i = JVP(GVAE, zi, zv,i) (51)

Simultaneously, the observed temporal variation δobs,i is defined as the actual inter-frame transition, computed via the
first-order forward difference between consecutive reconstructed frames:

δobs,i = GVAE(zi+1)−GVAE(zi) (52)

To isolate higher-order artifacts, we compute the predicted and observed second-order temporal differences by applying a
difference operator to the respective variation sequences. For each frame index i ∈ {1, . . . , 8}, these quantities are

atan,i = δtan,i+1 − δtan,i, (53)
aobs,i = δobs,i+1 − δobs,i (54)

= GVAE(zi+2)− 2GVAE(zi+1) +GVAE(zi). (55)

The final feature Fi is obtained from the pixel-wise normalized residual between the predicted and observed second-order
differences:

Fi =
(atan,i − aobs,i)

2

a2obs,i + η
. (56)

21



Geometric Flow Grounding: A Unified Manifold Decoupling Framework for Dynamics Discovery and Verification

For a 10-frame input, this yields a sequence of TF = 8 higher-order maps F ∈ RTF×3×H×W .

To evaluate both generative artifacts and dynamic inconsistencies, we build upon the NSG-VD (Zhang et al., 2025) framework
and implement a dual-stream fusion strategy. We extract the NSG features (3 channels) from the temporal layers of the
pre-trained SVD model, denoted as Fnsg ∈ RTF×3×H×W . Both the NSG feature stream (Fnsg) and our feature stream
(denoted here as Fkin = F ) are independently projected into a latent manifold via their respective discriminators for Deep
MMD training, producing per-video scores snsg and skin. The final detection score is obtained by equal-weighted fusion
after z-score normalization on the real reference set:

sfused = 1
2 s̃nsg +

1
2 s̃kin (57)

where s̃(·) denotes the z-score normalized MMD score.

Deep MMD Scoring Process The detection score is derived by measuring the distribution distance between a test
video Vtest and a set of pristine (real) reference videos Vref = {Vi}Ni=1. We employ the Maximum Mean Discrepancy
(MMD) in the learned latent space. Given the mapping function ϕ, define the learned Gaussian kernel kϕ(V, V ′) =
exp
(
−∥ϕ(V )− ϕ(V ′)∥22/σ2

)
. The Deep MMD score is

S =

∥∥∥∥∥ 1

N

N∑
i=1

kϕ(Vi, ·)− kϕ(Vtest, ·)

∥∥∥∥∥
2

H

. (58)

To be more specific, we expand the squared norm into three accessible terms:

S =
1

N2

N∑
i=1

N∑
j=1

kϕ(Vi, Vj)︸ ︷︷ ︸
S1: Reference Cohesion

− 2

N

N∑
i=1

kϕ(Vi, Vtest)︸ ︷︷ ︸
S2: Cross-Similarity

+ kϕ(Vtest, Vtest)︸ ︷︷ ︸
S3: Self-Similarity

. (59)

Here, S1 represents the internal consistency of the authentic video distribution, which acts as a baseline constant. S2

measures the affinity between the test video and the authentic manifold.

During training, the training loss is defined as:

LMMD = −M̂MD
2
(Vreal,Vfake)√

Var[M̂MD
2
] + η

, (60)

where M̂MD
2

is the empirical estimator computed similarly to the expansion in the scoring process, but applied symmetrically
between the real and fake batches. The denominator

√
Var[·] represents the standard deviation of the MMD estimator.

C.4.2. DETAILS OF TRAINING

• Kernel: The kernel bandwidth σ and sensitivity parameters ϵ, σ0 are initialized at 1000.0, 10.0, and 0.1, respectively.

• Optimizer Settings: AdamW optimizer, learning rate = 1× 10−4.

• Batch Size: 64.

• Random Seed: 42.

• Training Duration: 200 epochs.

• Input Resolution: 8× 224× 224 (T × H × W).
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D. Supplementary Experiments and Analysis
D.1. Case I: ODE Discovery

We further evaluate GFG on more challenging dynamical systems beyond the 2D circular-motion benchmark, including non-
autonomous ODEs, nonlinear Hamiltonian dynamics, and a PDE-scale Burgers’ equation. These experiments test whether
the proposed tangent-grounded latent dynamics remain effective under time-dependent, nonlinear, and high-dimensional
settings.

Time-dependent vector fields. GFG can be naturally extended to non-autonomous systems by conditioning the latent
velocity predictor on time through positional embeddings, while keeping the tangent projection mechanism unchanged. We
validate this extension on a time-varying circle-rotation ODE with a time-augmented SINDy library. As shown in Table 7,
GFG achieves substantially lower rollout error and longer valid prediction time, and is the only method that recovers the
correct time-dependent sparse structure.

Method MSE ↓ VPT ↑
SINDy 1.289 0.23
IRK-SINDy 1.187 0.17
GFG (Ours) 0.068 2.16

Table 7. Evaluation on a time-dependent ODE.

Nonlinear Hamiltonian dynamics. We next evaluate GFG on a 3D nonlinear Hamiltonian system under the same sparse,
large-time-interval setting. The ground-truth system is

Ẋ = −6Y sin(6Z), Ẏ = 6X sin(6Z)− 6Z sin(6X), Ż = 6Y sin(6X).

As shown in Table 8, GFG obtains the best MSE and VPT, and is the only method that recovers the correct sparse term
structure, although the estimated coefficients remain attenuated under sparse observations.

Method MSE ↓ VPT ↑ Discovered ODE

Ground Truth – – Ẋ = −6.000Y sin(6Z); Ẏ = 6.000X sin(6Z) − 6.000Z sin(6X); Ż = 6.000Y sin(6X)

SINDy 0.1100 0.0167 Ẋ = 0.624Z sin(6X); Ẏ = −0.861Y sin(6Z) − 0.940Y sin(6X); Ż = 0.649X sin(6Z)

IRK-SINDy 0.1117 0.0132 Ẋ = 1.979X sin(6Z) + 2.406Z sin(6X) + 1.575Y sin(6X); Ẏ = −3.634Y sin(6Z); Ż =
4.160X sin(6Z) − 1.950Z sin(6X)

MNN 0.1229 0.0184 Ẋ = 0.028X sin(6Z) + 0.107Z sin(6X) + 0.779Y sin(6X); Ẏ = 0.449Y sin(6Z)− 1.942Z sin(6X);
Ż = −0.035X sin(6Z) + 0.015Z sin(6X) − 0.610Y sin(6X)

S-MNN 0.1398 0.0153 Ẋ = 0.361Y sin(6Z); Ẏ = −0.507X sin(6Z) + 0.506Z sin(6X); Ż = −0.360Y sin(6X)

GFG (Ours) 0.0420 0.0310 Ẋ = −2.021Y sin(6Z); Ẏ = 4.363X sin(6Z) − 4.146Z sin(6X); Ż = 2.013Y sin(6X)

Table 8. Evaluation on a 3D nonlinear Hamiltonian system. GFG achieves the best rollout accuracy and valid prediction time, and
recovers the correct sparse term structure under large time intervals.

PDE-scale dynamics. We also extend GFG to Burgers’ equation on a 256-point spatial grid. After training, the learned
latent-space velocities are projected onto a PDE candidate library and fitted by sparse regression. GFG recovers

ut = 0.091uxx − 0.991uux,

which matches the correct sparse PDE structure. This result suggests that GFG can be applied beyond low-dimensional ODE
discovery to PDE-scale dynamical systems, where integral-regression methods such as IRK-SINDy become computationally
expensive due to their cubic scaling.

D.1.1. SCALABILITY COMPARISON WITH GEOMETRY-AWARE METHODS

We further compare GFG with representative geometry-aware continuous-time models. We use Neural Manifold ODE
(NM-ODE; Lou et al. 2020) as a chart-based reference and Riemannian Flow Matching (RFM; Chen & Lipman 2024)
as a flow-matching reference. These methods are included as geometric reference points rather than fully task-matched
competitors. NM-ODE and RFM typically assume known or analytically specified manifold geometry, whereas GFG learns
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D
NM-ODE (Lou et al., 2020) RFM (Chen & Lipman, 2024) GFG (Ours)

MSE ↓ Params Time ↓ FLOPs ↓ MSE ↓ Params Time ↓ FLOPs ↓ MSE ↓ Params Time ↓ FLOPs ↓
(ms) (ms) (ms)

2 1.21 33.8K 668.28 ∼1.34M 3.23 53.3K 139.45 ∼1.89M 0.23 53.9K 14.04 ∼208.4K
16 0.94 37.4K 3,424.16 ∼1.50M 2.05 61.5K 267.45 ∼3.73M 0.21 61.0K 14.34 ∼236.8K
64 1.00 49.7K 13,435.96 ∼2.17M 1.72 92.4K 945.25 ∼20.28M 0.23 89.5K 14.06 ∼352.0K

128 1.44 66.2K 27,021.86 ∼3.36M 2.65 133.6K 1,904.95 ∼61.78M 0.33 129.5K 17.51 ∼518.1K

Table 9. Controlled scalability comparison with representative geometry-aware methods. We evaluate NM-ODE, RFM, and GFG
on a D-dimensional harmonic oscillator with states on (S1)D/2 using one-step prediction. NM-ODE and RFM serve as geometric
reference points rather than fully task-matched competitors. GFG achieves substantially lower runtime and FLOPs across dimensions by
constructing tangent velocities with a single matrix-free JVP, while avoiding explicit chart construction or full Jacobian-based projection.

the manifold directly from data. Moreover, they couple geometry and dynamics within a single modeling objective, while
GFG explicitly decouples state-manifold learning from velocity primitive modeling.

We conduct a controlled experiment on a D-dimensional harmonic oscillator with states on (S1)D/2, using one-step
prediction xk → xk+1. Each method is trained with its canonical objective. NM-ODE uses a CNF likelihood objective
and requires sequential autograd calls for divergence estimation. RFM uses flow matching with tangent projection, which
involves Jacobian-based projection operations. In contrast, GFG constructs the tangent velocity with a single matrix-free
JVP, Jθ(zs)zv , avoiding explicit chart construction or full Jacobian-based projection. Results are shown in Table 9.

NM-ODE exhibits super-linear runtime growth due to sequential autograd overhead in divergence computation. RFM
becomes increasingly expensive as the ambient dimension grows, due to repeated Jacobian-based tangent projections.
GFG remains substantially more efficient because its tangent construction only requires a single matrix-free JVP, which is
efficiently parallelized. These results support our scalability claim in learned high-dimensional observational manifolds.

D.2. Case II: Single-Cell RNA Velocity

D.2.1. DETAILED INTERPRETABILITY ANALYSIS ON MOUSE BRAIN

In this section, we provide a comprehensive quantitative validation of the lineage disentanglement capabilities discussed
in the main text. To ensure an unbiased analysis, we first established a data-driven protocol to identify the representative
codebook atoms for each lineage. Specifically, we calculated the mean attention weight of all atoms across the annotated
cell clusters. The Atom 4 and Atom 11 are shown as examples. Atom 4 emerged as the top-ranking atom within the neuronal
clusters (including V-SVZ, IPC, and cortical layers), while Atom 11 exhibited the highest mean activation specifically within
the glial clusters (RG, Astro, OPC). Accordingly, we selected these two atoms as the representative dynamic motifs for the
neuronal and glial lineages, respectively.

We then decoded these atoms into gene expression space to verify their biological semantics via Gene Ontology (GO)
enrichment analysis. As illustrated in Figure 7, the functional profiles of these two atoms exhibit a sharp dichotomy.
The neuronal atom (#4) is strictly associated with neurogenesis-related processes, showing high significance for terms
such as nervous system development (p < 10−5) and synapse organization. Conversely, the glial atom (#11) enriches for
extracellular matrix organization and regulation of cell differentiation. These functional terms align precisely with the
distinct biological roles of the two lineages: signal processing and neurite extension for neurons, versus structural scaffolding
and myelination for glial cells.

This semantic separation is quantitatively corroborated by the cluster-wise activation heatmap shown in Figure 8. The
heatmap reveals that Atom 11 functions as a highly specialized branching module, displaying strong activation exclusively
within the Glial clusters (highlighted in the blue box) while remaining suppressed across the neuronal trajectory. In
contrast, Atom 4 demonstrates a broad activation pattern that covers the entire neurogenic path. Finally, an inspection of the
top-weighted molecular drivers further validates these findings. The neuronal atom is driven by canonical markers such as
Tubb3, Stmn2, and Neurod1, whereas the glial atom is dominated by master regulators of oligodendrocyte specification,
including Olig1, Olig2, and Pdgfra. Together, these results confirm that GFG autonomously learns to orthogonally represent
competing cell fates through discrete geometric flows.
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Figure 8. Lineage specificity. Atom 4 (red) is broadly neuronal; Atom 11 (blue) is specific glial.

D.3. Case III: AI-Video Detection

Figure 7. Functional verification. Top: Neuronal atom (#4) enriches
for neurogenesis. Bottom: Glial atom (#11) enriches for structure.

Detailed Quantitative Comparison In this section, we
present the comprehensive quantitative breakdown across
all ten individual video generation benchmarks to further
substantiate the zero-shot generalization capabilities of
GFG reported in the main text(as shown in Table 10).

Robustness under Observation Degradation Real-
world dynamical observations are often affected by noise,
measurement errors, and perceptual degradation. To eval-
uate whether the proposed tangent projection residual is
robust to such perturbations, we conduct an additional
experiment on AI-generated video detection by progres-
sively degrading the input resolution. Specifically, we
downsample each video with compression rates R1 = 2
and R2 = 4, and then evaluate the detection performance
under the same protocol. As shown in Table 11, the per-
formance of NSG-VD and NPR drops substantially after
compression, indicating that purely statistical or artifact-
based signals can be sensitive to observation quality. In
contrast, GFG + NSG-VD maintains consistently high
AUROC across all compression levels, with 96.3% on the
original videos, 97.0% under R1 = 2, and 96.9% under
R2 = 4. This stability suggests that the tangent projection residual is less dependent on high-frequency pixel details and
instead captures more intrinsic geometric inconsistencies in the temporal evolution.

E. Detailed Case-specific Related Work
E.1. RNA Velocity Inference

scVelo (Bergen et al., 2020): The standard baseline that generalizes RNA velocity by solving the full transcriptional
dynamics (induction, repression, steady states) using an Expectation-Maximization (EM) algorithm. veloVI(Gayoso et al.,
2024): A statistical framework (often using variational inference or non-linear dynamics) that introduces a unified latent
time variable to resolve complex lineage kinetics and multi-furcations. DeepVelo (Cui et al., 2024): A deep learning method
using Graph Convolutional Networks (GCNs) to predict cell-specific splicing kinetics, allowing for time-dependent rates
rather than constant gene-specific parameters. TIvelo (Ge et al., 2025): A recent approach that first infers coarse-grained
trajectory directions at the cluster level (using TI methods) to guide the fine-grained cell-level velocity estimation, avoiding
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Method Metric M.Scope M.Studio M.Valley HotShot Show1 Gen2 Crafter Lavie Sora Wild Avg.

DeMamba

Recall 87.00 93.60 98.80 40.60 48.40 98.00 88.40 59.00 48.21 58.20 72.02
Accuracy 91.70 95.00 97.60 68.50 72.40 97.20 92.40 77.70 72.32 77.30 84.21

F1 91.29 94.93 97.63 56.31 63.68 97.22 92.08 72.57 63.53 71.94 80.12
AUROC 98.04 98.82 99.68 87.84 90.12 99.46 97.81 91.32 88.36 87.38 93.88

NPR

Recall 61.20 80.00 98.00 16.00 33.00 91.20 80.60 34.60 35.71 43.20 57.35
Accuracy 79.80 89.20 98.20 57.20 65.70 94.80 89.50 66.50 67.86 70.80 77.96

F1 75.18 88.11 98.20 27.21 49.03 94.61 88.47 50.81 52.63 59.67 68.39
AUROC 93.05 97.18 99.66 82.97 90.50 99.13 97.87 87.54 90.47 91.84 93.02

TALL

Recall 51.20 65.20 93.40 32.00 61.60 94.80 81.80 49.20 25.00 53.60 60.78
Accuracy 75.10 82.10 96.20 65.50 80.30 96.90 90.40 74.10 61.61 76.30 79.85

F1 67.28 78.46 96.09 48.12 75.77 96.83 89.50 65.51 39.44 69.34 72.63
AUROC 95.82 97.14 99.73 92.55 97.36 99.79 99.09 94.84 86.67 93.75 95.67

STIL

Recall 73.80 70.80 43.40 1.40 2.00 45.00 13.20 7.20 1.79 11.60 27.02
Accuracy 86.90 85.40 71.70 50.70 51.00 72.50 56.60 53.60 50.89 55.80 63.51

F1 84.93 82.90 60.53 2.76 3.92 62.07 23.32 13.43 3.51 20.79 35.82
AUROC 96.43 97.77 99.34 86.66 90.56 98.88 97.04 88.16 92.57 87.52 93.49

NSG-VD

Recall 68.33 98.33 100.0 92.50 87.50 80.00 98.33 94.17 78.57 82.50 88.02
Accuracy 81.67 98.33 96.67 91.67 90.83 88.33 95.83 94.17 88.39 88.75 91.46

F1 78.85 98.33 96.77 91.74 90.52 87.27 95.93 94.17 87.13 88.00 90.87
AUROC 92.26 98.66 98.15 94.45 96.38 94.83 98.16 97.41 96.40 94.73 96.14

Recall 64.14 51.52 100.00 48.85 89.31 91.43 71.01 85.27 66.92 67.81 73.63
Accuracy 79.73 74.41 98.81 72.16 96.61 95.25 82.03 95.64 99.72 87.27 88.16

F1 76.20 67.68 99.09 61.38 97.58 95.41 76.84 97.46 62.76 80.65 81.50
GFG(Ours)

AUROC 95.50 94.77 99.34 91.74 97.29 97.12 97.16 93.14 96.94 70.93 93.39

Recall 81.93 82.30 100.00 89.05 100.00 98.13 100.00 100.00 84.42 96.57 93.24
Accuracy 85.59 85.05 91.63 89.06 99.35 93.39 92.43 100.00 91.16 94.42 92.21

F1 84.79 84.69 91.51 87.97 100.00 94.28 95.07 100.00 53.65 96.63 88.86
GFG + NSG-VD

AUROC 95.59 95.75 99.29 91.78 98.19 97.97 97.33 95.83 96.40 94.50 96.26
Table 10. Comprehensive Quantitative Comparisons on Zero-Shot Video Verification. We report the performance across ten diverse
benchmarks and the overall average. GFG (Ours)+NSG-VD demonstrates superior robustness, achieving the highest average performance
across most metrics (Recall, Accuracy, AUROC).

local direction inconsistencies. Graphvelo (Chen et al., 2025b): A geometric method that takes existing velocity outputs
(from other methods) and projects them onto the tangent space of the cell manifold (approximated by kNN) to strictly
enforce geometric consistency.

E.2. AI-Video Detection

NSG-VD (Zhang et al., 2025): A physics-driven paradigm that quantifies a novel statistic called Normalized Spatiotemporal
Gradient (NSG). By leveraging pre-trained diffusion models to estimate probability flow gradients, it explicitly detects the
violations of physical conservation laws. D3 (Zheng et al., 2025): A training-free framework that detects AI-generated
content by analyzing second-order statistical features. It reveals subtle spatiotemporal inconsistencies, providing an
adaptable solution for zero-shot detection. STIL (Gu et al., 2021): A spatiotemporal incoherent learning framework that
slices video volumes into 2D maps to capture subtle dynamic inconsistencies across frames, without the heavy computational
cost of 3D convolutions. TALL (Xu et al., 2023): A temporal-aware approach that rearranges consecutive frames into a
predefined thumbnail layout for efficient spatiotemporal modeling. DeMamba (Chen et al., 2024): A large-scale detection
framework that establishes the million-scale GenVideo benchmark and utilizes a Mamba-based architecture to resolve
long-range dependencies. DIVID (Liu et al., 2024): A detection framework that utilizes a CNN-LSTM architecture to jointly
process RGB frames and Diffusion Reconstruction Error (DIRE) across multiple frames. NPR (Tan et al., 2024): A study
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Method Original R1 = 2 R2 = 4

NSG-VD 96.1 66.0 65.8
NPR 93.0 79.9 67.1
GFG + NSG-VD 96.3 97.0 96.9

Table 11. Robustness under observation degradation. We report AUROC under increasing compression by downsampling the input
resolution. GFG + NSG-VD remains stable under strong degradation, suggesting that the tangent projection residual captures intrinsic
geometric inconsistencies rather than fragile low-level pixel artifacts.

that rethinks up-sampling operations in CNN-based generators to identify universal artifacts for generalizable deepfake
detection. VidGuard (Park et al., 2025): A reasoning-based framework that leverages multi-modal large language models and
reinforcement learning to provide both detection results and interpretative explanations. Optical Flow based CNN (Amerini
et al., 2019): A motion-based detection method that utilizes optical flow fields as input to a CNN to model temporal
inconsistencies. AltFreezing (Wang et al., 2023): A generalizable detection strategy that introduces an alternating freezing
mechanism during training to balance spatial and temporal feature learning. More broadly, recent studies on world models
and geometric reasoning also emphasize the importance of consistency as a core principle. Trinity of Consistency (Wei et al.,
2026) identifies modal, spatial, and temporal consistency as defining properties for general world models. Faire (Zhang et al.,
2026) studies how reinforcement learning can improve functional alignment in geometric interleaved reasoning, providing a
complementary perspective on using geometric structure to guide reliable model behavior.
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