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Abstract

Federated Multi-Objective Learning (FMOL) en-
ables collaborative training of conflicting objec-
tives but faces a compounded challenge: the recur-
sive coupling between intra-task client drift and
inter-task aggregation bias. We propose DREAM,
a unified framework that jointly corrects these two
coupled error sources through drift-aware control
variates and momentum-smoothed local updates.
On the server side, DREAM formulates multi-
objective aggregation as a regularized quadratic
program parameterized by a task correction ma-
trix, which provides a generalized formulation
that can flexibly adapt to scalarization, prioritiza-
tion, and gradient manipulation strategies. The-
oretically, we establish a linear speedup conver-
gence rate of O(1/+/NT) for non-convex objec-
tives. We further provide theoretical guarantees
for the conflict-avoidant direction distance. In the
strongly convex setting, DREAM achieves con-
vergence in weighted sub-optimality and admits
a unified Lyapunov analysis showing linear con-
vergence to a regularization-dependent neighbor-
hood. Numerical experiments on representative
benchmarks validate the effectiveness of DREAM
in multi-objective optimization.

1. Introduction

Modern machine learning confronts the fundamental chal-
lenge of optimizing multiple, often conflicting, objectives si-
multaneously. This tension is ubiquitous: Multi-Task Learn-
ing (MTL) requires a single model to master diverse tasks
(Sener & Koltun, 2018); responsible AI must balance pre-
dictive accuracy with demographic fairness (Mehrabi et al.,
2021) or adversarial robustness (Madry et al., 2018); and
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safe reinforcement learning must maximize rewards under
strict safety constraints (Garcia & Fernandez, 2015). Even
state-of-the-art Large Language Models (LLMs) grapple
with the inherent trade-offs between goals like helpfulness,
harmlessness, and honesty (Bai et al., 2022). At the heart
of these problems lies the need for principled compromises.
Multi-Objective Optimization (MOO) provides the mathe-
matical language to formalize this challenge, enabling the
pursuit of solutions that optimally navigate the trade-offs
among competing criteria.

Gradient manipulation methods have emerged as a power-
ful paradigm in MOO, aiming to resolve gradient conflicts
algorithmically rather than relying on fixed weights (Chen
et al., 2025; Zhou et al., 2022). Among these, a founda-
tional approach is the Multiple-Gradient Descent Algo-
rithm (MGDA) (Désidéri, 2012; Sener & Koltun, 2018).
It dynamically finds a common descent direction at each
iteration by seeking to maximize the improvement of the
worst-performing task. The core philosophy of MGDA is
mathematically formulated as a regularized optimization
problem (Fliege et al., 2019):

min max
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The problem of finding the optimal direction d in (1) is dual
to a Quadratic Programming (QP) problem over a set of
aggregation weights A*. This QP, which forms the core of
MGDA (Désidéri, 2012; Fliege et al., 2019), is given by:
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where w = {A € R¥ | A, > 0, > A = 1} is
the probability simplex. By solving for these weights dy-
namically, MGDA effectively resolves inter-task conflicts
and finds a descent direction d = > (5 A;V fs(2), then
converges to a Pareto-stationary point, a state where no
common descent direction exists. Detailed derivations can
be found in foundational works such as (Désidéri, 2012;
Fliege et al., 2019).

Despite its theoretical elegance, MGDA is often impractical
for large-scale machine learning, as it requires computing
exact, full-batch gradients. Consequently, this naturally
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motivates the development of Stochastic MGDA (SMGDA)
(Liu & Vicente, 2024), wherein the full gradients V f,(x)
are replaced by their unbiased stochastic estimators gs(x)
in (2) to compute weights A9"* € w. However, it introduces
a fundamental challenge: inherent non-zero bias in the
aggregated gradient direction (Fernando et al., 2023; Liu
& Vicente, 2024; Zhang et al., 2025), i.e.,

E[Zsem /\‘377*gs($)} # Zse[s] AV fo().

This bias stems from the non-linear dependency of the op-
timal weights on the input gradients, which can destabi-
lize training and even prevent convergence (Zhou et al.,
2022; Fernando et al., 2023). To mitigate this, existing ap-
proaches typically resort to increasing batch sizes (Liu &
Vicente, 2024), double sampling (Xiao et al., 2023; Chen
et al., 2024a), or smoothing aggregation weights (Zhou et al.,
2022; Xu et al., 2025). However, these strategies inevitably
impose excessive computational burdens or compromise the
capability for effective conflict avoidance.

While centralized MOO has seen progress, its reliance on
pooling data into a single server is increasingly untenable
due to prohibitive storage and computation costs. Fed-
erated Learning (FL) emerges as a natural paradigm, en-
abling collaborative training across decentralized clients
(McMahan et al., 2017; Li et al., 2020b). Crucially for
MOO, FL accesses diverse data distributions from multiple
sources, potentially unveiling a more comprehensive and
robust Pareto front that no single node could achieve in
isolation. This gives rise to Federated Multi-Objective
Learning (FMOL) (Hu et al., 2022; Yang et al., 2023; Xie
et al., 2024; Askin et al., 2025). However, FMOL is not
merely a sum of its parts; it introduces a compounded chal-
lenge involving two coupled sources of error. While the
inter-task aggregation bias discussed previously exists even
with unbiased gradient estimates, FMOL further compli-
cates the optimization landscape with intra-task client drift.
Due to data heterogeneity, the accumulated local updates
(A4, Vs € [S]) contain systematic shifts rather than mere
zero-mean noise (Li et al., 2020a; Zhang et al., 2021), i.e.,
E[A4] # Elgs(x)] = V fs(z). When these drifted updates
serve as inputs to the non-linear aggregation mechanism,
the resulting update direction significantly deviates from the
true Pareto front, as illustrated in Figure 1. Unfortunately,
existing frameworks (Yang et al., 2023; Askin et al., 2025)
often overlook this pernicious coupling and rely on bounded
heterogeneity assumption to simplify the analysis.

To tackle these challenges, we introduce DREAM (DRift-
corrected and momEntum-smoothed federAted Multi-
objective learning). It provides a generalized optimization
framework for heterogeneous FMOL by focusing on the
aggregated per-task updates { A} ¢(g], which are affected
by client drift and then used as inputs to the non-linear

Bias 1: Intra-Task Client Drift Bias 2: Inter-Task Aggregation Bias
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Figure 1. The dual-bias problem in FMOL: a cascade of errors.
LEFT: Due to data heterogeneity, the aggregated per-task updates
(Al and AQ), obtained from multiple clients after 3 local updates,
drift away from the true global directions (V f; and V f5). RIGHT:
The subsequent non-linear aggregation of these drifted task up-
dates introduces a second layer of bias, where the computed de-
scent direction (da) is a poor approximation of the ideal direction
(ds). Toy Example: take V f1 = (1,0.1), V fo = (—1,0.1) with
drifted updates A; = (1,-0.05) and Ay = (—1,0.2). Equal
scalarization still gives d = 0.5A;1 + 0.5A2 = (0,0.075), satis-
fying (V fs,d) > 0 for both tasks, whereas MGDA on the same
drifted inputs yields da =~ (0.01,0.074) and (V f2,da) < O,
turning the update into ascent for Task 2.

weight-solving subproblem. The framework corrects and
smooths these task-wise updates before server-side weight
computation, thereby controlling the coupled error dynam-
ics underlying FMOL. The main contributions of this work
are threefold:

Unified FMOL Error Analysis. We formally characterize
the dual-bias structure of FMOL, where intra-task client drift
shifts the accumulated local updates away from the true di-
rections and inter-task non-linear aggregation further biases
the resulting update direction. We capture this phenomenon
through coupled recursions between the gradient estimation
error and the client drift, making explicit a feedback loop
that prior FMOL analyses typically control through bounded
heterogeneity assumptions. This analysis identifies the ag-
gregated per-task updates as the key quantities linking local
training, gradient estimation, and multi-objective weight
computation.

A Drift-Corrected and Momentum-Smoothed Frame-
work. Guided by the above error analysis, DREAM uses
task-wise control variates to reduce the systematic shift
caused by local training and a momentum term to smooth
the aggregated per-task updates across rounds. On the
server side, DREAM computes task weights by solving
a p-regularized QP, whose strong convexity ensures the Lip-
schitz continuity of the weight mapping. This formulation
supports both Exact-Update and a computationally efficient
Step-Update strategy, and further incorporates a task cor-
rection matrix A to cover diverse optimization paradigms,
including linear scalarization, weighted prioritization, and
task-interaction modeling.

Comprehensive Theoretical Guarantees. For non-convex
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objectives, we establish convergence to Pareto stationarity
with a linear speedup rate of O(1/+/NT) under appropriate
parameter choices. We further provide convergence guaran-
tees for the time-averaged squared Conflict-Avoidant (CA)
distance, achieving rates of O(1/v/NT) for Exact-Update
and O(T~3) for Step-Update. In the strongly convex set-
ting, we derive a convergence rate of O(1/y/T) for the
weighted sub-optimality gap. To capture the system dy-
namics, we construct a Lyapunov function that couples the
distance to Pareto optimality, gradient estimation error, and
client drift, and augment it with a weight tracking term
for the Step-Update analysis. The resulting bounds char-
acterize the steady-state neighborhoods of the two update
schemes, yielding an O(p?) floor for Exact-Update and an
O(p? + p~°) floor for Step-Update.

2. Related Work

While deterministic algorithms like MGDA, PCGrad (Yu
et al., 2020), and CAGrad (Liu et al., 2021) are theoreti-
cally sound, applying them to stochastic settings introduces
inherent aggregation bias due to the non-linear weight com-
putation. Early attempts such as SMG (Liu & Vicente, 2024)
addressed this by linearly increasing batch sizes, which is of-
ten impractical. Consequently, recent research has explored
various strategies to mitigate this bias. One line of work,
including CR-MOGM (Zhou et al., 2022) and PSMGD (Xu
et al., 2025), applies smoothing directly to the aggregation
weights, matching the optimal convergence rate of stochas-
tic single-objective optimization. However, smoothing the
output weights can cause weight stagnation and reduce the
responsiveness of the algorithm to immediate gradient con-
flicts. Alternatively, MoCo (Fernando et al., 2023) applies
momentum to the gradients via a tracking variable to esti-
mate the true gradients before aggregation. Its improved
variant MoCo+ (Fernando et al., 2024) adopts the recur-
sive STORM variance reduction technique (Cutkosky &
Orabona, 2019) to further enhance convergence rate and
conflict avoidance. Other approaches such as MoDo (Chen
et al., 2024a) and SDMGrad (Xiao et al., 2023) utilize a
double-sampling strategy to construct unbiased estimates of
gradient inner products. Their theoretical analyses remove
the restrictive bounded function value assumption. Further-
more, SDMGrad introduces a direction-oriented regularized
formulation to guide the optimization trajectory.

FMOL extends MOO to distributed settings. Early attempts
like FedMGDA+ (Hu et al., 2022) combined FedAvg with
MGDA, utilizing accumulated local updates as pseudo-
gradients for the multi-objective solver. Subsequent works
such as FedCMOO (Askin et al., 2025) and FSMGDA (Yang
et al., 2023) introduce the bounded data heterogeneity as-
sumption (i.e., ||V fs; — Vf5]|? < 0%), primarily to bound
the client drift and simplify the convergence analysis. While

Yang et al. (2023) provides convergence guarantees for the
weighted sub-optimality gap under strong convexity, their
analysis focuses on the objective value but lacks a rigorous
characterization of the recursive interplay between client
drift, gradient estimation errors, and the weight updates.
Furthermore, in the federated setting where global gradi-
ents are approximated by aggregated updates, theoretical
guarantees for the geometric property, specifically the CA
direction distance (Chen et al., 2024a), remain largely ab-
sent. Consequently, despite the complexity of the analytical
landscape, there remains a lack of work that can simultane-
ously provide guarantees for linear speedup, CA direction
distance, and weighted sub-optimality convergence with a
holistic Lyapunov analysis.

3. Algorithm Development

We address the MOO problem defined over a set of .S differ-
entiable objective functions { fs : R” — R} ¢[s). The goal
is to find a single parameter vector that jointly minimizes
all objectives. This is formally expressed as:

min F(z) := [f1(x), -, fs(x)]. 3)

TERP

We ground this problem in an FL setting with N clients.
The global objective for task s € [S] is an aggregation
of local objectives from participating clients: fq(x) =
ﬁ > ier, [si(x), where Ry C [N] is the set of partici-
pating clients for task s, and f; ; is the corresponding local
objective for client 7. Conversely, each client ¢ may partici-
pate in a personalized subset of tasks, denoted by S; C [S].
This formulation constitutes the general FMOL problem.

A common approach to tackle (3) is linear scalarization,
which transforms it into a single-objective problem by opti-
mizing a fixed, weighted sum of the individual losses (Mi-
ettinen, 1999; Marler & Arora, 2004; Deb, 2011; Hu et al.,
2022). In practice, the presence of conflicting gradients
reveals its limitations (Sener & Koltun, 2018; Yang et al.,
2022). Such conflicts imply that a single “utopia point”
simultaneously optimizing all objectives is typically non-
existent (Marler & Arora, 2004). The optimization goal
thus shifts from finding this elusive utopia point to identify-
ing solutions that represent the best possible compromises
(Marler & Arora, 2004; Sener & Koltun, 2018). It motivates
the fundamental concept of Pareto optimality: a solution
is Pareto optimal if no objective can be improved without
degrading at least one other. The set of all such solutions
constitutes the Pareto front. To this end, we provide the
rigorous mathematical definitions.

Definition 3.1 (Pareto Concepts). A solution z* is Pareto
Optimal if there does not exist another solution x such that
fs(x) < fo(a*) for all s € [S] with strict inequality for at
least one task. A relaxed condition, Weakly Pareto Opti-
mal, requires only that no x satisfies fs(x) < fq(a*) for all
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tasks simultaneously. A solution z* is Pareto Stationary
if there is no common descent direction d € RP such that
(Vfs(z*),d) < 0forall s € [S5].

The Proposed Algorithm: DREAM

The detailed procedure of DREAM is outlined in Algorithm
1. The framework coordinates the training process through
two primary phases: client-side local updates, and server-
side weight determination and global updates.

Algorithm 1 DREAM: Drift-Corrected and Momentum-
Smoothed Federated Multi-Objective Learning

Initialize: Total communication rounds 7', local steps
K, server learning rates 74, 7;, 1], momentum parameter
v € (0,1], updates {AY = 0,},¢[s), control variates
(B0, = 0, }scs,, Vi € [N].
for each communication round t = 0, - - -
for each client ¢ € [N] in parallel do
for each task s € S; do

T —1do

Initialize local model x <— xt
Repeat (4) for k = 0, . — 1
end for
end for

Send {Af! = (=
for server do 7
Aggregate AlT! « ‘R—ll Sier. ALEL Vs € [9].
Obtain A5 by solving (6) or (7).
Update 2/ t1 « 2 — n AT ATXLHL
Send z'** and {ALT!} ¢ (g to clients.
end for
Each client ¢ € [N] updates (5) in parallel, Vs € S;.
end for

g K)/(mK)}segi to the server.

Client-Side Local Updates. In each round ¢, participating
clients ¢ € R perform local training to estimate the task-
specific gradients. To mitigate variance and client drift, the
local updates incorporate a control variate h";yi and a global
momentum term A%. The local model evolves over K steps
as:

i = el [ gt + (- )AL @
where g, ; is the local stochastic gradient, v € (0,1] is a
momentum parameter. After completing local training, the
client computes the update Aij;l = (a:’;? — b K) /(mK).
Upon receiving the aggregated global update A’{*!
ﬁ > ier. ALL' broadcast by the server, the client up-

dates its control variate for the subsequent round:

hi:‘rl :ht ) AtJrl _ At-‘,fl (5)

|R‘Kzzgsz tk Kzgs,z

k=0 i€Rs

where the derivation of the second equality is given in Ap-
pendix A.3. The rationale behind this specific update design
is to fundamentally enhance the quality of the aggregated
inputs at the server, which is a prerequisite for identifying a
reliable multi-objective update direction (Chen et al., 2024a).
Inspired by Karimireddy et al. (2020); Zhou et al. (2026),
the control variate mechanism effectively counteracts client
drift by explicitly incorporating global gradient information
into local training. However, as highlighted in the earlier
discussion, correcting for drift is necessary but not sufficient
for gradient estimation in stochastic MOO. Consequently,
the momentum mechanism is integrated to simultaneously
smooth out stochastic fluctuations. As the analysis will
formally demonstrate, this input-smoothing mechanism is
not merely an enhancement but a critical requirement for
achieving guaranteed convergence in the FMOL setting.

Server-Side Weight Determination and Global Update.
The server first aggregates the received client updates to
form the task-specific global update A’*!. Based on these
aggregated updates, the next step is to compute weights A,
that define the update direction in the A-induced objective
geometry. We formulate this as a generalized regularized
QP subproblem, incorporating a task correction matrix

A = [A,;] € R5*S and a regularization term:
min J,(A; APt = HAt—HATAH H}‘”Qa ©)
ACw

where A = [Aq,--+,Ag] € RP*9, p > 0. The detailed

derivations of this subproblem can be found in Appendix
A.2. The regularization term 4 || A|| imparts strong convex-
ity to the subproblem, ensuring the Lipschitz continuity of
the weight mapping, which is essential for theoretical anal-
ysis (Chen et al., 2024a). This subproblem can be solved
exactly to obtain the optimal weights AL, typically us-
ing the Frank-Wolfe (FW) algorithm (Wang et al., 2016) or
standard QP solvers. Alternatively, to further reduce compu-
tational overhead, it supports a step-update strategy, which
updates the weights via a single projected gradient step:

NS = T (X, — o [AGRYTA'AT 4 1] X))

=VaJ,(AL;AY)

Finally, the server updates the global model using the com-
puted global update direction

dt+1 At-‘rlATAt-‘rl

Z )\t+1 Z AsjAt+1

s€[S] J€[S]

Generality of the Framework. The task correction matrix
A linearly transforms the task-update vectors before the sim-
plex weights are applied. Setting A = I (identity matrix)
reduces the framework to the standard MGDA formulation.
However, practical MTL applications often involve inherent
task correlations and specific preference requirements. By
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configuring the algebraic structure of A, this framework pro-
vides a generalized formulation capable of covering diverse
scenarios:

(i) Linear Scalarization: Setting A as a matrix with all
entries equal to 1/.S (denoted as J = %11T) degenerates
the problem into single-objective optimization with equal
weighting, akin to FedAvg. Beyond this extreme, this frame-
work allows for a continuous transition between MGDA and
scalarization by setting A = (1 — 8)I + 8J with § € [0, 1].
This soft interpolation mechanism offers a flexible trade-off
between conflict avoidance and average performance, which
is more elegant and expressive than FedMGDA+ (Hu et al.,
2022) that relies on imposing hard constraints on weights to
bridge these two regimes.

(ii) Weighted Prioritization: Configuring A as a diagonal
matrix applies a scalar transformation to each task’s gradient
field. This allows the framework to enforce task priorities,
whether derived from specific user preferences (Lin et al.,
2019; Chen et al., 2024b) or designed to counterbalance
inherent magnitude disparities among objectives (Chen et al.,
2018). For instance, when task losses differ by orders of
magnitude, appropriate scaling prevents an excessive bias
towards dominant tasks, thereby ensuring a more balanced
and fair optimization process across all objectives (Javaloy
& Valera, 2022).

(iii) Task Interaction Modeling: By configuring A with
non-zero off-diagonal entries, the framework explicitly en-
codes inter-task correlations into the aggregation. This struc-
ture naturally accommodates task grouping priors (Standley
et al., 2020), where dense interactions are enforced only
among related tasks. Furthermore, it conceptually aligns
with direction-oriented strategies (Xiao et al., 2023) by
allowing the weighted average of gradients to serve as a
guiding reference, thereby leveraging shared information to
stabilize and steer the optimization of individual tasks.

4. Theoretical Analysis

The analysis is built upon the following assumptions, but
does not require them to always hold simultaneously.

Assumption 4.1 (L-Smoothness). Each local function f ;
forall s € [S] and i € [N] is differentiable, and its gradient
V fs,i is Lipschitz continuous with constant L > 0.

Assumption 4.2 (Stochastic Gradients). Let g ;(z,£) be
the stochastic gradient of the local gradient V f; ;, where
¢ represents the randomness from data sampling, s € [S]
and ¢ € Rs. For notational simplicity, we omit £ and write
gS,i(x). We assume g ; is an unbiased estimator and has a
uniformly bounded variance, i.e., E[g, ;(z,£)] = V fs.:(z)
and E[Hgs,i(%f) - va,i(x)Hz] <o

Assumption 4.3 (Bounded Gradients). The gradient of f;
is uniformly bounded. Specifically, there exists a constant

G such that for all s € [S]: ||V fs(2)| < G.

Assumption 4.4 (u-Strong Convexity). Each objective func-
tion f, for s € [S] is p-strongly convex with x> 0.

Assumption 4.5 (Bounded Heterogeneity and Stochastic
Noise). The dissimilarity between local and global gradi-
ents is bounded uniformly, i.e., ||V f, (z) — Vfs(z)| <
op,Vs € [S],Vi € Rs. The stochastic gradient noise is
bounded almost surely, i.e., ||gs,:(z,£) — Vfs.i(z)|| < og.

The theoretical analysis encompasses both general non-
convex and strongly convex settings. The assumptions re-
quired for each result are specified when the corresponding
result is stated. We note that Assumptions 4.3 and 4.4
generally do not hold simultaneously over the entire space.
However, consistent with related works (Yang et al., 2023;
Xu et al., 2025), we adopt Assumption 4.3 in the strongly
convex analysis to facilitate derivations.

Remark 4.6. Chen et al. (2024a, Lemma 1) demonstrates
that for smooth and strongly convex objectives, the iterate
sequence {x'} generated by its stochastic dynamic weight-
ing algorithms remains uniformly bounded. This bounded-
ness implies that the gradient norms are effectively bounded
along the optimization trajectory. A similar boundedness
property can theoretically be established by following an
analogous inductive proof. This motivates treating As-
sumption 4.3, when combined with strong convexity, as a
trajectory-level boundedness condition rather than a global
bounded-gradient requirement over the entire space.
Remark 4.71. Assumptions 4.1-4.4 constitute the standard
theoretical foundation commonly adopted in stochastic
MOQO literature (Chen et al., 2025; Yang et al., 2023). As-
sumption 4.5 is introduced as a requisite condition to es-
tablish a uniform almost-sure upper bound on the aggre-
gated updates. Crucially, this additional constraint is in-
voked selectively: it is primarily required for the analy-
sis of the Step-Update strategy to rigorously control the
higher-order moments induced by the weight tracking er-
ror. For the Exact-Update strategy, the analysis proceeds
without Assumption 4.5, thereby establishing convergence
under weaker conditions than prior works (Yang et al., 2023;
Askin et al., 2025) that often rely on bounded heterogeneity.
This distinction reflects the analytical principle of minimal
sufficiency: we aim to establish convergence results using
the weakest possible assumptions, introducing stronger con-
straints (like bounded heterogeneity) only when they are
strictly necessary for the specific algorithmic variant.

Coupled Errors. Before detailing the convergence results,
we identify two fundamental error sources: the gradient esti-
mation error ! = ||V f(x!) — AL1||? and the client drift
Cl = i Tier. hco 20y — || In FMOL, these
errors are perniciously coupled in a vicious cycle: the biased
gradient estimation (£?) leads to inaccurate global updates
that exacerbate client drift in the subsequent round (C:*1);
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subsequently, this accumulated systematic shift (drift) cor-
rupts the new gradient estimation (£!*1). The analysis in
Appendix C formalizes this recursive interplay:

E[CEH'] < O(yni E[CE] + O )E[EL] + - - -,
E[EI] < (1 — O(M))E[E] + OMECE ] +--- .

Prior frameworks typically circumvent this coupled diffi-
culty by invoking the bounded data heterogeneity assump-
tion (Assumption 4.5). It artificially simplifies the analysis
by capping the gradient variance component within E[£111]
with a constant O(0? + 0%), essentially severing the feed-
back loop from E[C!*1]. In contrast, our analysis explicitly
controls this coupling via the proposed correction mecha-
nism without relying on such simplifications. Establishing
these lays the foundation for the subsequent analysis across
both non-convex and strongly convex settings.

Geometric Impact of Regularization. The regularization
term in the subproblem fundamentally alters the optimiza-
tion geometry. For Exact-Update, the descent condition
follows a relaxed inequality (Lemma D.1 in Appendix D):

7<At+1AT)\,dt+1> < 7Hdt+1H2 + p.

This inequality indicates that p acts as a controlled ascent
tolerance, permitting slight deviations from the strict descent
cone. While this relaxation introduces a bias that vanishes
as p — 0, it serves as a necessary trade-off to ensure the
Lipschitz continuity of the weights, thereby stabilizing the
optimization trajectory. For the Step-Update strategy, the
descent condition becomes more complex due to the inexact
weight solution (Lemma D.2 in Appendix D):

— (ATTATX A < — [L—nap — O(my)] [|dFHJ?
1
— — (IAER2 = X2 = IALFE = X)%) + O(p).
T (A5 [l | PAVA 1) +O(p)
The effective descent magnitude is also dampened by the
weight learning rate 7). Moreover, the additional term ex-
plicitly captures the evolution of the weight tracking error,
representing the penalty incurred by avoiding the exact QP
solution. Consequently, an appropriate selection of ) is
required to balance the descent magnitude against this track-
ing error. This introduces additional complexity to the error

bound and analysis, serving as the necessary trade-off for
the significant reduction in computational overhead.

Main Convergence Results

To facilitate the theoretical analysis, we adopt the standard
full-participation setting where all clients contribute to every
task, i.e., |Rs| = N forall s € [S]. We assume that the task
correction matrix A is entry-wise nonnegative and satisfies
va 1= minge[s) Y jc(5) Asj > 0. This structural condition
ensures that the A-induced scalarized objectives preserve

the smoothness and convexity inequalities used in the proofs.
We begin by establishing the convergence guarantees to
Pareto stationary points for general non-convex objectives.

Theorem 4.8 (General Non-Convex Convergence). Under
Assumptions 4.1, 4.2, 4.3, and additionally Assumption 4.5
if Iyep = 1, assuming the A-weighted objectives are lower
bounded, with the step size conditions in Appendix E, the
sequence generated by Algorithm 1 satisfies

. . 1 1 n?
F(x" T (2712 < (7 = 7l)
oJuin E[VEF(2")A A(2")[F <0 T T
2
Yo 1
+ O(’YUZQUQ + leG2 + W + P) +]Ixtep . O(ﬁ)7

where A§(x") are optimal weights for the unregularized
problem, i.e., arg miny ¢, % HVF(.’ET)AT)\ 2, and L., is
1 for Step-Update and 0 otherwise.

Convergence requires satisfying specific stability condi-
tions (see Appendix E for more details). Qualitatively, the
server learning rate is bounded by the momentum parameter
(ng < 7y), while the weight update step 7, is constrained by
both the regularization strength (17,0 < 1) and a problem-
dependent constant. By appropriately tuning parameters,
we derive the convergence rate to Pareto stationary point.

Corollary 4.9. With parameters v = O(N=T~2), i, =
O(T~2), n, = O(N2T"2) and p = O(N~2T~3), The-
orem 4.8 yields a convergence rate of O(1//NT). For

the Step-Update strategy, this rate holds provided that 1)y, is
chosen as a sufficiently small constant.

The convergence rate is dominated by the term O(1/v/NT),
provided that the number of communication rounds 7’ is suf-
ficiently large. This result implies a linear speedup in the
number of clients: doubling N improves convergence by a
factor of 1/+/2, for fixed T'. Such parallel scalability is par-
ticularly desirable in large-scale FL. To our knowledge, this
is the first linear-speedup result for FMOL that does not rely
on bounded data heterogeneity for Exact-Update. Moreover,
it highlights the critical role of the momentum mechanism
for guaranteeing convergence without large batch sizes. If
momentum is disabled (e.g., v = 1), then the variance
bound in Theorem 4.8 becomes non-vanishing and prevents
convergence, even as 7' — oo.

Remark 4.10. In the special case of deterministic gradients
(i.e., 02 = 0), all variance-related terms in the upper bound
vanish. In this scenario, by setting 7, = O(T~'/?), it leads
to a faster convergence rate of O (1/7'), which aligns with
the convergence rate for deterministic non-convex MOO
algorithms in Fliege et al. (2019); Yang et al. (2023).

Beyond this convergence rate, we analyze the geometric
alignment of the descent direction. The following theorem
bounds the CA distance, defined as the Euclidean distance
between the actual direction d'*! and the ideal direction.
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Theorem 4.11 (CA Direction Distance). Under Assump-
tions 4.1, 4.2, 4.3, and additionally Assumption 4.5 if
Isep = 1, with the step size conditions similar to Theo-
rem 4.8 (with minor coefficient adjustments, see Appendix
F), the time-averaged squared CA distance satisfies:

1 1
: K T (2™ — 7112 < (7 7)
OSITHSlglLl]EHVF(LL YA X (") —d™||* <O T+7T

ng)
nip?

By instantiating the parameters, we derive the specific con-
vergence rates for the CA distance.

2
2, 09 ) L. - (L
+ 0(771 + N + 1% + step O T])\T +

Corollary 4.12. For Exact-Update, the algorithm achieves
a vanishing CA distance at the optimal rate of O(1/v/NT),
by adopting the same parameter schedule as in Corol-
lary 4.9. For Step-Update, by setting n, = @(T_%),
v = O(T" %), and p = O(T~ %), the CA distance con-
verges at a rate of O(T~%).

For the Exact-Update case, the CA distance bound shares
the same structure as the convergence result, implying that
the update direction aligns with the ideal CA direction as
fast as stationarity is achieved. In contrast, the Step-Update
case involves a trade-off between tracking error and regu-
larization bias, resulting in a convergence rate of O(T~ b ).
Notably, this reduced rate is superior to the O(T~3) bias
reduction rate achieved by MoCo+ (Fernando et al., 2024).
This demonstrates that DREAM’s regularized formulation
maintains high directional accuracy even when computa-
tional efficiency is prioritized.

We further analyze the convergence behavior when the ob-
jective functions are strongly convex, where stronger con-
vergence guarantees can be established. Let =* denote the
unique Pareto optimal solution associated with a specific
weight vector A§(z*). Under strong convexity, it satisfies
the first-order optimality condition VF(z*)A T Aj(z*) = 0.
The analysis for this setting is centered around a carefully
constructed Lyapunov function, designed to capture the evo-
lution of the entire system, which is defined as:

Py Y
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By proving the geometric contraction of , we establish the
following theorem.

Theorem 4.13 (Strongly Convex Convergence). Under As-
sumptions 4.1, 4.2, 4.4, with appropriate step sizes (see
Appendix G), the weighted sub-optimality gap satisfies:

. Ty _ * Tyr+1
og%%—lE[F(x ) = F(z")]A A,
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Simultaneously, the Lyapunov function exhibits general geo-
metric contraction
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Furthermore, by incorporating the additional Assumptions
4.3, 4.5 and letting p > 0, we can refine the last weight
error term. Specifically, for Exact-Update, the error bound
is explicitly characterized by O (ngp2 + 773); while for Step-
Update, by augmenting the Lyapunov function with a weight
tracking error term (E|| XL — 2, see Appendix G),
we establish a similar contraction with the error bound
0(77992 + 7752; + 72724 )-

The theorem above provides general bounds. By appropri-
ately tuning parameters, we can achieve convergence of the
weighted sub-optimality gap. However, due to the intricate
stability conditions, the Lyapunov function converges to a
steady-state error floor rather than zero.

Corollary 4.14. By setting ng, = ©(logT/T), the con-
straint ng S 72 necessitates scaling the momentum as
v = O(\/logT/T). With n, = ©(1/\/T), the weighted
sub-optimality gap converges at a rate of O(1/v/T). Simul-
taneously, the Lyapunov function converges to a steady-state
error neighborhood determined by the regularization pa-
rameter p = O(1). Specifically, Exact-Update converges
to a neighborhood dominated by O(p?), while Step-Update
incurs an error floor of order O(p* + p~%).

While existing works in the strongly convex setting primar-
ily establish convergence for the weighted sub-optimality
gap (Yang et al., 2023; Xu et al., 2025), our analysis goes
further by providing a holistic view through the Lyapunov
function. It encapsulates the distance to Pareto optimality,
gradient estimation error, client drift, and the weight track-
ing error for the Step-Update strategy. The general Lya-
punov contraction in Theorem 4.13 applies to both update
strategies, as the weight approximation error is implicitly ab-
sorbed into the constant terms owing to the boundedness of
the probability simplex. However, explicitly characterizing
the impact of specific weight update schemes necessitates
the strong convexity provided by p > 0. This refined analy-
sis reveals that while Exact-Update is affected solely by the
regularization bias O(p?), Step-Update may significantly
amplify the error floor due to accumulated tracking errors.
Specifically, to maintain tracking stability, the weight update
step 77, must be tightly constrained by p (i.e., 7y < p). This
tight constraint becomes particularly problematic when p
is small (as desired for low regularization bias), as it slows
down the weight adaptation and inflates the tracking error
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term O(1/(n3p*)) to O(1/p%). This explicitly character-
izes the theoretical cost of substituting the exact QP solver
with a single projected gradient step.

Remark 4.15. FSMGDA (Yang et al., 2023) claims the state-
of-the-art convergence rate of O(1/T) for the weighted
sub-optimality gap in strongly convex FMOL. However,
this result hinges on a restrictive («, 3)-Lipschitz continuity
condition for stochastic gradients:

E[|IVf(x,6) = Vf(y, )] < allx = y|* + Bo.

Crucially, achieving their reported rate requires setting
B = O(ngy), which implicitly necessitates mega-batch sam-
pling strategies that significantly inflate computational costs
to control variance. In contrast, DREAM achieves conver-
gence without such restrictive assumptions. Moreover, were
we to adopt a similar mechanism (e.g., decaying o2), the
noise-induced error floor would likewise vanish, enabling
DREAM to achieve the same convergence rate.

5. Numerical Experiments

We evaluate DREAM on diverse benchmarks ranging from
heterogeneous settings to large-scale scenarios. Specifically,
we report results on Multi-MNIST and CIFAR-100 in the
main text. Experimental setup and additional evaluations on
the large-scale CelebA dataset (40 attributes) are detailed in
Appendix H due to space constraints.

Performance on Multi-MNIST. We evaluate DREAM
against representative baselines in a heterogeneous setting
with K = 40 local steps. Figure 2(a) visualizes the op-
timization trajectories in the loss space. FSMGDA and
FedCMOO exhibit clear performance skew, with FSMGDA
biased toward Task 1 and FedCMOO favoring Task 2. In
contrast, both variants of DREAM move toward a more
balanced trade-off and attain solutions closer to the Pareto
front. Figure 2(b) further shows that this trade-off can be
controlled within the same framework. By setting the task
correction matrix to diagonal forms (7 = diag{[2,0.5]}
and T, = diag{[0.5,2]}), DREAM can explicitly shift the
optimization preference toward a target objective.

Figures 2(c) and 2(d) evaluate robustness as the number of
local steps K increases. FSMGDA suffers a noticeable drop
in average accuracy, while FedCMOO maintains a relatively
stable average accuracy but leaves a large and persistent
gap between the two tasks. DREAM maintains both high
average accuracy and a small task gap across different K
values. This comparison also isolates the effect of client-side
correction: at K = 40 in Figure 2(c), removing the explicit
control-variate correction reduces DREAM to an FSMGDA-
style update without direct drift compensation, leading to a
strong bias toward Task 1 and an average accuracy drop of
about 6%. These results empirically confirm that the drift-

aware correction mechanism mitigates the directional bias
induced by client drift under intensive local computation.

Beyond drift correction, the momentum mechanism pro-
vides a complementary stabilization effect. Figure 2(e)
shows that disabling momentum smoothing (v = 1) yields
a larger and more oscillatory descent-direction norm, in-
dicating noisier inputs to the weight-solving subproblem.
Figure 2(f) further shows that momentum smoothing sta-
bilizes the task weights across rounds. Together with Fig-
ure 2(c)—(d), these results support the correct-then-smooth
design: the control variate suppresses client drift, while mo-
mentum smoothing reduces stochastic oscillations before
multi-objective aggregation.

Performance on CIFAR-100. To validate DREAM on a
more complex vision benchmark, we conduct experiments
on the CIFAR-100 dataset. Since each image in CIFAR-
100 is associated with a “fine” label (100 classes) and a
“coarse” label (20 superclasses), we formulate this as a
multi-objective problem where the model must simultane-
ously perform fine-grained and coarse-grained classification.
We compare the Step-Update variant of DREAM against
FSMGDA and FedAvg (with fixed scalarization weights
of 0.5/0.5) in an i.i.d. setting. Figure 3 reports the test
accuracy of the fine-grained and coarse-grained classifi-
cation tasks, showing a clear performance advantage for
DREAM. In terms of final test accuracy, DREAM achieves
approximately 40.2% on the fine-grained task and 55.3%
on the coarse-grained task. These results surpass FSMGDA
by margins of +2.4% and +3.5%, respectively. Similarly,
compared to the static weighting of FedAvg, DREAM pro-
vides improvements of +2.6% and +4.3%. This consistent
improvement across both hierarchical objectives indicates
that DREAM can improve shared representation learning
and trade-off navigation on a more complex vision bench-
mark, yielding stronger performance than scalarization and
standard MOO baselines.

6. Conclusion

In this paper, we introduced DREAM, a generalized opti-
mization framework for controlling the recursive coupling
between intra-task client drift and inter-task aggregation bias
in heterogeneous FMOL. By combining task-wise control
variates with momentum-smoothed local updates, DREAM
improves the aggregated per-task updates used by a unified
regularized QP formulation driven by a task correction ma-
trix. We provided theoretical guarantees for convergence
and CA direction distance, establishing a linear speedup rate
of O(1/+/NT) under non-convex settings. For strongly con-
vex objectives, we derived convergence guarantees for the
weighted sub-optimality gap through a Lyapunov analysis.
Numerical experiments further validate that DREAM im-
proves task balance, robustness to local training, and overall
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Figure 2. Performance comparison on the Multi-MNIST dataset.
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Figure 3. Performance comparison on the CIFAR-100 dataset.

performance over representative FMOL baselines. Future
work includes extending this framework to asynchronous or
personalized settings.
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A. Algorithm Reformulation and Preliminaries

A.1. Summary of Notations and Definitions
For ease of reference, we summarize the mathematical definitions used throughout the convergence analysis.

Table 1. Summary of Notations

Category Notation Description
N, S Number of clients and tasks (objectives).
System Model Rs Set of clients participating in task s (size |Rs|).
T K Total communication rounds and local update steps.
F(x) Vector of global objective functions [f1(x),. .., fs(z)].
VF(z) Jacobian matrix of objectives, [V f1(z),- -+, V fs(x)] € RP*S,
Optimization A Task correction matrix used to transform task updates.
A Aggregation weights in probability simplex w.
Tstep Indicator: 1 for Step-Update strategy, O for Exact-Update.
xt, x’;f Global model at round ¢, local model at step k for task s.
Updates A:;l, Al+t Local update and aggregated global update for task s.
cg_’ il Control variates: local and global correction terms.
dttt Global descent direction computed by the server.
Hyperparams M5 Mg > M Learning rates for local client, global server, and welght update.
Yy P Momentum parameter and regularization coefficient.
L,u Smoothness constant and strong convexity constant.
Constants G,o? Global gradient norm bound and stochastic variance bound.
va Minimum row sum of A, i.e., min, Zj Asj.
&t Gradient estimation error, ||V f,(z!) — ALH1||2.
Errors Ci i £ . . 1 model 1 ° K—1 tk _ 12
! Client drift error (Distance from global model), 17—z dier. 2ob—o llTgi —a'|%

For any gradient proxy matrix G € RP*S (instantiated as the aggregated update A = [Ay,--- , Ag] € RP*S or the true
Jacobian VF(x)), the p-regularized multi-objective function is defined as

1 1
J,(AG) = §HGAT)\H2 + g||)\\|2 = SATIAGTGAT + 1],

which is p-strongly convex with respect to X for any p > 0. The weighting vector A lies in the probability simplex w, and
the task correction matrix A is structured as follows:
A - Ais

A1 Ay
e RS*S.

A=l ew={AeR¥ A z0. Y A =1f, A= SR
As sels] As Agp -+ Agg

We distinguish below between the algorithmic weights maintained during training and the theoretical optimal weights used
as reference points for convergence analysis:
* Current Algorithmic Weights \,. The weight vector maintained by the algorithm at the current step.

* Subproblem Optimal Weights A, .. The optimal solution to the regularized subproblem defined by the current
aggregated updates A (used for Exact-Update):

; A L R AT 2 L P2
Aps = argg‘nel‘rlep()\; A) = argmmin o |AATA|" + §||)\H .

13
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* Regularized Reference Weights A7 (z). The theoretical optimal weights with respect to the true Jacobian VF(z).
This map represents the ideal regularized weights that the algorithm tracks:

* : 1 T2, P 2
A(z) = arg&rlelLlJp()\; VF(z)) = argmuin o |VF(z)A"X||" + §||)\|| .

* Pareto-Stationary Reference Weights A\ (x). The optimal weights for the unregularized problem (p = 0) with true
gradients. These weights determine the Pareto descent direction used in the convergence criterion:

* _ . 1 T 2
Ap(z) = argmin o |[VE(z)ATA||".

* Optimal Pareto Weights Aj(z*). The optimal weight vector associated with a Pareto stationary point z* (unique
Pareto optimal solution in the context of strong convexity). By definition of stationarity in the generalized framework,
the descent direction vanishes at =*, implying

VF(z*)ATX;(z") = 0.

Moreover, it is crucial to quantify the gap between the regularized solution A7 (z*) tracked by the algorithm and the true
Pareto solution Ajj(z*). When the unregularized solution is non-unique, A} (z*) denotes the limiting unregularized optimizer
selected by )\,’;(x*) as p | 0. Viewing the regularized problem as a perturbation of the unregularized one where the objective
Hessian is shifted by plI, we invoke standard sensitivity results for quadratic programming (Robinson, 1980). Since the
unregularized problem is convex and the constraints are polyhedral, the optimal solution map is locally Lipschitz continuous
with respect to the perturbation parameter p. Therefore, there exists a problem-dependent constant Cy;,s > 0 such that:

[AZ(2") = A (@) || < Chias|p — 0 = O(p).

This implies that the regularization-induced error can be efficiently controlled by p.

A.2. Derivation of the Generalized Dual Problem

To formally derive the generalized update rule incorporating the task correction matrix A and the regularization term, we
start from the primal perspective of finding a common descent direction in the corrected gradient space. Let G € RP*S be
the gradient matrix. We seek a descent direction d € RP that minimizes a linear combination of the gradients projected by
A. Specifically, let (AG "), denote the s-th row of the transformed gradient matrix AG T, representing the gradient of the
s-th “corrected objective”. We formulate the following optimization problem with slack variables & € R to allow for soft
descent constraints:

. 1o, 1 2
min O4+2Hd|| +2p||£||
st. (AGT)d < (a+&)1, VselS],

where, a represents the common descent amount, and the term ﬁ |€]|? is controlled by the regularization parameter p > 0.
This primal formulation extends the standard MGDA framework (which corresponds to A = I and £ = 0) by introducing
structural flexibility and robustness. Specifically, the matrix A transforms the raw task gradients into a corrected space,
enabling the enforcement of task priorities or correlations directly within the descent condition. Furthermore, the slack
variables £ relax the strict common descent constraint found in classical MGDA. Instead of requiring the direction d to
improve all objectives equally (bounded by ), we allow for task-specific deviations &, penalized by the term - ||£ || This
relaxation prevents the optimization from being overly constrained by conflicting gradients, and leads to a regulanzed dual
problem that promotes smoother and more stable weight solutions.

We introduce the Lagrange multiplier vector A € R¥ (A, > 0,Vs € [S]) associated with the inequality constraints. The
Lagrangian function is given by:

1
[’(daavga)‘) :a+§||d“2 ‘5”24_ Z )‘ AGT }5—04—53)
s€[S]

—a(1-17A) + (2|d||2 +aTGATA) + (o el - AT¢)

14
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Since the primal problem is convex, the optimal solution satisfies the zero-gradient conditions of the Lagrangian with respect
to the primal variables:

Optimality w.r.t. a:
Vol =1- Z A =0 = A€ew. (Simplex Constraint)
s€[S]

This derives the simplex constraint on the weights naturally.

Optimality w.r.t. d:
ViL=d+GA"A=0 = d=-GA"\

This confirms that the optimal direction is a linear combination of gradients weighted by A T \. Substituting d back into the
Lagrangian:

1 1
Sl + (@7 (d) = —3|GAT A
Optimality w.r.t. &:
1
VeL=-€6-A=0 = £=DpA
p
Substituting & back:
1 p p
— A% = AT (pA) = ZIA12 = ol A% = =S IA
35 IPA 7 = AT (02) = EIAE — plxJ2 =~ 5]
Combining these terms, the dual problem is to maximize the concave function over A € w:
1 P
—-[[GATA|I? = S|l
max [ GATAIZ - 2|
This is equivalent to minimizing the convex quadratic objective defined in our framework:

. . 1 Tyi2 . P 2
min J,(\ G) = SIGATAI® + £,

A.3. Algorithm Reformulation for Analysis

In single-objective FL, several works have shown that client drift can be effectively suppressed by incorporating a global
correction term into local updates (Cheng et al., 2024; Karimireddy et al., 2020; Mishchenko et al., 2022; Zhou et al., 2026).
The core idea, as pioneered by SCAFFOLD (Karimireddy et al., 2020), is to modify each local update to align it with the
global descent direction. For a speciﬁc task s, this involves defining an average local update and its global counterpart:

t+1 § : g tk ct+1 — 1 2 Ct+-l.
S’L K k=0 Sl sz S |Rs| iGRS S,

By replacing the local gradient with a corrected direction g, ; — Ci,i + ¢, the update step is steered towards the global
average, making it a better estimator.

The control variate s ; in DREAM achieves a similar corrective effect. From the local update rule (4), i.e.,

k41 k k A
AT =l B gl + (=AY,

we can establish the following relationships:

AR = (@) — 2l ) JK) = B, + el + (1 - )AL

ER) s,1

AU =3 AR, = ekt (1 - 9)AL

The second equality holds because the update of control variate (5), i.e., htJrl = ht ;AR — Aitl ensures that the sum
of client-side control variates is conserved and remains zero across rounds ie.,

t+1 __ t _ 0 _
ZiGRS hs:i - ZiGRS hsvi - ZiGRS h57i =0
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By substituting expressions of AL+l — Aiﬁl back into (5), we arrive at an insightful relationship:

ht+1+’)’gsz(tk):7[0fj1 t+1Jr “(tk) .

This derivation reveals that the control variate h ; effectively implements the SCAFFOLD correction term (cs —

Cs.i), scaled

by the momentum parameter ~y. This structural insight allows us to analyze the drift reduction and momentum smoothing
effects in a unified manner. From a practical standpoint, DREAM streamlines the control variate management compared to

SCAFFOLD by requiring only clients to maintain their internal state h; ;.

Reformulated Updates for Analysis. Based on this insight, we present the equivalent mathematical representation of

DREAM used throughout the convergence proofs:

S,

Local Model Update: 2:'; AR {vgs it ) e —ct )+ @ -mAL, 2=

- 1 0 K A
Local Update Calculation: Aiﬁl = m—K(xt - a:iz ) = 7(0221 +c, — )+ (1 —7)AL

Aggregated Global Update: Ai“ = |R |
1€ERs 1€ER s

EX)

K-1
1
Local Control Variate Update: ¢'! = e > gs.i(2lh),
k=0

1
Global Control Variate Update: ct™* = ¢ + | Z (c':gl t” |R | Z 2-5;1’
Slier, PER,

1 _ _
ALEL = argminxee, 5,\T [A(ATH)TATIAT 4 oI,

Weights Update: )\ZH = o =J, (N AL
IL, (AL = [A(AY) TAFAT 4 pI] X)),
—Vad,(AL:AY)
Global Descent Direction: d'' =~ At} Z AGALE = ATTTATALH,

s€[9]
Global Model Update: 2/ = 2 — ngdt“.

B. Technical Lemmas

t+1 thL Al =yt 4 (1 =
> oA |R N pREA — )AL =yttt + (

(8a)
(8b)

(8¢

(8d)

(8e)

(8f)

(82)

(8h)

In this section, we gather the essential technical lemmas and detailed algorithmic formulations that form the foundation of

our convergence analysis.

Lemma B.1 (Basic Vector Inequalities). For any xz,y € RP, the following inequalities hold:
lz+ gl < @+ lz)* + @ +nHlyll*, ¥n >0,

(2,y) < §IILL’II2 + %Ilyllza v > 0,

1
= ll=l* < lle = wl* = 5 llyll*.

Lemma B.2 (Aggregation Inequalities). For any vectors x; € R?, i € [N, the following inequalities hold:

S <3 S
2

HZiG[N] witi|) = ZiE[N] willeil®, w203 wi=1,

ZiE[N] ”L - jHQ < Z'LG[N] HxZHQ’ = %ZiE[N] Ti-
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Inequality (9a) follows from a generalized version of Young’s inequality, and (9b) combines Cauchy-Schwarz inequality
with Young’s bound to decouple inner product terms. Inequality (9¢) is derived from the triangle inequality and Young’s
inequality, providing a useful lower bound for the negative squared norm. Inequality (10a) provides a standard bound on the
norm of a sum, while (10b) offers a tighter bound for convex combinations via Jensen’s inequality. Inequality (10c) captures
a classical variance decomposition that measures the dispersion of vectors around their average.

Lemma B.3 (L-Smoothness). If a function f : RP — R is L-smooth, then for any x,y € RP, the following inequalities
hold:

IV5() ~ V@) < Lllz ~ (11
£(@) ~ F) < (VI ) — ) + 2w~y (11b)

Lemma B.4 (;:-Strong Convexity). If a function f : RP — R is u-strongly convex, then for any x,y € RP, the following
inequality holds:

1
fy) = f@) + (Vf(z),y - 2) + Slly —=[*, (12a)
(V@)= Vfy)e—y) = plly — . (12b)
Lemma B.5 (Variance bound under martingale difference structure (Karimireddy et al., 2020)). Let {Z1,...,Z,} be
random vectors in RP with conditional expectations defined as & := E[Z; | Z1,...,Z,_1]. Suppose that the deviation

sequence {Z; — &;} forms a martingale difference sequence, and further assume the variance is uniformly bounded as
E[[i - &%) < 0”

Then the second moment of the sum admits the following bound:

T

1 2
S5

i=1

E

This lemma is a powerful tool for analyzing stochastic processes with dependencies. In the context of FL with multiple
local steps, the sequence of stochastic gradients {gs iz % k) 50 ! computed on a client does not consist of independent

random variables, because x Rl depends on g, Z( ) It allows us to bound the variance of the average of these dependent
stochastic gradients, which i is cru01al for analyzing the drift induced by local SGD steps.

Lemma B.6 (Uniform Boundedness of Aggregated Updates). Under Assumptions 4.2, 4.3 and 4.5, the expected squared
norm of the aggregated update A+ for any task s € [S] is uniformly bounded almost surely:

ALY < G +op +og =M.

( )|l < &) and 4.5 (Bounded Heterogeneity ||V fi(z) —
V fs(x)|| < op, and Bounded Noise ||gsi;(z) — V fs.i(z )|
gs,i(x) almost surely:

l19s,i(@)[| = llgs,i(x) = Vfs,i(2) + Vfsi(z) = Vfs(z) + Vs ()|
Slgsi(z) = Visa(@)l + IV fsi(@) = Vs(@)[| + [V fs(2)]]
<G+op+og.

Since the Euclidean norm is convex, the norm of an average is less than or equal to the average of the norms. Using (8d) and
(8e), we have

> Zg“ i)

1€ERs k=0

KZZHg“ O <G+op+oc.

1€ERs k=0

t+1)| —
HCS || ‘ ‘RS|K

Substituting this back into (8c): - -
IATH < A(G +op +06) + (1 =] AL]-
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Unrolling this recursion from ¢ down to 0 (AS = 0):

1-(1-y™
2!

t
IASY < ¥(G +0p+06) > (1—7) =7(G+0op+00) - <G+op+og,
=0

J

which completes the proof. ]

This lemma establishes a uniform almost-sure bound on the aggregated updates, which is pivotal for the subsequent analysis
for Step-Update strategy.

Lemma B.7 (Lipschitz Continuity of Regularized Weights). Let A%(G) = argminxew{J,(A;G) = 3[|GATA| +
2IA|? = AXT[AGTGAT + pI|A} be the optimal weight vector for a given matrix G € RP*S, where p > 0 is the
regularization parameter. Then, for any two matrices G1, Go, the following inequality holds:

([1G1l2 + [|Gz2]l2)
p

A 2
IAZ(G1) — A%(Ga)| < IALE g, — q,,.

Proof. Let A1 = )\;(Gl) and Ay = )\;(Gg). By the strong convexity of the objective function (with modulus p), we have
the following variational inequalities for the optimal solutions:

(VJ,(A1;G1) = (AG{ G1AT 4+ pD)A1, A2 — Ay) > 0.
(VJ,(A2; G2) = (AGy GoAT + pI)Ag, A — Ag) > 0.
Summing these two inequalities:
((AG3 G2AT +pI)X2 — (AG{ G1A T + pDA1, A1 — A2)
=((AG; G2A X2 — AG{ G1AT A1) — p(A1 — X2), A1 — A2) > 0.
Rearranging terms to isolate p||A; — Aa]|?:
plIAL = A2l <(AGy GoAT Ay — AG GIATAL AL — Ay)
=(AG, G2AT (A2 — A1) + (AG] GoAT — AG|G1AT)A, A — o)
=~ 1A = Xelfagrgar + ((AG] G2AT — AG]GIAT)AL A — o)
>0 <I(AG] G2AT—AG] G1AT)A ||| A1—Ac||
<||A(G] G2 — G G1)AT|, A1 = Azl

[ A
~——
<1, since A\ Ew

<[|A(G3 G2 = G G)AT[[, [ A1 = e,
where the second inequality holds by using Cauchy-Schwarz inequality and the positive semi-definiteness of matrix
AG, G,AT. Dividing both sides of this inequality by p||A; — Az
1
A1 = Azl <3 |A(G; G2 — G{GAT,

1
= |A [G] (G2 — G1) + (G] — G[)G,| AT,

:% |AG; (G2 —G1)AT +A(G; —G{)G1AT|,

1 1
g; |AG] (G2 —G1) AT, + p |A(G] - G])G1AT|,

_IAGT > + | AG] |1

A 2
Al ya, -~ q,l,,

/ |a(a] - a), < ISt Il

where the inequality follows from the triangle inequality ||A + B||2 < || A]|2 + || B||2, the sub-multiplicative property of the
spectral norm || AB||2 < || A||2||B||2, and the fact that || AT ||z = || A||2. This completes the proof. O
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This lemma characterizes the sensitivity of the optimal weights to perturbations in the input gradients. The Lipschitz constant
is proportional to 1/p, highlighting the trade-off introduced by the regularization term: a larger p stabilizes the weights but
introduces a larger regularization bias.

Lemma B.8 (Regularization Bias Bound). Let A5(G) = argminxew{J,(A;G) = Z|GATAI> + §|A|? =

%)\T[AGTGAT + pI|A} be the optimal weight vector for a given matrix G € RP*S, where p > 0. Then, the squared
norm of the regularized descent direction is bounded by the unregularized counterpart as follows:

1
IGATA@) < [GATNG)| + » [IN(GI? — ING)IF] < [GATAG)| + 9 (1 - S) |

Proof. For notation simplicity, we denote A% = A7 (G) and Af = AG(G). Since A} is the global minimizer of J,(A; G)
over the probability simplex w, and Aj is also a feasible point, we have the following inequality based on optimality:

. 1 . Py . 1 . Py
(A G) = §HGAT>\pII2 + §H>\p|\2 < Jp(A5: G) = §||GAT>‘0”2 + §H>‘0||2-

We are interested in bounding the first term on the left-hand side. Rearranging the inequality and multiplying both sides by 2
yields the claimed inequality:
IGATAIZ < IGATXGN® + p(IAGI* = A1)

Since A € w = {A RS |\, >0, 2_se[s)] As = 1}, the Euclidean norm IA||? is bounded.

* Upper bound: Attained at vertices (e.g., [1,0, ..., 0]), where || A]|? = 1.

* Lower bound: Attained at the center (i.e., [1/S,...,1/S]), where ||A[|> = 1/S.

Therefore, the difference is strictly bounded:

1
<

INGI2 = A3 < max A2 = in A2 =1
This concludes the proof. O

This bound quantifies the systematic error introduced by solving the regularized subproblem instead of the original one. It
confirms that the regularization bias vanishes as p — 0. In the convergence analysis, this term appears as an irreducible
error floor, necessitating a careful choice of p to balance the approximation accuracy with the weight stability.

C. Analysis of Gradient Estimation Error and Client Drift

This section provides the detailed proofs for bounding the stochastic error terms arising from the federated setting. We first
establish the recursive inequalities for E[E!] and E[C!], then derive the explicit bound for the time-averaged estimation error
by unrolling these coupled recursive relations.

C.1. Proof of Lemma C.1

Lemma C.1 (Recursive Bound for Estimation Error). Under Assumptions 4.1 and 4.2, for the sequence generated by
DREAM, the expected gradient estimation error evolves according to the following inequality:

1 9 27252
E[£+1] < [1 - 7(;7)} E [€1] +v(1+7)L°E [CtH] + [7 - (1+7)} 2L2E|d" |2 + K7|7§ -0y

Furthermore, the initial error is bounded by: E [E0] < (1 — )|V fs(z°)[|* + v(1 + ) L?E [C?] + ?Ijgj

Proof. The objective of this proof is to establish a recursive bound for the gradient estimation error. The core strategy is to
decompose the error term, bound its constituent parts, and then reassemble these bounds into the final recursive form.
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We begin by expanding the definition of AL using its formulation in (8c). This allows us to separate the influence of the
momentum term A’ from the newly computed control variate c;™1:

Vfi(at) — A [V L (at) — ]+ (1 - ) [V flz') — A
K—

R L 2 [V fuile!) = gua(al)] + (1= V(") - AL
1€ERs k=0

H

We then expand the squared norm of the above expression:

E[&] =E[V/s(a t)—NHIIQ

=27(1 — < KR Z Z Vieilat) = Viei(a! )],st<xf>—A§>

2
+ (1= 7)E ||V fi(a") — AL

Since c{*! is computed from stochastic gradients in round ¢, while V f,(z*) — A is determined by the history up to round
t — 1, we can first take the expectation over the randomness of round ¢. This allows replacing the stochastic term c{™! with
its expectation inside the inner product.

To proceed, we bound each of these terms. First, the cross-term is managed by applying Young’s inequality (9b) and Jensen’s
inequality (10b). This allows us to decouple the inner product:

<K|R | > Z Visila") =V foul2 )],st(xt)_Ag>

i€Rs k=0
2

2|Vt - AL

t.k
Km | > Z Vfoi(@') = Viei(alh)]

i€Rs k=0

(10b)

2
< [|Vfiat) - AL +K‘R| 3 Z |V foila) = Vi)

i€Rs k=0

(1)
< L2t -2y} |2

— 2 2
<|[[Vfs(a") = A" + L7CL
Next, we bound the second variance term, which encapsulates the error introduced by the current round’s updates. This
error stems from two sources: the deviation of local models from the global model (client drift) and the inherent noise of

stochastic gradients. To analyze this, the term is decomposed by adding and subtracting the true local gradients V fs)i(xi’f):

2

K—
] ¥ z onle) — st
ERs

O

1 2
‘Z vasz ) vaZ( )+vf51( sz) gSZ< tk)]
R. k=0
LemmaB. a K- ? 202 (10b) 9 t 202

Substituting these derived bounds back into the initial expansion of E [£{] yields an intermediate inequality:

t t <t N2 9 ‘ 272(7
E[&] < (1= E||Vfs(a") = AL||" ++(1 +9)L’E [C!] + KR (14)
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The crucial step to establish the recursive connection to the previous round’s error is to handle the first term on the right-hand
side of (14). This is achieved by adding and subtracting V f,(x'~!) inside the norm and applying Young’s inequality (9a)
with n = 7/2, which yields

0= IVA - AL
:(1 B V)E Hst(xt—l) - Aé + st<.’17t) - st<37t—1)H

(92) v S w12 2 ¢ t—1y)2
(=) (1+ D) EIVAG - B + 1) (14 2) B 926 - VA

— (8h)
<Lt —at=t |2 22 L2 a2

2

IN

29— ey, 27—
<——E [+ T77§L21[<:||aﬁﬁ||2.

Finally, substituting this recursive bound back into (14) yields the claimed result (13). To obtain the specific bound for the
initial error £2, one can apply the result of (14) at t = 0. O

C.2. Proof of Lemma C.2

Lemma C.2 (Recursive Bound for Client Drift). Under Assumptions 4.1 and 4.2, for the sequence generated by DREAM, if
48v(K — 1)Kn? L? < 1 holds, the client drift is governed by the following recursive relation:

E [CIT] — 96yn7 K*L°E [C!]

16
<O LB P 4 60 - KR (] + ovpRa (14 2 ) + S EIVAGIE a5

Furthermore, the initial client drift is bounded by: E [C?] <6yn? K> {02 + % Yier, ElV fsi(2?) ||2}

Proof. Recall the local update rule for xi]f in (8a). By unrolling the iteration, we have

& 0 (Ba) tk—1 .0 k—1 X
xiz - iz = xiz - xil —m [’Ygs,i(mi,i )+ ’Y(Ci - Cé,i) + (1 - V)Ai} .

By taking the squared norm and applying Young’s inequality (9a) with n = 1/(K — 1), we can bound the deviation at step
k by the deviation at step £ — 1 and the norm of the update term:

2(9:1) K
T K-1
(o) K A
< ——E|jz,; -
< 1Bl

tk—1 _ t0

k s
E”xt - tOH xs,i 'rsj

S, S,

2
. X
+ KnPE[|vgs i (22571 + (et — ;) + (1 — ) AL|1?

S,

B

s Jk— A
T =2l A VKPR gei (25T 4 ¢l — eI 4 (1= ) KnfE|AL2.

To further bound the second term, which contains the drift-corrected local stochastic gradient, we apply Assumptions 4.1
(L-smoothness) and 4.2 (bounded variance). This allows us to separate the effects of the true gradient and the stochastic
noise:

Ellgsi(asi ") +ck = cb il 2BV foi(agy ™) + ¢ — b ill* + 207
<AE|V fui(ali ) = Vi@ + 4|V fui(as) + ¢k — el |1° + 207
<ALE||ali ™ = alJ1P + 4BV fua(af) + ¢k — & |1* + 207,

Substituting this bound back into the one-step inequality yields a recursive relation for the local model’s deviation:
K _
Elley; — 2 3PS | o + v KipL? ) Ellaly ™ — 231
s ’ K —1 ’ >
+AYKNPEIV foi(@l) + ¢ — el + (1= ) KfE| AL + 2y Ko,
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By recursively applying the above one-step inequality from r = 0 to £ — 1, we further have
k-1

. K " 2 ~
Bl — b8P <hnt 3 (o + 0KPL?) [MEIVAD + ¢ -l + (L= DBIAYE + 2107
r=0

K-1
K 2 -
<P KZ (1 + 47K7712L2> [47E||st (@) + ek — I+ (1 —EAL) + 2702]

29 KBV fui () + ¢ — e+ 3(1 = VKB AL + 6y K 2o
PRV foi(2)) = Vo) + b — b || + 24P KBV £ ()
+3(1 — ) K°E[| AL + 6y K?0?,
where the third inequality holds under the condition 4yKn?L? < m since lim, o0 (1 + % + ﬁ)m = el < 3.

Averaging this bound over all participating clients ¢ € R and applying inequality (10c) gives a bound on the average client
deviation:

(100 24~yn2 K2

>l -0 < —Rh

1€ER

3 E|V(t) — Ll

1€ER

~ 2
+3(1 =)0 KE||AL1? + 6y K2 (4E||st(wt)|| + 02) : (16)

IRI

By applying Lemma B.5, together with the bounded variance assumption and the smoothness of f; ;, this bound follows
directly:

K-1
1
E » t+1() t+1 2.3 E i t+10 » tk
m PRI C PR m D E|VS )= 7 > gsilel)
1€ER 1E€ER k=0
1 iy ’ 2
|R | 2 B||Vaia gail m 2 IV @) = V@)
i€R k:O i€ER
LemmaBS 4 1 Kl 2
= |R| ZE ?Zv-ﬁ?l( 92) val( sz)] |R| ZEH H
i€ER, k=0 (8h> gttt
4 2
<AL’E [C!] + 202 LPE|d"TH||* +
Substituting the above bound into (16) at iteration ¢ 4+ 1 and averaging over k = 0,--- , K — 1, we obtain:

E [C;F] <96yn K*L°E [C,] + 48yngnf K*L*E||d"™||* + 3(1 — v)nf K*E[ AT |?
+omtRe? (14 ¢ ) + 20t KBV A,
Then, we use a standard decomposition and Young’s inequality:
E|AT? < 2BV £i(a') — AT + 2E[V fu(2")[|? = 2E [£] + 2E[[V fu(2")]]%,

E[V (@) < 2B [[Vfi(2h) = Vi@)]® +2E|V fo(@'))|? < 22L2E|ld | + 2|V £, (1)

<L2||zttt -t 222 L2 ]| dr+1 |2
Substituting these two bounds back into the expression for E [C;H] yields the final recursive inequality (15):
E [CiT] <96yn; K*LE [CL] + 96yn,nf K> L*E||d"||* + 6(1 — 7)1 K*E [£]]
16
ot (14 2 ) + (64 429 KBV )T
K ——
<48

Finally, to obtain a bound for the initial client drift, we can set £ = 0 in (16). O
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These two lemmas formalize the error dynamics. They reveal a potential vicious cycle where errors could amplify
each other: the gradient estimation error (£!) contributes to the client drift of the subsequent round (C:™!) (Lemma C.2),
which in turn degrades future gradient estimates (Lemma C.1). However, a key counteracting force is also present: the
momentum-induced contraction factor (2 — v —~?)/2 in Lemma C.1. This factor, being strictly less than 1, acts as a
powerful contraction factor. It demonstrates that the integrated “correct-then-smooth” mechanism provably dampens the
propagation of gradient estimation error across rounds. While the client drift itself is also controlled under a contractive
mapping in Lemma C.2 with sufficiently small step sizes, the momentum-induced contraction provides a more fundamental
stabilization by directly suppressing the primary error source. The stability and convergence of the entire system hinge on
this contraction overpowering the error amplification from the feedback loop.

C.3. Proof of Proposition C.3

Proposition C.3. Under Assumptions 4.1-4.3, by choosing parameters such that 487]2K2L2 < min{ Lt T L } the time-
averaged sum of the gradient estimation errors is bounded:

T-1 T-1
1 4F [£9 4L°E [C? 8n 2L2
E E[g;] < ’y[ S] [ ] 2 §:E||dt+1||2

16 8yo?
48P K212 |vo? ([ 1+ — 2 . 17
+ 48n; {’ya + % + 8G* | + KR, a7

Proof. We begin by averaging the recursive inequality (15) for client drift from Lemma C.2 overt =0,--- ,T — 1:

2K2L2
- ZE ] — 7967’71,[ ZE c!]
t=0

1 96yn?K2L? T‘l]E
N T

96yn? K2 L?
et - SR (g ey g )

t=0

_9Gymgnf KL = K2 482K
< ’777q771 Z ]E||dt+1||2 # E [St 877[ Z ]EHst ||2 + 6'}’772](2 2 (1 + I?)

t=0 t=0

This allows us to relate the total client drift to the total gradient estimation error. By choosing parameters such that

96yn?K?L? < 1, we can absorb the term E [C!], yielding:

e ST

=1 01 192
7 >l s P S g B e
t=0

t=0

96 2K2 16
ZEHWS M2+ 12v9P K30 2( +K)

Next, averaging (13) from Lemma C.1 overt = 0,--- ,T" — 1 and substituting the above inequality gives:
T—1 T—1 T—1
1 2-7-17° Y(1+9)L?
- £t+1 <Z E gt RASSLER Y i E Ct+1
T LB s > ElE]+ =
t=0 =0 t=0
272 T—1 7211
"y E”dt+1”2 _ % Z EHdt+1H2 27%0”
~T — T K|R,|
o T— T—1 2 0
2—7 " 2 2271+7 v(1+9)L°E [C]]
12(1 — K*L E
Z ]+ 120 — y)ni > E[ T
=0 pe t=0
—4
_ 212 T
B2 - (1 o) LV S gy
=0 t=0

>0
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96 K2L2 16 27202
Tty ZEHWS P+ 1201+ e (14 2 ) + 2

K) " KR

Set 192y*n? K2L? < 1 and 48(1 — v)n? K2L? < 1 to absorb some terms, we can obtain a new bound on the cumulative
gradient estimation error after rearranging:

T-1 2 2 T—1
1 o B[] 4ALE[CY) | 8L 1o
T LBl <= 2T > Bl

| BUPRCL | 16\ 802
771 Z E||V fs(z%)||? + 48yn? K2 L2 0> <1 + K) + AL

Using the bounded gradient assumption, we can obtain (17). O

D. Descent Direction Analysis

In this section, we analyze the geometric properties of the global descent direction d generated by the server. We establish
the critical one-step descent inequalities in Proposition D.3 for the global objective function F(z*)A T \.

D.1. Proof of Lemma D.1

Lemma D.1 (Descent Inequality for Exact-Update). Consider the sequence generated by (8) using the exact regularized
OP solver. For any task s € [S], the inner product between the modified gradient and the descent direction satisfies the
following inequality:

(30 AGATL ) < P = p (AR - XL < <[l + g
J€[S]

For any reference weight vector A € w, it implies

<Z A ST AGAT = ATHIATA dt+1> < —|dt? + p. (18)
s€S] J€E[S]

Proof. Consider the Lagrangian function associated with the constrained optimization problem for )\”1.
iDL IV B D D PRTES 28
s€[S] J€E[S] se [S] s€[S] s€[S]

where v € R is the Lagrange multiplier for the equality constraint ) e[s] As = 1, and & > 0 are the multipliers for the
non-negativity constraints A\; > 0,Vs € [S]. The first-order optimality condition (KKT condition) with respect to A is

given by:
< 3 AGAFL ST AL ST 4, At+1> pAEL ¢ =0 (19)
jeis) €Sl jels)
—dt+1

To determine the value of v, we multiply (19) by AL and sum over all s € [S]:

(D0 ML D AGBGL AT ) 5 p 3 UL =0 3D NEL + 3 6L

s€[S] JE[S] s€lS] s€S] s€[S]

—qt+1

Using the property - (g ALY, =1, and the complementary slackness condition £ ALY, = 0, the equation simplifies to:

[ + plIAGE* = v
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Substituting v back into (19), we obtain:

(30 AGAEL ) pALEL = a4 p NG + €
Jels]

Since £ > 0 (dual feasibility), we can drop it and reverse the inequality direction to obtain:

(D7 AGAL ) > a2 4 p (INGEE = AL
JE[S]

Since ALE! € w, we have AL, < 1,Vs € [S], and [ASEY|? > 1/S. In the worst case, the term (|ALEH]2 — ALEL ) s

S,p0,% — S,pP5*

lower bounded by —1 (conceptually, though strictly tighter). Then, we can loosely bound the regularization term by p. This
completes the proof. O

The regularization term p introduces a relaxation to the strict common descent condition found in standard MGDA. In
the unregularized case (p = 0), the inequality holds strictly as —( 3¢ Asj A7, d"F1) < —[|d"+1||?, ensuring that the
global direction d is a descent direction for every task individually. The introduction of p > 0 adds a bias term, implying that
for certain tasks, the update might not be strictly descending (allowing slight ascent up to O(p)). The bias is controlled and
vanishes as p — 0. However, this regularization term discourages the solution from collapsing into sparse simplex corners
(where one task dominates, a phenomenon often observed in standard MGDA). Instead, it promotes a more uniform weight
distribution, encouraging the model to learn shared representations that are beneficial across a broader set of tasks. This
relaxation is also the necessary trade-off for obtaining Lipschitz continuous weights A, ., which is crucial for controlling
the variance and ensuring robustness.

D.2. Proof of Lemma D.2
Lemma D.2 (Descent Inequality for Step-Update). Consider the sequence generated by (8) using the one-step projected
gradient descent update for the weights. For any reference weight vector XA € w, the following inequality holds:
X 2 Xt P
—(AMTATA A < = [(1=mp) = IALIATHE] A + 5 (1A = 1IN = Al1%)

1
BTN (12572 = A1 = AT = Af%) (20)

Proof. We start with the non-expansiveness property of the projection operator II,,,. For any weight vector A € w:

NG = XJ[* (| (AL = ma [A(AS)TARIAT 4 pI] AGH) = A
<[|ALF s [A(ATH)TAHIAT 4 pI] AL - A2
== mp) XS = A" = 2 (1= map) AL = A AR TAFTATALH) 4 | (AR TATAT AL
= — 2 (1 = map)[| ATTATALT | 2y (ATATA ATATALHY) A (AT T ATTATAL |2
. e W e

11 = map) AL = A) + mapA |2

(10b) _ _
< (1 =mp)IASTE = A2+ mapl Al = ma[2(1 = map) — ma|ATAT 3] 17 + 2na (AT AT A

SIAG = A o (A~ IAG = A1) = ma[200 — map) — ma | AJZIAS 2] a2
=+ 2"’]>\<At+1ATA, dt+1>,

where the last inequality holds due to
IATATIE < [ATTATE < [JA[BIIAT3
Rearranging the inequality to isolate —(AT1ATX d**!) completes the proof. O

25



DREAM: A Unified Framework for Drift-Corrected Federated Multi-Objective Learning

D.3. Proof of Proposition D.3

Proposition D.3. Under Assumptions 4.1-4.3, consider the sequence generated by (8). For notational simplicity when
telescoping the descent inequalities, we assume the A-weighted objectives considered below are lower bounded and
normalize the corresponding lower bounds to 0.

e Exact-Update. If the weights are updated using the exact regularized QP solver, the following inequality holds:

6||A||2T . 29)ATA
T 2
T§1E|VF JAT N (o Y S EE] + T
t=0 se[S]
E p.
t=0

o Step-Update. If the weights are updated using the one-step projected gradient descent and the additional Assumption
4.5 holds, we have the following inequality:

GHA

ZEHVF JATA; ()] < e T

l\.’?l\')
"Mw
[e=]

-
Z ¢ + 8 (22)
€[9]

[1 — dnxp — 203 SM3|| A3 — 21,
T

L||Al|ls
H H ZEHdt—i—1H2+4p
t=0

Proof. For any given task s € [S], we analyze the decrease in its objective function f, from ! to '™, We start by applying
the L-smoothness property of f:

(llb) 2
Sl = @) < (Vg —at )+ 5| et —at|
& —ngdttt @Ln dt+1

_ _ Ln?
(Vo) = AU, =) (B, )+ 2,

Multiplying the inequality for each task j by the preference term A,; and summing over s and j with weights A, we arrive
at the aggregated descent bound:

SO Ay [f) = 2] = [P - Fa')] AT

se[S]  jels]

<—ng Y As <Z A [Vfi(ah) — A ,dt+1>

s€[S] J€E[S]
_ Ln2
_ AL gt g ] 12
Ml <ZSE[S] /\S ZjG[S] AS]A] 7d > - 2 ZSG[S] )\S ZjE[S] AS] Hd H
=ArHATX S aeps) As maxae(s) (2o (57 Asi) =l Alloo
<% ||A||2 &+ 2 (L4 ngLl|Alloo) AP —mg (AT ATA ). (23)
s€[S]

The last inequality of (23) is deduced by applying Young’s inequality (9b) with 7 = 74 to bound the inner product:

—1g D As <Z, Ay [Vfi(at) — A 7dt“>

s€S]
2
Mg 412
+5 Zse[s As 1|
—_———

EE P
s€[S
=1

2[5 4 (95 - 554

<1
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2
A n
Asj [Vf](ft) _ A§+1} + ?g|‘dt+1|‘2

JE[S]

<BJAI 3 VA - AP + T,
sels]

=&t

where the last inequality holds due to
IXY e < I X[2lY][F = [IX "2V |7, with X = AT, Y = VF(z") - A"

Then, the gradient estimation error is decoupled from the descent direction.
Exact Regularized Update. Substituting (18) in Lemma D.1 back into (23) gives the following one-step progress:
i n A
[F(z'*') ~ F(z')] ATA s;"\\AH% et 5-" (1 + mgLl|A o) [l — 1y (AP AT 47
s€[S]

77 n
<Al > &l o (U= 2ng L[ Alloo) [l H[* = 2% + mgp
se[S]

24 3n n
<TIAIR YD €= (1= gL Allse) P = | VEGOATN P 4 mgp.
s€[S]

where the last inequality is obtained by using

_||dt+1||2 _ HAt-HAT)\;HH?
C[vFEt) - A ATX;“HQ LR AT
S Y A Y AV ) - A - VR AT A
s€S] J€E[S]
(10b)
< DONP Y AglVEEh) - A - ||VF JATXGH?
s€[S] JG[S]
<|AZ ) & -5 HVF JATAZ. @4
s€[S]

Rearranging the inequality to isolate || VF (") AT XLF!(|? gives
8
[VPG)ATAL | < 6JAIR 3 &6 —2(1— 20, LAllw) 4+ — < [F(a™*1) ~ F(a")] ATA + 8p.
s€[S] 9

Recalling the definition of Afj(z"), it can be obtained that

[VEGHATX @] = min||VE@)ATA| < [VE@HATAL.
Substituting it back, and averaging over £t = 0, -- - ,T" — 1, then taking expectation gives (21).

One-step Projected Gradient Update. The proof for the step-update variant follows a similar logical framework to that of
the exact-update. Specifically, by substituting (20) in Lemma D.2 back into (23) and using (24), we obtain:

[F(z") ()}ATA+ L St Bl AR

<Ny Ngp
<Z|A3 Y €2~ mp MAAIBIAT % = g LA o] 117 + 225 [IXI? = A5 = Al
s€[S]

<1
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77 7, NgP
5 A3 D& =21 —dnp —2m A AT G — 20y L] Al ] [ld" P — 1P+ =
s€[S]

(2 )37) Ui n /0
—ZIAl > &l - [1 —dmp = 2| Al A E = 20y LI Al oo [[dH? = = ||VF JATALL 4 g
s€[S]

Rearranging this inequality and introducing A} (x?), it following that

[VE(z)ATN (") || < ||VF(z' ATAt“H

<6 A[3 > & —2[1 —dmp — 2| AIFI AT |F - 20, LI|Alloc] |2
s€[S]
_ nﬁ I:F(l‘t+1) _ F(.T}t)} ATA _
g9

4
" [IAZE2 = AP = IAGH = A7) + 4p.

Taking the expectatwn substituting the bound E[|AFH|F < 37 o €[] E||ALH |2 < SM? (Lemma B.6) into the telescoping
sumovert =0,---,T — 1, we obtain (22). O]

Proposition D.3 provides a fundamental one-step progress bound, making the convergence guarantee contingent on the
magnitude of £!. By unrolling the recursive dynamics from Lemmas C.1 and C.2 under stability-ensuring parameter choices,
we can establish an explicit bound on the time-averaged gradient estimation error. Then, we can substitute (17) into the
time-averaged inequality of Proposition D.3. By carefully selecting the server learning rate 7, the negative term associated
with ||d**1]|? in (21) can be made to dominate its positive counterpart arising from the error bound. This allows us to
telescope the descent inequality and derive the main theorem.

E. Convergence Analysis in the Non-Convex Setting

This section provides the complete proof for Theorem 4.8, establishing the convergence rate of DREAM for general
non-convex objectives. By combining the descent inequality from Appendix D with the accumulated error bounds from
Appendix C, and carefully telescoping the inequalities and applying the stability conditions for the learning rates, the
convergence results can be obtained.

Theorem E.1 (DREAM in the Non-Convex Setting). Under Assumptions 4.1-4.3, consider the sequence generated by
Algorithm 1. Assume that all clients participate in every task, i.e., |Rs| = N forall s € [S].

* Exact-Update. If the weights are updated using the exact regularized QP solver, and step sizes satisfy

. 1 1
48n?K2L2gmln{W,M} 2457212 AJ13 < (1 — 20, L Alloo)

there exists 0 < r < T — 1 such that
1 1 2
B IvreATN e <o (e L) co (e L),

o Step-Update. If the weights are updated using the one-step projected gradient descent, additional Assumption 4.5
holds, and step sizes satisfy

1
_7} 248y L2||A[l3 < [1 = 20y LI Alloc — 4nxp — 200 S M| A[3]

. 1
4877121('2L2 < min {472, T

there exists 0 < r < T — 1 such that

T 2 1 1 yn? 1 9 Y
E||VF(")A X (@) §O<+W++)+O(UZ+N+p).

Proof. This proof can be easily accomplished by combining the results of Proposition D.3 and Proposition C.3.
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Analysis for Exact-Update Strategy
Substituting (17) with |Rs| = N into (21) with A = % -1, we can obtain

I? _8F(*)AT1 N 24| A3 X e E [€7] N 24L7|| A3 X, E [C]
T ngST T T

— Z E||[VF(z')ATX;(2")

2
- (1 — 2, L[| Al

ZEHdH—lHZ

2452 L?| |A||2>

>0

16 48vSa?||A |3
2172712 2 2 2 2
+288Sn; K~L=||All5 [’ya (1 + F’) +8G ] + KN +8p

1 1
:O<++m>+0(7112+;+p),

where E [C0] <691 K2[02 + 125 Y, BIIV foi(2%)] %] is used.

Analysis for Step-Update Strategy
Similarly, substituting (17) with |Rs| = N into (22) with A = % -1, we have

2
Z]EHVF JAT NG (2|
_8F(")AT1 N 24| A3 3 e (5 E [€7] N 24L7|| A3 X ¢ E [CY] L8
T ngST T T T
2457, L2 A3 -«

2
— 7 [1 = 2ng L[| Al — T —dap — 2\ SMP|A[Z | Y E[ld?
t=0

>0
16 48vSo?|| A2
) 2 2L2 2 2 1 2 2 4
+288Sn; K*L*||Al|5 |vo + ¥ +8G*| + KN +

Lo g
—0 — 2 o .
(ngT+ T T+AT +O (i + 5 +0),

which completes the proof. O

The general bounds derived in Theorem 4.8 can be simplified to the explicit rates by setting specific parameter schedules.
For the Exact-Update case, substituting the parameters v = O(NzT~2), Ng = O(N2T~2),p=O(N~2T"2), into the
derived bound yields O(1/ \/ﬁ) This confirms the linear speedup w.r.t. the number of clients N. For the Step-Update
case, by choosing a suitable weight learning rate 7, it preserves the same state-of-the-art convergence rate.

F. Analysis of CA Direction Distance

We provide the proof for Theorem 4.11, quantifying the distance between the actual update direction and the ideal CA
direction. This analysis highlights the impact of the regularization parameter p and the weight tracking error on the
directional accuracy.

Theorem F.1 (Time-Averaged CA Direction Distance). Under Assumptions 4.1-4.3, consider the sequence generated by
Algorithm 1. Assume that all clients participate in every task, i.e., |Rs| = N forall s € [S].

* Exact-Update. If the weights are updated using the exact regularized QP solver, and step sizes satisfy
1

. 1
18P KL < min {47 M} 2852 LA < (1 - 20, LI|Allo )7,
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the time-averaged CA direction distance is of the same order as the convergence rate established in Theorem 4.8:

1 Lyt v
el ]E F ATA dt-‘rl 2< - o A 2 a .
Z IVE@OIATN ) = d P < O ( b om0 ) +0 (1 + 1 +0)

e Step-Update. If the weights are updated using the one-step projected gradient descent, additional Assumption 4.5
holds, and step sizes satisfy

. 1 1
480 K*L? < mm{w%v} 565, L*||A])3 < [1 — 4y L|| Al — 10mp — 5 SM?||A ]3]

the time-averaged CA direction distance satisfies the following bound:

1 L v o,
— N E|VF(z)ATA dHP<o(—+—+1L4 — )40 L4 9 .
Z | VE( St —d2 < ngT+7T+ T +mT + +N+ 207 s +p

Proof. We start by analyzing a more general quantity: the discrepancy between the theoretical gradient map VF(zf)A T\
for an arbitrary weight X and the actual direction d**! generated by the algorithm. Consider the squared Euclidean norm of
their difference, we have:

IVF(@)ATX = d"™? = [VF (") ATA]? + [dF* — 2(VF(2)ATX, ")
=[[VF (@ ) ATA? + [|aH? — 2(AT AT d) + 2([A™ — VF(")]AT A d")

(9b) _ _
< VE@@H)ATA|? 4+ 2)|d 2 — 2(AH AT dPFY) + ||[ATE — V(2] A TA|2. (25)

<IAIE Xeis €

Analysis of CA Direction Distance for Exact-Update

We specialize the general bound by setting the weight vector A = Aj(z'). Summing (25) overt = 0,---,7 — 1 and
dividing by 7', we obtain the average squared norm of the CA direction distance. The right-hand side is then bounded by
substituting (18), (21) and (17) in sequence:

*Z]EIIVF JATAG(a) —d?

2 — _ A 2 T—1
- Z ]E”VF AT)\O H2 T Z |dt+1||2 o <At+1AT)\S((Et),dt+l>] + H TH? E [55]
t=0 o t=0 se[S]
<p
<21>7HA i Z £ 4 SEGIATL 201 20,1 All) TZ 12
E[[d"*H]* + 10p

=0 ecln NgST T —
1DSFE)ATL 28HAII2 Yers E [€7)] . 28L%||All3 X s E [CY]
T ST ~T T

2
- (1 — 2, L[| Al —

Z E||dt+1||2

285?72L2||A||2>

567S02||A 32
+ 3369, K2L2|A||2[ ( >+8G2] 4 S NAlL |,

KN

N
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Analysis of CA Direction Distance for Step-Update

In this case, directly setting A = Ajj(z?) in (25) and applying the similar substitution strategy is infeasible. The reason
is that the inequality (20) introduces weight tracking errors in the analysis. To control these errors, we must rely on the
Lipschitz continuity of the optimal regularized weights (Lemma B.7), which relies crucially on the strong convexity of
subproblem (p > 0). To circumvent this issue, we seek to bound the target distance by introducing the regularized reference
VF(xt)AT)\;(xt) as an intermediate term. Specifically, by expanding the squared norm, we have the following relation:

[VF(z")ATA (") — d"TH|?
=[|VF(z")ATAj (") — VF (2 )AT X5 (a") + VF(a") AT X5 (a") — a1
S 2IIVF(fvt)ATAES(ﬂct) — VF(a" AT X (2")]]” + 2| VF (z") AT X5 (2") — d" ||
=2||[VF (2 ) AT XS (2") — d'H |2 + 2| VE (2 ) ATAG (") || + 2| VE (") AT X5 (2|2
—4(VF(z")AT X (), VF(a:t)AT)\;(a:t»
>|[VF(zt) AT A ()2
<2 VE(z ) AT (2") — d"F]? + 2| VE (2 ) AT XS (') |* = [VE(z) AT A ()%

Lemma B

"2 VE( DATN (") = dH* + 2p,

where the first-order optimality condition of the convex subproblem (which implies (VF(z) AT A} (2?), VF(z!)ATA) >
[VF(z)AT X (x!)||?) is utilized. We can now set A = A% (x*) in the general bound (25) to control the first term by
substituting Lemma B.8§, (20), (22) and (17) in sequence:

—Z]EHVF VAT X (zt) — d

T-1 T-1
X 2 - . [ENE
< Z E[|VE(z")ATX (2" +% D E[dTH? — (AFTAT NS (2h), d )] + T 2 E [&Y]
t=0 t=0 se[9]
Lemma B.8
< UE|VE(2)AT A (21) 1245
T—1 2 T—1 T-1
@1 . A3 2nap + mSMP|| A3
<7 > E[VF()ATA; ()] + T 2N EE+ T 2 EdFP +p
t=0 t=0 se[9] t=0
p T—-1 1 T—-1
tr [EIX;@)]2 = EIAZT = A5 (297 T D EINT = X (@))” = BIALT = X ()]
t=0 t=0

<1

Pt SF(z°)AT1
T Z S EE+ = [2=10mp — 5mSM?(|A|3 — 41y L||All]
1gST

'ﬂ\*—‘

T-1
> Elat?
t=0

T—1
1 *
P D OEIN = X @N)P = BIALE = Ap (") 1] +6p
t=0

=E[IAL =5 (20)[|2=EIIAZ T = A5 (2T)|2<2

T-1
1 . .
+ T D BN = Xs (@2 = ElIALT — Xn(2h)]|?]
t=0

a7 OAT 28| A E[E9] 28L2|A|3Y . o E[CY
<8F(x )JA 1Jr [ENEPIN €[s] [ ]+ A2 > ses) []+ 10

— ngST ~T T 77>\T
1 56512 L2||A |3
- [2 = 1073 = 51 SM2 A — b, L Ao, — S EEIP +6
t=0
16 56vSa?|| A3
272 10 2 2
+ 33657 K2 L?|| A3 [ <1+ K> +8G ] + KN
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T—1
1 X s/t
T Z [EIAS™ = X5 D7 = E[ATT = A )]
=0
<8F(a: )ATl 28] A3 X2, S]E [50] " 28L2HAH§ZS.5[S]E [Cg] + 10
T ngST ~T T 77>\T

Z E[ld" ' +6p

565772L2||A||2]
t=0

1
-7 [1 = 10mp = S SMZ[| A3 — 4ng L[| Allc —

>0

56vS0?| A3 257;§G2L2S4||A||2

16
27272 2 2 = 2
+ 336502 K2L2| A3 [’YU <1+ K) +8G ] RN 3P ’

where the last inequality holds due to

1 * *
777 [EIAGT = A5 D7 = B = XS )]

*EHA (@) = A (a")II* + TTAEO\Z*Q = A5 @"), Ap (") = A=)

77)\
2
EH/\*( ) = 2@+ =EIAE = X ()] - BN () = Ap ()]
77A X
TTA [ElIA5 (@) = X (@) + 2B AL — X5 (a")]] - E[[X5(2"+1) — Xj (2|
S3V2<S Lcmm%Bj%HAII§-IEHVF(IMyVF(zt)Hz
10GLS?||A||? LS?||A|?
< 0GLS H ||2 -E||.’L‘t+1 _th (2)2. 5779G S H H2 'EHdH_lH
p Y4
<9b>25 2G2S A
77 H ||2 —|—E||dt+1||2-
UAP

Finally, we arrive at the following bound:

1 T—1
T E|VE(z" ) AT A (a") — d?
t=0
2 T—1
<z E|VF(z")AT X5 (2") — d"T]* + 2p
t=0
<16F(;c°)AT>\+56HA||§Zse[s]E[5§] +56L2IIAH%Zse[sﬂE[CS] N 20
- ngT T T mT
16 112fySUQ||A||2 50n2G2L2S||All4
67282 K2L2||A 2 |ve? [ 14+ = 8G?2 2 14
+ n; A5 [yo +K + + KN oy + 1dp
1 1 ’Y7712 1 ) 2 Y 779
=0 —+—+2L 4+ —)+0 + =+ +
(ngT T T T MENTRE TP

which completes the proof. O

For the Exact-Update case, the bound shares the same structure as the convergence result; thus, applying the same parameter
setting yields the optimal O(1/+/ NT) rate, implying that the update direction aligns with the ideal CA direction as fast as
stationarity is achieved. In contrast, the Step-Update case involves a trade-off between tracking error and regularization bias.
To balance the constraints, we adopt the configuration n, = O(T~3/%), v = O(T~2/%), p = O(T~2/), which secures a
convergence rate of O(T~2/%) for the CA direction distance.
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G. Convergence Analysis in the Strongly Convex Setting

In this section, we analyze the convergence behavior under the strong convexity assumption. We prove Theorem 4.13 by
constructing a unified Lyapunov function

o =Bl =t P4y Y] [EE] 1+ )IE[C]],

that jointly tracks the distance to the Pareto optimal solution, the gradient estimation error, and the client drift. We
demonstrate the geometric contraction of this Lyapunov function, establishing the O(1/ VT) convergence rate for the
weighted sub-optimality gap.

Theorem G.1 (DREAM in the Strongly Convex Setting). Under Assumptions 4.1, 4.2, 4.4, suppose that parameters satisfy

768(1 + )y’ K*L* +12SL%n} (14 2SL?) || A3 < ngpwa,
NgHVA + 4779||A||% + 677; (1 + 25[’2) HAH%

2 YHVA Y
Nglva + 768ym; 2K2L% < 4.

24v(1 — )i K*L? + <y(1+47),

Consider the sequence generated by (8), there exists 0 < r < T — 1 such that

T 2,2 3
E[F(z") - F(z*)]ATAH < 0 <exp <_WZA)> Lo (ng N an N g) .
g g

It also holds that
NgHV A
P < (1= 1Y ot 0 (ng + 970 +747).
Incorporating the additional Assumptions 4.3 and 4.5 allows us to refine the error term as follows:

* Exact-Update. If the weights are updated using the exact regularized QP solver, and step sizes satisfy
1V3SG|VE (@) AT |5 A3 < pva,

L 35(G2+ M2) | VE @) AT|E] Al
02

TMWA#B(l ~ ) 2K2L2, 779||A||2
Y

Y +0(14+2SLA v | < 2(1+7),
A

Nglv/a + T68yn; K212 < 4,
it holds that

Nghva
it < (1 - 7“]4 ) o'+ O (ngp” +m; + 70 +7°) .
o Step-Update. If the weights are updated using the one-step projected gradient descent, and step sizes satisfy
8SG|IVF(z*)AT[2]| A3 < puva,

48 (G*+M?) [[VF(z)AT|3]|A |3
P2

81, AI2
”g’i DgVA | 48(1— A2 2 K2 L2 + Z-‘;'MV”? l1+ +ng(1+25L2)WA] < 2(147),
A

Ngiva < min{4 — 7687 K2L2, n3 p?},
20\ [SPMYAlly + p%] < p,

it holds that
814||VF AT NV A 8ng||VF AT 2
st 4| VF (z7) H2E||>\t+1 )\t+1|| ( 9 ) o 4 gl VF (z7) HQEH)\t _ H
APHV A 4 TINPHV A
+(’)<ngp +7m+7>
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Proof. We begin by analyzing the distance to an arbitrary Pareto optimal solution x*. From the update rules, we have:

Ele’ —o”? @ E o’ —nyd ! — ||

WEl’ —*|F — 20,8 (o' — 2", AFIATA) 2|
=E|z" — 2*[|* — 2n,E (2" — 2, VF (") AT ALT)

+ 20, (2t — 2, [VF(a") — AT ATAGY) 4 2B [|at 7. (26)

Convergence of the Weighted Sub-Optimality Gap
By applying the p-strong convexity (Assumption 4.4), we can relate the first inner product term to the sub-optimality gap:
— 2y (z* — z* VF(xt)AT)\Z+1>

=— 21, Z )\t'H Z Agj- <a:t — x*,ij(xt)>

s€[S] J€[S]

(12a) ,
> fiz t)*fj(w*)+%”$"*w*”2

< _2779 Z /\t+1 Z Ag] f] f](I*)} — gp Z )\t+1 Z Aq] ||:Et _I*HZ

selS] JE[S] s€[S] J€[S]

>3 e Aol minge(s)(X;eps) Asi)=va
< — 2y [F(a) — F(z")JATAT —ngpuvalla’ — 2™,
Substituting this bound into (26), we further have
Eflz™+! — o2
<(1 - nyua)Ellz’ — 2*|2 - 20, E[F («") — F(z") AT AL
+ 20, (2 — 2%, [VF(a!) — AFTATAG) 4 2 || a+ ||

©b) * * 2
<1~ mypwa)Ella’ — a* |2 — 20, E[F(z') — F(a)|AT A + 2K [+

v 2 — 2
+ 779/~2‘ AE”mt _l’*HQ + g K H[VF(Z‘t) _ AH'I]ATX;'HH
A
ST eis) MW [ Sers) As [V @) =BT P <IAIL Soe ) €
Nghv A . . 21 || A3 2
< (1 - -"T) Elz' — a*||* — 2n,E[F (2') — F(z*)]JAT AL + Z'J/Ab > EES+nE|d . @)
s€[S]

Next, by combining inequalities (13) and (15) from Lemmas C.1 and C.2, we can establish a bound for the combined error
term, which is a component of function ¢**1:

E[E5] +v(1+ ) L2E [CIHY]

2 _ A2
< {727 129(1 - 72)77[21(%2} E [€1] 4+ 192(1 + 9)v*n? K2L'E [C!]
2
+ {f — (1 =192y’ K*L?)(1 + 7)}n§L21E||dt+1||2 +96y(1 +7)nf K*L*E 1V fs ()]
vy %,_/
20 <2L2 |t —2* | 242||V £o () |12
16 2202
12(1 2PK?%L%0% (1 . 28
+ 12(1 + )7 n; ot 1+ % +K|RS| (28)

To upper bound E||d*!||?, we can use the convexity of /5 norm and Jensen’s inequality:
E||d*|? =E |[A™! - VF(z!) + VF(a!) — VF(z*) + VF(z")]AT AL
<||A|3-E||A"! — VF(z") + VF(z") — VF(:c*) + VF(")|,

<3||Al3 > E[€] +3SL?|A|5-E | CH3AIR Y EIVAGE (29)
se[S] se[S]
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Now, we substitute the bounds for each component back into the function ¢!*!. Summing (28) over [S], and substituting it
and (29) to (27), gives the one-step evolution of the entire Lyapunov function:

(,Dt+1 _ EHwt+1 _ .%'*||2 +'7 Z E [g;-f—l] 1 +’Y 2L2 Z Ct+1
s€[S] s€[S]

< |1 = 222 £192(1 + 9)y 20K LA Ellat - 2”2
2—y-19° 2, || A
+7[M+127(1_ 22 K212 4+ 2l 2} S E[e
2 THY A
s€[S]
+192(1+ )7 P KLY Y B [CY] - 20gEIR(2!) — F(a*)] AT 42 (1+2S12) B[ld+?
sels]
+192(1 + Y0P KL Y T E (V£ + 1201+ 9)y*nf SK2L%0? (14 — 16Y T 230
l s i % K|RS|
s€ls] s€[S]
(29)
< [1 - B 1021 )t ICEL 4 351 (14 2512) AJE] Bl — |
§1_%
’ 2 llA2 302 (1+2SL%) ||A3
o |12 252 a1 - q2yprere 4 2alANE 30 ( JIAE] S~ g e
2 THV A ol ey

Sl_"Qi”A
+ 1927 K2L? -(1+9)7°L* Y E[Cl] — 2n,E[F(2") — F(z™)]AT AL

1 tanva s€[S]

<
+3[64(1 + VP K2L? + g (14 25L%) |Al3] Y E|Vfi(a*

se[S]
16 29302
12(1 SPSK?LPo® (1+ — >

s€[9]

< (1- "5 ) ot — 2n B[R (2") - F(a)JAT AL

+3[64(1 + )V KL + 2 (1+25L%) |Al3] Y E|Vfi(2*

s€[S]

16 27302

12(1 S2SK2L%0% (14 — § .
L2+ )y “\Utx)T & KIR.|

The parameter conditions which should be satisfied are as follows:
768(1 + v)y2n? K2L*
g
MgV A 47}9”""”% 6773 (1 + 25[’2) A3

29(1+7)  (L+9)7?mwa (1+7)7?
Ngiv/a + T68vn; 2212 < 4.

+12n,SL* (1 +2SL%) ||A|]3 < pva,

24(1 — v K2L? +

<1

Rearranging the inequality, it follows that
E[F(z") — F(z*)] AT XS
3.2

L [(1 B ngum> o (pm} L 80+ SK2 L2 <1 N 16) N Vo
2779 4 Mg n9K|R5|

s€[S]

3
+ o [64(1+7)y*n KL% + 2 (14 2SL2) |A[3] D E[Vfe(z
9 se[S]
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We define w! = (1 — nguva /4)~" and sum the above inequality from ¢t = 0 to T — 1, weighted by w’. This specific
weighting allows for a telescoping sum. After summing and rearranging the terms, we arrive at a bound for the weighted
cumulative sub-optimality gap:

ST T Zw ‘E[F(2") — F(a")]ATAT
Do W'
e —ngw/A)so L 80+ )P SK2 L2 (1 N 16) N 7302
T 8, S wt Mg K ) 19K Rs|
3
o [64(1 + )y 0P K2L? + 02 (1+2SL%) [|A3] Y B[ Vi@
g se(S]

T 2 3
—0 (exp (_ng,UVA ) (po) +0 (779 n Y 771 + 'Y) .
4 Tlg g

General Lyapunov Convergence via Bounded Weights

Alternatively, instead of relating the first inner product term in (26) to the sub-optimality gap (as done in the previous
derivation), we can derive a different upper bound that depends explicitly on the weight approximation error:

— 2ng (a* — 2, VF(xt)AT)\f)+1>
=—2n, (z' — 2", [VF(z") — VF(m*)]ATA;+1> 2 (' — 2, VF(z*)ATALT)

==y > AEN " A (2t — 2 Via') = Vi(a)) (2’ — 2%, VF(2z*)ATALT — VF(z*) AT (%) )
seisl o aels >t = =o
< =24 Z )\Hl Z Asgj " — 2*||* — 2ny (2" — 2, VF(z*)AT [Affl = A5(@)])
s€ls]  jels)

>3 sy AT minges) (e ps) Asi)=va

9b)
< —nguwvallzt —

- VF(z*)AT|2 .
”2 4 779” /EVA) ”2 ||)\f)+1 _ )\O(x )”2

Substituting this bound back into (26) yields the following recursive inequality:

Ellatt! — o |2< (1 - gpva) Ellz’ — 2*[* + 20, (' — 2, [VE (') — AT ]ATALH)

L el VF@) AT (e
S e E e M

NgHvA t a2, 2ngllAl3 t
< _ g7 A _ Zlgiiriiz
L EE[S:]]E[ES]

* T2
+779E Hdt+1H 779||VF(35 JA HzEHAZH _ )‘(*)(x*)HQ. (30)
v a

It is analogous to (27) but with a key difference: the sub-optimality gap term E[F (z") — F(z*)]AT AL is replaced by the
weight error term E[[A5F! — X§(2*)|?. This error term has a fundamental property: regardless of the specific update rule
employed for A, the weight vector always resides within the probability simplex w. Consequently, the squared error term is
uniformly bounded by the diameter of the simplex, i.e., [ A5H! — A§(2*)[|* < 2. By treating this term as a bounded constant,
we can establish a general convergence guarantee that applies to any valid weight update scheme.

Since inequalities (28) and (29) remain identical in this case, and the parameter constraints are unchanged, we can directly
combine them with (30). By substituting the uniform bound and following the same Lyapunov construction steps, we readily
arrive at the following general convergence bound:

2 F(r* AT 2
ot < (1 _ UgMVA) o + nglIVF(z*)A " |5 F12(1 + )RS K220 ( ) Z
4 pra se[S]

KIRI

36



DREAM: A Unified Framework for Drift-Corrected Federated Multi-Objective Learning

+3[64(1 + )V K2L? + g (1+25L%) |A]3] Y BV f(a
se[S]

NglVA\ 4
:(1—9T)90*+0(77g+72mz+v3)-

Refined Convergence Analysis for Exact-Update

To derive a sharper convergence rate and quantify the impact of the regularization parameter p, we now perform a fine-grained
analysis of the weight approximation error E[|ALTT — Xj(z*)||? specifically for the Exact-Update strategy. It is important to
note that the following derivation relies on Assumptions 4.3, 4.5, and the strong convexity of the subproblem (requiring
p > 0), which ensures the Lipschitz continuity of the regularized weight map (Lemma B.7).

For the Exact-Update case, the algorithmic weight is the optimal solution to the current subproblem, i.e., )\Z“ = )\:;1. We
decompose the total error into three distinct components:

E AL = Xp(@)|)* = E|JASE — )|®
=E || AL = X5(zh) + A5 (2h) — A5 (") + A5 (") — Ag(z™)
<BE | ALE = As(ah)|)” + 3E [ A2t — Ao (a)||” + 3| An (") — Mg

*

I

The third term represents the regularization bias at the optimal point =*. Since it depends only on the problem geometry and
p, it can be treated as a controlled constant (vanishing as p — 0). The first and second terms arise from the sensitivity of the
optimal weights to changes in their input gradients. To bound these two terms, we invoke Lemmas B.6, B.7, which yields:

~ 2
E||VE(x*)[|2 + E[|A™|2) " All3

E st - Xt <t E|VF(@) - AU

p2
2 (E||VF ("2 + E||AY|2) |Al4 —
HEIVP T EIB A e g
25 (G* + M?) ||All3 . 25 (G* + M?) ||Al3

p? p?

s€[S] [S]

E () — Ao < EVEE + EIVEGT

2 4

P
2 (E[|VF(2") |12 + E[|VF(z*)||2) ||A||2
L2(EIVE@)3 p2|| U IAL g pet - vFE)2
4SG?|All3 . 4S%G? || All3 .
STQ : Z E|z* — 2*|]* = ——5—2 - E[lz’ — «*|*.
s€[S]

Substituting them back into (30) yields

12n,S2G?||VF (z*)A T ||3]|A |3
]Ellxt+1 _ x*HQS (1 _ TlghV A + g Hv (l‘ ) ||2H ||2> ]Ellxt _ m*HZ

2 N
2 2 2 * T2 2
L mlAIB [, , 65 (G2 +20%) IVPHATIBIAR) §~ oo
Hra p s€[S]
3 VF(z*)AT||3

Hva

By combining the above inequality and (28), we have

P =Bl —atP 4y 3D E[EN] + (10’ Y B[]
s€[S] s€[S]
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22 T2 4

2 HAp?
2—~y—~2 M IAlZ 61,5 (G2 + M?) |[VF(z*)AT|3]|Al|4
2 YV A THVAp e
F
+192(1+7 2K2L4 Z 1+25L2) E||df+1||2 3779”V (z*) )\*( *) 2
Hura
se[S]

22 Q2 T2 A2 3 2qp272 2 16 27302

+96(1+7) 0P SK?L2G? + 12(1 + ) i SK*L?0” (1+ — | + > RIRL
(s] *
22 T2 4
2 HAp?
<1-Tlakra
+7? 20, || A |3 35 (G? + M?) ||[VF(z*)AT|3||A]3
_A'_ry 1_u+127<1_72)m2K2L2+ 77(]” ||2 14+ ( )” . ( ) ”2” ”2 +779(1+25L2)MVA
THVA p
<1_M
3n,||VFE

Y E[E] + 1927 KL -(1+9)7°L* > E[Cl] + g [ VE (") — ;)|
sels] 0 MV A

<1_TghvA s€[S]
= I

: 16 27302
+202(1 4 2SL?)SG?||A|3 + 96(1 + 7)v*nf SK2L*G? + 12(1 + 7)y*nf SK*L?o® (1 + K) + >
S

Nghv 3ng[VF(@)ATIZ | .. .
<(1- 2L ) ot + e 2 A (a")

_ N[E 2 2 2 2
v A5 (@) || +2ng(1+2SL )SG?||A|3

+96(1 4+ )V P SK2L2G? + 12(1 + v)y°* P S K2 L2 0? (1 n )
NgMV A
- (1 - gT) o'+ O (ngp* +my + 70 +9°)
where the second inequality holds by using

E||d|* =E [[[A"*! — VF(2') + VF(z")]ATAL |
<||Al3-E||A"" — VF(z') + VF(z ||F

<2|Al5 Y E[E] +2Al3 Y B[V )|* < 20lA)3 > E[El] +25G7||All5.
s€[S] s€[S] s€[S]

The parameter conditions are summarized as follows:

4V3SG|VF (") AT 2| Al < puva,

877g||A||2 1 35(C2 + M) [VE @) AT Al

+48(1—? )P K202+ +1,(142S LA pva | < 2(1 +7),
(1=~*)nj 2y g Mg ( ) a (1+7)

gV A
Y
Nghva + 168ymi K2 L? < 4.

Refined Convergence Analysis for Step-Update

In the Step-Update scenario, the algorithmic weights A”l are obtained via a single gradient step and may not fully converge
to the current subproblem optimum )\t“ To account for this additional discrepancy, we extend the error decomposition by
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introducing this optimization tracking error as a new component:
BN = ()| = E[ING = A A= Mg (at) + Aj(e) = Aj(e!) + Ap(at) = MG
AB|ALF — ACEY2 4 4E IAGE = N5 (@) ||P 4+ 4E | A5 (@) — NP+ 4[| AL (T) — Ay

The last three terms are identical in structure to those analyzed in the Exact-Update case (scaled by a factor of 4 instead of
3), and thus share the same upper bounds. The tracking error can be decoupled by using Young’s inequality:

2 P 2 2
BN - X < (1 BE) BN - X P+ (14 25 ) BN - X P

The first term represents the optimization error after one projected gradient step. Since )\27* is a fixed point and J,(X; Al)
is p-strongly convex, the update contracts the distance to the target )\f,’*:

2
E[A" =2

=E ||[TL, (A, —na [A(AD)TAPAT 4 pI] AL) — L, (AL, —na [A(AY)TAPAT 4+ pI| AL ) |\2
<E|AL = AL, — iy [A(ADTAIAT 4+ p0) (AL — AL )|
=E AL = XL |17 = 2mE (AL = AL, [A(AHTAAT 4+ pI] (AL — L))
—(AL=X L VI, (AL AV (Ap -0 P URSVINTE
+n3 - E[ [[AAY)TA'AT + pI] (A, — || ]

<[la@nTAAT |3 -2 ’

§2(IIAH%HNH%+92)H"Z—)‘
<[1— 200+ 203 (SPMY AL + %) JE X, - AL
<nxp

<(1—mp)E X = XL |17

The second term is bounded by the Lipschitz continuity of A with respect to the input A:

~ ~ 2
2 _(EJA™" 2 + E[A"]l2) || All3

t+1 t At+1 Atl)2
B A - EIA - A3
2 (B A3 +E[AY3) [ All3 X x
2EATELEIREIAL , 500z 4 mpa)

165204 A1}
— p2 .

Combining these bounds yields the recursive relation for the tracking error:

1 2)S2 M| A3
E|AL+! _Atpt}H? < (1 _ M)EHM H2+ 6(nxp + )53 I H2. 31)
' P
Substituting all the bounds and (31) back into (30) yields
F AT
E\|xt+1—x*||2+ 8y || VF (z*) ||2EH)‘t+1
TIANPHV A
1 22F AT2A4 F,*ATQ 2 2
B <1 mowa | 161,5°G2|VE (@) AT 3] ||2>E|gct$*”2+ 8, | VF (2" AT |3 <1 e >E||A;A;; .
2 pvap? NIAPHV A 4 o
Al2 85 (G2 + M?) [VF(z*)AT|3]|A||3
+ "757“ H2 24 ( )H - (*) 5]l Al3 Z Egt +ngE||dt+1H
Hva P se[S]
64 2)2S2MA||VF(z*)AT|2||A 4 F(z*)AT
. 64mg(nap + )? IIV (=) ATl ||2 1| VE(z*)A T3 A2 (@) — Ap(a®)|?
v an;p KA
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Combining the above inequality and (28) yielding

(pt+1+ SngHVF(x JA ||2]EHXf+1 )‘ZJ;}HQ

TINPHV A
F
CEfet - 2Py SB[ 4 (14?2 3 Efer] + Sl VEEDA g yein g2
TAPHV A
s€[S] s€[S]
22 T2 4
S |:1 o 779:“‘]/14 167}95 G ||VF( )A |2||A||2:| E”$t _ .T*||2
2 pvap?
2 —y—~? m A2 81,8 (G? + M?) |[VF(z*)AT|3||All3
4+ #4_127(1_72)77[2[(2[/2_‘_ gl H2+ lg ( )” 2( JA I3[ A]3 ZE
2 TV A Vv ap b=t
F(x* AT 2 2.2
+192(1 + 7))y K2 LA Z E[c!] + 81| VF (z") A" [|3 <1 _ P )]EHX;) B 2
TIANPHY A 4
s€[S]
4y ||VF (z*)AT||?
+1; (1+2SL?) Elld"*|? + [ VEEA | A5 (") = Ap ™))
’ N—— KV A
<2|A[3 T, e (s EIEH+25G2| A3
96(1 + )7 RS K2LAG + 12(1 4 7)y S K LR (14 22 ) + > 2
1 l K T K|Rq|
L B4mg(nap + 2)2S°M*||VF (z*)A T[3]|All3
v an;pt
22 * T2 4
< |:1 . NgtV A + 1677_(]‘9 G ||VF($2)A |2||A||2:| Ellxt —JI*||2
2 Hrap
Slf"gi”A
2 21| A3 45 (G* + M?) |[VF(z*)A"|13]|A |3
L L l” ( >||p2 @OATIBIAL 149602,
A

<1-Tekva

* T2
ST E[E] 41929 K22 (1 +9)7°L S E[C!] + Sng[IVE (™) A1 (1 UV )E||>J AL
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The parameter conditions are summarized as follows:

8SG|VF(z*)AT |2 A3 < ppva,
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This completes the proof of Theorem 4.13. O

By setting the server learning rate as 7, = ©(log(T")/T') to ensure linear decay of the exponential term, the constraint 7, <
O(~?) necessitates that the momentum parameter 7 scales as Q(,/ng). By setting v = O(y/log(T")/T) and n; = o(1/VT),
the weighted sub-optimality gap E[F (z") — F(2*)] AT X7 +! converges at a rate of O(1/+/T). Simultaneously, the Lyapunov
function o' T exhibits a distinct convergence behavior characterized by geometric contraction. The general recursive bound
implies that the system converges linearly to a steady-state error neighborhood, whose magnitude is determined by the ratio
of the noise terms to the contraction coefficient ©(n,). Specific weight update strategies further dictate the structure of this
error floor. In the Exact-Update scenario, the stability condition imposes a hard lower bound on the regularization parameter,
requiring p = O(1). Consequently, the regularization bias becomes irreducible, causing the algorithm to linearly converge
to an error floor dominated by O(p?). The Step-Update scenario faces a more severe precision trade-off, where the weight
update step size is tightly constrained by 77, < O(p) to ensure tracking stability. This limitation amplifies the tracking error
term O(1/(n3p*)), resulting in a significantly larger steady-state error floor (when p < 1) of order O(p~°) compared to the
exact counterpart.

H. Additional Experiments

In this section, we provide detailed descriptions of the experimental environment, datasets, and hyperparameter settings
used in evaluations. We then present additional experimental results, including performance evaluations on large-scale
benchmarks, to further substantiate the effectiveness of DREAM.

H.1. Detailed Experimental Setup

All experiments are conducted on a computing platform equipped with an Intel Xeon Gold 6242R CPU, 512GB of RAM,
and three NVIDIA Tesla P100 GPUs. The software stack is built upon Ubuntu 20.04 LTS, with Python 3.8 and PyTorch
1.13 forming the core of our implementation.

Datasets and Tasks. We evaluate the framework on three multi-task image classification benchmarks:

e Multi-MNIST: This dataset is constructed by overlaying two MNIST digits into a single 28 x 28 image. The goal is
to simultaneously classify the left digit (Task 1) and the right digit (Task 2). It contains 60,000 training samples and
10,000 test samples. This serves as a standard benchmark for analyzing gradient conflicts in MOO (Yang et al., 2023;
Sabour et al., 2017). Sample images are shown in Figure 4.

L:3, R:9 L:4, R:0 L:1, R:7 L:6, R:0 L:6, R:7 L:3, R:2 L:0, R:2 L:0, R:6

3l8] 410141218

L:4, R:8 L:1, R:8 L:7,R:3 L:6, R:3 L:7,R:9 L:0, R:2 L:0, R:7 L:5, R:3

d B E O

Figure 4. Samples from Multi-MNIST Dataset: Each image contains two overlapping digits.
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e 2MNIST+FMNIST: To introduce task-type heterogeneity, we create a mixed-domain dataset combining MNIST
and Fashion-MNIST. Each sample consists of three stacked images. Task 1 and Task 2 are digit classification tasks
(MNIST), while Task 3 is a clothing classification task (Fashion-MNIST). This setup challenges the algorithm to
balance tasks with different feature distributions and difficulties. Sample images are shown in Figure 5.

M1:7, M2:1 M1:4, M2:6 M1:8, M2:3 M1:6, M2:3 M1:3, M2:5 M1:2, M2:8 M1:4, M2:5 M1:2, M2:7
F:Trouser F:Coat F:Coat F:Sandal F:Sneaker F:Pullover F:Shirt F:Ankle boot

M1:7, M2:8 M1:2, M2:4 M1:3, M2:4 M1:3, M2:4 M1:3, M2:9 M1:2, M2:0 M1:4, M2:7 M1:8, M2:7
F:T-shirt/top

F:Pullover F:Trouser F:Trouser F:Shirt F:Dress F:Pullover F:Trouser

Figure 5. Samples from 2MNIST+FMNIST Dataset: Each sample is a composite of two MNIST digits and one Fashion-MNIST item.

¢ CelebA (Liu et al., 2015): A large-scale face attributes dataset containing over 200,000 celebrity images, each annotated
with 40 binary attributes (e.g., Smiling, Eyeglasses, Wavy Hair). We treat the prediction of each attribute as a separate
binary classification task, resulting in a 40-objective optimization problem. This represents a challenging real-world
scenario with a massive number of objectives. Sample images are shown in Figure 6.

Figure 6. Samples from CelebA Dataset: Representative images with diverse facial attributes.

Model Architectures. We adopt the Hard Parameter Sharing paradigm across all tasks, employing shared encoders to extract
common features followed by task-specific heads. For the digit-based benchmarks (Multi-MNIST and 2MNIST+FMNIST),
we utilize lightweight LeNet-style CNNs (LeCun et al., 1998) with a shared encoder of two convolutional layers and a
fully connected layer, branching into 2 or 3 independent heads, respectively. For the more complex CIFAR-100 dataset,
we implement a deeper VGG-style network. Crucially, this architecture replaces standard Batch Normalization with
Group Normalization to mitigate statistical instability. Finally, for the 40-task CelebA benchmark, we employ a compact
3-layer CNN encoder to maintain computational efficiency suitable for edge devices, feeding into 40 independent binary
classification heads.

Hyperparameters. Unless otherwise stated, we use the following default hyperparameters: momentum factor v = 0.5,
regularization parameter p = 0.1, client learning rate 1, = 0.05, local update steps K = 20, batch size B = 16. For the
Step-Update strategy, the weight learning rate is set to 77, = 0.05. The task correction matrix A is set to Identity I by default.
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A federated environment is simulated with N = 10 clients, where data heterogeneity is introduced by partitioning samples
using a Dirichlet distribution with concentration parameter o = 0.2, creating a highly non-i.i.d. setting. Results are reported
as the average over 5 independent runs with different random seeds.

H.2. Performance on Multi-MNIST Dataset

To evaluate the impact of the momentum smoothing mechanism, we conduct an experiment on the momentum factor
using the Multi-MNIST dataset.

Figure 7 illustrates the test accuracy and loss trajectories for both Exact-Update and Step-Update strategies as with
v € {0.3,0.5,0.8}. The results reveal that an appropriately large momentum factor is crucial for fast convergence.
Specifically, the setting with v = 0.3 exhibits a noticeably slower learning curve compared to larger values. Increasing vy to
0.5 brings a speedup, while further increasing it to 0.8 yields diminishing returns, with the convergence trajectory closely
overlapping that of v = 0.5. This suggests that once the momentum is sufficient to stabilize the update direction, further
increasing it provides limited additional acceleration. Furthermore, we observe that the Exact-Update and Step-Update
strategies deliver virtually identical performance across all -y settings. This consistency supports the practical utility of the
Step-Update strategy, confirming that it can serve as a proxy for the exact solution while reducing computational overhead.

3

8

8

3
Task1 Accuracy over Epochs
w 2 ow oo 9w

Task1 Accuracy over Epochs
w 5 v g 3

Epoch Epoch

(a) Task 1 Acc. (Exact-Update) (b) Task 1 Acc. (Step-Update) (c) Task 1 Loss (Exact-Update) (d) Task 1 Loss (Step-Update)

90 2.50

— y=03 — y=03
2.25 —— y=05 —— y=05
y=08

EX

Il

[ ]

w s

Task2 Accuracy over Epochs
Task2 Accuracy over Epochs

Epoch

(e) Task 2 Acc. (Exact-Update)  (f)

% — %

(g) Task 2 Loss (Exact-Update) () Task 2 Loss (Step-Update)

— y=03 — y=03
2.25 — y=05 225 — y=0s

2.00 y=08 2.00 y=08

3

1.75

8

1.50

1.25

erage Loss over Epochs

5
a
I
2
5

&8
Av

0.75

Average Accuracy over Epochs
w s v oo
g
Average Accuracy over Epochs
w 58 u oo

0.50

20 40 60 80 100 20 40 60 80 100 20 40 60 80 100 20 40 60 80 100
Epoch Epoch Epoch Epoch

(i) Average Acc. (Exact-Update) (j) Average Acc. (Step-Update) (k) Average Loss (Exact-Update) (1) Average Loss (Step-Update)

Figure 7. Impact of momentum parameter v on the Multi-MNIST Dataset.

H.3. Performance on 2MNIST+FMNIST Dataset

We evaluate DREAM against several FL baselines: FSMGDA (Yang et al., 2023), and the traditional single-objective
algorithms SCAFFOLD and FedAvg, which use fixed weights of [0.1,0.3, 0.6] for scalarization. We set communication
rounds 7" = 300 and local updates K = 50 for all methods. This setup introduces heterogeneity not only in data distribution
across N = 50 clients but also in the task types themselves.
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As shown in Figure 8§, DREAM (Exact-Update) demonstrates the best overall performance, achieving the highest average
accuracy (approx. 70%). More importantly, it maintains a fair and balanced performance across three tasks. In contrast,
the baseline methods struggle with the compounded challenges of data and task heterogeneity. FSMGDA exhibits a clear
preference for Task 1. SCAFFOLD and FedAvg are heavily skewed by their pre-defined fixed weights, leading to an
over-emphasis on Task 3. In terms of average performance, SCAFFOLD and FSMGDA perform comparably, both notably
outperforming FedAvg, but falling short of DREAM. These findings yield a clear conclusion: both data heterogeneity and
improper fixed-weighting can severely degrade multi-objective training. DREAM successfully overcomes both of these
challenges, demonstrating its robustness and effectiveness in complex, real-world FMOL scenarios.
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Figure 8. Performance comparison on the 2MNIST+FMNIST dataset under a non-i.i.d. setting.
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Figure 9. Effect of modeling task interactions via off-diagonal entries in A on the 2MNIST+FMNIST dataset.

Beyond baseline comparisons, we use the same 2MNIST+FMNIST benchmark to evaluate whether the task correction
matrix A can encode task-interaction priors. Since the first two tasks are MNIST-related and are naturally more correlated
with each other than with the FMNIST task, we introduce an off-diagonal coupling between them:

1 B8 0
A=1|5 1 0],
0 0 1

where [ controls the interaction strength between the two MNIST tasks while leaving the FMNIST task independent.
Figure 9 shows that a mild positive coupling improves the optimization outcome compared with the standard MGDA setting
A =1 In particular, 3 = 0.1 yields a +2.95% gain in average accuracy over the identity baseline, while stronger couplings
(8 = 0.2,0.3) still provide consistent gains of around +0.4%. This suggests that off-diagonal entries in A can translate
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Figure 10. Task Prioritization on the 2MNIST+FMNIST dataset.

task-structure priors into empirical gains: moderate coupling allows related tasks to share directional information, whereas
overly strong coupling may partially blur task-specific signals.

We further validate the flexibility of A by investigating its response to explicit task prioritization. We configure three
diagonal task correction matrices to target specific objectives:

1.5 0 0 0.75 0 0 0.7 0 0
Ar=10 07 0|, Ay=]0 15 0|, As3=] 0 075 0|,
0 0 0.75 0 0 0.75 0 0 1.5

which prioritize Task 1, Task 2, and Task 3, respectively, and compare them against the standard identity matrix I. Figure 10
visualizes the resulting trajectories for accuracy and loss, respectively. The empirical results demonstrate a precise alignment
with the specified preferences: setting A = A; yields the fastest convergence and highest final accuracy for Task 1, while
A = A, and A = Aj successfully shift the performance advantage to Task 2 and Task 3, respectively. Importantly, this
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prioritization reflects a controlled trade-off, confirming that DREAM provides a robust mechanism to incorporate user
preferences into the optimization process.

H.4. Performance on CelebA Dataset

To demonstrate the scalability and robustness of DREAM in large-scale scenarios, we evaluate it on the CelebA dataset,
which involves simultaneous optimization of 40 distinct classification tasks. Figure 11 visualizes the final test accuracy for
each of the 40 tasks using radar charts, providing a holistic view of the performance landscape. Quantitative results confirm
the superiority of our framework. DREAM (Exact-Update) achieves the highest average accuracy of 76.26%, followed
closely by the Step-Update variant at 75.67%. In comparison, the baseline FSMGDA struggles significantly in this complex
setting, reaching an average accuracy of only 69.06%. FedCMOO performs better with an average accuracy of 75.79%.
This highlights DREAM’s robustness and its superior capability in finding a high-quality, well-balanced Pareto solution in
large-scale FMOL settings.

CelebA - Accuracy CelebA - Accuracy

A0 a9

All
A12 A8

DREAM (Exact-Update) DREAM (Step-Update)

A6

A29  a30  A31

(a) DREAM (Exact-Update)
CelebA - Accuracy

A1l A0 a9
A12 A8

FedCMOO

(¢) FedCMOO

(b) DREAM (Step-Update)
CelebA - Accuracy

A0 a9
Al12 A8

FSMGDA

(d) FSMGDA

Figure 11. Test accuracy on 40 tasks of the CelebA Dataset.
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