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Abstract

Data plays an invaluable role in large-scale ML
training pipelines. Multiple factors, including the
need to incentivize the creation of high-quality
data and efforts to compensate creative data work,
have led to increased interest in data pricing. Data
pricing mechanisms seek to establish a market
where data providers are compensated based (in
part) on the value of their data to the data buyer,
e.g., frontier Al labs. However, assessing the ex-
act value that each provider’s data adds to the data
buyer’s objective requires repeated re-training,
which is infeasible in practice. Our work stud-
ies data pricing under compute constraints. In
our setting, data buyers cannot make data acquisi-
tion decisions optimally due to limited compute.
Inspired by existing practice in the field of data
selection, we propose a model for this problem
called “pricing with an attribution oracle,” and
provide a theoretical analysis of compute-efficient
acquisition and pricing.

1. Introduction

Training data composition is a crucial component of the
large-scale machine learning pipeline. While the open web
provides a large corpus of freely accessible training data,
many high-quality datasets are proprietary, protected by
copyright, or costly to collect and label. Thus, the providers
of such datasets may not want to share them without ad-
equate compensation. This motivates the following data
pricing problem.

Consider £ strategic data sources (sellers); each seller ¢ can
generate samples from a distribution D; at a (private) cost of
¢; per sample. Fix a data budget B > 0. A data buyer who
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aims to train a machine learning model sees the distributions
D, and reported costs ¢; (which, crucially, may not coincide
with the true per-sample costs ¢;). With this information, the
buyer decides on the amount of data z; it will purchase from
each seller ¢ € [k] as well as the per-sample price p; > ¢;,
with the goal of maximizing the expected performance of
their machine learning model subject to a budget constraint.
The data pricing mechanism—the mapping from {(D;,¢;)}
to {x;, p; }—is known to the providers a priori, whose goal
is to maximize their own profit, measured as x; - (p; — ¢;).
Such a mechanism is called incentive-compatible if the data
providers maximize their utility by reporting their true costs.

The buyer wishes to design a mechanism that allows them
to train a high-quality machine learning model without im-
posing undue costs on the data sellers. A prerequisite to
designing such a mechanism is being able to solve the cor-
responding allocation problem: suppose the buyer saw both
the distributions D; and were given (posted) prices p;; how
should they purchase data? This problem turns out to be a
well-studied one. For example, the field of optimal exper-
imental design (Hashimoto, 2021) studies the relationship
between covariate design and expected error in statistics.
Most recently, this problem can be framed as an instance of
data selection-based learning (Kolossov et al., 2023). How-
ever, the vast majority of prior works does not account for
the computational cost that is associated with solving the
data selection problem, even in the absence of incentives.

Our contribution is to make this computational bottleneck
part of the mechanism-design problem, rather than a down-
stream implementation detail. Prior work typically studies
either compute-aware data selection without strategic sell-
ers, or strategic data acquisition assuming that the buyer
can evaluate allocations exactly. Combining the two is not
immediate: once the buyer uses an approximate or early-
stopped allocation rule, monotonicity can fail and truthful
payments may cease to exist. We therefore study the joint
compute—truthfulness—utility tradeoff induced by oracle-
based allocation.

1.1. Informal model

In our work, we propose a model of data selection and
pricing under compute constraints. The main motivation
behind our model is that
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(a) in theory, one can often characterize the optimal data
selection (e.g., using a closed-form expression, or im-
plicitly via fixed-point conditions); but,

(b) computational constraints often prevent data buyers
from making theoretically optimal data selections; so,

(c) practitioners make use of coarse data filtering heuris-
tics to select data.

Motivated by this observation, our model restricts the buyer
to acquisition procedures that are driven by explicit data
filtering/attribution heuristics. On top of this computational
constraint, the buyer must also set payments so that the
overall protocol is truthful.

Data selection heuristics as loss predictors. To design
a formal model inspired by the aforementioned practical
considerations, we first need to decide on how to represent
the space of possible data filtering heuristics. In this work,
we consider a broad class of heuristics that we abstract as
data attribution oracles. Informally, a data attribution ora-
cle takes as input a candidate data mixture (or acquisition
vector) 77 and returns an estimate of the buyer’s learning
objective (and, in our formal model, an estimate of its gradi-
ent with respect to the mixture). This idea captures a wide
variety of data filtering heuristics, including:

(a) training proxy models (e.g., at smaller scale or on less
data) across many candidate mixtures (Ye et al., 2024;
Liu et al., 2024; Belenki et al., 2025) to get a rough
estimate of data quality;

(b) iteratively pruning low-quality data using duplicate
detection (Lee et al., 2021; Penedo et al., 2023) or
example-filtering classifiers (Raffel et al., 2020);

(c) measuring similarity with benchmarks (Moore &
Lewis, 2010) or known high-quality data sources (Wen-
zek et al., 2019; Schuhmann et al., 2022) to assess the
quality of each data provider;

(d) leveraging approximations of the influence function
(Hampel, 1974; Koh & Liang, 2017) or Shapley value
(Shapley et al., 1953; Ghorbani & Zou, 2019) to esti-
mate the marginal effect of adding or removing data
from each source.

The main differences between the heuristics are in compu-
tational cost and fidelity. For example, filtering obviously
low-quality data is inexpensive yet coarse, while fitting a
scaling law may give more accurate predictions of model
behavior but can also be quite expensive.

Modeling the cost-of-compute. Another element we need
to consider is the relationship between compute costs and
data costs, which is highly uncertain. On one hand, as
compute continues to get cheaper there is some evidence that
the cost of running these optimization heuristics is getting
cheaper. On the other hand, if synthetic data proves to
be effective or algorithms become significantly more data-

efficient, then this ratio might stay constant. To account for
this uncertainty, our model is parameterized by a variable A
that we call the cost-of-compute: in our case, A\ corresponds
to the “oracle compute units” and monetary units.

Apart from data selection, we also need to account for the
incentives of the participating sellers. In single-parameter
procurement settings, Myerson’s seminal result (Myerson,
1981) implies that an allocation rule is implementable as
a truthful mechanism if and only if it is monotone (in pro-
curement form): when seller ¢ reports a lower cost (holding
other reports fixed), the buyer’s purchased quantity from
is (weakly) higher. Moreover, the corresponding truthful
payments are given by an integral identity (Myerson’s pay-
ment formula). In our model, computing these payments
can introduce nontrivial computational overhead, which we
explicitly include as part of the total compute cost.

Informal model. Having discussed the previous considera-
tions, we can now give an informal description of our model.
We have k data sources, each having a data distribution D;
with corresponding per-sample cost ¢;, and a single data
buyer who employs a learning algorithm A and has a utility
function U. The interaction proceeds as follows:

1. First, the buyer commits to a data acquisition protocol
that maps reported costs (¢;);c[x] (and the budget B)
to allocation vectors and payments. Importantly, the
description of the protocol can be done implicitly, i.e.,
without an exhaustive communication of these func-
tions. Moreover, the buyer might have access to public
information about the sellers; for instance, it might
know the distribution of the data they produce.

2. The sellers each report a per-sample cost (&;);c|]-

3. After observing the costs, the buyer executes the data
acquisition protocol. In our setting, this involves run-
ning an optimization algorithm using a sequence of
loss prediction oracle calls [Oq, . ..,Or] and an up-
date function s : R* x R¥ — R*. In more detail, the
data acquisition algorithm looks as follows:

(a) Initialize a vector my € R* representing an initial
guess at how to acquire data.

(b) Fort e [T7:
i. Compute u; = U(m;) and g; = Oy ()
ii. Update w41 = s(m¢, g¢)
(c) Output 7 as well as a vector of per-sample pay-
ments p = P (&, { (e, us, ge) Hy)-
4. The buyer receives a final utility of the form
(loss of model) + (compute and data cost) .

At this level of generality the interaction protocol looks very
abstract, thus it is useful to instantiate its components. In
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this setting, after observing the reported per-sample cost of
the data, the buyer starts with some arbitrary data mixture
mo. Then, it applies a first-order optimization algorithm
(e.g., gradient descent) on the space of data mixtures. Since
computing the gradient of the loss function with respect to
the data mixture weights is often as expensive as retraining
from scratch the buyer utilizes the loss prediction oracles to
get an estimate of the gradient; above, we denote by O the
oracle employed at the ¢-th, g; the estimated gradient, and
s(mt — 1, g¢) the updated mixture after taking one step of
the optimization algorithm.

A crucial building block in designing a truthful mechanism
is to first design an allocation function without considering
the payments at all, i.e., by pretending that the sellers report
truthfully to the mechanism. Then, we will explain how to
design appropriate payment rules.

1.2. Informal Results

By instantiating our model in the context of linear regres-
sion we are able to obtain several qualitative insights about
this compute-aware setting and develop technical tools that
could be useful in other contexts. In this setting, the optimal
data-mixture has a closed form solution, hence one might
think that it is rather straightforward to solve the problem
optimally and derive appropriate payments using Myerson’s
result (Myerson, 1981). Rather surprisingly, it turns out
that even in this fundamental ML setting there is a rich
theoretical landscape when one takes into account the cost
of compute. At this point the astute reader might wonder,
how the cost of compute is defined when the problem has a
closed form solution? Crucially, the closed-form solution in-
volves inverting data-dependent matrices, whose dimension
depends on the ambient dimensionality of the data, as well
as the size of the training set. This makes such operations
extremely costly for large-scale ML applications. Below, we
summarize the main conceptual takeaways from our results.

Gradient oracle for linear regression. An important build-
ing block for our results is an oracle that estimates the
gradient of the loss function with respect to the weight
of the data mixture at a desired granularity e. We design
such an oracle for the task of linear regression and prove
its cost-compute guarantees. Importantly we show that if
we instantiate this oracle with vanishing error-rates and we
ran gradient descent with the approximated gradients, the
solution converges to the optimal data mixture. We believe
this could be of interest outside the context of our work.

Selection is compute-sensitive. Next, we show that the
optimal data selection policy depends heavily on the cost of
compute and the data heterogeneity. For this set of results,
we assume that we can obtain exact gradients at a given
(fixed) cost. As a first step, we show that it is prohibitive
to even perform one step of data mixture optimization in a

certain regime of the compute cost. In its full generality, our
result shows the optimal number of steps to run the gradient
descent algorithm for a given compute budget, when we
need to commit to the number of steps statically, i.e., at the
beginning of the optimization process. Lastly, we show how
to choose the optimal number of steps adaptively, based on
the trajectory of the improvements of the loss function and
the shape of the dataset.

Optimal compute scheduling. Subsequently, we return
to the setting where the buyer has access to costly data
estimation oracles that give some e-approximation of the
gradient at cost f(e). Naturally, given such oracles and
a compute budget, a natural question is how should one
distribute this budget during the optimization process? We
derive such an optimal scheduling as a function of the cost
of the oracles and the compute budget. As a corollary, we
see that it is more efficient to use coarse estimations of the
gradient at the earlier stages of the optimization process and
finer ones later on.

Performance-truthfulness tradeoff. Having obtained in-
sights about the behavior of the data selection rule in this
compute-constraint setting, we turn to the problem of de-
signing mechanisms. A first important observation is that
compute constraints introduce subtle, but potentially catas-
trophic, incentive issues. While in the setting of linear
regression it is not hard to show that solving the problem
optimally gives rise to monotone data selection rules, in the
presence of compute constraints obtaining such an optimal
solution is prohibitive. Unfortunately, suboptimal solutions
can lead to non-monotone allocation rules; this is problem-
atic because such allocation rules do not admit any payments
that induce truth-telling. This is pathological both for the
buyer and the sellers: the buyer cannot predict what sellers
will bid as a function of their true cost, and some seller with
cost ¢ has to make educated guesses about its competition in
order to bid optimally. Fortunately, we are able to show how
to restore (approximate) monotonicity by adding a strongly
convex component to the objective function.

Zero-overhead procurement auctions. As we alluded
to before, when the data selection rule is (approximately)
monotone, one can use Myerson’s formula to come up with
appropriate payments to incentive truthtelling. Unfortu-
nately, a direct implementation of Myerson’s payment for-
mula necessitates re-running the data selection rule k - 1/e
times, where k is the number of data providers and e is the
desired accuracy of the payment calculation. In modern
applications, this overhead is prohibitively expensive, as
every additional execution might cost hundreds of millions
of dollars. To circumvent this barrier, we build upon results
from the literature of item auctions (Babaioff et al., 2015)
to show how to compute both the data selection and the
payments with a single call to the data selection rule! This
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might be of interest outside the scope of our work.

1.3. Overview of Techniques

At a high level, our main results leverage techniques span-
ning statistics, optimization, numerical linear algebra, and
mechanism design. On the statistical front, we propose a
continuous parameterization of the data acquisition problem,
and use tail bounds together with Matrix Bernstein-style in-
equalities (Kereta & Klock, 2021) to relate this objective
(and its gradient) to its population counterpart. Using tools
from numerical linear algebra (namely, stochastic trace es-
timation (Meyer et al., 2021) and conjugate gradient meth-
ods), we show how to efficiently estimate the gradient of
this population objective. Together, these techniques allow
us to describe the behavior of the buyer as a perturbation
of a smooth convex optimization problem with a noisy gra-
dient oracle. This point of view yields a number of our
main results, which involve analyzing the properties (e.g.,
convergence rate, monotonicity, etc.) of both converged
and non-converged solutions to such optimization problems.
Finally, when turning our attention to the problem of de-
signing truthful mechanisms, we will extend existing results
from the item auction literature (Babaioff et al., 2015) to
our setting. These results show how to convert, in a black-
box way, an approximately monotone allocation rule to an
approximately truthful mechanism without requiring any
additional calls to the allocation rule.

1.4. Related work

Related areas in statistics. Classical statistical literature
studies optimal experimental design, active learning, and
subsampling for estimation and prediction under budget con-
straints. Examples include A-/D-optimal design, leverage-
score and influence-based sampling, and importance sam-
pling for risk minimization; see surveys and developments
in optimal design and subsampling for large data settings
(e.g., Pukelsheim, 2006; Kolossov et al., 2023). These works
typically assume a known generative model or tractable risk
proxy and do not model strategic providers or the compute
required to evaluate utility at scale.

Empirical data selection in ML. Recent practice-driven
work proposes heuristics for building high-utility mixtures
without repeatedly training at scale, including (i) small-
scale or proxy training to fit scaling laws and extrapolate
utility (Kaplan et al., 2020; Hoffmann et al., 2022; Ye et al.,
2024), (ii) deduplication and quality filtering (Lee et al.,
2021; Penedo et al., 2023; Raffel et al., 2020), and (iii)
attribution via influence functions or data Shapley approxi-
mations (Hampel, 1974; Koh & Liang, 2017; Ghorbani &
Zou, 2019). While effective empirically, theoretical guaran-
tees often hold under stylized surrogate objectives or assume
inexpensive evaluation. Our data attribution oracle abstrac-

tion is designed to capture these procedures uniformly while
making the compute—fidelity tradeoff explicit.

Data valuation and attribution. A growing line of work
studies how to apportion credit or value to training exam-
ples or sources. Influence-function approaches estimate
the effect of upweighting or removing a point on model
parameters or risk (Hampel, 1974; Koh & Liang, 2017);
Shapley-based methods target cooperative-game values for
examples or groups (Shapley et al., 1953; Ghorbani & Zou,
2019; Jia et al., 2019). Several recent methods accelerate
these computations, but most still presuppose repeated ac-
cess to gradients or retraining loops that become prohibitive
at frontier scales. In our framework, such methods corre-
spond to higher-fidelity, higher-cost data attribution oracles.

Data pricing and markets. There is rich economic theory
on selling information and designing data markets (Berge-
mann & Bonatti, 2019; Kamenica & Gentzkow, 2011; Cai
& Velegkas, 2020). Recent papers study how to price data
for learning objectives, budget-feasible procurement, and
contracts for information that depends on hard-to-observe
quality (e.g., Agarwal et al., 2019; Cong et al., 2022; Balka-
nski et al., 2022). A common idealization is that the buyer’s
value is either known or cheaply verifiable; our contribution
is to make the compute needed to evaluate value a first-class
resource via data attribution oracles and design mechanisms
that are faithful to incentive goals under this constraint.

2. Formal Model

We now formalize the model described informally in Sec-
tion 1.1. The following sections instantiate this model (most
notably for linear regression) and present our main results.

Definitions and setup. We consider a setting with & data
sources (sellers), each corresponding to a distribution D;
over covariate-label pairs (,y), where © € R% and y € ).
We write [k] = {1,2,...,k}. Recall that D;,i € [K], is
known to the buyer. This captures settings where the buyer
has a public view, metadata, summary statistics, or an audit
sample of the source, but must pay for commercial use,
labels, or curation. Each source ¢ has a (private) per-sample
cost ¢; € R . The buyer has a capital (data) budget B > 0.

The buyer has a (potentially random) learning algorithm
A (X x Y)* — O and evaluates the trained model via a
loss function L : © — R. For an allocation vector 77 € Zﬁ,
let S(7) € (X x V)"l be the random dataset obtained by
drawing n; i.i.d. samples from each source D; and pooling.

Poissonized acquisition. Primarily for mathematical con-
venience, we parameterize the buyer’s acquisition deci-
sion directly by a weight vector 7 € A¥, where A¥ =

{7r € R’%O : Zle m = 1} . Here, m; represents the frac-
tion of the buyer’s budget allocated to source ¢. That is,
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for fixed per-sample prices p = (p1, - . ., Pk ), the realized

sample counts are drawn as n; ~ Poisson(%) . Equiva-
lently, E[?’Ll} = B?Ti/pi and E[pml] = Bm;, so Zz =1
enforces E[Y ", p;n;] = B. The buyer trains on S(7i), and
evaluates the (scaled) expected loss function f : AF 5 R
f(m) = B-E[L(A(S(7)))] , where the expectation is over
the data draws, the sampling of 77, and any randomness in

the learning algorithm A.

2.1. The data acquisition problem

We will first study the data acquisition problem, where
the buyer knows the true per-sample costs. For notational
clarity, we treat p = (p1,...,px) as exogenous posted
per-sample prices; as a full-information benchmark we set
p=c=(c1,-..,Ck)-

Budget. Given posted prices p; = ¢; and budget B, the
buyer chooses m € AF and the expected dollars spent
on source ¢ is Bm;, and the realized sample counts are
n; ~ Poisson(Bm;/p;). Thus, Y . m = 1 enforces that
the buyer’s expected spend on data is B.

Gradient access and compute cost. As discussed in Sec-
tion 1.1, even a single run of the learning algorithm .4 may
be expensive to compute, and so in practice the buyer will
not be able to perfectly minimize the expected loss function
f (). Instead, practical acquisition algorithms are driven
by data filtering heuristics, which give estimates of the
marginal value of data from each source. We model such
marginal information via a single data attribution oracle
parametrized by an accuracy level e: querying the oracle at
accuracy € incurs a known compute cost y(e).

Definition 1 (Gradient Approximation Oracle). Let f :
A* — R be the buyer’s loss function (defined above). A
data attribution oracle O is a map O : AF x Ry, — R
where for any acquisition vector 1 € A* and desired ac-
curacy € € Rx, the oracle returns a vector 7 = O(, €)
satisfying |7 — V f(7)||2 < e. Accessing this oracle incurs
a compute cost given by a cost function C' : Ry o — Rx,
which is publicly known and non-increasing in c.

Notice that this definition does not require that the ora-
cle is unbiased. Moreover, we remark that we also allow
for randomized oracles that satisfy analogous guarantees
with high probability. We assume that the buyer runs pro-
jected gradient descent using successive noisy gradient
estimates returned by the oracle at accuracies €1, €, . ..
and may stop at any time ¢. If the algorithm stops at
time t and outputs 7, then the total compute spend is
S, 7(es) and we evaluate the buyer’s compute-aware
objective by f(m) + AN L_, 7(es), where A > 0is a
cost-of-compute parameter. Recall that ) is a parameter that
translates loss units to compute / monetary units. Ignoring
compute cost, the buyer’s acquisition problem is to find

argmin ecax f(m). The central computational question
is how to approximately solve it while accounting for the
compute cost of obtaining gradient information (i.e., how to
choose the accuracy schedule {e; }, and when to stop).

2.2. The mechanism design problem

Having treated the case where per-sample costs (prices) are
known, we now consider the more realistic setting where
costs are private to the sellers. Seller ¢ has a private per-
sample cost ¢; and reports ¢; to the buyer. The buyer com-
mits to a protocol that maps reports ¢ to (i) per-sample prices
(or, more generally, payments) and (ii) an acquisition proce-
dure (including an oracle accuracy schedule and a stopping
rule) that determines how much data to procure from each
seller. Similarly as before, the objective of the buyer is to
minimize E[f(7(¢))] + A Zthl ~(€t) , subject to the con-
straint Zle m; = 1. The samples n; from source i € [k]
are drawn as n; ~ Poisson (BC—T) . This implies the budget
constraint holds (in expectation over the random draws ac-
cording to the mixture ), i.e., E[Zle ¢i - n;) = B. Notice
that the budget constraint is on the total cost that the data
sources incur to label data and not on the payments. This
is because in modern applications, even if buyers are will-
ing to spend an enormous amount of money on payments
there are certain bottlenecks on the data generators side that
cannot be circumvented. Each seller ¢ chooses its report
to maximize its expected profit, E[p; (&) n;] — ¢; E[n;]. We
study whether the buyer can design protocols that are truth-
ful (DSIC) and individually rational while achieving good
learning performance; for formal definitions (including ran-
domized allocations) see Appendix A.

3. Main Results and Proof Overviews

To motivate the framework and assumptions above, we now
consider a concrete instantiation of the setup, where the data
buyer is interested in learning a linear model # € R? from
unbiased data sources. We start in the simplest such setting,
and then explore extensions to the model. Due to space
constraints, most of the formal results and proofs appear in
the corresponding sections of the appendix.

3.1. Setup: Well-Specified OLS

In this setting, ©® = R? and A is the ordinary least squares
(OLS) estimator, which given a dataset .S returns a parameter
vector # that minimizes the squared error loss. Formally,
A(S) = arg mingee Z(zi,yi)es(yi — 0T a;)?

Data sources. Each data source ¢ is a product distribution of
covariates sampled from a per-source distribution x;; ~ D;,
and labels y;; = 0] x;; + ¢;; where 0, € © is the true
parameter and €;; ~ N (0, 07) are independent noise terms.
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The buyer’s utility from a parameter 6 is then given by the
squared loss on a held-out test set with identity covariance,
meaning that u(0) = ||§ — 6.]|3.

Common notation and assumptions. We assume that the
random variable X; ~ D; is mean-zero and o,-subgaussian:

forallu € R4 E {e“Txl} < exp(%) . We write the

second moment matrix of source i as ¥; := E[X; X,"] € §%
and assume uniform spectral bounds mI < ¥; < MI
as well as an absolute upper bound on the costs Cpqz-
For a fractional acquisition vector 7 € Ay, and prices
p € RE, we use w(r) € RE, ! to denote the vec-
tor of the expected number of samples from each source,
ie., w; = Bm;/p;. We define the population informa-
tion matrix S(w(m)) and the empirical information matrix
S(7) as S(x) = S8 wi(m) %y, S(7) = X(7)T X (7),
where X (77) is the design matrix formed by stacking the
sampled covariates. Then, the expected loss function is
given by f(ﬂ-) = EﬁNPOiSSOH(w(ﬂ')) [tr(‘g(ﬁ)il)] FOI;\COHVG'
nience, we will define a surrogate loss function f(7) as
f(r) = tr(S (7)~1). Finally, define the (population) lever-
age scores s;(7) := tr(S(m)~1X;S (7)), their centered
version v; () := s;(m) — £ Z?=1 s;j(m), and the induced
direction matrix D(7) := Zle v ()25,

Computational model. We operate under a computational
model where, for a matrix X € R%*92_the cost of matrix-
vector products u ' X and X "v for u € R* and v € R%
is dy X do. We assume that the second moment matrices ;
are known by the buyer (since the price of pre-computing
them does not scale with the number of oracle queries).

3.2. Data attribution oracles

Recall that a loss estimation oracle is a function that takes
as input an acquisition vector 7 and returns a vector 7 such
that |7 — Vf(m)||2 < e. at an oracle cost y(e). We can
derive that the true gradient of the expected loss function
f () at coordinate ¢ is given by

(X7 X) a3

Vif(m)=— ]EﬁNPoisson(w) 1+ .’ET(XTX)_I,T

X ‘ ﬁ, INDi

ey

It turns out that when the budget B is large enough, we
can construct a family of e-approximate oracles by lever-
aging tools from numerical linear algebra. In particu-
lar, as B — o0, the behavior of (1) will be dominated
by the numerator. Standard concentration bounds for
the sample covariance matrix imply that this numerator
will converge to E[||S(7) ~!x||2], which we can rewrite as
E[tr(3; - S(7)~2)]. Naively, we can compute this quan-
tity at a cost of O(d®) by inverting and squaring the pre-
computed second moment matrices. However, we can in-

'When 7 is clear from context we might omit it.

stead use a combination of Hutchinson’s estimator and the
conjugate gradient method to compute this quantity to pre-
cision € at a cost of O(kd?\/k/¢) where k = M /m is the
condition number of the second moment matrices.

Algorithm 1 Gradient Computation for Linear Regression

Require: Acquisition vector 7, data budget B, precom-
puted moments {% 21 / 2}, conjugate gradient method CG :
A,v — A~ 'y, Hutch++ trace estimator HUTCH++ :
[u— Au],e— tr(A) e

Ensure: Approximate gradient vector V f ()

I: Compute S := S(7) = S2F | ¥,

2: for each source i = 1to k do

3: Define 4;(v) := X/%c6(S, c6(S, £}/ *v))

4: // This implements matrix-vector product v —>
Z/l /25 22}’""21' at cost O(d?\/k)

5:  Compute g; := —HUTCH++(A;,¢/B)

6:  //Returns —tr(A;) & € at cost O(B - matvec cost/¢)
7: end for

8: return {B - g;}%_, // Total costis O(kd”\/k/¢)

The following shows that the oracle from Algorithm 1 is a
e-approximate oracle for the expected loss function f (7).

Proposition 1. Fix m € R and let §(r,€) € R be the
output of Algorithm 1, so that |§i(7r, €) +B~tr(EiS*2)| <e
for each i € [k]. Assume the subgaussian and spectral
conditions in Section 3.1 and fix § € (0,1/2). If B >
Crmaz - Max {12 log %, 204 (d + log % , then for every i €
[k] the oracle output is close to the true Poissonized gradient

4 42
(): [Gi(m,€) = Vif(m)| < e+ 1070 4 32Md(q 4 5),

The proof of Proposition 1 can be found in Appendix B.3.
The main technical tools here are the Hutchinson estimator,
and then matrix concentration bounds as well as the use of
the Sherman-Morrison formula to perform rank-1 updates
of the inverse matrix.

3.3. Data acquisition for linear regression

Having explained the linear regression setup, as well as
the gradient oracle we will use, we next describe our main
results for data acquisition in linear regression, when the
prices of the sellers are publicly known. Next, we will move
to the more challenging setting of private costs.

When does data selection converge? We first show that,
as long as the bias of the attribution methods decays to zero,
the resulting data selection will be approximately optimal.

Proposition 2. Let () be the expected loss function (see
Section 3.1), and let 7* be the minimizer of f () over the
budget-feasible set. Let O be the oracle given by Algorithm 1
with fidelity guarantees {€;}. Suppose the cost-of-compute
A = 0. Then, as B — oo, the average acquisition ¢
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satisfies f(m;) — f(7*) < O(% 22:1 €s)-

The full proof of Proposition 2 can be found in Appendix
B.4. Briefly, the proof proceeds as follows: we show
that the oracle from Algorithm 1 is a e-approximate ora-
cle for a (deterministic) A-optimal design objective f(ﬂ') =
tr(S(m)~1), and so oracle-induced gradient descent con-

verges to an approximate minimizer of f(7). We then relate

f () to the expected loss function f(7) through a standard
matrix concentration bound.

When is data selection worth the cost? Recall our original
motivation is not to find the absolute optimal data selection,
but rather the compute-optimal data selection. In the pres-
ence of compute constraints, the data buyer may wish to
stop their optimization early to avoid paying the computa-
tional cost of more gradient updates. Indeed, it turns out
when the cost of compute is high and the data sources are
somewhat homogenous, the data buyer may opt to forgo
data selection altogether, and use the budget to purchase
more data, as captured by the following result:

Proposition 3. Ler 1y = {C%}f:l step size n > 0, and
A > 0 be the cost-of-compute parameter (see Section 1.1).
If the first projected step is interior (so w := my + nv has
nonnegative coordinates) and A > n|v||3 — I\Z—zHHH%,

the compute-optimal choice is to forgo data selection.

The full proof of Proposition 3 can be found in Appendix
B.5; the main idea is to study the gradient flow dynamics,
which we can relate to the one-step dynamics through a time
integral. When we allow the buyer to stop adaptively, the
following result shows that doing so guarantees stopping at
most one step after the optimal stopping time:

Proposition 4 (One-step-overhead adaptive stopping). Fix
a convex, differentiable, L-smooth objective f : RF —
R and step size n € (0,1/L]. Assume the projection is
inactive along the run, so w1 = T — an(m). For

-~

a compute cost X > 0, define J; := f(m) + At and let
T = min{t > 0: J; = ming>g JS}. Then the

stopping rule t = min{t > 0 : J,yq > J;} satisfies
t = T, and identifying t requires at most one extra gradient
step beyond T (it stops after forming w4 1).

The full proof of Proposition 4 can be found in Appendix
B.6; the core technique is to show that the per-step improve-
ment A; = f(m) — f(wtﬂ) is nonincreasing.

Which oracles should we use? The main degree of freedom
for the buyer is their choice of the accuracy e; of the gradient
oracle at each step. The next result shows that we should
first use oracles with low fidelity, then use more expensive
oracles with higher fidelity.

Proposition 5 (Compute-aware back-loaded schedule). Re-
call the A-optimal surrogate U 4() = tr(S(m)~1) over the

simplex Ay. Assume U 4 is p-strongly convex and L-smooth
on A w.rt. || - ||2, and assume additionally that Uy is
twice continuously differentiable on Ay, (so that the Hessian
exists everywhere and satisfies uI < V?Uy(n) = LI).
Let ™ € argmingea, Ua(w). Fix a horizon T > 1,
step size n € (0,1/L], and a cost-of-compute parame-
ter A\ > 0. Run projected gradient descent m,11 =
A, (e — n7®), where the oracle returns ) satisfying

|7 =V UA(m) |2 < € at compute cost y(e;). Then there
exists an optimal schedule €5 > ¢ > -+ > €5_y.In
particular, if 7y is nonincreasing, then ~(€}) is nondecreas-
ing in t, i.e., computation is back-loaded.

The complete proof appears in Appendix C. We underline

that the last-iterate error bound has the form ||rp — 7% |2 <

P o= o+ g weer, we = npT =1t p=1—pn.

The coefficient w; is exactly the influence of the oracle error
at time ¢ on the final iterate: an error injected at time ¢ is
propagated through (7' — 1 — t) subsequent gradient steps,
and each subsequent step contracts distances to 7* by a
factor p due to p-strong convexity. Thus, early errors are
“forgotten” geometrically (multiplied by many powers of p),
whereas late errors are barely attenuated (e.g., wr—1 = 7).
When p is larger (or 7 is larger), p = 1 — pn is smaller
and forgetting is faster, making w; more skewed toward
late iterations; this strengthens the incentive to back-load
compute. Conversely, when the condition number x =
L/ is large, p = 1 — 1/k is close to 1, the weights w;
are nearly flat, and the benefit of back-loading is weaker.
The compute penalty A ), v(e;) is permutation-invariant
in time, so to minimize the weighted error term one should
assign larger errors (cheaper, coarser oracles) to smaller
weights (earlier iterations), and reserve smaller errors (more
expensive, higher-fidelity oracles) for late iterations where
wy is largest. In particular, when the cost of the oracle has a
nice behavior, e.g. follows a power law, we can find a closed
form solution for the schedule. This appears in Corollary 1.

3.4. Mechanism design for linear regression

We now turn our attention to creating a truthful mechanism
for this problem, i.e., a protocol that incentivizes the data
sellers to report their true cost to the data buyer. In order
to do that we will rely on a cornerstone result from game
theory which gives us necessary and sufficient conditions for
transforming acquisition algorithms to mechanisms. More
precisely, Myerson’s seminal work (Myerson, 1981) showed
that a procurement rule can be coupled with a payment
scheme to yield a truthful mechanism if and only if it is
monotone in the cost of every seller, i.e., if the cost of some
seller i € [k] decreases then the data buyer will purchase
(weakly) more samples from seller . We will also use a
notion of approximate monotonicity, which quantifies how
far from being monotone a data selection rule is. Moreover,
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throughout this section we assume we have a hard compute
budget C instead of having it be part of the objective.

Is the compute-agnostic acquisition policy monotone?

Recall the convention w;(;) = B - m; /c;.> For the mecha-
nism design results it is convenient to parametrize the func-
tions with respect to w instead of 7. To that end, we denote
S(w) =8 wi¥i, fw) = t(S(w) ). We first prove a
monotonicity lemma for the exact (compute-unconstrained)
solution. The procurement-form monotonicity condition re-
quires that for each seller 7, holding c_; fixed, the allocation
w; should be weakly non-increasing in c;.

Theorem 1 (Monotonicity of the exact optimal procurement
rule). Fix j € [k] and consider two cost vectors ¢V, c(?) €

R’;O such that cl(»l) = ng) for all i # j and cgl) < 0.22).
Let w) € argmin f(w) and w® € argmin f(w) be
(arbitrary) optimizers. Then w§1) > wj(-2 .

The full proof appears in Appendix D.1 and it follows by

analyzing properties of the optimal solutions of f(w).

Is the compute-sensitive acquisition policy monotone?
Next, we study whether suboptimal solutions preserve
monotonicity of the allocation rule. Unfortunately, this
is not the case. In fact, even if the gradient oracles are not
costly, if we do not run the optimization process for suffi-
ciently many iterations. We give an explicit 2-seller example
where the optimal solution is monotone but a one-step pro-
jected gradient method driven by an e-approximate gradient
oracle is not. We give a concrete instance in Appendix D.2,
that consists only of two sellers. Due to space constraints,
we state the result here informally.

Informal Theorem 1. There is an instance with two sellers
such that if the problem is not solved to optimality, the
allocation rule is not monotone.

Can we enforce monotonicity for compute-sensitive ac-
quisition?

We now formalize a sufficient condition for approximate
monotonicity and show how adding a strongly convex com-
ponent to the objective function can help meet it under a
limited compute budget.

Definition 2 (¢(-monotonicity (procurement, additive)). Fix
seller j and fix c_;. An allocation rule w;(-,c_;) is &-
monotone if for all c; < cjw;(cj, c—;) < wj(cj,c—j)+§.
Lemma 6 shows that if we can approximate the optimal
solution with respect to the /., norm then we will get ap-
proximate monotonicity.

Strong convexification. Let f.(w) denote the buyer’s ac-
quisition objective for cost profile c. Under compute con-

*In the previous sections, ¢; = p;, but here they might differ.

straints, the buyer runs projected gradient descent with an ap-
proximate gradient oracle and stops after 7" iterations, which
need not reach the monotone optimum w*(c). We con-
sider adding a strongly convex term: féo‘)(w) = fe(w) +
aR(w), where R is strongly convex on the feasible region,
and o > 0 is a tunable strength. Recall that at iteration ¢, the
oracle returns 7(*) satisfying ||[7®) — V£ (w®)]|, < ¢
at compute cost y(e;). Our main insight is that by adding
the strongly convex component to the objective we achieve
two things: first, since in every iteration ¢ we can compute
the gradient of the regularizer without paying any compute
cost, we can achieve smaller approximation error with re-
spect to the gradient of fc(a) than f. at the same compute
cost. Second, since we improve the condition number of our
function we can achieve faster convergence to the optimal
solution. Due to space constraints, we only state our result
informally; for the formal details as well as a discussion on
how to choose « and R(-) we refer to Appendix D.3.

Informal Theorem 2. For every compute budget C > 0
and desired approximate monotonicity level & there ex-
ists o > 0 and regularizer R(-) such that the compute-

constraint solution to fé“) is &-approximately monotone.

Can we design a zero-overhead truthful mechanism?

A remaining computational bottleneck is the payment com-
putation. Even when an acquisition algorithm induces a
monotone procurement rule, Myerson’s payment identity
(Theorem 2 in Appendix A) expresses each seller’s payment
as an integral of counterfactual allocations. In a black-box
oracle-driven acquisition pipeline, evaluating such counter-
factual allocations naively requires re-running the pipeline
many times, multiplying the compute costs.

Our next result shows that we can compute both the al-
location and (correct) payments using a single call to the
acquisition algorithm. The mechanism achieves truthfulness
in expectation over the mechanism’s own random seed, and
is universally ex-post IR (i.e., for every realization of the
mechanism randomness, truthful sellers never incur negative
utility). Our construction is a procurement adaptation of the
implicit payment computation reduction in the seminal work
of Babaioff et al. (2015). Since we need to adapt several of
their results to our setting, we only state an informal version
of our result here and we defer the formal derivations to
Appendix D.4. At a high level, the construction works in
the following randomized and recursive way: when seller
submits cost ¢; with probability 1 — ¢; we retain their report
and they participate in the auction, and with probability g;
we draw a different reported cost ¢; from an appropriate dis-
tribution; then we recurse. The payments are defined purely
in terms of the output, in a randomized way. We can show
that if the underlying data selection rule is monotone, this
process leads to a truthful mechanism whose output is the
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same as the one that does explicit payment computations,
with high probability. Moreover, we can show this result is
robust to allocation rules being £-approximately monotone.

Informal Theorem 3. For {-approximately monotone al-
location rule A(-) there exists a {-truthful (in expectation)
mechanism (A’ (-), p(+)) so that both A’(-), p(-) can be com-
puted with a single call to A(-), and, with high probability,
on any input c it holds that A(c) = A’(c).

4. Conclusion

This work frames data pricing under compute constraints us-
ing the data attribution oracle. We demonstrate that limited
compute necessitates back-loaded compute spending and
can break incentive compatibility. We resolve this pathol-
ogy by modifying the objective and designing a payment
scheme with no additional overhead. It would be interest-
ing to extend this to nonconvex learners and explore the
compute—truthfulness tradeoff in different markets.

Impact Statement

This paper presents work whose goal is to advance the field
of Machine Learning. There are many potential societal
consequences of our work, none which we feel must be
specifically highlighted here.
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A. Omitted Details from Section 2

This appendix formalizes the procurement (mechanism design) component introduced in Section 2.

Agents, types, and actions.  There are k sellers (data sources) indexed by ¢ € [k]. Seller ¢ can supply a divisible quantity
n; € R>g of items (e.g., samples), and has a private per-unit cost (type) ¢; € [c;, €] C Rs¢. Types are independent of the
buyer and each other; no distributional assumptions are needed for dominant-strategy results. The buyer announces a direct
mechanism (n, p) mapping reported costs é = (é1, ..., ¢) to an allocation n(¢) € RY  and payments p(¢) € R, (where
p; is paid to seller 7). - -

Utilities and feasibility.  Seller 7 is quasi-linear with utility
ui(Gci) = pi(€) — cini(é).
The buyer’s (computational) acquisition problem induces an allocation objective U (n).

Induced-cost feasibility requires that for every report profile ¢,
k
> éni(@) < B and ni(¢) > 0Vi.
i=1

Under truthful reports (which we guarantee below), this coincides with the true induced-cost constraint ), ¢;n;(c) < B.
We also impose no positive transfers to the buyer: p;(¢) > 0 for all 7, é.

Truthfulness and individual rationality. A mechanism is dominant-strategy incentive compatible (DSIC) if for every ¢
and all ¢;, ¢;, ¢_,,
pi(Ci,e—i) — cini(éi,¢—i) > pilei, e—i) — cing(ci, ).

It is ex-post individually rational (IR) if p;(c) — ¢;n;(c) > 0 for all c.

A.1. Monotonicity and Payment Characterizations

Each seller is characterized by a single-parameter (per-unit cost). The buyer purchases a divisible quantity n;(-) € R>g.
The canonical Myerson characterization specializes as follows.

Theorem 2 (DSIC < monotonicity + area-under-the-curve payments). Fix any seller i. A direct mechanism (n, p) is DSIC
and ex-post IR for seller i if and only if:

1. Monotonicity in own cost: for every ¢_;, the allocation ¢; — n;(&;, ¢—;) is weakly non-increasing.

2. Payment identity (integral form): for every c; and ¢_;,

[
pi(ciaé—i) = C; ni(ci,é_i) + / TLi(t, é_z) dt.
c

Under randomized allocations (e.g., from stochastic oracles), DSIC and IR hold in expectation when conditions (1)—(2) hold
for the interim allocation E[n;(-)] and payments E[p;(-)].
A.2. Implementing Acquisition Algorithms as Mechanisms

Let A be a (possibly randomized) acquisition algorithm that, given reported costs ¢, a compute budget C, and access to
attribution oracles, returns a quantity vector 72(¢) that (approximately) maximizes the buyer’s utility U (n) subject to the
induced-cost constraint ) . é;n; < B.

To convert A into a truthful mechanism:

1. Commitment. The buyer publicly commits to the algorithmic map ¢ — 72(¢) (including oracle schedules, step sizes,
stopping rules) and to truthful payments defined above.

11
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2. Monotonicity check. If n is monotone in each coordinate (weakly non-increasing in ¢; for fixed ¢_;), then by
Theorem 2 the payment identity makes the mechanism DSIC and ex-post IR (truthful reports ¢ = ¢ restore true
induced-cost feasibility).

A.3. Approximate Solutions and c-Truthfulness
Definition 3 (n-monotonicity). An allocation n is n-monotone if for all © and all ¢, < ¢éo,
ni(C2,¢—5) < Mi(C1,¢-4) + 1.

Lemma 1 (Approximate DSIC). Suppose n is n-monotone and payments use Myerson’s integral identity computed on n.
Then truthful reporting is a (n - (¢; — ¢;))-approximate dominant strategy for seller i. In particular, no seller can gain more
than O(n Ac) by misreporting. If n — 0 as the compute budget C' grows, the mechanism converges to DSIC.

Interestingly, there are ways to restore monotonicity and obtain exact truthful mechanisms by using ironing. This is outside
the scope of our work; for details we refer the reader to Toikka (2011); Roughgarden & Schrijvers (2016).

A.4. Randomization and Truthfulness in Expectation

If A uses randomized oracles (e.g., stochastic trace estimators) then n(¢é) is random. Define the interim allocation
7i(¢) = E[n(é)] and interim payments p(¢) = E[p(¢)]. If 72;(+) is non-increasing in ¢;, then the mechanism is truthful in
expectation (DSIC-in-expectation) and ex-post IR in expectation, using the payment formula we described above.

A.5. Induced-Cost vs. Budget-Feasible Procurement

Classical budget-feasible mechanisms constrain the buyer’s fotal payment. Our setting constrains the true induced cost
>, ¢in; (annotation hours, API caps, compliance overhead). Under DSIC, reports are truthful and the reported-cost
feasibility coincides with true feasibility. Payments remain the instrument achieving participation and truthfulness; they
do not determine feasibility. This separation lets the buyer optimize compute scheduling (oracle fidelity across iterations)
independently of incentive constraints, as long as the resulting allocation rule is monotone in each c;.

Takeaway. To turn any oracle-driven acquisition pipeline into a truthful mechanism under an induced-cost cap: (i) ensure
(or enforce by “ironing”) monotonicity of n;(-) in ¢;; (ii) compute the payments via Myerson’s formula; (iii) compute
feasibility using reported costs—truthfulness.

B. Omitted Details from Section 3
B.1. Preliminaries

In this section, we provide a few useful lemmata that will be used in the proof of the main results.

Lemma 2 (Precision matrix concentration, (Kereta & Klock, 2021)). Let X be a subgaussian random variable with mean
zero and subgaussian parameter o, let X1, ..., X,, be i.i.d. copies of X, let ¥ = E[XX '], and let ¥, = 237" | X; X,
be the sample covariance matrix. Then, for any § > 0,

2 o2 [d+log(1/0)
>
P A (D)2 n

P Mznl - z*H <4

Lemma 3 (Convergence of approximate gradient descent (Schmidt et al., 2011)). Let f be a convex function with an
L-Lipschitz gradient, and let S be a convex set. Consider the projected gradient descent update rule

1

Ti+1 = HS (.’Et — Z [Vf(:vt) + 615}) .
. — t .
The average iterate T, =y ,_, x; satisfies
L 2
f(@) = f(z¥) < 5 <diam(5) t1 > |€i||2> ;
i=1
where * = argmingcgs f(z).
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The next is a standard result in probability theory.
Lemma 4 (Conditional Distribution of Independent Poisson Variables (Casella & Berger, 2024)). Let X1,..., X}y be

independent Poisson random variables with parameters M1, . .., A\i. Then, the conditional distribution of (X1, ..., X)
given Zle X; = n is multinomial with parameters n and 21 SVERRRE Ak )\A). Furthermore, the conditional
g=12 g=12

distribution of Zle X is a Poisson random variable with parameter Zle A
B.2. Gradient Derivation

:pr(ﬁ)g(ﬁ), where  g(i1) == E[tz((X X)) | 7i]
neNk

8m Zg pw ()
= Zg(ﬁ) (pw(ﬁ —e) — pw(ﬁ))
= Z i+e;) —g(it )) P (77)

= ]EﬁNPoisson(Tr) [g(n + 67;) - g(ﬁ)]

= ]EﬁNPoisson(ﬂ') [tr((XTX + me)—l) - tr((XTX)_l)}
X |7, x~D;

= - EﬁNPoisson(ﬂ')

[ I(XTX) " a3
X |7, x~D;

1+a2T (XTX) !

where p, (1) = H o1 € Tem)t /ngl, e; is the i-th standard basis vector (with the convention p, (7 — €;) = 0 when n; = 0),
and X is the design matrix formed by stacking the sampled covariates. The third line uses the identity -2 o ( A\ n')
e A" 1 /(n — 1)! — e=*A\"/n/, and the last line follows from the Sherman—Morrison formula applied to X T X + z2T.

B.3. Proof of Proposition 1

Proposition 6 (Large budget correctness of Algorithm 1). Fix 7 € RE o and Let g(m,e) € R¥ be the output of Algorithm 1,

so that ‘gz &) + tr(%; 8™ )‘ < e for each i € [k]. Assume the subgaussian and spectral conditions in Section 3.1 and fix
5 €(0,1/2). If

4 4
B > cm(m.max{mlog(57 20§<d+10g6>}’
then for every i € [k] the oracle output is close to the true Poissonized gradient (1):

10240%d>  32Md

|§i(7r,5)—vif(7r)| < e+ m3B3 +m232(1+5).
Proof. We will show that
1. 1 1 25Md 1024 0%d®>  32Md
Egi(ﬂ’g) B Evif(ﬂ-) = B * m2B2 + m3B3 * m2B2 0.

Fix some i € [k]. Let ii ~ Poisson(r), and let N := ||ii||; and N := Z@ 1 T, so that N ~ Poisson(N V). Observe that
N > %, and so our assumption on B implies a lower bound on N. Let X be the pooled design matrix sampled according

tofi, andlet A :== X T X.

For « ~ D; independent of (7, X ), define ¢; := %, so V, f(m) = —E[¢;] by (1). Define

1 ¢ Lo
Y= — ijZj and  X:= NX X -1{N >1}.

13
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Note that mI < X, < M I and, conditional on NV, the pooled covariates are i.i.d. o,-subgaussian with covariance X (by
Lemma 4). Let Z := || X~ — X -1||% and define the event

B {NZN}Q{ZSO%,/WM}.
2 N

A Poisson tail bound gives P[N < N /2] < exp(—N/12) < §/4 as long as N > 121log(4/9).

no

Next using Lemma 4, we can apply Lemma 2 conditional on N, to the mixture distribution with covariance X ,. On the

event {N > N/Z} we have
2
P<Z>og /W;gwé»N) s
m N

hence P(E) < P(N < N/2) 4+ 6 < 56/4. On E, we have |71y < =7 2 + VZ < 1/m + 1/m = 2/m, so
~¥IEH2 < 4/(mN).

Step 1: The denominator is negligible.  Since t/(1 +¢) <t forallt > 0,

xT A1z

} <EJf(@TA2%0)(2T A7 '2)] < A3 Elle]4.

Because 7 is 0,-subgaussian, each coordinate has fourth moment at most 16572, so E||z||3 < 1602d?; on E the displayed
quantity is therefore at most 1024 od? /(m3 B?).

Step 2: The numerator concentrates. We have E,[x " A~2z] = tr(X;A~2) and
|tr(2A7%) — tw(2572) | < |ISillp 1472 = 572 < VAM (JAT 2+ 157 l2) [A7F = 57,

using A2 = S22 =AY A - S ) + (A7 - STHS L. On E, |S7Y2 <1/(mB) and || A7 |2 < 4/(mB). Also

1
N

G-+ (5 - 5)5

-1 _ g-1_
A S N B

soon E we have |[A™! — S~ p < 2VZ + 2|57 | F < 5Vd oiving |tr(3;A72) — tr(2:572)| < 25Md/(m*B?).

— mB?~’

Combining Step 1 and Step 2 and conditioning on E, we get the bound
B[] — tr(2:872)| < 25Md/(m?B?) 4 1024 o2d?/(m®B?).

Finally, since P(E®) < 56/4 and tr(3;S~2) < Md/(m?B?), taking expectations and using |g; (7, ) — tr(%;57%)| < e
gives the claimed inequality. O

B.4. Proof of Proposition 2

Proof. Our proof proceeds in three steps. We first show that the (deterministic) A-optimal design surrogate is convex; we
then bound the bias of the oracle-induced gradient, allowing us to invoke Lemma 3; finally, we relate the optimum of the
A-optimal design surrogate back to the Poissonized objective via concentration bounds.

Step 1: A-optimal design is convex and L-smooth. Recall our notation from Section 3.1, the A-optimal design objective
is given by

U(r):=B- tr(S(m) 7).
We consider optimizing this objective over the convex feasible set {7 € ]R’%O 1> ¢imy < B} Since 7 — S() is affine

and S — tr(S *1) is convex on the positive-definite cone (Pukelsheim, 2006), it follows that 7'is convex in 7.

To

14



A Theory of Data Acquisition and Pricing at Scale

Step 2: Apply our approximate-gradient lemma. From Proposition 1, we have that the output of Algorithm 1 is a
e-approximate oracle for /(7). By applying Lemma 3, we have that, after ¢ gradient updates, the average iterate 77 satisfies

~ L
() = U(n") < 5 (dlamAk Znasllg), @

where 7* is the minimizer of /| () over the budget-feasible set.

)

Step 3: Relate A-optimal design to Poissonized objective.  Recall that our sampling process is given by n; ~

Poisson( ="+ Bmi “). Applying Lemma 4, we can rewrite our original objective as
N
e(ﬂ) =B- ENNPoisson(Ei;l ) |:Eﬁ~Multinomial(N, E’:l ..... Zkﬂik) [tr(S(n) )}:|
i=1"T1 i=1"T1
1
=B- IE]\fwPoisson(Z:’.“:1 ) |:tI‘ <IEFLr\zMultinomial(N,k"l,...7 k) [ (TL) :|>:|
‘ Yiz1 i Yo i

S
B 15 \"
= Expoisson(5E_, 1) [N St <1Eﬁ~Multjnomial(N,Ei_fl1 e Ei‘i? -) l(NS(n)) 1)1 )

By Lemma 2, we have that, with probability at least 1 — 4,
1 - a I d+ log(1/3)
S/o e o? + log
Eanultmomml(N 77 {7’%) [(NS(n)> ‘| - (Z X:kﬂ-zz> < W T
i=1 =177 r

Since N € G)( ), we have that, with probability at least 1 — § this error converges to zero as B — oo, and thus £(77)

converges to ¢ (7TT) (see the proof of Proposition 1 in Appendix B.3 for the details). Finally, we can use (2) to relate (71 )
to £(7*), concluding the proof.

B.5. Proof of Proposition 3
Proof. For convenience, let Sy = S(m), and define s; := tr(S; '¥;59; ") so that Vf(ﬂo) = —(s1,..., k). Moreover,

s:llﬂzk:tr(s(;lzis(;)_tr( ( Zz) ):tr(SglsOSgl)ztr(Sgl).

Since feasible directions satisfy 177 = 1, the affine-feasible (sum-zero) component of the descent direction —VU 4 (7o) = s
is its centered version v = s — 51, which satisfies 1 " v = 0. The Euclidean projection of 7y + 15 onto the affine hyperplane
{m: 177 = 1} is therefore Ty + nv; under the interior-step assumption (no coordinate clipping), the simplex projection
agrees, so the first projected-gradient iterate is 71 = my + nv.

Along the line segment 7(t) = my + t(m — o) = ™o + tnv (which stays feasible by convexity), the information matrix
evolves as

k
S(t) := S(m(t)) = So + tnH, H:= ZviZi,

and we define ¢(t) := tr(S(t)~1), so that Us (7o) = ¢(0) and Ua(71) = ¢(1). Differentiating gives
¢'(t) = —nta(S(t)THS(t) ),

hence, att = 0,

k
¢'(0) = —ntr(S; THS ') = —n Y vita(Sy 185
k k k
=Y visi=—ny (si—8)si=—nY (si—5)° = —nv[l5.
i=1 i=1 i=1
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A second differentiation yields
- _ _ _ _ 2
¢ (t) = 2> tr(S(t) T HS(t) T HS(t) ™) = 207 ||S(t) " HS ()|

Because 7(t) is feasible and mI < 3; < M, we have mI < S(t) < M1 forall t € [0,1], hence ||S(t) " |2 < 1/m,
1S(#)~1/2||> < 1//m and also oumin (S(£) 1) > 1/M, omin(S()71/2) > 1/V/M. Using | BXC|[p < || B|l2[ICl2]| X |
and | BXC||r > 0min(B)omin(C)]| X || r, we obtain

1
M3/2

1

|H|p < ||S@®TTHS )7V, < e

1|7,

and therefore for all ¢ € [0, 1],
2n° 2 % 21 2

Taylor’s theorem with integral remainder gives
1
6(1) =0(0) + $0) + [ (1= 06" (1) dt,
0

so rearranging and using fol( 1 —t)dt = 3 yields
1 7
Ua(mo) — Ua(my) = 6(0) = 9(1) = ~(0) = | (1= 06" (®)de <l — {5111
0

It A > nlv||3 - I’J—;HHH%, then U (o) — Ua(m1) < A, equivalently Ua (1) + A > Ua(mg). Thus paying for this gradient
query cannot improve the buyer’s objective, so the compute-optimal policy is to stop at the uniform allocation 7. O

B.6. Proof of Proposition 4

Proof. Write g; := V]?(m) and recall ;11 = m; — ng;. Define Ay := ]?(m) — f(wt+1), S0 Jip1 — S = A — Aq
Step 1: A, is nonincreasing. We use the standard cocoercivity inequality (Baillon-Haddad): for convex L-smooth f,

~ ~

(V@)= Vi) e —y) = % Vi) - Viwl; Ve 3)

Convexity also gives the supporting-hyperplane inequality f(u) > f(v) + (Vf(v), u — v). Applying it with (u,v) =
(Tq1, ) yields

~ ~

Fmea) = fm) + g6 mern —me) = fm) —nllg:3,
hence A; < 1||g¢||3. Applying it with (u,v) = (7, 71 1) yields

~ o~

f(me) = f(megn) + (Ger1, T — Ter1) = f(Ter1) + 0(gev1 9e)
hence At Z 77<gt+17 gf>
Next apply (3) with (z,y) = (74, me1). Since 7 — T41 = 1gy, we obtain
1 2
(gt — Ge+1,9¢) = gt — ge1ll2-

Dividing by n > 0 and using < 1/L gives

1

= lge = ge1ll3 > llge = gesall3-

(9t — 9e+1,9¢)
Expanding both sides implies (g¢+1, g¢) > ||g¢+1]|3. Therefore,
A > (g1, 9t) > 77H9t+1||§ and Appr < 77||9t+1||§»
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s0 Ayr1 < Ay as claimed.

Step 2: one-step-overhead optimal stopping. Observe that

o~ o~

Jip1 — I = ( (7Tt+1)—f(7ft)) +A = A-A.

Since (A;) is nonincreasing, the increments (J;41 — J;) are nondecreasing in ¢. Hence J; decreases as long as A; > X and

(once Ay < A) can never decrease again. Let { be the first index with .J;, ; > J;. Then J; is nonincreasing on {0, 1, ... ,1}
and nondecreasing on {£,#41,...}, so J; = ming>q Jy. In particular, t is the earliest minimizer, hence f = T by definition.
Finally, the rule can only detect .J;, | > .J; after forming 7;_ ,, so it uses £ + 1 = T* + 1 gradient evaluations. O

C. Results on Compute Schedule

Proof of Proposition 5. Let e; := 7(Y) — VU 4 (), so that ||e;||2 < €. Since 7* minimizes U4 over the closed convex set
Ay, it satisfies the fixed-point condition
7 =Tla, (7" = nVUA(T)).

By nonexpansiveness of Euclidean projection,
e = "l = [Ty (me = n(VUA(re) + €0)) = Hay(m = qVUa(x") |
< lme =7 = n(VUa(m) = VUA) ]2 + nlled]2-

Because U4 is C? and p-strongly convex / L-smooth on Ay, we have ul < V2U (&) < LI for all ¢ € Ay,. By the mean
value theorem,

VUa(rs) = VUA(7*) = Jy(my — «*)  for some symmetric J; with uI < J; < LI.
Therefore,
[me — 7% = n(VUA(m) = VUA(T))l2 = (L = nde)(me — 7%)[[2 < [ = ndil|2 || — 772

Since 7 < 1/L and the eigenvalues of .J; are in [u1, L], the eigenvalues of I —n.J; liein [0, 1 — pn], hence || I —nJi||2 < 1—pun.
Letp:=1— un € [0,1). Using ||e:]|2 < € gives the recursion

[mer1 — 7%l < pllme — 72 + ne.

Unrolling yields the standard last-iterate bound

T-1

lor =7l < plllmo —7*lla + D wier,  wpi=np"
t=0

1-t

Since 0 < p < 1, wehave 0 < wy < wy < -+ < wy—1 (strictly when p € (0, 1)).

Thus minimizing J over schedules is equivalent to minimizing

!

T-1
j(GOa"'aeT—l) = wier + AZ"Y(Q);
t t=0

Il
<

since the term p”'||my — 7*||2 is constant w.r.t. the schedule.

Let €* = (€}, ..., €5_,) be an optimizer of J. Suppose for contradiction that there exist indices s < ¢ such that € < 7.
Define ¢ by swapping the values at coordinates s and ¢ and leaving all other coordinates unchanged. Then the compute term
is unchanged because it is a sum:

T-1 T-1
S @) = 3 ()
u=0 u=0

17
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The weighted error term changes by

(wsgs + w{e}) - (wse: + wgf) = (wse: + wte:) - (wse: + wteZ)
= (w —ws)(es —€f) < 0,
since wy > w, and €5 — €; < 0. Hence J (6) < J (e*), contradicting optimality. Therefore no such inversion exists and
> e > > e
€ >€ > >€ep .

Finally, if + is nonincreasing, then e > € implies y(e!) < 7(ef), so the compute costs are nondecreasing in time

(back-loaded). O]

Corollary 1 (Closed-form schedule for power-law oracle costs). Assume the oracle cost takes the form v(e) = a € P for
some a > 0 and p > 0. In the compute-aware objective

!

—1

T-1
Wt€Et + A Z ’}/(Gt), Wy = inﬁl*t’
t t=0

Il
=

an optimizer is given by the per-iteration minimizers

€ = (Lap)ﬁ = (Lap)ﬁ P =
Wi n
In particular, the schedule is geometric:

1
€41 = PP €, 50 e > > e .
. . . —_P_
Moreover, the per-iteration compute spends are also geometric and back-loaded: v(€; 1) = p~ 7¥1y(€}).

Proof. Because the objective is a sum of independent terms we; + Aae; ¥, each €} is obtained by minimizing this one-

dimensional function over ¢; > 0. Differentiating and setting to zero gives w; — Aap e, (D) = 0, hence the stated formula.

The geometric ratio follows from w1 = w;/p. O

D. Omitted Results from Section 3.4
D.1. Monotonicity of Optimal Solution

2)

Proof of Theorem 1. Write A := c; — cg.l) > 0. It is not hard to see that both optima spend the full budget:

(W why = B, (P w®) = B. 4)
We now compare the two optima using two scalings.
Step 1: scale up w'® to become feasible for ¢'!). Because only seller j’s cost decreased, the cost of w(?) under ¢! is
(D @y = (@) 2y — (65-2) — cgl))wj(?) =B - ij(?).

oD

Since c(l) > (0 and w(z) < B/cgg), we have B — ij@) > B - 5y > 0, hence « is well-defined

Define o := 5 J J

B
B—Aw;z) ’
and o > 1. Let @ := aw®. Then @® € W(cV) and, by degree-(—1) homogeneity,

F(@®) = a ' F(w®). )

Optimality of w") under ¢) implies
FwW) < F(@?) = a tF(w®). (6)

Step 2: scale down w'V) to become feasible for ¢'?). Under the higher cost ¢(?), the expenditure of w) is
(@ M) = ((®, w®) + A = B 1 AwlD.
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Define § := ﬁ € (0,1] and @™ := Bw®. Then ™) € W(c?) and
J
F(@) = 8~ F(w). ™
Optimality of w(? under ¢ implies
F(w®) < F@V) = 71 F (). ®)

Step 3: combine. Multiplying (6) and (8) yields
FwMFw®) <a ' F(w®)FwM).
Since F(w)), F(w(?)) > 0, we cancel to obtain a3 < 1. Substituting the definitions of , 3 gives

B B
B-Auw® B+ Awl

<1 = (B-Auw?)(B+Aw)> B2

Expanding and canceling B? yields
AB (wj(.l) — w§-2)) — A2wj(-1)w§-2) > 0.

If A = 0 then ¢) = ¢(?) and the conclusion is trivial. If A > 0, divide by A to get

B (wj(-l) — w§2)) > ij(l)wj(-z) >0,

(2)

S (1)
which implies w; " > w;

, proving the desired inequality. O

D.2. Non-Monotonicity of Suboptimal Solutions

10 0.1 0
E1'_(0 0.1)’ E2'_(0 1)'

Fix prices p2 = 1 and p; € (0, o), and consider budget shares = € [0, 1] with m; = 7, 7o = 1 — 7 (so 7 is a 1D simplex
variable). Define the price-normalized information matrix

Instance. Letk =2,d =2, and

D)
Sp, (1) 1= =+ (1 —m)%s, ©)
b1
and the A-optimal objective
Up, (1) == tr(S,, (m)71). (10)

Since Sy, () is diagonal for all 7, the objective is explicit:

1 1

Uy (m) = + . 11
pi () m/p1+0.1(1 — ) 0.17/p1 + (1 —m) (i
The induced expected number of samples purchased from seller 1 under budget B is
Br
qi(m;pr) == —. (12)
P1

Since B is fixed throughout, monotonicity in procurement is equivalent to monotonicity of 7/py.

Lemma 5 (Optimal procurement is monotone on this instance). Let 7*(p1) € arg mingeo,1) Up, (7). Then:

(i) For p1 = 1, the unique minimizer is 7 (1) = %, hence q; (7*(1);1) =

vty
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(ii) For p1 = 2%, the minimizer satisfies 7 (99/100) ~ 0.499364 and

7(99/100)

~ 0.5044 .
997100 0.504408 > 0.5,

so optimal procurement strictly increases when seller 1 becomes cheaper.

Proof. (i) Plugging p; = 1 into (11) yields

S S
014097 1-097

U1(7T)

which is strictly convex on (0, 1) and has derivative

0.9 n 0.9
(0.14+0.9m)2  (1—0.971)%

Ui(m) = -

Setting U7 () = 0 gives (0.1 + 0.97) = (1 — 0.97)%, hence 0.1 + 0.97 = 1 — 0.97 and 7 = 5. Strict convexity implies
uniqueness.

(ii) For p; = 99/100, write « := 1/p; = 100/99. Then (11) becomes

1 1

Un(™) = 55 m@a—01) T T4 701a=1)"

This is strictly convex on (0, 1) and its derivative is

a—0.1 0.laa—1

Un (™) = 0T (@ —00  GFr(01a 1)

Setting U, (7) = 0 yields
a—0.1 _ 1-0.1cx
0.1+ 7(a—0.1))2 (1 +7(0.1a —1))2°
Taking square roots (all terms are positive at the minimizer) gives a linear equation in 7, hence a unique closed form minimizer.
Substituting ov = 100/99 yields 7*(99/100) ~ 0.4993641102, hence 7*(99/100)/(99/100) ~ 0.5044081921 > 0.5. O

Consider the following one-step projected gradient method for minimizing U, :

1 N
7%= 2 ) =gy (W(O) - ng(pl)) ; (13)

where 1 > 0 is a step size and g(p; ) is an approximate gradient satisfying

G(p1) — U, (7] < e. (14)

This scalar oracle is equivalent to Definition 1 in the k£ = 2 simplex, since the feasible direction is 1D (and ¢5 error in the
full gradient implies an /5 bound on the derivative along the feasible direction).

Example 1 (Non-monotonicity under a valid e-oracle). Fix 7 := 1/10 and € := 1/25. There exist oracle outputs g(1) and
(99/100) satisfying (14) such that the induced procurement

R BxM
Q(p1) == Br ()
P
violates monotonicity:
q1(99/100) < q1(1), (15)

even though seller 1 is cheaper at p; = 99/100.

20



A Theory of Data Acquisition and Pricing at Scale

Proof. We compute the true derivatives at 7(°) = 1/2.
Case p; = 1. From the proof of Lemma 5, U{(3) = 0. Choose the (valid) oracle output g(1) := —e = —5=. Then (13)

yields (projection is inactive)

11 1 63
Oy=z-=(-=)=="-=0504 ¢i1(1) = B-0.504.
=3 10( 25) 125 )

Case p1 = 99/100. A direct calculation from (11) yields the exact derivative at 7(9) = 1/2:

1 176805684

Ul = ————— ~0.01232105346.
99/100 (2) 14349883681

Choose the (valid) oracle output
(99/100) := Uég/loo(l/Z) + €,

which satisfies (14) with equality. Then (13) yields

1 1 1
71(99/100) = - — — ( Usg 100(1/2) + 5= | ~ 0.49476789465.
2 10 25
Therefore W
~ B7(1(99/100)
99/100) = —————— =~ B - 0.49976555016.
@(99/100) 99/100
Comparing with ¢; (1) = B - 0.504 gives (15). O

Remark 1 (Interpretation). Example 1 shows that limited compute (modeled as a coarse e-approximate gradient oracle
and early stopping) can break monotonicity even in an instance where the exact optimum is monotone (Lemma 5). This is
exactly the incentive pathology: a non-monotone allocation rule cannot be coupled with truthful Myerson payments.

D.3. Restoring Monotonicity

Lemma 6 (Uniform approximation implies x-monotonicity). Let w*(-) be a monotone allocation rule in the sense of
Definition 2 with k = 0. Let w(-) be any other rule such that for some § > 0,

sup |w(c) — w*(e)]loo < 6. (16)

Then W is 20-monotone: for every j, every fixed c_;, and all ¢; < c;,

wj(chej) < wj(ej,e—j) + 26.

Proof. Fix j, c_;,and ¢; < c;.. By monotonicity of w*, w} (¢}

5(ch, e—j) < wj(ey,c—;). Using (16) twice,

’L/l}j (C/

jac—j) < w]*-(c/

j,C_j) +4 < w;(cj,c_j) +90 < ’L/Ej(Cj,C_j) + 26.

O

Strong convexification and the “free gradient” property. Let f.(w) denote the buyer’s acquisition objective for cost
profile c. Under compute constraints, the buyer runs projected gradient descent with an approximate gradient oracle and
stops after 7 iterations. Left unmitigated, the output need not be monotone. To enforce monotonicity, we consider adding a
strongly convex term:

F (W) = fo(w) + aR(w),

where R is 1-strongly convex on the feasible region, and o > 0 is a tunable strength.

Crucially, the gradient of the regularizer V R(w) is a known analytic function that can be computed exactly and for free,
without querying the costly data attribution oracle. Therefore, at iteration ¢, the costly oracle is only needed to estimate
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V fo(w®). If the oracle returns 7(*) satisfying ||7() — V f.(w®)||z < ¢ at compute cost y(e;), the combined gradient
estimate 7(Y) + aVR(w®) approximates the regularized gradient V £ (w®) with the exact same absolute error ¢, and

no additional compute cost.

Monotonicity of the regularized optimum.  Let w}(c) := argming,eyy(c) fc(,o‘)(w) be the exact minimizer of the
regularized objective. Because the regularizer R(w) is independent of the private costs ¢, adding it preserves the single-
crossing properties that govern the comparative statics of the minimizer. Consequently, strong convexification preserves the
fundamental incentive structure of the problem.

Proposition 7 (Last-iterate bound for inexact PGD on a strongly convex objective). Let K C R* be a closed convex set. Let
g : K — R be u-strongly convex and L-smooth w.r.t. || - ||2 (with u > 0), and let x* = arg min,c i g(x). Run projected
gradient descent with inexact gradients:

2D T (mu) _ nr(”) , 17® — Vg, < &,

with step sizen € (0,1/L]. Thenfor p :=1— un € (0,1),

T—1
12 =¥l < pT ) =22 + 0 Y pT T e (17)
t=0
Proof. Let e, := 7 — Vg(2®), so ||e;]|2 < &;. Since 2* minimizes g over K, it satisfies the fixed-point condition

z* = Ik (z* — nVg(z*)). By nonexpansiveness of Euclidean projection,

Hx(t-i-l) —2*||y = HHK(m(t) _ n(Vg(x(t)) + et)) . HK(:U* . nvg(x*))Hz
< |lz® — z* —n(Vg(z) — Vg(2*))|l2 + nllet]|2-

Because g is p-strongly convex and L-smooth and np < 1/L, the gradient map is a contraction: ||z — nVg(x) — (y —
nVg(y))|l2 < (1 — un)||z — yl|2 (a standard fact; e.g., via the mean value theorem and pI < V2g < LI). Thus

2D — 2* )y < plla® — 2|2 + ner-

Unrolling this recursion gives (17). O

Theorem 3 (Strong convexification guarantees £-monotonicity for any compute budget). Fix a class of cost profiles
CcC R’;O. Assume ¢ — w*(c) is monotone, and f. is convex and L-smooth. Let R be 1-strongly convex. For a fixed compute

budget C and target monotonicity & > 0, run inexact PGD on fca) Jor T > 1 steps with step size n = 1/(L + «), and
oracle accuracies {e;}1— satisfying Zz:ol v(e) < C.

Let W,(c) denote the output. Let D := sup ¢ ||w'? (¢) — w? (c)||2 and p := Lim For every c € C, the optimization error
is bounded by:
T—1
18(0) — wi(O)loe < FTD+1 S p7 100, (18)
=0

Consequently, if the RHS of (18) is at most 0, then @ is 25-monotone by Lemma 6. Furthermore, as o — 0o, we have p — 0
and n — 0. Thus, for any finite compute budget C and any horizon T' > 1, there exists an « sufficiently large such that the
algorithm is &-monotone.

Proof. Fix ¢ € C. Apply Proposition 7 with g = () and K = W(c). Note that g is a-strongly convex and (L + «)-smooth.
With = 1/(L + «), the contraction factor is p = 1 — an = L/(L + «). By the standard ¢» bound:

T-1
1@(c) = wh(e)lz2 < p"[w () = wi(e)la +0 ) P e
t=0

Using || - [loo < || - ||2 gives the desired inequality. Since w (c) is exactly monotone, Lemma 6 yields 25-monotonicity. [
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The Compute-Truthfulness-Utility Trilemma. Theorem 3 reveals a fundamental trade-off. We can secure &-
monotonicity (Truthfulness) for any compute budget (Compute) by making « large. This shrinks the condition number of
the optimization problem, allowing rapid convergence. However, this truthfulness guarantee is paid for with utility (learning
performance). A massive « introduces a bias, pulling the allocation away from the utility-maximizing w*(c) and towards
the data-agnostic minimizer of R(w) (e.g., the uniform distribution).

We can bound this utility loss by assuming a quadratic-growth condition for f..

Definition 4 (Quadratic growth). We say f. satisfies (-quadratic growth on W(c) if there exists ¢ > 0 such that for every
w € W(c),

folw) = min fo(w) = Glw - @I,

where w*(c) € arg minyy ) f. is any minimizer.

Lemma 7 (Regularization bias hurts utility). Assume f,. satisfies (-quadratic growth on W(c). Assume R is nonnegative on
W(c) and let Rax(c) := Sup,,ep () R(w) < 0o. Then the regularized minimizer wy,(c) satisfies

2R max(€)
7( )

[w?, (c) —w*(c)fl2 < (19)

Proof of Lemma 7. Let w*(c) be a minimizer of the original objective f., and let w? (c) be the minimizer of the regularized

objective £\ = f. + aR.

By the definition of w(c) as the minimizer of féa), its regularized objective value must be less than or equal to the
regularized objective value of any other point, including w*(c):

fe(ws(€)) + aR(wi(c)) < fe(w™(c)) + aR(w"(c)).
Since R(w) < Rpax(c) for all w € W(c), we can upper bound the right-hand side:

fe(wi(c)) + aR(wi(c)) < fe(w(c)) + aRmax(c).

Since R(w) > 0 for all w € W(c) and o > 0, the term aR(w};(¢)) is non-negative. Dropping this non-negative term from
the left-hand side preserves the inequality:

fe(wi(e)) < fe(w(€)) + aRmax(c).
Rearranging this inequality bounds the sub-optimality of w; (¢) with respect to the original objective function f,:

fe(wi(€)) = fe(w™(c)) < aRmax(c). (20)

Finally, we apply the ¢-quadratic growth condition of f. (Definition 4) evaluated at the point w = w(c):

¢

Slwi(e) =w (@5 < fe(wi(e) = fe(w*(c)-

Chaining this with inequality (20) yields:

Crio
Slwi(e) =w (@3 < aRtmax(0),
Multiplying by % and taking the square root completes the proof:

lwi(e) = w* (@l < ) 22 Fmax(),

- ¢
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Thus, to maximize learning performance while maintaining approximate truthfulness, the system designer should choose the
minimum « such that the RHS of (18) is < £/2.

Choosing the optimal strongly convex component (minimax drift).

Theorem 3 and Lemma 7 suggest two levers for the mechanism designer: (i) the curvature strength o (which buys truthfulness
but hurts utility); (ii) the geometry of R (which controls both optimization conditioning and the utility drift R,ay)-

A clean notion of “not moving too far” from the original objective is the worst-case additive drift in objective values over
the feasible set:

sup |fc(a)(w) — fc(w)’ =a sup R(w) < aRmax.
weW(c) weW(c)

Thus, for a fixed strong convexity level o (chosen to enforce truthfulness), it is natural to choose R that minimizes R, ax
subject to 1-strong convexity on the domain.

Moreover, in order to ensure that the £-monotonicity guarantee is preserved we can choose the smallest « so that

T-1

p'D+nd pl e <
t=0

N

where p = L/(L + a).
D.4. Implicit Payment Computation

Procurement setting and notation. We work in the single-parameter procurement model from Appendix A. There are k
sellers. Seller ¢ has a private per-unit cost ¢; € [¢;,¢;] C Rsq and reports ¢;. A (possibly randomized) acquisition algorithm
maps reports to a nonnegative allocation n(é) € R% ;. We assume A enforces reported induced-cost feasibility:

k
> émni(@)<B  and  m(é) >0 Vi. (21)
i=1

The mechanism pays seller ¢ an amount p;(¢é), yielding quasi-linear utility u;(&; ¢;) = p;(é) — ¢; n;(€é).

Monotonicity. Fix ¢ and fix ¢_;. A (deterministic) allocation rule is monotone (procurement form) if the map ¢; —
n;(&;, €_;) is weakly non-increasing. If A is randomized, we define the interim allocation 71;(é;, ¢—;) := E[n;(é;, ¢_;)],
where the expectation is over the internal random seed of A (and/or oracle randomness). We say A is monotone-in-expectation
if n; (-, é_;) is weakly non-increasing.

Myerson’s payment identity (procurement form). For completeness we restate and prove the standard identity used in
Appendix A .
Lemma 8 (Myerson payments for procurement). Fix seller i and ¢_;. Let 7;(+) := 7i; (-, ;) be nonnegative and weakly
non-increasing on [c;, ;). Define the interim payment
C;

&
Then truthful reporting maximizes seller i’s expected utility (dominant strategy in expectation), and moreover the truthful
expected utility satisfies u;(c;, ¢—;;¢;) = Cc_'i n;(t) dt > 0.

Proof. Fix true cost ¢; and consider an arbitrary report r € [¢;,¢;]. Using (22), seller i’s expected utility under report r
equals

U(T) = ]ji(T, é_i) — ¢ ’fli(i, é_l)
Cr—e) )+ [

T

3

A(t) dt.
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We show U(r) < U(¢;) for all 7.

If » > ¢;, then
U(r) - Ules) = (r — i) g / e

Since 71; is non-increasing, 7i;(t) > fi;(r) forall t € [¢;, 7], hencef 7i;(t) dt > (r—c;)7i;(r) and therefore U (r) —U(c¢;) <
0.

If r < ¢;, then .
Ulr)—Ule) = (r—¢;)ni(r) + / 71;(t) dt.

Now 7;(t) < n;(r) forall ¢ € [r,¢;], hence [ n;(t) dt < (¢; — r)ng(r), implying U(r) — U(c;) < (r — ¢;)ni(r) + (¢; —
r)n;(r) = 0.

Thus r = ¢; maximizes expected utility. Finally, substituting r = ¢; gives U(c¢;) f dt > 0, proving expected IR
under truth-telling. O

Why (22) is computationally expensive. ~Computing (22) requires evaluating ¢ — 7i;(t, ¢_;) over a continuum of ¢. If A
is an oracle-driven acquisition pipeline, each evaluation of n; (¢, ¢_;) entails additional attribution-oracle compute. The
goal of this subsection is to eliminate those extra calls.

Roadmap. We introduce (i) a one-sample identity that expresses an integral as an expectation, and (ii) an upward self-
resampling procedure for costs that ensures the expectation we compute is taken over the correct (fixed-point) allocation
rule. Our approach is an adaptation of Babaioff et al. (2015).

Step 1: A one-sample identity for integrals.

Lemma 9 (One-sample integral identity). Ler I = (a, b) be an open interval and let F' : I — (0, 1) be strictly increasing
and continuously differentiable, with lim |, F'(z) = 0 and lim 4, F(z) = 1. Let Y be a random variable on I with CDF F
and density f = F'. Then for every measurable g : I — R with fI lg(2)|dz < o0,

[atra = e[ 953].

Proof. Since Y has density f, for any measurable h with [ |h(z)|f(z)dz < oo we have E[A(Y)] = [, h(2)f(2) d=.
Taking h(z) = g(2)/f () yields E[g(Y)/ f(Y)] = [} 9(2) d=. O

Step 2: Upward self-resampling for costs. To apply Lemma 9 to the integral term in (22) without extra runs of A, we
randomize the reported costs upwards (to worse types) before calling the allocation algorithm, and we use the realized
allocation to build an unbiased estimator.

The key difficulty is that resampling changes the allocation rule whose integral we must estimate. Following Babaioff et al.
(2015), we define a self-resampling procedure with a “fixed-point” property ensuring that conditioning on the sampled point
Y; = t makes the observed allocation distributed exactly as if seller ¢ had reported ¢.

Definition 5 (Upward self-resampling procedure). Fix seller i and fix o € (0,1). An upward self-resampling procedure is a
randomized map that takes as input ¢; € [c;, ¢;] and outputs a pair of random variables (X;,Y;) € [c;, ¢)? such that:

(a) (Monotonicity in input) For every fixed random seed, the maps ¢; — X;(¢;) and & — Y;(&;) are weakly non-
decreasing.

(b) (No-change w.p. 1 — o) With probability 1 — o, X;(¢;) = Y;(¢;) = &;. Otherwise, é; < Y;(&;) < X;(&) < @;.

(c) (Fixed-point / self-similarity) For any t € (¢;,¢;), the conditional distribution of X;(¢;) given {Y;(¢;) = t} equals the
unconditional distribution of X;(t):

PI[XZ(éZ) <a | Y;(él) = t] = PI‘[XZ<t) < CL] Va € [Qiyéi]-
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(d) (Smooth conditional law of Y;) Conditional on the event {Y;(¢;) > ¢;}, the random variable Y;(¢;) has a continuously
differentiable CDF on (¢;,¢;) with everywhere-positive density f;(+; ¢;).

A canonical upward procedure (bounded interval). We now give an explicit construction on [¢;, ¢;] which is the
procurement analogue of the canonical self-resampling procedure in Babaioff et al. (2015). It will be convenient to define a
helper random variable U ~ Unif|[0, 1].

Definition 6 (Canonical upward self-resampling). Fix « € (0,1) and é; € [¢;,¢;]. Define (X;,Y;) by:

(i) If ¢; = ¢;, set X; = Y; = C; deterministically.
(ii) Otherwise, with probability 1 — o set X; =Y; = ¢;.

(iii) With the remaining probability o: sample Y; := ¢é; + (¢; — &)U (uniform on [¢;,¢;]), and then define X; by the
recursion

X = Rec(Vs),

where Rec(t) is defined as: with probability 1 — « return t, else sample t' .=t + (¢; — t)U’ (fresh U’ ~ Unif|0, 1])
and return Rec(t').

Lemma 10 (Canonical upward resampling satisfies Definition 5). The procedure in Definition 6 is an upward self-resampling
procedure. Moreover, for every é; < ¢;, conditional on {Y;(¢é;) > é;} we have Y;(¢;) ~ Unif[é;, €], so the conditional

density is constant:
1
filtie) = ——,  te(éne) (23)

C; — C;

Proof. We verify the four properties in Definition 5.

(a) Monotonicity in input. Fix the entire random seed (an infinite sequence of i.i.d. uniforms used by the procedure). Each
time the procedure samples a point uniformly in an interval [s, ¢;] it returns s + (¢; — s)U = (1 — U)s + Ug;, which is
weakly increasing in s for fixed U. Because the recursion composes such maps, both outputs Y;(é;) and X;(¢é;) are weakly
increasing functions of ¢; for every fixed seed.

(b) No-change with probability 1 — «. This holds by construction (steps (i)—(iii)).

(c) Fixed-point / self-similarity. Fix ¢; < ¢; and fix t € (&;,¢;). On the event {Y;(¢;) = ¢} the algorithm (by definition)
proceeds to generate X; by running the recursive procedure Rec starting from input ¢, using fresh randomness that is
independent of the randomness that selected Y;. But the unconditional definition of X;(t) is exactly the output of the
same recursive procedure Rec started from input ¢ with fresh randomness. Therefore, the conditional law of X;(¢;) given
{Y:(¢;) = t} equals the unconditional law of X, (), as required.

(d) Smooth conditional law of Y;. Conditional on the resampling branch (which occurs with probability «), the random
variable Y; is uniform on [¢;,¢;] by construction. This implies that the conditional CDF is differentiable and strictly
increasing on (¢&;, ¢;) with density given in (23). O

Step 3: The zero-overhead mechanism (one call to A). Fix « € (0,1) and assume we have (independently across ¢) an
upward self-resampling procedure (X, Y;) satisfying Definition 5 (e.g., the canonical procedure above). Given reported
costs ¢, the mechanism proceeds:

Step 1: Independently for each seller 4, draw (X;,Y;) from the upward self-resampling procedure on input é&;. Let X =
(Xl,...,Xk) andY = (Yl,...,Yk).
Step 2: (Single call) Run the acquisition algorithm once on X and output n := A(X).
Step 3: Pay each seller ¢ the random payment
1 i .
- - i — ifY; > éi,
pi(é):=ein; + Ry,  Ri:={ o [fiYi;é) (24)
0 ifY; =¢;.
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In particular, under the canonical upward procedure (Lemma 10), this simplifies to

Ei — C;

Correctness guarantee.  We now prove that (24) implements the Myerson payment identity (22) in expectation, and
therefore yields a truthful-in-expectation mechanism.

Theorem 4 (Zero-overhead implicit payments for procurement). Assume:

(a) (Ex-post monotonicity) For each seller i, for every fixed realization of all randomness in A (and any “nature”
randomness, e.g., stochastic oracles), and for every fixed x _;, the map x; — n;(x_;, x;) is weakly non-increasing.

(b) (Independence) The resampling randomness {(X;,Y;)}k_, is mutually independent and independent of all randomness
used inside A.

Then the mechanism defined by (24) satisfies:

(i) Single-call / zero-overhead: it makes exactly one call to A.

(ii) Truthfulness-in-expectation (ex-post truthful w.r.t. nature): for every seller i, for every fixed realization of nature
randomness inside A, and for every fixed ¢_;, truthful reporting maximizes expected utility over the mechanism’s
random seed.

(iii) Universal ex-post IR: for every realization of the mechanism’s random seed, if seller i reports truthfully then her
realized utility is nonnegative.

(iv) Allocation preservation with high probability: with probability at least 1 — ko we have X = ¢ coordinatewise, so the
realized allocation equals A(é).

Proof. Fix seller i and fix ¢_;. Let () denote the combined random seed consisting of: (i) all resampling randomness for all
sellers, and (ii) the internal randomness of A and nature. Write n(¢;; Q) := A(X (¢;, ¢é—;); Q) for the realized allocation.

Step 1: Define the interim allocation rule induced by resampling. Define
(¢, ¢_;) == E[ni(é; Q)]
where the expectation is over the mechanism’s random seed (the resampling) and over any random seed of A, holding fixed

the reports.

Step 2: Interim monotonicity. Fix ¢ < &. By Definition 5(a), for every fixed resampling seed we have X;(¢;) < X;(é}).
Holding X _; fixed and fixing the internal random seed of A, assumption (a) implies n; (X _;, X;(&;)) > n;(X_;, X;(¢))).
Taking expectations over all random seeds yields 7;(¢;, ¢_;) > 7;(¢}, ¢_;), so fi; (-, ¢_;) is weakly non-increasing.

Step 3: Identify the expected payment with Myerson’s identity. We show that the expected payment satisfies

E[pi(¢i, e—)] = & ni(&;, €-;) +/Ci ni(t, é_;) dt. (26)

Given (26) and interim monotonicity, Lemma 8 implies truthfulness-in-expectation.

By (24), p; = ¢in; + Ri, hence

Thus it suffices to show

E[R:] = / (e dt. 27)
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Let E be the event {Y; > ¢;}. By Definition 5(b), Pr[E] = v and R; = 0 on E°. Therefore

E[Ri]:Pr[E]-E[RiE}:a~E[;~%‘E}:E[Jm‘E]. (28)

Next we relate the conditional expectation of n; given Y; to the interim allocation rule. Fix ¢ € (¢;,¢;). By Definition 5(c)
(self-similarity) and independence in assumption (b), the conditional distribution of the full resampled vector X given
{Y; =t} is identical to the unconditional distribution of the vector that would be produced by running the same resampling
procedures on the report profile (¢, é_;). Consequently,

E[n; | Yi =t, E] = n,(t, e—;). (29)
(Here E is redundant given Y; = ¢ > ¢;, but we keep it for clarity.)

Under the conditional law given E, the random variable Y; has density f;(+; ¢;) on (¢;,¢;) by Definition 5(d). Applying the
law of iterated expectation and (29) to (28) yields

s -] E[‘}%fgi)}

Now apply Lemma 9 on the interval I = (¢é;,¢;) with g(t) = 7;(¢, é_;) and the CDF corresponding to Y; | E. This gives
exactly (27), which implies (26).

Step 4: Universal ex-post IR. Fix any realization of the mechanism random seed. Under truthful reporting ¢; = ¢;, the
realized payment is p; = ¢;n; + R with R > 0 always. Hence the realized utility is p; — ¢;n; = R > 0, establishing
universal ex-post IR.

Step 5: Single-call and allocation preservation. The procedure calls A exactly once by construction. Moreover, for each i,
Definition 5(b) implies Pr[X; = ¢;] = 1 — . Independence across sellers yields Pr[Vi, X; = ¢&] = (1 —a)k > 1 - ka
(union bound), and on this event X = ¢, so the realized allocation equals A(é). O

Feasibility under true costs.  The resampling is upward (X; > ¢;). Thus if the algorithm enforces feasibility ., X;n; <
B on the single call, then under truthful reporting ¢; = ¢; < X; we have ZZ cing <Y ; Xin; < B, so the induced-cost cap
is respected under truth-telling.

Approximately monotone acquisition rules. = Theorem 4 assumes (exact) monotonicity. In compute-constrained
acquisition, monotonicity may only hold approximately (e.g., due to early stopping, noisy gradients, or approximate
projections). We now quantify how approximate monotonicity translates into approximate truthfulness, while still using the
same implicit payment computation.

Definition 7 (£-monotonicity (additive, interim, procurement)). Fix seller i and ¢_;. The interim allocation rule n;(-, ¢_;)
is &-monotone if for all ¢; < &,

ﬁz(éiaéfz) < nz(czv )+§
Theorem 5 ({-monotonicity implies e-DSIC-in-expectation). Fix seller i and ¢_;, and let 7i;(-) :

nonnegative interim allocation rule on [c;,¢;|. Define interim payments by the Myerson formula (22). If 1;
then truthful reporting is an e-dominant strategy in expectation, with

e < 5(@ _Qi)-

n;(-, €_;) be any
i (+) is &-monotone,

That is, for every true c; and every report r,
ai(r, e—;¢;) < Uici, e-isci) +&(¢ — ¢;).

Proof. Fix true cost ¢; and define U(r) as in the proof of Lemma 8:

U(r) = (r — ¢;) fg(r) + / ") dt.
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We bound U (1) — U(¢;).
Case 1: v > c¢;. Then

U(r) —Ule) = (r — ¢;)ai(r) — /T 7 (t) dt.

i

By &-monotonicity, for all t € [¢;, 7] we have 7i;(t) > 7i;(r) — & (rearranging the definition), hence
[ mtya = - comin -6

Substituting gives
U(r) = Ule)

IN
—
=
|
o

&3
N
3

&
P
3
N
|
—
3
|
o
S
N
—
3!
Sy
—
=
N
|
I
N
I
A
—
3
|
o
S
N

Case 2: r < ¢;. Then .
U(r) =Ul(ei) = (r — ci)ng(r) +/ 7;(t) dt.

By &-monotonicity, for all ¢ € [r, ¢;] we have 7i;(t) < 7;(r) + &, hence

/ A (t) dt < (ci — ) (s(r) + €).

Substituting yields
U(r) = Ule) < (r—ci)ni(r) + (e = r)(na(r) + &) = &(ei — 7).

Combining both cases, U(r) — U(c;) < &|r — ¢;| < &(¢ —¢;).

T

O

Corollary 2 (Zero-overhead e-DSIC under approximate monotonicity). Suppose the conditions of Theorem 4 hold except
that interim monotonicity is replaced by &-monotonicity (Definition 7). Then the single-call mechanism (24) is e-DSIC-in-

expectation with € < £(¢; — ¢;) for seller i.

Proof. The proof of Theorem 4 shows that the mechanism’s expected payments satisfy the Myerson identity (22) for the

interim allocation rule n; (without using monotonicity). Theorem 5 then converts £&-monotonicity into e-DSIC.

O

Takeaway for compute-constrained data pricing. Once we have (exact or approximate) monotonicity of the acquisition
rule (as discussed in Sections 3.3.1-3.3.3), we can obtain a (respectively exact or approximate) incentive-compatible
mechanism without additional calls to the acquisition algorithm and therefore without additional attribution-oracle compute.

This resolves the payment-computation overhead in compute-constrained settings.
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