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Abstract

Reassembling N fragments in n-dimensional
space is a shape reconstruction task that is invari-
ant to global rigid motions. Training directly on
M = SE(n)" can be ill-posed: standard losses
penalize solutions that differ only by a global
transform. Existing methods often address this
with ad-hoc anchoring which breaks permutation
invariance across fragments and can introduce bi-
ases that must be mitigated with extensive and
costly data augmentation. We propose a geomet-
ric framework that enforces invariance by con-
struction. First, a Global Gauge Fixing (GGF)
strategy deterministically aligns configurations us-
ing an intrinsic generalized-inertia rule. Second,
we introduce a quotient-invariant Flow Match-
ing objective that operates via orthogonal projec-
tion onto the horizontal tangent bundle. This con-
struction factors out global pose at each timestep,
enabling the model to learn only shape-changing
dynamics on the quotient space M /SE(n). Our
unified SE(n)-invariant framework admits effi-
cient closed-form 2D/3D instantiations and im-
proves accuracy on polygonal jigsaw puzzles and
3D fracture reassembly benchmarks.

1. Introduction

Reassembling fractured objects is an important and challeng-
ing inverse problem, spanning cultural-heritage restoration
(e.g., RePAIR benchmark (Tsesmelis et al., 2024)), orthope-
dic fracture reduction (Fiirnstahl et al., 2012), and geometric
part assembly (Sellan et al., 2022). The breadth of applica-
tions, datasets, and solution paradigms is summarized in the
recent survey (Lu et al., 2025). Given partial and noisy ob-
servations, the goal is to recover the relative poses of [V rigid
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fragments in n-dimensional space. A puzzle configuration
isz = (g1,...,98) € M = SE(n)", yet the absolute
pose of the reconstructed object is irrelevant: only its shape
matters (Kendall, 1984; Littlejohn & Reinsch, 1997). For-
mally, configurations are equivalent along the orbit induced
by the global SE(n) action, [x] = {h -z : h € SE(n)}, i.e.
the set of configurations obtained by applying the same rigid
motion to the entire assembly. The intrinsic problem there-
fore lives on the quotient (shape) space S = M /SE(n).
In principal-bundle terms, tangent directions decompose
into vertical (pure global transport) and horizontal (intrin-
sic shape evolution) components (Kobayashi & Nomizu,
1996). Without handling degeneracy along SE(n) orbits,
generative objectives can be dominated by arbitrary vertical
drift, yielding ill-conditioned regression targets and slow
convergence (Bronstein et al., 2021; Kvinge et al., 2022).

From extrinsic heuristics to global geometry. Most exist-
ing methods enforce invariance via anchoring (Wang et al.,
2025a; Li et al., 2025), which breaks permutation sym-
metry (Zaheer et al., 2017) and introduces geometric bias.
Anchoring can amplify errors for ambiguous references,
while “best-anchor” heuristics introduce spurious correla-
tions by freezing prominent parts; mitigating these biases
often requires costly augmentation that only approximates
the true symmetry. In 3D, additional surface cues (e.g., sep-
arating rough fractures from smooth exteriors) can reduce
ambiguities (Li et al., 2025), but this can be brittle when
such cues are weak, bringing back the ill-posedness of 2D
assemblies (Li et al., 2025; Wang et al., 2025a).

We instead adopt a strictly intrinsic formulation. We define
a canonical section > C M (centered configurations with
aligned principal inertia axes) and rely on Global Gauge
Fixing: a deterministic map ¥ : M — X that selects a
canonical representative per orbit (almost everywhere) and
removes global degrees of freedom (Bullo & Lewis, 2005;
Kobayashi & Nomizu, 1996). Since gauge fixing alone does
not prevent drift, we propose a quotient-invariant Flow
Matching loss that analytically projects residuals onto the
horizontal tangent bundle using the inertia—_momentum equa-
tions (Montgomery, 1993; O’Neill, 1966). The network thus
learns only shape-changing dynamics, effectively operating
on S rather than the full group (Cohen & Welling, 2016;
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Figure 1. Intuitive overview. (A) We reconstruct 2D or 3D objects by learning the flow from a disordered state to a reconstructed one.
(B) Due to global symmetries, many configurations are equivalent, forming redundant “vertical” orbits. Learning on the full space is
ambiguous because of unpredictable drift along these orbits. (C) We eliminate this redundancy by fixing a gauge: the mapping ¥ projects
configurations onto a unique slice (canonical section) across the orbits, while the operator I14; projects the gradients (velocities) to remove
irrelevant vertical drift. The model thus learns only meaningful “horizontal” motions that change the shape.

Bronstein et al., 2021).

Contributions. We combine this geometric framework
with Flow Matching (Lipman et al., 2023) to learn an
SE(n)-invariant generative flow as summarized in Figure 1.
Our contributions are threefold. (i) We learn a SE(n)-
invariant vector field by projecting the target velocity onto
the horizontal bundle, ensuring the learned flow focuses
purely on intrinsic shape changes. (ii) We establish Global
Gauge Fixing as a robust deterministic canonicalization
that selects one representative per orbit (on the regular
set), reducing the problem dimension from N dim SE(n)
to (N —1) dim SE(n). (iii) We design a horizontally pro-
Jjected FM regression loss from the analytic solution of the
inertia-momentum equations, avoiding spurious gradients
from the unidentifiable global gauge. The source code will
be made available.

2. Related Work

Generative models on geometric spaces. Diffusion mod-
els (Song & Ermon, 2019; Ho et al., 2020) and their mani-
fold extensions (De Bortoli et al., 2022; Song et al., 2023)
have enabled high-quality generation beyond images, in-
cluding structured geometric objects (e.g., proteins and
poses) (Dhariwal & Nichol, 2021; Watson et al., 2023; Yim
et al., 2023; Gong et al., 2023; Urain et al., 2023). Flow
Matching (FM) (Lipman et al., 2023) provides a simulation-
free alternative that regresses a time-dependent vector field
transporting noise to data. It is particularly natural on SE(3)
because it learns velocity fields; for rigid poses, velocities
are twists in the Lie algebra se(3) and can be integrated on
the manifold without resorting to Euclidean parametriza-
tions of rotation. FM has indeed been explored in domains
including molecular structure and robotics (Bose et al., 2024;

Chisari et al., 2025). Quotient-Space Diffusion Models
(QSDM) (Xu et al., 2026) also study quotient-space gen-
erative modeling, but in a diffusion setting for molecular
and protein structure generation, where point-coordinate
configurations in R3V are considered up to global SE(3)
transformations.

2D puzzle solving and reassembly. Classical jigsaw
solvers relied on compatibility scores (Gallagher, 2012;
Paikin & Tal, 2015) and graph optimization (Zhang & Li,
2014; Le & Li, 2019), with robust variants for cultural-
heritage degradation (Derech et al., 2021) and geomet-
ric heuristics such as spring-mass systems (Harel & Ben-
Shahar, 2021). Recent learning-based approaches intro-
duce generative modeling of poses, notably coordinate
diffusion for polygonal puzzles (Hossieni et al., 2023)
and graph-diffusion formulations spanning 2D/3D assem-
blies (Scarpellini et al., 2024). ReAssembleNet (Islam et al.,
2025) targets 2D fresco reconstruction using keypoint and
appearance-driven diffusion.

3D fracture reassembly. Learning-based 3D reassembly
progressed from Breaking Bad (Sellan et al., 2022) to match-
ing and diffusion pipelines (Lu et al., 2023; Lee et al., 2024;
Wang et al., 2025a; Scarpellini et al., 2024). GARF (Liet al.,
2025) is a strong recent FM-based method for real-world
fracture reassembly, combining fracture-aware representa-
tions with generative alignment on SE(3).

Symmetry handling. A central distinction across re-
assembly methods is how they handle the unidentifiable
global SE(3) pose. Some approaches do not address
this symmetry explicitly: they operate in absolute coor-
dinates (Hossieni et al., 2023) or mitigate ambiguity em-
pirically (e.g., via augmentation) without an explicit geo-
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metric mechanism (Scarpellini et al., 2024). Beyond these
pragmatic settings, methods that aim to treat the symmetry
more directly typically (i) break it with an anchor/reference
fragment (Islam et al., 2025; Wang et al., 2025a; Li et al.,
2025), (ii) enforce equivariance by constraining the learned
generative field or transport operator to respect group ac-
tions (Klein et al., 2023; Wang et al., 2025b), or (iii) use
SE(3)-equivariant network architectures for discriminative
pose prediction (Wu et al., 2023; Lim et al., 2025).

We summarize these symmetry-handling strategies in
Tab. 1, which groups methods by mechanism (an-
chor/augmentation/equivariance/quotient), reports their out-
put space and domain, and highlights the operating assump-
tions of each family.

3. Preliminaries

We recall the main notions underlying Flow Matching for
continuous normalizing flows (CNFs), and the tractable con-
ditional flow matching (CFM) objective used for learning
the time-dependent vector field.

3.1. Continuous Normalizing Flows

A CNF (Chen et al., 2018; Grathwohl et al., 2019) defines
a deterministic transport from a simple prior pg (typically
N(0, 1)) to a target distribution ¢ through a time-dependent
diffeomorphism ¢; : R — R? induced by the ODE

d¢t($>
dt

= vt(¢t(x))7 ¢0(‘T) =,

where v; is parameterized by a neural network vg(x, t). The
induced probability path is p; = (¢¢)«po (Where (¢ ). is the
push-forward operator), and sampling amounts to drawing
ro ~ po and integrating the learned field from ¢ = 0 to
t = 1 to obtain z1 = ¢1(x0) ~ p1 ~ q.

3.2. Flow Matching and Conditional Flow Matching

Given a probability path {p;};c[0,1] and a (generally un-
known) vector field u; that transports pg along this path,
Flow Matching (FM) trains vy by the regression objec-
tive (Lipman et al., 2023)

Lrn(0) = / Epep, [v(2, 1) — e (2)|12] db,

which is typically intractable since neither p; nor u; are
available in closed form. Conditional Flow Matching (CFM)
circumvents this difficulty by introducing a family of condi-
tional paths p;(z | 1) for x; ~ ¢, chosen so that sampling
x ~ pi(- | 1) and evaluating the associated conditional
target field us(z | x1) are tractable (Lipman et al., 2023;
Albergo & Vanden-Eijnden, 2023). The resulting objective

is

Leem(8) = E pggo1), [[ve(z,t) —ue(z | 21)]3] -
r1~q,
x~pe(-|w1)

and satisfies VoLcrym = VgLpym (Lipman et al., 2023),
enabling stable, simulation-free training via supervised re-
gression.

3.3. Choice of Conditional Path

Different choices of pi(z | 1) lead to distinct training
dynamics. The CFM framework recovers diffusion-type
Gaussian paths, such as the variance-preserving construc-
tion (Ho et al., 2020; Albergo & Vanden-Eijnden, 2023). Al-
ternatively, optimal-transport-inspired interpolations yield
straighter trajectories, often simplifying learning and numer-
ical integration (Lipman et al., 2023). In particular, taking
a Gaussian path with mean (1 — ¢)xzp + tx; leads to the
rectified-flow target field u;(x | 1) = 1 — 2o (Liu et al.,
2023), which we adopt in this work.

3.4. Lie Group Background

The special orthogonal group SO(n) consists of rotations
R € R™ " satisfying R'TR = I and det R = 1. The
special Euclidean group SE(n) is the group of rigid mo-
tions x — Rz + t, with semidirect-product structure
SE(n) =2 R™ x SO(n). For N € N*, we denote by
SO(n)N and SE(n)"N the corresponding Cartesian prod-
ucts. The Lie algebra se(n) = T..SE(n) represents infinites-
imal rigid motions (twists); tangent spaces are identified by
left translation, i.e., TgSE(n) ~ gse(n). The exponential
map exp : se(n) — SE(n) maps a twist to the associated
finite motion, while the logarithm log : SE(n) — se(n)
provides local coordinates in the tangent space.

4. Method: SE(n)-Invariant Flow Matching

Informal overview. Before introducing the formal quo-
tient construction, we summarize the method in simple
terms, following Fig. 1-C. We first place each candidate
assembly in a canonical coordinate frame by centering the
fragments and aligning their principal axes. We then remove,
from the training signal, any motion that would translate
or rotate all fragments together. The learned flow therefore
focuses only on relative fragment motion, i.e., the motion
that changes the assembled shape.

Formally, we propose an SE(n)-invariant generative
framework that learns assembly dynamics in relative pose
space while remaining insensitive to arbitrary global rigid
motion. Our method has three components. First, we use a
simple velocity parameterization together with a quadratic
metric on the tangent bundle 7(SE(n)") which enables



SE(n)-Invariant Flow Matching: A General Framework with Application to Object Reassembly

Table 1. Symmetry-handling strategies under global SE(n) pose ambiguity. Columns report the kind of method (Meth.), the way
symmetry is handled (Sym. hdl), the output domain (Output sp.), whether the method targets SE(n)”™ multi-body configurations
(In-scope), and the main assumptions (Applicability assumptions).

Reference Meth. Sym. hdl Output sp. In-scope Applicability assumptions

(Hossieni et al., 2023) Diff. / R* v 2D polygonal jigsaws; diffusion in a Euclidean pose parameterization (absolute coordinates)
for fragment transformations.

(Scarpellini et al., 2024)  Diff. Augment. SE(2;3) N v Unified 2D/3D graph-diffusion over fragment poses (GNN + diff. denoising on piece graph).

(Islam et al., 2025) Diff. Anchor. SE(2) N v 2D fresco reconstruction from images; diffusion over fragment placement driven by learned
keypoints/appearance cues.

(Wang et al., 2025a) Diff. Anchor. SE(3) N v 3D fracture assembly via diffusion denoising + verification/merging (agglomerative
pipeline).

(Lietal., 2025) M Anchor. SE(B)N v 3D real-world fracture reassembly; fracture-aware pretraining (incl. fracture segmentation)
+ FM for 6-DoF alignment; handles missing/extraneous pieces.

(Lee et al., 2024) Match. Anchor. SE(3) N v Deterministic multi-part 3D assembly via efficient point-cloud matching of mating surfaces
(no generative sampling).

(Lu et al., 2023) Match. Anchor. SE(3) N v 3D fracture assembly via fracture-surface segmentation + multi-part point matching + global
alignment (Breaking Bad).

(Derech et al., 2021) Match. Anchor. SE(2) N v Classical 2D archaeological puzzle solving from boundary compatibility under ero-
sion/abrasion (non-learning / matching-based).

(Harel & Ben-Shahar, Match. Anchor. SE(Q)N X Specialized 2D “crossing-cuts” puzzles with strong geometric constraints (restricted puzzle

2021) family).

(Wang et al., 2025b) FM Group field SE(3) N v 3D point-cloud part assembly; SE(3)-equivariant FM predicting multi-part relative poses
(shape completion by alignment).

(Klein et al., 2023) FM  Equiv. transp. S(N)xO(D) X Generic equivariant FM for particle/physics distributions (permutation/rotation symmetry),
not rigid-body pose assembly.

(Lim et al., 2025) FM Lifting layer SE(3) X 6-DoF grasp synthesis for a single rigid object (N=1), conditioned on object geometry.

(Wu et al., 2023) Reg. Equiv. layers SE(3)N v SE(3)-equivariant pose prediction for 3D part/shape assembly in a dataset-defined canonical
frame (supervised regression).

Ours M Quot. Inv. S,2/3D v Gauge-fixed configurations and horizontally projected velocities for invariant reassembly.

closed-form least-squares removal of global rigid-body drift. = = (hgy, ..., hgx) and work on the quotient S := M /G

Second, we apply canonical gauge fixing via a determinis-
tic map W that selects a unique representative on a section
¥, for (almost) every SE(n)-orbit. Beyond enforcing in-
variance, this canonicalization makes the Flow Matching
(FM) supervision single-valued and identifiable, reducing
target ambiguity and regression variance. Third, we de-
fine a quotient-invariant objective by projecting velocity
residuals onto the horizontal (shape-changing) subspace,
so the loss depends only on intrinsic assembly motion and
not on global drift. We leverage the established geometric
properties of shape spaces, referring to (Kendall, 1984) and
(Kobayashi & Nomizu, 1996) for a rigorous treatment of
gauge invariance and quotient manifolds.

Section 1 and Fig. 1 provide an intuitive account of motiva-
tion and the design of these components. For convenience,
we restate the definition of W in Sec. 4.3 and give 2D/3D
closed-form instantiations of the projected loss in Sec. 4.6.

4.1. Problem Formulation and Symmetries

We represent an N-part assembly by the rigid poses of its
fragments z = (g1,...,9n) € M := GV where g; =
(pi, Ri) € G := SE(n). We aim to learn a generative
flow on multi-body configurations that transports an initially
random arrangement of fragments to the distribution of
plausible assembled states.

We identify configurations under the diagonal left action A -

(relative pose space). This matters for learning because
supervision does not fix the global frame: many velocity
fields on M induce the same evolution of relative geometry,
differing only by an arbitrary rigid “whole-object drift”.
Direct FM regression on T'M can therefore waste capacity
fitting this unobservable component. The remainder of this
section clarifies this point and introduces our strategy: we
choose a consistent gauge and project velocities onto the
shape-changing (frame-invariant) component.

4.2. Geometric Decomposition of the Tangent Space

We endow M with a simple quadratic inner product that
treats each fragment equally. A tangent vector at x =
(g:)Y, can be written as & = (¢;)Y, € T, M, where
gi = (piy Ri) € T,,SE(n). Using the standard identifi-
cation T(, p)SE(n) ~ R™ @ so(n), we represent g; by
coordinates (p;, w; ), where p; is the linear velocity and w;
the angular velocity, defined through

Ri = &}1 R;, w; € 50(71), (1)

where (+) is the usual map from angular-velocity coordinates
to a skew-symmetric matrix (e.g., ¥ X = w X X inn = 3).
We then endow 7, M with the product metric

N

l&lRe =D (Ipsll* + llwsl|?) , ©)

i=1
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with M = diag(ln, Tgim So(n)). This metric will be used
to define an orthogonal projection that removes global rigid-
body drift. At any point z € M, the tangent space splits
as

ToM =V, & H,. 3

Vertical space V.. The vertical space is the tangent space
to the diagonal SE(n)-orbit through x: it consists of ve-
locities obtained by applying the same infinitesimal rigid
motion n = (V,w) € se(n) to each fragment. Formally, we
define the infinitesimal action o, : se(n) — T, M by

“

Vie [LN], as(n); = [VJF:Pi],

and set V, = Im(ay).

The Horizontal Space H,. We define H, := VIL as the
orthogonal complement with respect to the inner product
induced by M. Velocities in H, represent pure shape evolu-
tion: they change relative geometry while carrying no global
rigid-body drift under the chosen metric.

4.3. Global Gauge Fixing

To remove global pose redundancy, we define a canoni-
cal section ¥ C M that intersects each SE(n)-orbit (al-
most everywhere) exactly once. We construct a determin-
istic gauge map ¥ : M — ¥ by centering and align-
ing principal axes of the centered point cloud. Given
x = (pi, R;)XL,, we center positions by p = & >, pi
and p; = p; — p. We then form the empirical covari-
ance C = + >, p§(p¢) T, compute an eigendecomposition
Cc=U AUAF, and set R* = U " using a deterministic sign
convention to enforce det(R*) = 1. The canonicalized

configuration ¥ (x) = (p;, R;)V., = Z is

pi=R'PS, R,=R'R,. Q)

The gauge is unique on the regular set where A has dis-
tinct eigenvalues. App. A.2 describes a deterministic tie-
breaking convention for the remaining cases, yielding a well-
defined map W. In our experiments, smoother optimization-
based canonicalizations (e.g., Riemannian Fréchet means
on SE(n)) offered no benefit and were consistently, albeit
slightly, outperformed by PCA despite their higher cost; see
App. A.2 for an ablation.

4.4. Geodesic Probability Path

We define the probability path p,(x) via geodesic interpola-
tion on the manifold M. Given a data sample x; ~ ¢ and a
noise sample zy ~ pg, we first canonicalize both endpoints:
.i‘o = \I’(.T()) and 5?1 = \I/(CL‘l)

The interpolant x; is defined component-wise. For each frag-
ment ¢ € [[1, N], the pose g;(t) = (pi(¢), Ri(t)) evolves
as:

pi(t) = (1 — )Po,i + tP1,i,

R;(t) = exp (t log(Rl,iRS—)i)) Ro.i.

By construction, p;(0) = Po,i» Pi(1) = P14, and R;(0) =
Ry, Ri(1) = Ry ;.

(6)

The target velocity field u; () is defined as the tangent to
this interpolant. In our velocity coordinates it is constant
along the path and given by

tgt P1,i — Po,i

w= [mg(feiiéoﬁo] | @

The rotational component is expressed in Lie-algebra coor-
dinates: &w; = 1Og<R(—£iR17i> while R; (t) = &)\ZRl(t)

4.5. Quotient-Invariant Flow Matching

We define a quotient-invariant FM loss by removing, at
each x4, the best-fitting global rigid-body drift and measur-
ing the residual only in the horizontal subspace H, .

Let § = wvg(xs,t) — ue(xy) € T, M be the raw resid-
ual, written in our velocity coordinates as §; = (0v.;, 0w ;)-
We obtain the horizontal residual by subtracting the M-
orthogonal projection of § onto the vertical space V,,:

Iy, (9) = 6 = aq, (n°),

n* =arg min |6 — a.,(0)|3
neEse(n)

®)

Equivalently, n* is the solution of o] M v, n = o) M6,

n* = (alMawt)fla;Mzs = T(2¢) " P(x),

©))

I(z) = o) M o, P(z) = o) M6.
For SE(2) and SE(3), n* is given by a small weighted least-
squares solve. In the centered gauge, this solve simplifies
leading to the explicit formulas in Sec. 4.6.

Finally, the training objective is the expected energy of the
projected horizontal residual:

L(0) = Et,z9,2, [T, (0)]134] - (10)

4.6. Practical Instantiations

In the canonical gauge, positions are centered (i.e., Y . p; =
Q): the best &zlobal translational drift is the average residual,
oy = % i—1 Ov.i» 0 we work with centered translational
residuals 07 ; = dy i —dy (equivalently, ), oy ; = 0). After
removing translation, the only remaining global degree of
freedom is a common angular velocity w*. We obtain w*
by a M-weighted least-squares fit of a single rigid-body
rotation to the centered residuals, which yields the simple

expressions below for SE(2) and SE(3), where q; = p{.
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Planar case (SE(2)). Let d,; € R denote the scalar
rotational residual. Define

N N
=Y (q %0+ G

i=1 i=1
(1D

where a X b := a1by — asb;. The optimal global angular

velocity is w* = 7/, and the horizontal projection is

Iy, (6); = [5“““ Jql}, J= E ‘01] (12)

5w,i —w*

N
Irot = Z HqZH2 +N>
=1

Spatial case (SE(3)). With d,,; € R? the rotational
residual, the inertia matrix and angular momentum are:

(la: I’ T —asa}) + NI,

T
] =

@
Il
-

(13)

"
s

(qi X 65 ; + buwi)-

=1

The optimal global angular velocity is w* = J 'L, and the
projected residuals are

Ty (8); = [‘* T q’] : (14)

5(‘,_’1' —w*

These closed-form projections are differentiable and imple-
mented efficiently as batched tensor operations.

Inference Dynamics. Sampling consists of integrating
the learned vector field starting from a canonicalized noise
sample £y = ¥(x(). To ensure the trajectory evolves on
the quotient (i.e., up to global rigid motion), we project
the predicted velocity onto the horizontal space at every
integration step:

d
d—f = Ty, (ve(x,t)). (15)

In our velocity coordinates, writing I14, (’Ug(l‘,t)))i =
(Ps,w;), this means p; for translations and Ri = w; R;
for rotations. This projection removes the instantaneous
vertical component, so generation depends only on shape
change and is invariant to the choice of global frame. We

refer to App. D for training and inference algorithms.

5. Experiments

We evaluate our framework on two settings: 2D polygonal
puzzle solving and 3D fractured object reassembly. We first
describe the architecture and the experimental setup, then
ablation studies validating our geometric components, and
finally we compare to state-of-the-art (SOTA) methods.

5.1. Experimental Setup

2D simulated benchmarks. We evaluate on SVJP (Square
Voronoi Jigsaw Puzzle) (Hossieni et al., 2023), a synthetic
dataset of 100,000 square-domain Voronoi tessellations.
Following (Hossieni et al., 2023), vertex coordinates are
perturbed with i.i.d. Gaussian noise at 0%, 0.5% and 1%
of the square width. We also evaluate on SVFP, derived
from SVJP by replacing straight edges with irregular bound-
aries and introducing material degradation via stochastic
erosion (gap levels 0.5% and 1%). We report Overlap (area
alignment between predicted and ground truth positions)
and adjacency Precision/Recall computed with a Chamfer
distance threshold 7 = 1% of the square’s width.

Floorplans. We evaluate floorplan reconstruction on Mag-
icPlan (98, 780 houses) and RPLAN (60, 000 floorplans),
reporting Mean Positional Error (MPE) and Graph Edit
Distance (GED). MPE is the average pixel distance between
predicted and ground-truth room centers on a 256 X 256
canvas. For GED, we build the adjacency graph by connect-
ing rooms whose door centers are within 5 pixels (follow-
ing (Hossieni et al., 2023)).

Archaeological reassembly. We evaluate archaeological
reassembly on RePAIR (Tsesmelis et al., 2024), which
contains 121 frescoes with irregular fragment geometries,
eroded, and missing pieces. We report translation RMSE
(Tonm» mm), rotation RMSE (R°, degrees), and Overlap.

2D baselines. On SVJP/SVFP, we compare against geo-
metric generative baselines: score-based diffusion (Song
et al., 2021) and FM (Lipman et al., 2023), instantiated
respectively in Euclidean space R? and in the manifold
SE(2) (De Bortoli et al., 2022; Chen & Lipman, 2024). Our
results are also compared against PuzzleFusion (Hossieni
et al., 2023) on SVJP, SVFP, RPLAN and MagicPlan. On
RePAIR (Tsesmelis et al., 2024), we report results against
prior methods (Islam et al., 2025; Huang et al., 2006; Derech
et al., 2021). In the tables, baseline results are obtained by
running the authors’ released models/code for inference un-
der our evaluation protocol; ifalicized entries are quoted
from the original papers.

3D benchmarks. We follow the GARF evaluation proto-
col (Li et al., 2025) and report RMSE(R) and RMSE(T),
Part Accuracy (PA fraction of parts with Chamfer distance
< 10~2), and global Chamfer Distance (CD). We evaluate
on the volume-constrained version of the Breaking Bad
dataset (Selldn et al., 2022) (Everyday and Artifact subsets)
and the FRACTURA dataset (real and synthetic fractures).

3D baselines. We compare against graph-based meth-
ods (Scarpellini et al., 2024), architecture-based equivariant
approaches (Wu et al., 2023) and SOTA assembly pipelines
including Jigsaw (Lu et al., 2023), PMTR (Lee et al., 2024),
PuzzleFusion++ (Wang et al., 2025a), (Wang et al., 2025b),
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Table 2. Effect of (i) canonical gauge fixing, (ii) the quotient-
invariant loss, and (iii) multi-anchor supervision. We also report
a test-time ablation with and without prediction projection on the
SVIJP dataset. O, P and R stand for Overlap, Precision and
Recall, respectively.

Table 4. Quantitative results on 2D benchmarks. SVJP is evaluated
with three vertex-noise levels (0, 0.5%, 1.0%) (Hossieni et al.,
2023). Cross marks indicate not applicable. Best values are in
bold; second-best values are underlined. Reported values are
averaged over ten runs.

Gauge fix. Quot.loss Anchor |0t P{ R?

(A) Base X X X .80 .80 .75
(B) 4 X X 90 89 .88
(B”) X 4 X 92 89 .89
©) 4 4 X 93 90 .89
(D) Multi-anchor X X v/ |87 85 .83
Test-time ablation Prediction projection |
(C) w/o proj. (test) X 93 90 .89
(C*) with proj. (test) v 94 91 .90

Table 3. Effect of (i) canonical gauge fixing, (ii) the quotient-
invariant loss, and (iii) test-time prediction projection on the Every-
day and Artifact subsets of the Breaking Bad dataset. RMSE(R),
RMSE(T") and CD are lower-is-better metrics, while PA is higher-
is-better.

Components | Metrics

Gauge fix. Quot.loss Proj. |[RMSE(R) | RMSE(T)| PA} CDJ

Variant

Everyday
(A) Base X X X 9.67 323 91.48 0.76
(B) v X X 6.98 1.54 94.76 0.26
(B’) X v X 6.07 1.29 95.34 0.22
(&) v v X 5.74 1.13 95.54 0.19
(C’) with proj. (test) v v v 5.80 1.12 9591 0.19

Artifact
(A) Base X X X 10.02 3.98 90.21 0.98
(B) v X X 6.02 1.36 94.93 0.41
(B X v X 5.76 1.30 95.01 0.37
(@] v v X 5.41 1.12 95.23 0.34
(C) with proj. (test) v v v 5.36 1.01 9572 0.33
B.Bad  Fractura

NN N

Figure 2. Qualitative reconstruction results on six benchmarks.
Rows show Ground Truth (GT), the strongest baseline, and our
method. Columns correspond to SVJP (Hossieni et al., 2023),
SVEFP, MagicPlan (Hossieni et al., 2023), RePAIR (Tsesmelis et al.,
2024), Breaking Bad (Sellén et al., 2022), and FRACTURA (Li
et al., 2025).

QSDM (Xu et al., 2026) and GARF (Li et al., 2025). For
the latter, two settings were considered: While the GARF
fracture encoder is trained on a 1.9M fragment dataset, we
also evaluate GARF-mini, which shares the exact same ar-
chitecture but is pre-trained exclusively on the Everyday
subset of Breaking Bad. Like for 2D experiments, in all
tables, non-reproduced entries are shown in ifalics.

Overlap 1 Precision Recall T
Noise Level 0 5% 1%| 0 5% 1%| 0 5% 1%
SVJP
(Song et al., 2021) .66 .63 .58 .54 .49 .43|.57 .53 .49

(Lipman et al., 2023) .65 .65 .56 |.55 .51 .42|.58 .52 47
(De Bortoli et al., 2022) .79 .78 .69 |.73 .70 .62|.70 .67 .60
(Chen & Lipman, 2024) .80 .80 .68 |.74 .71 .64|.69 .65 .60
(Hossieni et al., 2023) .76 .71 .60|.80 .72 .60 |.74 .64 .44

Ours .93 .89 .78|.91 .87 .74|.88 .84 .71
SVFP

(Hossieni et al., 2023) X X X | X X x| Xx X X

(Song et al., 2021) 73 .67 .64 |.61 .59 .48|.64 .53 .56

(Lipman et al., 2023) 72 .70 .62 |.60 .55 .49|.63 .57 .54
(De Bortoli et al., 2022) .80 .79 .72 |.75 .72 .66|.70 .68 .61
(Chen & Lipman, 2024) .83 .84 .76 |.76 .74 .66 |.71 .66 .61

Ours .94 .87 .83(.90 .85 .83.88 .86 .82

5.2. Architecture and Implementation

Our FM formulation is easy to plug into existing SOTA
pipelines without modifying their feature extractors. In our
experiments, we therefore instantiate it on top of published
backbones whenever available.

2D backbone. To our knowledge, no standard backbone
exists for reassembling arbitrary geometry-only (apicto-
rial) polygons, we propose task-specific shape encoders
to represent individual fragments. These embeddings are
subsequently processed by a conventional attention-based
encoder, following established baselines (see App. B for
details). For the RePAIR dataset, we adopt the SOTA back-
bone (Islam et al., 2025) to leverage available textural cues.

3D backbone. We adopt the point-cloud backbone of
GAREF (Li et al., 2025) to isolate the contribution of our
FM formulation from architectural changes. We disable
all anchoring features during both training and sampling,
including anchor-based data augmentation.

Training & inference. Experiments were run on NVIDIA
H100 80GB GPUs using Python 3.12 and PyTorch 2.7.1.
The number of GPUs, epochs, and batch size vary by set-
tings and are reported in App. C.3. All models were trained
with AdamW. For sampling from noisy state to predicted
reconstruction, we integrate the learned vector field with
Heun’s method with 50 steps. Unless otherwise stated, quan-
titative results obtained from our runs are averaged over ten
runs. Implementation details and per-benchmark hyperpa-
rameters are provided in App. C.
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Table 5. Comparison with (Hossieni et al., 2023) on RPLAN and
MagicPlan data. Best values are in bold; second-best values are
underlined. Reported values are averaged over ten runs.

Dataset RPLAN MagicPlan
Metric MPE (}) GED ({) | MPE () GED ({)

(Hossieni et al., 2023) (Piece-level attention) 46.18 2.27 53.11 6.41
(Hossieni et al., 2023) (Vertex-level attention)  11.69 0.99 39.28 3.03

Ours 7.20 0.71 | 30.11 2.50

Table 6. Comparison to SOTA methods for archaeological frag-
ment reassembly on the RePAIR dataset (Tsesmelis et al., 2024).
Best values are in bold; second-best values are underlined. Re-
ported values are averaged over ten runs.

Method Ouverlapt | RMSE(R°)] | RMSE (Trum) |

(Derech et al., 2021) 0.04 80.96 139.49
(Tsesmelis et al., 2024) (Genetic Opti) 0.05 85.63 151.71
(Tsesmelis et al., 2024) (Greedy) 0.02 76.99 135.95
(Scarpellini et al., 2024) 0.10 123.42 280.76
(Zhou et al., 2024) 0.13 91.54 364.62
(Islam et al., 2025) 0.21 29.20 16.01

Ours 0.41 | 21.83 | 10.72

5.3. Ablations

Table 2 isolates the impact of enforcing global SE(2) in-
variance. We focus on SVJP to stress geometric ambiguity
and to measure improvements attributable to the reconstruc-
tion process rather than local appearance cues. Canonical
gauge fixing yields the largest gain (row B vs. row A: +0.10
Overlap), indicating that removing global-frame ambigu-
ity substantially simplifies learning. The quotient-invariant
loss further improves performance (row C vs. row B). At
test-time, we additionally ablate prediction projection by
evaluating the same trained model (row C) with vs. without
projection (row C vs. row C’), which provides a consistent
boost. Multi-anchor supervision improves over the uncon-
strained baseline (row D vs. row A) but remains below gauge
fixing (row B), suggesting that symmetry breaking through
anchors is less effective than invariance by construction. We
refer the reader to the App. A for details about our ablation
results and for experiments with alternative gauge choice
beyond the PCA gauge.

Table 3 presents a directly comparable ablation in 3D set-
tings (Breaking Bad dataset) and illustrates similar behavior.

5.4. Comparisons

Figure 2 provides qualitative reconstructions across all
benchmarks, illustrating typical failure modes and the im-
proved global consistency of our approach.

SVJP. Table 4 reports Overlap/Precision/Recall averaged
over ten runs at three vertex-noise levels, while training is
performed on clean shapes. On the in-distribution setting (0
noise), our method reaches 0.93 Overlap, compared to 0.80
for the strongest SE(2) baseline (Chen & Lipman, 2024).
As noise increases, performance drops for all methods, but
our method remains consistently best across all noise levels,

including 1% noise (Overlap 0.78 vs. 0.69 for the strongest
baseline).

SVFP. On SVFP, enforcing SE(2) invariance substantially
improves robustness under degradation. At 1% noise, our
method improves Overlap from 0.76 to 0.83, Precision from
0.66 to 0.83 and Recall from 0.61 to 0.82 over the strongest
SE(2) baseline. Overall, invariance by construction reduces
failure modes under distribution shift and yields reconstruc-
tions that remain both accurate and more complete.

RPLAN and MagicPlan. Table 5 reports floorplan recon-
struction results on RPLAN and MagicPlan. Vertex-level
attention (Hossieni et al., 2023) attends over all contour
vertices (quadratic in total vertices), while piece-level at-
tention compresses each fragment into a token and attends
over fragments. Our method achieves the lowest error on
both datasets, improving over the best PuzzleFusion variant
(vertex-level attention): on RPLAN, MPE (lower is better)
decreases from 11.69 to 7.20 and GED (lower is better) from
0.99 to 0.71; on MagicPlan, MPE decreases from 39.28 to
30.11 and GED from 3.03 to 2.50.

RePAIR (archaeological reassembly). Table 6 compares
to prior methods on RePAIR (Tsesmelis et al., 2024). Our
approach substantially improves all metrics, achieving 0.41
Overlap versus 0.21 for the strongest baseline (Islam et al.,
2025), while also reducing rotation RMSE from 29.20°
to 21.83° and translation RMSE from 16.01 mm to 10.72
mm. These gains indicate more accurate and more complete
reconstructions on real archaeological fragments.

3D benchmark (Breaking Bad and FRACTURA) Ta-
ble 7 reports 3D quantitative results under the GARF pro-
tocol on the Breaking Bad (Everyday/Artifact) and the
FRACTURA datasets. Prior to our work, GARF (L. et al.,
2025) is a strong recent baseline under this evaluation pro-
tocol; we therefore re-run GARF using the authors’ re-
leased code and report the verified numbers here. We
compare in two matched training regimes (Mini and full),
and the colored deltas indicate the difference to the corre-
sponding GAREF baseline in the same regime (Ours (Mini)
vs. GARF (Mini), and Ours vs. GARF). Across all three
test sets, our SE(3)-invariant formulation consistently im-
proves over GAREF, reducing both rotation and translation
errors while increasing Part Accuracy (PA) and lowering
Chamfer Distance (CD). In particular, on Breaking Bad
(Everyday), we improve RMSE(R) from 6.43 to 5.80 and
RMSE(T) from 1.26 to 1.12, while increasing PA from
95.33% t0 95.91% and reducing CD from 0.22 to 0.19. Sim-
ilar gains hold on the Artifact subset and on FRACTURA
(RMSE(R) 17.98 — 17.20, RMSE(T) 4.50 — 4.03, PA
84.18% — 85.13%, CD 6.36 — 5.29).
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Table 7. 3D quantitative results under the GARF protocol
on Volume-Constrained Breaking Bad Everyday/Artifact and
FRACTURA (Li et al., 2025). We report RMSE(R°) (deg)l,
RMSE(T) | (102), part accuracy (PA)T, and Chamfer distance
(CD)J (1073). Colored deltas are relative to the corresponding
GAREF setting (Ours (Mini) vs. GARF (Mini), Ours vs. GARF).
Best values are in bold; second-best values are underlined. Re-
ported values are averaged over ten runs.

Methods RMSE(R®) | RMSE(T) | PA ¢ CD |
Breaking Bad (Everyday) subset
(Wu et al., 2023) 79.2 15.1 26.98 12.33
(Scarpellini et al., 2024) 73.30 14.80 27.50 -
(Lu et al., 2023) 4372 7.02 68.29 8.97
(Lee et al., 2024) 31.57 9.95 70.60 5.56
(Wang et al., 2025b) 81.21 16.13 26.93 12.49
(Wang et al., 2025a) 35.20 6.16 76.50 2.58
(Xu et al., 2026) 7.28 1.54 93.28 0.43
(Li et al., 2025) (Mini) 6.99 1.38 94.30 0.26
(Li et al., 2025) 6.43 1.26 95.15 0.22
Ours (Mini) 6.217® 1.27C1 95.01+™)  .23(=0%)
Ours 5.80(—%% 1.12(—' 95.91(+7% 0,190
Breaking Bad (Artifact) subset
(Lu et al., 2023) 43.30 7.78 64.99 8.13
(Wang et al., 2025a) 46.29 9.87 60.80 7.78
(Xu et al., 2026) 7.80 1.76 93.01 0.97
(Li et al., 2025) (Mini) 7.90 1.80 93.37 0.87
(Li et al., 2025) 5.80 1.33 94.89 0.43
Ours (Mini) Follil = 1) 1.37-43)  94.22(+:85)  ( 68(~—19)
Ours 5.36(—*Y  1.01(% 95.72(+:5) 0.33(—10
FRACTURA (synthetic fractures)
(Lu et al., 2023) 62.19 18.98 32.65 71.72
(Wang et al., 2025a) 60.33 17.76 39.65 46.83
(Li et al., 2025) (Mini) 27.90 6.82 76.50 7.65
(Li et al., 2025) 17.98 4.50 84.18 6.36
Ours (Mini) 25.92(-198) 5 gg(=83) 78 45(+1.95) 7 (=63
Ours 17.200° 7% 4,03 47 85.13(19%) 5.29(~1.07

6. Conclusion

Our method is a step towards mathematically grounded
generative modeling on SE(n) shape spaces. Empirically,
we observe consistent improvements over baseline methods
that do not explicitly handle global rigid-motion ambiguity,
most notably in 2D settings where this structure is often
overlooked, while still yielding gains in 3D despite a more
competitive landscape. Importantly, this framework departs
from reliance on restrictive data hypotheses: it is broadly
applicable, while providing the mathematical scaffold to
integrate domain-specific constraints in future work.

Impact Statement

This work aims to advance machine learning methods for
geometric object reassembly by explicitly accounting for
global rigid-motion symmetries. The proposed approach
may be useful in applications such as cultural-heritage
restoration, geometric part assembly, and fracture recon-
struction, where more robust alignment methods can support
expert workflows. As with any automated reconstruction
method, outputs should be interpreted with care when frag-
ments are ambiguous, noisy, or incomplete, and should be
validated by domain experts in real-world use. We do not
anticipate direct negative societal impacts beyond those of

related geometric reconstruction technologies.
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A. Extended Ablation
A.1. Detailed ablation

The ablation in Tab. 2 shows that enforcing geometric constraints is critical for performance:

* Global gauge fixing provides the most significant improvement, increasing Overlap from 0.80 to 0.90. By projecting
configurations onto a unique canonical section Y, the model identifies a single solution within each group orbit,
reducing problem complexity. Mathematically, the dimensionality decreases from dim(M) = N dim(SE(n)) to
dim(X) = (N — 1) dim(SE(n)), effectively removing the three (in 2D) or six (in 3D) global degrees of freedom.

* Quotient-invariant loss allows us to achieve the highest Overlap (0.93): by supervising strictly on the horizontal
tangent bundle, the network learns intrinsic shape evolution while ignoring spurious gradients from unidentifiable
global drift.

* Applying inference projection I, during testing ensures physical consistency. By enforcing zero global momentum
throughout the integration process, Overlap reaches 0.94.

¢ Even if multi-anchor supervision (Row D) improves the unconstrained baseline (0.87 vs 0.80 Overlap), the gap
with our Global Gauge Fixing (Overlap 0.90) highlights a limitation of anchoring. Moreover, GGF allows for faster
training dynamics: models utilizing the gauge converge within 1,000 epochs, whereas the multi-anchor baseline
requires approximately 1, 500 epochs to plateau. This suggests that GGF leads to a sharper, less noisy regression target,
effectively simplifying the optimization landscape compared to the combinatorial nature of multi-anchor supervision.

A.2. Alternative Gauge Selection

We discuss the choice of canonical section ¥ by comparing a PCA gauge to a Riemannian Fréchet mean gauge. Both
define valid quotient maps ¥ : M — 3 that fix the SE(n) degrees of freedom, but they may differ in numerical stability
during training. Here, we focus on Fréchet-mean gauge, that defines the canonical orientation R* as the Fréchet mean of
the fragment rotations, found by minimizing " d%, n) (R*, R;), via an iterative algorithm.

As shown in Table 8, PCA is (very) slightly but consistently better on SVJP across B/C, with small yet repeatable margins.

Table 8. SVJP gauge-selection ablation. For each setup (B/C), we swap only the gauge. Parentheses report signed differences w.r.t. PCA
under the same setup; best values are in bold.

Train config. Components | Metrics (vs. PCA)
Gauge Inv.loss| Ot Pt Rt
(B) + Gauge
PCA X | .900+00  gg(H-00)  gg(+:00)

Fréchet-mean X .89(=-01)  gg(=-00)  gg(—-00)

(C) + Quot. loss

.93(+:00)  gg(+:00)  gg(+:00)
.92(=0D)  gg(=-01)  gg(—-01)

PCA v
Fréchet-mean v

PCA gauge tie-breaking (deterministic canonicalization). The PCA gauge is defined by eigenvectors of the positional
covariance and is therefore only determined up to sign flips and axis permutations. We resolve these ambiguities determinis-
tically as follows: (i) sort axes by decreasing eigenvalue; (ii) enforce a right-handed frame by flipping one axis if needed
to ensure det(R*) = +1; and (iii) in degenerate cases (eigenvalue multiplicity) where the in-plane axes are not uniquely
defined, we select a consistent completion using fragment orientations, as follows.

In 3D, after obtaining the principal axis e;, we exploit rotations by considering ng) = (I —ere] )Riey, for k € {1,2,3}
and the weights w; = [[p§||. We set by, =, wivfk) and choose k* = arg maxy, ||b||. Defining s; = sign((ugk*), b)),
we can compute b = ). wisivgk*) and ey = ﬁ (provided that ||b|| is above a small threshold ;) and finally we set
es = ey X eg. If ||b]| < 7, we complete the frame by choosing a € {(1,0,0), (0,1,0), (0,0,1)} (canonical base) such that
|aTel| is minimal (i.e., a is as orthogonal as possible to e;), then setting e; = ”272”” and e3 = e; X ey (with a final sign

flip if needed to enforce det(R*) = +1).
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Empirical analysis on geometric degeneracies. While perfectly symmetric spectra are rare in 2D settings or in real 3D
data, near-degeneracies can arise in simulated datasets containing objects with rotational symmetries or elongated structures.
We report results on the subset of Breaking Bad (Sellan et al., 2022) that specifically requires PCA gauge disambiguation.
According to Table 9, performance on this subset is even higher than on the full distribution (Tab. 7; e.g. 96.44 vs. 95.91 for
PA-Everyday). This should be interpreted with care: the “degenerate” subset is biased toward simpler instances, since PCA
ambiguities are much more likely when objects split into only a few large fragments. Consistently, 80% of the samples in
this subset contain five fragments or fewer.

Table 9. 3D quantitative results (GARF protocol) on the ambiguous subsets of Breaking Bad Everyday/Artifact. We report RMSE(R®)

(deg)}, RMSE(T) | (10™2), part accuracy (PA)T, and Chamfer distance (CD)| (10™?). Best values are in bold; second-best are
underlined.

Methods RMSE(R°)l RMSE(T)] PA1T CDJ
Breaking Bad (Everyday) - Ambiguous Subset

GAREF (Li et al., 2025) 5.90 1.18 96.27 0.19

Ours 5.45 1.05 96.44 0.18
Breaking Bad (Artifact) - Ambiguous Subset

GAREF (Li et al., 2025) 5.54 1.30 9520 040

Ours 5.02 0.99 96.03 0.31

A.3. Metric Sensitivity and Statistical Stability

We additionally evaluate the sensitivity of our method to the relative weighting between translation and rotation in the
tangent-space metric. We consider the weighted metric

lil3s, =2 (allpall®> + (1 = a@)wil?),  0<a<t,

and report results for several values of the ratio a/(1 — a). As shown in Table 10, the default balanced setting performs best
or near-best across all tested benchmarks, and performance remains stable for moderate changes of the translation—rotation
weighting.

Table 10. Sensitivity to the translation—rotation weighting in the tangent-space metric.

a/(1 —a) SVIP Overlapt RePAIR Overlap? B. Bad Everyday PAT FRACTURA PAT

0.50 91 37 95.34 84.72
0.75 .93 .39 95.43 85.01
1.00 (default) 93 41 95.91 85.13
1.25 .92 37 95.89 84.89
1.50 92 .35 93.62 83.82

We also evaluate the statistical stability of the 3D results over five independent training seeds, using fixed sampling settings.
Table 11 reports mean and standard deviation (across five training seeds) on the three 3D benchmarks. The standard
deviations are small compared to the observed gains over the strongest baselines, indicating that the reported improvements
are stable.

Table 11. Statistical stability of our 3D results over five training seeds. We report mean =+ standard deviation across five training seeds.

Dataset RMSE(R®) | RMSE(T) | PAT CDJ

Breaking Bad (Everyday) 5.78 +£0.02 1.10+0.04 95.96 £0.07 0.20 £ 0.01
Breaking Bad (Artifact) 5.35+£0.03 1.00+0.01 95.74+£0.02 0.3140.02
FRACTURA 17.10+0.12 3.98+0.03 85.154+0.04 5.12+0.10
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B. Architecture
B.1. Shape encoder

PuzzleFusion reports that vertex-level attention can be more accurate in their setting (Hossieni et al., 2023). However, global
attention over raw contour vertices scales quadratically with the total vertex count, which quickly becomes prohibitive as
contour resolution increases. We therefore adopt a piece-level design: each fragment contour is encoded into a compact
token in a d-dimensional latent space and attention is applied across fragments. Despite this compression, we obtain strong
performance in our benchmarks.

B.2. SVJP encoder.

For each polygon P; = {pi7m}7]\,{;1, the ordered vertex sequence (defining the contour of a piece) is centered (Vm €
[1, M;], Pim = Pim — Mil Zj\il p;,;) and embedded into a fixed-dimensional piece token of dimension M using zero
padding if necessary. Concretely, the ordered vertex sequence is stacked into a fixed-length representation and projected by

a fully-connected (linear) layer ® : R?M — R to obtain:

hi = ® (vec(Pf)) € RY, (16)

where vec() is the flattening operator. This provides a translation-invariant description of the local geometry by operating in
the centered local frame, yielding one token per fragment.
B.3. Polygonal Room Encoder (MagicPlan, RPLAN)

Each room R; is represented as a sequence of M vertices. To encode the geometry and architectural features jointly, we
define a unified feature tuple for the m-th vertex as u; ., = [Ti m, Yi.m, Oi.m] € R, where &; ,,, € {0,1} acts as a binary
indicator, taking the value 1 if the vertex belongs to a doorway and O otherwise.

The room’s geometric representation v; is derived by flattening previous tuples into a single vector of fixed dimension 3M/:
T 3M
v = (21, Y015 00,1, - -+ Ti,M, Yims 0im] € R (17)

Finally, this geometric vector is concatenated with the semantic one-hot vector s; € {0,1}2° (representing the room
category) to form the complete room embedding input:

zi = [vi, 8] € R?MT20, (18)
The final room embedding h; is obtained through a fully connected layer ® : R3M+20 _, Rd:

hi = ®(2;). (19)

B.4. SVFP shape encoder.

First, to eliminate the artificial cyclic ambiguity of polygon representations, we pre-process each piece into a canonical
vertex order using a deterministic phase criterion. For each polygon P; = {pim}f‘,{:l (centered in its local frame), we
compute the polar phase:

Om = atan2(p£%,p§izl) € [0, 2m). (20)

We then choose the vertex m* = arg min,, ¢, and circularly shift the indexing so that the sequence starts at p,,«. Finally,
we fix the traversal direction by applying a deterministic reversal of the shifted order, yielding an equivariant representation
up to rigid motion and removing both the cyclic shift and orientation ambiguities. The same re-indexing is applied to any
per-vertex attributes.

We then extract translation-invariant local features x; ; € R?* for every vertex j of fragment i. These features encode the
local curvature via the turning angle «; ; and edge lengths e; ;:

Qg5 = atan?(det[ei,j—la ei,j]a <6i,j—17 6i,j>)a @1

x5 = [cos ay j,sina j, e 51, [0i,5 — vil].
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To respect the closed-chain topology, we inject a cyclic positional encoding P E,. composed of Fourier features with

frequencies I = 1,..., L:
, _ (2nlj 27l \ 1*
PE.y.(j) = {sm <M> , COS (M>]z_1. (22)

Rather than applying global vertex attention, we process the entire contour with a local Transformer and pool its outputs into
a single fragment token:
hi = Pool (Tiocal ({#4,5 + PEeye(§)}i11)) - (23)

B.5. Piece interaction coding.

Global reasoning operates on piece tokens {h; } ; after they have been “augmented” with pose and the time embedding
e(t) of the generative process as follows. Let the fragment pose be parametrized as:

pi = |4, yi, cos by, sin 0;] € RY (24)

Then, it is projected by a fully connected layer FC : R* — R?. A set-level attention module is then applied over {z;} ¥ ;
where:

zi = hi + FC(p;) + e(t) (25)

and the resulting updates are iteratively refined to produce the final SE(2) motion field for all pieces.

C. Dataset Descriptions and Experimental Context

This section provides the specific details for each experimental setup used in the main paper. Our framework is evaluated
across diverse reassembly tasks, ranging from 2D puzzles to 3D artifact reconstruction.

C.1. 2D Reassembly Benchmarks
C.1.1. 2D SYNTHETIC PUZZLES: SVJP

The Square Voronoi Jigsaw Puzzle (SVJP) dataset evaluates geometric reasoning under complex, low informative
boundaries and variable fragment counts. For each puzzle, we sample N points inside a [0,1] square and construct the
corresponding Voronoi tessellation. The resulting Voronoi cells serve as puzzle pieces. The number of fragments ranges from
3 to 15 uniformly over 100,000 puzzles for training and 1,000 puzzles for testing. To assess robustness to imperfect polygon
extraction, we additionally evaluate on corrupted inputs obtained by perturbing corner coordinates with i.i.d. Gaussian noise
at three levels, using variances of 0.5% and 1% of the square’s width. Models are trained on the noise-free setting and
evaluated without finetuning under increased noise. We report Overlap (average IoU of predicted pieces with ground truth)
and Precision/Recall computed on the adjacency graph induced by neighboring piece connectivity.

C.1.2. 2D SYNTHETIC PuzzLES: SVFP

The Square Voronoi Fractal Puzzle (SVFP) dataset follows the same Voronoi-based construction as SVJP. To emulate
realistic break contours while preserving exact mutual compatibility, SVFP replaces straight shared edges with shared
fractal curves: for every unique boundary segment between two adjacent cells, we recursively subdivide the segment for a
fixed number of levels and perturb midpoints along the local normal with an amplitude proportional to edge length (with a
minimum amplitude and geometric decay), and we reuse the exact same perturbed polyline for both incident pieces. In
addition, we optionally generate an eroded variant by carving a thin band around the shared curves and subtracting it from
each piece, creating small residual gaps that mimic worn borders and imperfect fits. For learning and evaluation, piece
polygons are resampled to a fixed number of contour points per piece (e.g., M = 100).

C.1.3. FLOOR PLAN ASSEMBLY: RPLAN

The RPLAN dataset (Wu et al., 2019) consists of residential floorplans and evaluates constrained assembly where geometry
must be consistent with semantically plausible room adjacencies. RPLAN contains 60,000 samples, split into 55,000 training
and 5,000 testing floorplans. In the task, each sample provides a shuffled set of room polygons (3 to 8 rooms per floor).
Each room is associated with a room-type label encoded as a 20D one-hot vector. A door is represented as a line segment
with two corners and is treated as an additional element in the input.
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C.1.4. REAL-WORLD FLOOR PLAN: MAGICPLAN

The MagicPlan dataset (Hossieni et al., 2023) provides a large-scale real-world benchmark derived from consumer re-
constructions, introducing realistic noise and annotation artifacts. It contains 98,780 single-story houses/apartments, split
into 93,780 training and 5,000 testing samples. Room shapes are reconstructed by users (via corner clicking) through an
augmented-reality application, then Manhattan-rectified, and finally manually arranged into a floorplan that serves as ground
truth; this pipeline introduces realistic geometric noise compared to synthetic settings. The number of rooms per house
ranges from 3 to 10.

C.1.5. ARCHAEOLOGICAL FRESCO: REPAIR

We evaluate archaeological reassembly on the RePAIR benchmark (Tsesmelis et al., 2024), which contains realistic 2D
(and 3D) fresco fragments exhibiting irregular break geometry, erosion, and missing pieces, together with high-resolution
imagery and archaeologist-annotated ground-truth poses/metadata. Following the experimental protocol of (Islam et al.,
2025), we use the official 2D split comprising 121 puzzles (97 train / 24 test), with 957 fragments in total and report results
on the held-out test set.

Semi-synthetic pretraining. When pretraining on semi-synthetic fresco puzzles, we follow the data-construction protocol
of (Islam et al., 2025) and build upon the fragmentation procedure of (Zhou et al., 2024), where frescoes are partitioned
into fragments by iteratively sampling segmentation lines whose boundaries randomly mix straight segments and Fourier-
synthesized curves to yield diverse, realistic break patterns. As in (Islam et al., 2025), we further incorporate border
degradation (morphological erosion) and small rigid perturbations to better match RePAIR acquisition artifacts.

C.2. 3D Reassembly Benchmarks and Protocol
C.2.1. SYNTHETIC FRACTURES: BREAKING BAD

Breaking Bad (Selldn et al., 2022) is a large-scale synthetic dataset for 3D fracture and reassembly. We use the volume-
constrained benchmark protocol and report results separately on two subsets: an Everyday subset with 7,872 assemblies
used for evaluation, and an Artifact subset with 3,697 assemblies used for evaluation, designed to test generalization to
different object shapes. The benchmark spans a wide range of fragment counts per object, with fractures generated by
simulation, providing a controlled environment for quantitative evaluation at scale.

C.2.2. MIXED SYNTHETIC/REAL SCIENTIFIC FRACTURES: FRACTURA

FRACTURA (Li et al., 2025) is curated to capture real-world fracture complexity across multiple scientific domains
and includes both real fracture test data and synthetic fracture counterparts generated from intact objects for controlled
experimentation and domain adaptation. The dataset spans several object categories, including ceramics, bones (e.g.,
vertebrae, limbs, ribs), eggshells, and lithics. However, only the bones dataset is publicly available. The real-fracture subset
covers three characteristic fracture regimes: (i) random breakage, corresponding to irregular and chaotic fractures commonly
observed in ceramics, bones, and eggshells; (ii) incomplete ossification, where unfused juvenile bone ends yield fragmented
epiphyses; and (iii) flintnapping, producing conchoidal fractures in lithics with radially propagating fracture lines. For the
synthetic counterpart, fracture generation relies on physics-based simulation for ceramics, bones, and eggshells, and on
geometry-based simulation for lithics. Real fragments and intact objects are digitized via high-accuracy 3D scanning: the
real-fracture subset is used exclusively for testing, while scans of intact objects support the synthetic fracture generation
pipeline. Overall, FRACTURA contains 9,727 synthetic assemblies (53,350 pieces) and 41 real assemblies (292 pieces),
with per-category statistics reported in the accompanying appendix of the reference protocol.

C.3. Hyperparameters

For a fair comparison, we ensure that neural network complexity is comparable across competitors. For experiments on
SVIJP, SVFP, MagicPlan, and RPLAN, we set the hidden dimension to d = 256 with 6 layers of multi-head attention,
resulting in an architecture of approximately 5 million parameters similar to PuzzleFusion (Hossieni et al., 2023). When
leveraging backbones from other methods, we adopt the exact parameters and official implementations as specified in the
original articles.
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Table 12. Hyperparameters for all experiments (Section C.3), consolidating training configurations, inference dynamics, and hardware
details.

Parameter 2D Experiments 3D Experiments
(SVIP, SVFP, RPLAN, MagicPlan, Re- (Breaking Bad, FRACTURA)
PAIR)

Optimization

Optimizer AdamW AdamW

Learning Rate 10~4 5x 1074

Batch Size 128 128

Epoch Number 3000 1500

Training time 0.5 days 3 days

Inference (Sampling)

ODE Integrator ~ Heun’s Method Heun’s Method

Integration Steps 50 50

Infrastructure

Hardware 1 NVIDIA H100 80GB 4 NVIDIA H100 80GB

D. Algorithms

Algorithm 1 describes the training procedure for quotient-invariant flow matching. Given gauge-fixed endpoints o = ¥(zg)
and £, = ¥ (z4), it samples ¢ ~ U[0, 1], evaluates the geodesic state x; and target velocity ug, and optimizes vg with the
horizontal loss. The required horizontal projection Il is computed by the inertia-momentum solve, with closed forms in
the canonical gauge for SE(2) and SE(3). l

Algorithm 1 Quotient-Invariant Flow Matching Training on M = SE(n)"

1: Input: data distribution g on M, prior py on M, gauge map ¥ : M — X, metric matrix M, network vy.
2: Sample 1 ~ ¢, 1 < ¥(z1) {Gauge-fix data}
3: Sample zp ~ pg, To < U(zp) {Gauge-fix noise}
4: Sample ¢ ~ U0, 1]

5: xp  Te(Zo, 21) {Geodesic interpolant on M (Eq. 6)}
6: Uy < Uggt (To, T1) {Conditional target velocity (Eq. 7)}
7: 0 < vg(wt, ) — uy {Raw residual in T,, M }
8: 0t (o, Mozmt)_la; M6 = I(z;) " P(z¢) {Inertia—momentum solve (Eq. 9)}
9: 7« g, (§) = §—ag(n*) {Horizontal residual (Eq. 8)}
10: L£(0) |73, {Quotient-invariant FM loss (Eq. 10)}
11: Update 6 using Vo L(6)

Algorithm 2 reports inference on SE(n)": it integrates the projected ODE & = Il (vg(x,t)) using Heun steps on the
manifold via Exp, optionally re-applying ¥ to limit gauge drift.
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Algorithm 2 Sampling with Horizontal Projection on M = SE(n)"

Input: trained field vy, prior p, gauge map U, time grid {¢; }/*_, with to = 0,¢) = 1, step size At.
Output: # € X (gauge-fixed assembled configuration)
Sample 29 ~ pg, 2o < ¥(x0) {Initialize on the canonical section >}
fork=0to K —1do
wg < vg(Tg, tr)
wg < g, (wk) {Remove instantaneous global drift (Eq. 15)}
T + Exp,, (Atwy)
W <= vg(Z, tr+1)
W 4— HH; (117)
Th+1 < Expxk(%(wk‘ + ﬁ’))
Tpt1 — V(zpt1) {Gauge re-fix for numerical stability }
: end for
. return x g

WX D RN

— = =

E. Detailed Mathematical Derivations

In this section, we provide the rigorous derivation of the horizontal projection operator Il presented in Section 4. We
show that enforcing zero global drift corresponds to solving a generalized inertia-momentum problem on the Lie algebra

se(n).

E.1. The Horizontal Projection Problem

Letx = (g1,...,95) € M be a configuration in the product manifold M = SE(n)". We consider a raw velocity
residual 6 = (81,...,0xn) € g¥, typically defined as the difference between the network prediction and the target field,
§ = vg(x,t) — ug(x).

The vertical space V,, C T, M consists of velocities induced by a global rigid motion n € se(n) applied to the entire
assembly. For a global spatial twist 7, the induced velocity on each fragment ¢ is given by the infinitesimal action o, (7).
The horizontal projection seeks to find the optimal global correction * that minimizes the residual energy weighted by the
metric. Using the mass matrix M = diag(L,, ALgim so(n) ), We define the objective:

neEse(n)

N
. 1
min L(n), where L£(n) = 5> [0 — o s(1)llys (26)
=1

E.2. Solving the Normal Equations

Using the property of the metric-weighted inner product (u, v)n; = u” Mu, we expand the loss function:

L(n) = (0 — 0gi (1) M (8; — 0gi(n)) (27)

DN =

i=1

Il
N | =
=

(67 M6; — 26] Marg i(n) + 0z,i(n) Moy i(n)] (28)

=1

Setting the gradient with respect to the global twist 1 to zero yields:
N
VoL(n) =) [~al Ms; + (ol May ;) n] =0 (29)

i=1
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This yields the linear system Z(z)n* = P(x), which is the generalized form of the Inertia-Momentum equations:

N

I(z) = Z az;iMam e Rdimexdims (Geperalized Inertia Tensor) (30)
i=1
N .

P(z) = Z al MJ; € RY™M9  (Generalized Total Momentum) (31)
i=1

Under non-degenerate configurations, Z(x) is symmetric positive definite and thus invertible. The horizontal projection of
the residual is then:
My, (8) =6 — ax(n*), where n*=Z(x) 'P(x) (32)

F. Notation Summary
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Table 13. Notation used in Sec. 4.

Notation Meaning

Basic groups and dimensions

n Ambient dimension (n = 2 or n = 3 in experiments).

N Number of rigid parts (fragments) in the assembly.

SE(n) Special Euclidean group in dimension n (rigid motions: translation + rotation).
SO(n) Special orthogonal group (rotations in R™).

so(n) Lie algebra of SO(n) (skew-symmetric matrices; angular velocities).

se(n) Lie algebra of SE(n) (infinitesimal rigid motions).

Configuration space and quotient
Shorthand for the rigid-motion group G = SE(n).

M Multi-body configuration manifold: M := G = SE(n)"N.

T Assembly configuration z = (g1,...,gn) € M.

gi Pose of fragment i: g; = (pi, Ri) € SE(n).

Pi Position (translation) of fragment 7 in R™.

R; Orientation (rotation) of fragment ¢ in SO(n).

h- -z Diagonal left action of h € SE(n): h - = (hg1,...,hgn).

S Relative-pose (shape) space as a quotient: S := M /G.

Tangent spaces, coordinates, and metric

T(), T (") Tangent bundle, and tangent space at z (e.g., T M, Ty M).

& Tangent vector (velocity) at z: & = (g; YW € TuM.

9i Velocity of fragment i: §; = (p:, Ri) € Ty, ;SE(n).

w; Angular-velocity coordinates for fragment 7 (m Rdim SO(n)y

) “Hat” map from angular-velocity coordinates to so(n), defined by Rz =©;R;.
Block-diagonal metric matrix used in the quadratic norm, typically M = diag(I», I4im sO(n))-

HLHIZVI Product metric on T, M: 21_1(“?1”2 + szHz)

Vertical/horizontal decomposition (global drift vs. shape change)

Ve Vertical space at =: tangent to the G-orbit (global rigid-body drift).

Ho Horizontal space at z: H := VzL under (-, ) M.

n Infinitesimal rigid motion nn = (v, w) € se(n).

ag Infinitesimal action o : se(n) — T M applied identically to all parts: (. (1)) = [v + @pi; w].

Iy, M-orthogonal projection onto H .. (removes best-fit global drift).

Canonical gauge fixing

z Canonical section (a set intersecting almost every G-orbit once).

4 Gauge map ¥ : M — X (centering + PCA axis alignment).

P Centroid: p = % ZZ Pi-

py Centered position: p; = p; — P.

C Empirical covariance of centered positions: C' = N >, pi(p§ )T

C=UAUT Eigendecomposition of C' (used to define principal axes).

R* Canonical global rotation, typically R* = U " with deterministic sign convention and det(R*) = 1.

z = ¥(x) Canonicalized configuration (unique representative on X).

p;, R} Canonicalized pose components: p; = R*p§, R; = R*R;.

Geodesic probability path and targets

To, T1 Noise sample xg ~ po and data sample 1 ~ q.

To, T1 Canonicalized endpoints: g = ¥ (zg), Z1 = ¥(z1).

pi(x) Probability path defined via geodesic interpolation on M.

T Interpolated configuration at time ¢ € [0, 1] between Z and Z1 .

exp, log Lie group exponential / logarithm maps on SO (n) (used for rotation interpolation).

wy () Target velocity field (tangent of the interpolant); constant in chosen coordinates along the path.
tgt

Per-fragment target velocity: [f)l),z — Po.i; log(RLiRJi)}.

Flow Matching model, r Is, and quotient-invariant loss
vg(zt,t) Learned velocity field (neural network) at state x+ and time ¢.
Raw residual in T',, M: § = vo(x¢,t) — ug(xt).
Ov.,is Ouw,i Translational and rotational components of the residual for fragment <.
n* Best-fit global drift (least squares): n* = arg min,cge(n) [0 — @z, (17) 134
I(x) Normal-matrix term (information / inertia-like): Z(z) = o, M .
P(x) Right-hand term: P(z) = o] M §.
L(6) Quotient-invariant FM loss: E¢ oo [ T3, (&) 134]-
Closed-form projections (canonical gauge)
Oy Mean translational residual: 6y, = ﬁ > 0vii
6;2- Centered translational residual: 65 ; = dy i — Oy
SE(2): J Planar 7r /2-rotation matrix J = [U -
SE(2): Loy, T Scalar inertia-like term and torque- hke term used to compute w* = 7/ Irot.
SE(3): J, L 3D inertia matrix and angular momentum used to compute w* = J L.
Inference
dx
i My, (vo(z,t)) Sampling ODE: integrate the projected learned field to evolve only in shape space.
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