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Abstract

Imitation Learning (IL) learns high-quality poli-
cies from expert demonstrations but degrades in
low-expert-data regimes. To address this, recent
work studies “offline IL with supplementary data”,
augmenting expert data with trajectories from sub-
optimal policies. A prominent framework is Dis-
tribution Correction Estimation (DICE), which
estimates density ratios via the dual of a diver-
gence minimization problem between learned and
expert visitation distributions. However, existing
DICE-based methods either rely on a strict cover-
age assumption or introduce additional dataset
regularization, limiting performance. We pro-
pose ReDICE, a new DICE-based method that
addresses these issues through an objective-level
reformulation. Our approach constructs a mixture-
distribution objective that preserves the original
expert-imitation objective while removing the cov-
erage assumption, and its dual reduces to a sta-
ble Gumbel regression objective for efficient op-
timization. We further introduce a novel policy
extraction mechanism that improves performance.
Experiments on standard and real-world offline
IL benchmarks show that ReDICE consistently
outperforms prior methods and achieves state-of-
the-art results.

1. Introduction

Offline IL Learning (IL) aims to learn decision-making poli-
cies by mimicking expert behavior from demonstrations,
without requiring explicit reward specification or online
interaction with the environment (Zare et al., 2024). This
paradigm has proven effective across a wide range of sequen-
tial decision-making tasks, particularly in safety-critical
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domains such as robotics and autonomous driving, where
exploration is expensive or infeasible (Cheng et al., 2024,
Black et al., 2025). The most widely used IL method is
Behavior Cloning (BC) (Pomerleau, 1988), which reduces
policy learning to supervised learning on expert state—action
pairs. Despite its simplicity, BC is fundamentally limited
by compounding errors (Ross et al., 2011), where minor
execution deviations can lead the agent into unseen states
from which it may not recover. To overcome this limita-
tion, recent works (Xu et al., 2022; Li et al., 2023b) have
studied offline IL with suboptimal demonstrations setting in
which a small set of expert demonstrations is supplemented
with a much larger dataset collected by suboptimal behavior
policies. Such supplementary data are often inexpensive to
obtain and can significantly expand state—action coverage.
However, directly leveraging these data remains challenging,
since naively imitating suboptimal behaviors can degrade
policy performance.

A prominent class of methods addressing this setting is
Distribution Correction Estimation (DICE) (Nachum et al.,
2019), which formulates imitation learning as the minimiza-
tion of a divergence between the occupancy measures of the
learned policy and expert. Despite their strong theoretical
foundations, existing DICE formulations suffer from impor-
tant practical and conceptual limitations. The first DICE
method, DemoDICE (Kim et al., 2021) modifies the orig-
inal divergence objective by introducing an additional KL
regularization term that penalizes deviation from the subop-
timal data distribution. Although this regularization helps
integrate suboptimal data into the learning process, it comes
at the cost of no longer directly minimizing the divergence
between the learned policy and the expert. Moreover, the
strength of the regularization must be carefully tuned, and
overly conservative regularization can prevent effective pol-
icy improvement when supplementary data are low-quality
(Yu et al., 2023). Another approach, SMODICE (Ma et al.,
2022) directly minimizes the KL divergence between the
learned policy occupancy and the expert occupancy by de-
composing the divergence using the suboptimal data distri-
bution as a reference measure. However, this decomposition
is only valid under a strict coverage assumption—the subop-
timal dataset assigns non-zero probability to all state—action
pairs visited by the expert. In practice, violations of this
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assumption can often lead to unstable optimization and poor
performance (Sikchi et al., 2024).

These observations reveal a fundamental limitation of ex-
isting DICE-based methods: enforcing expert coverage
through suboptimal data can lead to biased or unstable objec-
tives, while adding regularization compromises the original
imitation learning objective. This raises a natural question:
Is it possible to design a DICE objective that remains
well-defined without coverage assumptions while still
directly optimizing expert imitation? We answer this
question in this paper by proposing ReDICE (Revisiting
Distribution Correction Estimation), a new offline IL learn-
ing method that resolves these issues. Specifically, our
contributions are as follows:

* We propose a mixture-based KL divergence formulation
for offline IL, which directly minimizes the divergence
between the learned policy occupancy and the expert oc-
cupancy. This formulation removes the strict expert cov-
erage assumption and avoids introducing auxiliary regu-
larization terms, while preserving a principled divergence
minimization objective.

* We derive a dual representation of the proposed objective
via Lagrangian relaxation of Bellman flow constraints and
show that the resulting dual objective is equivalent to a
Gumbel regression loss (Garg et al., 2023). This loss is
strictly convex with a unique global optimum that helps
stabilize the learning process and improve convergence.
Building on this dual formulation, we develop a practical
policy extraction mechanism that mitigates weight col-
lapse caused by value overestimation, while remaining
consistent with the theoretical solution.

* We evaluate ReDICE through extensive experiments on
standard offline IL benchmarks with different levels of
expert coverage, and a real-world maritime navigation
setting. Experimental results show that ReDICE out-
performs state-of-the-art baselines. The implementation

of ReDICE is publicly available at https://github.

com/quanganh1999/ReDICE.

2. Related Work

Offline IL with suboptimal data Learning solely from
expert demonstrations often requires a large amount of ex-
pert data, which can be costly or difficult to obtain in prac-
tice. To address this, prior work has studied offline imita-
tion learning with suboptimal data, where limited expert
demonstrations are augmented with inexpensive but imper-
fect trajectories. DemoDICE (Kim et al., 2021) extends the
BC objective by introducing a KL-divergence regularization
term that constrains the learned policy to remain close to
the behavior policy. However, its performance can degrade
when the supplementary data are highly suboptimal. Subse-
quent approaches mitigate this issue by proposing different

variants of weighted BC. DWBC (Xu et al., 2022) learns a
discriminator to assign importance weights to demonstra-
tions, while ISWBC (Li et al., 2023b) reweights the BC
loss using a density ratio between expert and offline data to
prioritize expert-like samples. ILID (Yue et al., 2024) fur-
ther leverages environment dynamics to identify beneficial
behaviors that lead the agent back to known expert states,
thereby empowering the policy to recover from deviations
using imperfect but informative demonstrations. SMODICE
(Ma et al., 2022) considers a related setting in which the
expert dataset contains only states without actions. Unlike
DemoDICE, SMODICE directly minimizes the KL diver-
gence between the learned policy occupancy and the expert
occupancy using offline data. While theoretically appealing,
this approach relies on a restrictive coverage assumption
that the suboptimal data cover expert visitations. ReCOIL
(Sikchi et al., 2024) relaxes this assumption by optimizing
alternative divergence minimization between the two mix-
ture occupancy measures. While this modification improves
performance in practice, ReCOIL does not guarantee recov-
ery of the optimal density ratio corresponding to the original
expert—policy divergence objective. We provide a detailed
comparison between ReCOIL and our formulation in Ap-
pendix B, showing that ReDICE preserves equivalence to
the original KL-based imitation objective while avoiding
the max—min optimization and additional surrogate used in
ReCOIL.

DICE-based Methods Stationary distribution correction
estimation was first introduced by (Nachum et al., 2019)
as the DICE framework, which enables estimation of the
stationary distribution of a target policy using off-policy
data. The key idea is to formulate learning objectives di-
rectly in terms of distribution ratios through duality and
change-of-variables via importance sampling (Nachum &
Dai, 2020). This framework has since been applied suc-
cessfully across a variety of reinforcement learning (RL)
problems: off-policy evaluation (Zhang et al., 2020; Yang
et al., 2020), reward learning (Li et al., 2023a), offline RL
(Lee et al., 2021; Mao et al., 2024), constrained RL (Lee
et al., 2022), unsupervised RL (Lee et al., 2025), online IL
(Kostrikov et al., 2020), and offline IL (Kim et al., 2021;
Ma et al., 2022). ReDICE differs from prior DICE-based
offline IL methods by using supplementary data as a mixture
reference rather than as the direct imitation target or only as
a behavior regularizer. This design relaxes the coverage lim-
itations of expert-only matching while remaining equivalent
to the original KL-based imitation objective.

3. Preliminaries

We consider a Markov Decision Process (MDP) denoted
by the tuple M = (S, A, P,r,7,dy), where S is the state
space, A is the action space, P(s|s,a) is the transition
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dynamics, r : § x A — R is the reward function, v €
(0,1) is the discount factor, and dy(s) is the initial state
distribution. A stochastic policy 7 : S — A(.A) maps each
state to a distribution over actions. Executing the policy
7 in MDP M induces a discounted state-action visitation
distribution, known as the occupancy measure:

d"(s,a) =(1— 7)Z7t Pr(s; = s, at = a| sg ~ do,
t=0

ar ~ (- | 5t), St41~ P( | s¢,a1)). (H

We can represent the standard RL objective which finds a
policy maximizing the expected return under its occupancy
measure i.e. max,{E; gq[r(s,a)]}.

3.1. Offline RL with Distribution Correction Estimation

Assuming that we have access to a static dataset D =
(s,a,r,s') generated by any behavior policy. The goal of
DICE approaches (Nachum & Dai, 2020) is leveraging D to
optimize max,{E; 4~q~ (s, )]}, thus removing the need
of on-policy samples from d™. Specifically, they add a be-
havior regularization term into the original objective as:

max Eg goar [7(s,a)] — aDs(d"(s,a)||d(s,a)) (2)

where Dy is an f-divergence between two distributions,
and d” (s,a) denotes the visitation distribution of policy
generating dataset D. We then omit d™ from (2) by rewriting
it as an optimization problem over the space of valid state-
action visitation distributions:

max Es o~alr(s, a)] = aDg(d(s, a)l|d”(s,a)) ()

s.t. Zd(s, a) = (1 —=7)do(s) +Td(s), Vs (4

where T,d(s) = > ;5 d(5,a)P(s | 3,@), and (4) are Bell-
man flow constraints (Manne, 1960) ensuring that d(s, a) is
a valid occupancy measure.

Solving the primal problem in Eq. (3) directly is intractable
due to the flow constraints. We convert it to an uncon-
strained formulation by applying Lagrangian duality (De-
tailed Derivation in Appendix A.1):

TV(s,a) —V(s)

)]
(&)
where f*(x) is a variant of convex conjugate defined as
f*(z) = max{0, (f) ()} -2 — f(max{0, ()" (2)}).
and TV (s, a) = r(s,a)+YEyp(|s,a)[V (s')] is a Bellman
operator on V. The optimal solution V* of (5) can be used to
compute the optimal density ratio (distribution correction):

*(s,a Ny IVAs @) = Vis
e = max 0, (1) (PAR=EED )

i (1) By [V (5) OB tn [

3.2. DICE for Offline IL with Supplementary Data

In this setting, we are provided with two static datasets:
an expert dataset Dy = {(s,a,s’)} generated by an ex-
pert policy 7, and a suboptimal dataset Dg = {(s, a,s’)}
generated by low-quality policies. We denote the station-
ary visitation distributions of these datasets as d” (s, a) and
d®(s,a), respectively. The goal is to learn a policy 7 that
mimics the expert behavior using only Dg and Dg, without
environment interaction. We use the shorthand Dky,(p || ¢)
for Dk (p(s, a) || q(s, a)) with some state-action visitation
distributions p and ¢ to simplify the notation. We consider
two main DICE formulations introduced in previous works
for the Offline IL with Supplementary Data: SMODICE
(Ma et al., 2022) and DemoDICE (Kim et al., 2021).

Even though SMODICE focuses on minimizing the KL di-
vergence between two state visitation distributions of policy
and expert, we can easily extend its formulation to state-
action visitation distribution as:

Dx1(d"(s,a) || d¥(s, a)) )
(S L)
o] <o (] ©
— Egr :log 32((2 Z” + Dicp(d]|d5) (10)

SMODICE relies on the coverage assumption (d° (s, a) > 0
whenever d¥(s,a) > 0) to ensure that the log decompo-
sition (Step (8) to (9)) is valid. Based on (10), we can
convert min, Dxr,(d™(s,a) || d¥(s,a)) into the following
maximization problem:

*(s.a)

d
IIlTEr%XEd“ { log dE(sa)} — Dgp(d||d®) (1)

(11) is exactly a DICE objective (2) if we set r(s,a) =
S

—log 3522’23, a = 1,and dP = d°. To estimate (s, a),

we train a discriminator ¢ : § x A — (0, 1) using GAN

objective (Goodfellow et al., 2014):

maxEys [logc(s,a)] + Egs [log(l — ¢(s,a))]  (12)
. . .. « d¥ (s,a)
The optimal discriminator c*(s,a) TG
Therefore, we can compute (s, a) = — log(ﬁ -1

DemoDICE modifies the original divergence objective by
introducing an additional KL regularization term that penal-
izes deviation from the suboptimal data distribution:

min Dicr,(d" || ) + ADicr(d" | d%)  (13)
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Similar to SMODICE, they require the coverage assumption
to decompose Dkt (d” (s, a) || d¥ (s, a)) to obtain a DICE
objective:

S
max Eq- [— log M] — (14 N Dg(d]|d®) (14)
We can see that the primary limitation of both SMODICE
and DemoDICE is reliance on the coverage assumption.
DemoDICE does not directly minimize expert—policy diver-
gence and depends on a KL regularization term controlled
by the hyperparameter \.

4. Methodology

In this section, we present ReDICE, a novel offline IL
method to deal with the coverage-assumption issue of pre-
vious DICE works while still directly optimizing the KL
divergence between policy and expert.

4.1. Relaxing Coverage Assumption via Mixture
Distribution

Different from prior works, we decompose the KL diver-
gence Dxr,(d™ || d¥) using a mixture distribution d"™* =
BdF + (1 — B)d® with B € (0,1) as follows:

Dx(d™(s,a) || d¥(s,a)) (15)

el )|

} + Eg= [1og

d™* (s, a)

d™(s,a
S W &)

dmiz<s,a>} a7

This decomposition does not require the coverage assump-
tion because d™* (s, a) is always bigger than 0 whenever
d®(s,a) > 0. Therefore, minimizing the original KL di-
vergence is equivalent to optimizing the following DICE
objective:

s, a)

r(rilgé(Ed[r(s,a)] - DKL(d(s,a)Hdm”(s,a)) (18)

s.t. Constraints (4)

where the reward function (s, a) is defined as r(s,a) =

—log (ddTESa()l)) . To estimate this reward function, we can

E
estimate the density ratio fdxi((i?) = c¢*(s, a), which corre-
sponds to the optimal solution of the following discriminator

training objective:
max BE 4= [log c(s, a)]
+ (1 = B)Egs [log(1 — ¢(s,a))] . (19)

Then the reward function can then be recovered as (s, a) =
—log =2~

c*(s,a)"’

4.2. Dual Optimization via Gumbel Regression

As described in Section 3.1, optimizing the objective (18)
with flow constraints can be done via solving its dual formu-
lation:

min(1 = 7)Eoma, [V (5)] + Egis [f*(TV (5, ) = V(5))]
(20)

where  f*(z) = max{0, (f)"Y(z)} - = -
f(max{0,(f)"*(z)}) and TV(s,a) = r(s,a) +
PY]ES/N’P(.Is,a)[V(S/)]'

For KL divergence, f(x) can be xlogx, or zlogz — x +
1. (Schulman, 2020) empirically shows that the latter has
lower variance than the former. Therefore, we use f(z) =
xlogx — x + 1 which leads to (f')~1(x) = e® and

f (x) = (max{0,e”}) x — f (max{0,e"}) =e” — 1

in our formulation. Furthermore, we propose to optimize
this objective using a Gumbel regression loss: (Garg et al.,
2023). We leverage the following result:

Proposition 4.1. Optimizing the dual objective (20) under
KL divergence is equivalent to minimizing the following
Gumbel regression loss:

: i TV(s,a)A/(s)}
H%}H]E(s,a)wd 3 €

- E(s,a)w(imiI [TV(S7 a’) - V(S)] -1 (21)

Optimizing (21) offers several advantages. First, it avoids
the need to estimate (1 — v)Eq4,[V(s)], whereas both
SMODICE and DemoDICE require sampling initial states
from the dataset for this purpose. This requirement is not
always feasible when initial-state data are limited or un-
available. A common workaround is to replace dy with
d® (Sikchi et al., 2024), which may work empirically but
leads to biased estimation. Finally, the objective in (21) is
strictly convex in V/, guaranteeing a unique minimum in the
V-space and thereby improving optimization stability and
convergence during learning.

4.3. Policy Extraction

After learning the optimal value function V*(s), we extract
the policy. Theoretically, the optimal policy can be extracted
via the following weighted behavior cloning:

max Egmie [w(s, a)logm(als)] (22)
where w(s,a) = (ﬁ:%(ss’“a)) is the optimal distribution cor-

rection defined as follows:

w(s,a) = maX(O, (f’)fl(TV(s, a) — V(s)))

— max(O, eTV(s,a)—V(s)) — eTV(s,a)—V(s)
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However, we find that directly using this weight does not
result in good empirical performance. One possible expla-
nation is that V'(s) can be overestimated, which causes the
exponential weight to become negligibly small and thus sup-
press potentially useful data points. To mitigate this issue,
we propose an alternative objective:

Proposition 4.2. An optimal solution to the policy extrac-
tion (22) is also an optimal solution to the following learning
objective:

max [, ;. gmix TV (5=TV(s) Jog ﬂ'(a\s)} (23)

where T € [0,1] is a scalar hyperparameter.

Setting 7 < 1 effectively reduces the influence of the value
function on the current state, acting as a regularizer.

4.4. Practical Implementation

Computing the Bellman operator 7V (s,a) = r(s,a) +
YEg ~p(|s,a)[V (s')] requires the knowledge of transition
dynamics P which is not available in offline setting. We
follow previous works (Sikchi et al., 2024; Mao et al., 2024)
using an empirical Bellman operator that only utilizes a
single s’ sample from datasets. Specifically, we optimize
the following objective to learn the value function V' (s):

I = o gmia T(s,a)-i-V(s/)—v(s)}
m‘}nﬁ(V) E(s.0,5)md e

- E(s,a.,s’)wdm“C [T(Sv CL) + V(S,) - V(S)] -1 (24)

Note that, (21) and (24) are equivalent under deterministic
transitions.

Optimizing (24) directly faces instability when trained via
gradient descent. This instability can be understood as aris-
ing from conflicting gradient signals associated with V()
and V(s’), particularly when nearby states share similar
learned feature representations due to feature co-adaptation
(Kumar et al., 2022). To overcome this limitation, previ-
ous works (Xu et al., 2023; Sikchi et al., 2024) often use
a semi-gradient update rule which avoids differentiating
through the V' (s’). Specifically, they incorporate another
value function Q(s, a) denoting a stop-gradient operator of
r(s,a) + V(s') and optimize @) via a MSE (mean squared
error) loss. However, this increases the training cost due
to adding another neural network. We instead adopt the or-
thogonal gradient update introduced in ODICE (Mao et al.,
2024) for offline RL, which resolves gradient interference
by decomposing the update into a projection of the gradient
of and its orthogonal complement in a principled manner.
We refer readers to ODICE for a detailed discussion. The
full practical algorithm is summarized in Algorithm 1.

Algorithm 1 ReDICE

Input: Expert dataset Dk, Suboptimal dataset Ds, Hyperpa-
rameters vy, 7, (3.
Initialize value, policy and discriminator networks V,,, e, cs.
Train discriminator cg via (19)
Compute rewards r(s,a) = — log ﬁ Y(s,a) € Dg UDsg
forstept = 1to 71 do
Sample mini-batch B = {(s,a, s’)} ~ Dg U Ds.
Update Value Function: Train V., via Gumbel loss (Eq. 24)
using orthogonal gradient update.
Policy Extraction: Update policy 7o

er(s,a)-!—'yV(s/)—TV(s

max Egmie [ ) log o (a|s)}

end for

5. Experiments

We empirically address following questions: (Q1) How well
does ReDICE perform compared to prior state-of-the-art
methods on standard offline IL benchmarks? (Q2) What is
the performance of ReDICE on a limited expert coverage set-
ting? (Q3) Can we apply ReDICE to a real-world scenario?
(Q4) What are the effects of the proposed components, and
key hyperparameters on ReDICE performance? The envi-
ronment and implementation details are in the Appendix C.

Baselines and Experimental Setup We compare our
method against several representative IL baselines. BCE
trains a BC policy solely on expert demonstrations, while
BCU extends BCE by training on both expert and subopti-
mal datasets. For DICE methods, we include DemoDICE
(Kim et al., 2021) and SMODICE-action, which adapts
SMODICE (Ma et al., 2022) to leverage action informa-
tion. We also compare against ReCOIL (Sikchi et al.,
2024), a state-of-the-art offline IL. method that outperforms
SMODICE; and ILID (Yue et al., 2024), a discriminator-
weighted BC approach that has demonstrated strong perfor-
mance in the challenging setting where suboptimal data
have low expert coverage. Each method is trained for
IM gradient steps across 5 random seeds, with perfor-
mance evaluated periodically using the normalized score =
100 + el seore oo seore (Fu et al., 2020). For compari-
son, we report the average normalized score computed from
the final 10 evaluations.

5.1. Offline IL

To address (Q1), we adopt the same offline IL benchmark
used in ReCOIL (Sikchi et al., 2024), with datasets con-
structed from the D4RL framework (Fu et al., 2020). We
evaluate all methods on eight MuJoCo (Todorov et al.,
2012) environments, including four locomotion (Hopper,
HalfCheetah, Walker2d, Ant) and four manipulation (Pen,
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Table 1. Average normalized return over last 10 evaluations of ReDICE against baselines on the D4RL suboptimal datasets with 1 expert
trajectory. The mean and std are obtained over 5 random seeds. Offline IL. methods with avg. perf within the std-dev of the top performing

approach is in bold.
Suboptimal Dataset |  Env | BCE | BCU | DemoDICE | SMODICE-action | ILID | ReCOIL | ReDICE || Expert
random+ hOppCI’ 17-8711.66 4.31:&0_17 998511 98 10409:t] .82 99-57110.58 98.33112_97 109.80;&0_31 111.3
halfcheetah 2.4610_45 406i093 81.9713_84 8092i104 3.50i1,07 78~78i6.71 91-82i0.44 88.83
expert walker2d 11421599 1.4010.13 107.890.04 107.461¢.22 107.8140.23 | 105721355 | 107.981¢.12 106.92
ant 24744147 | 37824505 | 126.8010.71 126.48.+1 78 90.7214.50 | 116434369 | 126320581 130.75
random+ hopper 17874166 | 4111013 78.15+8.40 58.7247.09 99.79114.15 | 86.65120.85 | 93.6311.69 111.33
halfcheetah 2.46i0_45 2~24i0.02 16.63i0_75 4-16i2.83 2~22i0.02 5-25i0.49 79-31i4.59 88.83
few-expert walker2d | 11424500 | 1.072004 | 99.5415.06 34840 57 106.87 4142 | 125941104 | 108.264003 || 106.92
ant 24744147 | 37734658 | 89.114653 13.2645.01 82341795 | 56.68411520 | 108.1543 59 130.75
medium+ hOppCl’ 17‘87i1_ﬁﬁ 54.6910_45 81‘23i12_90 57.83i3.52 34.10113_25 85.25i20_8ﬁ 111.0110_33 111.33
halfcheetah | 2461045 | 42.614t0.20 | 75.5943.56 66.5249 32 43.2641.65 78.88+3.56 91.800.42 88.83
expert walker2d 1 1-42i5.22 73-43i1,66 106465i0,04 39~71i10.78 75.56i51.32 108-27i1.46 108-40i0,50 106.92
ant 247451 47 | 97371408 | 114.5644 50 109.7341 g8 733041661 | 119214571 | 123244, 45 || 130.75
medium+ hopper 17-87i1.66 52-51i0.52 61.65i1_97 53~33i0.80 20-98i6.43 38.88i25_99 109'50il.23 111.33
halfcheetah 2.4610_45 42-52i0.28 47.4112_99 41.47i1_gg 42.67i1_21 41~90i3.37 81.57i2_94 88.83
few-expert walker2d | 11424520 | 72264148 | 87.02416.02 1378 £14.21 82.6719.96 | 714411545 | 108.7010.44 || 106.92
ant 24-74i1.47 88.81i0.54 97-71i0.85 89422i2,44 7].08i10.07 104-03i4474 111'73i2,37 130.75
pen 8841164 | 25754303 | 36914575 33.97119.99 7074570 | 45594017 | 88841554 || 106.42
cloned+experl door 0-02i0.07 0~13i0.20 0~07i0.07 3-57i3,38 '0403i0.04 16.18i17.29 92~23i2.45 103.94
hammer 0.3240.14 4.2913 792 0.9140.74 3.9815.45 0.1940.11 2.6041 35 104.86,.10.07 || 125.71
pen 8.84i1_64 27-07i3.91 3970i836 4608i3g5 11-65i7.85 85~04i5.56 82.62i3_5g 106.42
human+expert door 0.0210_07 8.77i5_73 18.37i7_47 26.16i11_75 '0~05i0.02 84.02i11_42 94'31i1.83 103.94
hammer 0.3240.14 | 30.37114.03 | 27.3845.80 49.13413.31 15612535 | 864541450 | 107971485 || 125.71
partial+expert | kitchen | 4.584i623 | 36251050 | 46.674255 |  38.33i7.64 | 45501635 | 48.801400 | 54001135 || 75.00
mixed+expert | kitchen | 4581605 | 44501130 | 45671075 | 46.6715.20 | 2581426 | 49351166 | 48.25:035 || 75.00
Average | | 1056 | 3309 | 6614 | 50.75 | 4604 | 6776 | 97.68 | 107.23

Door, Hammer, Kitchen). For each task, the expert dataset
consists of a single trajectory. In the locomotion domains,
suboptimal datasets are formed by combining D4RL random
or medium data with either 200 expert trajectories (expert)
or 30 expert trajectories (few-expert). For manipulation
tasks, non-expert datasets from D4RL (mixed and partial
for Kitchen; human and cloned for the remaining tasks) are
combined with up to 30 expert trajectories. This construc-
tion yields 24 diverse tasks for benchmarking. Manipulation
and ‘few-expert’ tasks pose greater challenges due to their
higher-dimensional state spaces and low expert coverage.
Additional details on environments and dataset construction
are provided in the Appendix C.1.

Table 1 summarizes the average normalized score of
ReDICE and prior offline IL baselines. Overall, ReDICE
achieves the best aggregate performance (97.68 average),
outperforming the strongest baseline on average by about
44% (vs. ReCOIL: 67.76), and reaching 91.1% of the expert
average (107.23). ReDICE is the top-performing method
on all tasks. The gains are especially considerable in the
few-expert setting, where several baselines collapse (e.g., on
halfcheetah under random+few-expert), while ReDICE re-
tains strong near-expert performance. On the more challeng-
ing manipulation tasks like pen, door and hammer, ReDICE
substantially outperforms prior methods.

5.2. Offline IL with Limited Expert Coverage

To address (Q2), we consider an even more challenging
setting with very low expert coverage, similar to the setup
studied in ILID (Yue et al., 2024). The expert dataset still
contains only a single trajectory, but unlike the benchmark in
Section 5.1, the suboptimal dataset is not mixed with any ex-
pert rollouts and is instead collected purely from low-quality
behaviors (e.g., D4RL random/medium or cloned/human).
This setting stresses an algorithm’s ability to correctly prop-
agate sparse expert information.

Table 2 reports normalized scores for this setting. We ad-
ditionally include an OfflineRL column as an approximate
upper bound, constructed from the best score among multi-
ple offline RL methods reported in ReBRAC (Tarasov et al.,
2023) when trained on the same suboptimal datasets with
access to ground-truth rewards. For Ant tasks that are not
reported in ReBRAC, we run ReBRAC ourselves using a
sweep of configurations adapted from the other locomotion
tasks and report the best score. Overall, ReDICE is close
to methods with access to true rewards, while consistently
outperforming prior offline IL baselines. The gains are par-
ticularly large on tasks where other DICE-based methods
struggle (e.g., HalfCheetah and manipulation tasks). These
results clearly demonstrate that ReDICE does not rely on the
coverage assumption and can therefore learn from diverse
behavior in the suboptimal dataset.
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Table 2. Average normalized score over last 10 evaluations of ReDICE against baselines on the limited expert coverage setting, with 1
expert trajectory and no expert rollouts mixed into the suboptimal dataset. The mean and std are obtained over 5 random seeds. Offline IL

methods with avg. perf within the std-dev of the top performing approach is in bold.

Suboptimal Dataset | Env | BCE | BCU | DemoDICE | SMODICE-action | ILID | ReCOIL | ReDICE | OfflineRL
hopper 17.8711.66 | 2474033 | 4941042 17.77 1753 234911537 | 199711262 | 25364723 19.6
random halfcheetah 2'46i0.45 2'24i0.00 221 +0.02 2-151:0,06 225:{:0‘01 2~28i0,23 16.79i1(13 3]1
walker2d 11-42i5.22 0-70i0.23 10-73i2,88 '0-25i0,19 17-04i14,10 6-33i0.64 15-59i1,44 18.7
ant 24.74:&1_47 30.74:&0_53 27.4811_15 27.0513,27 3O~90:ES.18 31-50:t0.03 36.6513_35 49.84
hopper ]7'87j:1.66 52.453:1_42 70-73i3A68 53~99i0.79 23.06i&00 36.10i3_39 82.13i2_54 102
medium halfcheetah 2.46i0.45 42-44i0.22 41420i0A58 40~59i0,51 4247610,54 35.06i1,04 49.58i[)‘23 66.4
walker2d 11.4215.22 64.86:&4.50 70-7313,68 3.94:&5.29 67.6912,42 61.16i2.55 66.2212497 92.7
ant 24741147 | 89.8042.35 | 70.7343.68 -32.07425.45 84.3841414 | 92174299 | 99.0541.04 133.31
pen 8.8411.64 | 22914399 | 29.76:0.08 14.1621.06 2761870 | 30.671238 | 31651158 91.8
cloned door 0-02i0.07 O-OliO.OO O.l7i[)([)4 0-94i1.54 —01 liO.IO 0~12i0,20 5-04i1.49 1.1
hammer 0.3210.14 0.51*0.23 0-4110,08 0.65:&0.45 0.24:&0404 0.53:&0.35 19.89:&11.67 6.7
pen 8844164 | 34434063 | 50514343 13.6547.11 7361877 | 70.8349.13 | 77594205 103.5
human door 0.02+007 | 0441043 | 1.1210.73 0.41+0.35 -028+0.06 | 2871092 | 7561230 9.9
hammer 0-32i0.14 0.81i0.37 1-21i[)‘78 0.69i0,09 0-57i1A08 4.68i0‘87 5-22i1.02 4.4
Average 9.38 24.63 27.28 10.26 21.58 ‘ 28.16 ‘ 38.45 H 5222
Ego Id: 7273, Step: 40, CPD: 737.07, Dis-to-goal: 2661.83, Curv: 0.00 . ADE (m) ¢ Max Curvature (m~1) 1
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Figure 1. lllustration of an episode from the maritime simulation
environment. Vessels shown in blue (log-play agents) move along
their historical trajectories, the red vessel is controlled by an IL
policy with its destination marked by %, and green dots indicate
the ego vessel’s historical trajectory in the dataset.

5.3. Application to Maritime Navigation

We evaluate ReDICE on a real-world maritime navigation
task where the objective is to imitate how professional pilots
maneuver large ships (primarily tankers and cargo vessels)
in dense traffic. Beyond serving as a realistic benchmark,
learned vessel-behavior models can support safety-critical
operations: (i) they can be plugged into a VTIS (Vessel
Traffic Information System) pipeline to forecast short-term
motions of ships in congestion hotspots such as the Singa-
pore Strait, and (ii) they enable counterfactual stress tests
(e.g., simulating a temporary increase in arrivals and as-
signing learned policies to the injected traffic). Existing
RL-based approaches to maritime traffic management are
commonly trained online, which demands extensive simu-
lator interaction and high-fidelity vessel dynamics (Singh
et al., 2020). Our setting instead focuses on learning directly
from offline navigation logs.

& & &

o o4
& S ¢ e &
& 55

Figure 2. Maritime navigation results in ShipNaviSim. Mean and
standard deviation are over 5 random seeds.

We use roughly two years of vessel trajectories in a high-
traffic area recorded by the Automatic Identification System
(AIS). We instantiate the learning environment using Ship-
NaviSim (Pham et al., 2025), where a single ego vessel is
controlled by the learned IL policy and other nearby vessels
are replayed from logs (log-play agents), yielding realistic
multi-ship encounters (Figure 1). The goal of ego vessel
is reaching the destination while avoiding collision with
other vessels, and its observation includes a short history
of its own states along with the states of nearby vessels.
This makes the setting particularly challenging due to the
high-dimensional observation space (200 dimensions in our
configuration). Since AIS logs provide state sequences but
not control inputs, we recover an action representation from
consecutive states using the same kinematic inverse model
as ShipNaviSim, which allows us to train offline IL. methods.
We treat AIS trajectories as expert demonstrations, and con-
struct suboptimal data by adding random noise into expert
dataset. A comprehensive description of the environment
and dataset generation is presented in the Appendix C.2.
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Figure 2 shows the comparision results for this setting be-
tween ReDICE and other methods. Following the evalua-
tion protocol in ShipNaviSim, we report: ADE (Average
Displacement Error measuring the difference between tra-
jectoires generated by expert and IL policy; lower is better;),
goal reach rate (higher is better), near-miss count (lower
is better; counts close-quarter events during an episode),
and kinematic realism via max curvature (smaller values
indicate less abrupt turning and more physically plausible
maneuvers). All results are averaged over five random seeds,
with error bars indicating standard deviation. Compared to
the expert, all baseline methods including BC, SMODICE,
and ReCOIL exhibit substantially lower goal reach rates
(=60%), higher curvature, and increased near-miss counts,
indicating difficulties in producing smooth, safe, and reli-
able vessel behaviors. These shortcomings highlight the
challenges of learning from offline data in high-dimensional
maritime environment. In contrast, ReDICE consistently
improves across all metrics, producing smoother trajecto-
ries, fewer near-miss events, and a much higher goal reach
rate (=85%), substantially narrowing the gap to the expert.
This shows that ReDICE is effective not only on standard
benchmarks but also for real-world applications such as
maritime navigation

5.4. Ablation Study

I ReDICE w/o mixture distribution 100
80
- ReDICE w/o Gumbel loss

0 20 40 60 80 100 120 01 03 05 07 09 1.0
Average Return Values of T

Average Return

Figure 3. Ablation results on different components (Left), and 7
values (Right)
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Figure 4. Ablation results on different 3

We address (Q4) through an ablation study of ReDICE’s
key components and hyperparameters 7 and S. Results
are shown in Figures 3 and 4, with additional details in
Appendix D.

ReDICE 97.68

ReCOIL w/ T-scaling 81.49

ReCOIL 67.76

20 40 60 80 lCI!D 120
Average Return

Figure 5. Effect of T-scaling on ReCOIL compared with ReDICE.
Results are averaged over 5 random seeds across all DARL subop-
timal tasks.

Analysis of proposed components: Figure 3 (left) com-
pares the average return across tasks achieved by ReDICE
and several ablated variants, including removing the mixture
distribution, the Gumbel-based loss, and the temperature
parameter 7. We observe a significant performance degrada-
tion when any of these components is removed, indicating
that each plays a critical role in the overall effectiveness of
ReDICE. In particular, removing the mixture distribution
leads to the largest drop (about 20 times) in performance,
highlighting the importance of balancing expert and subop-
timal data for stable learning.

Analysis of 7: According to Figure 3 (right), increasing 7
value initially leads to improved performance by allowing
the policy to place greater emphasis on high-advantage ac-
tions. However, the performance peaks at 7 = 0.9, after
which further increases yield diminishing or negative re-
turns. This drop is likely due to overly aggressive advantage
weighting, which makes the policy extraction sensitive to er-
rors in the value function. This indicates that 7 = 0.9 strikes
a favorable balance between stable optimization and effec-
tive policy improvement, which is the reason we choose
this 7 value for most tasks. In practice, we do not tune 7
over a large range. Following the common practice of tun-
ing policy temperatures in offline methods, we use a small
candidate set 7 € {0.9,1.0}. We use 7 = 0.9 for most
tasks and 7 = 1.0 only for a few cases such as Kitchen
and human+expert manipulation tasks. Thus, the proposed
policy extraction introduces only minimal additional tuning
cost.

Analysis of 7-scaling in ReCOIL: To further disentangle
whether the performance gain comes from the proposed
objective or from 7-scaled policy extraction alone, we ad-
ditionally apply our 7-scaled policy extraction to ReCOIL.
Results in Figure 5 show that 7-scaling consistently im-
proves ReCOIL, increasing its average return from 67.76
to 81.49, corresponding to an approximately 20% relative
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gain. This demonstrates that our policy extraction mecha-
nism is not specific to ReDICE and can also improve other
DICE-based offline IL objectives. However, ReCOIL with
7-scaling still underperforms ReDICE on most tasks, with
an average return gap of approximately 20% compared to
ReDICE (81.49 vs. 97.68). This indicates that the improve-
ments of ReDICE mainly come from the core objective
design rather than from 7-scaling alone.

Analysis of 5: In Figure 4, we study the effect of varying
the mixture coefficient 5. We use 3 = 0.5 as the default
value in all main experiments, following common practice in
prior mixture-based IL works such as ReCOIL and related
methods. Importantly, this default is not selected based
on the ablation results; instead, the ablation is intended to
evaluate the robustness of this fixed design choice.

Results show that 8 = 0.5 achieves the best average return
across tasks, suggesting that equally balancing expert and
suboptimal data provides a robust default. Extreme values
such as § = 0.1 or 8 = 0.9 can bias learning too heavily
toward either suboptimal or expert data, leading to lower
average performance. The right panel of Figure 4 further
indicates that the effect of 3 depends on the quality and cov-
erage of the supplementary data. For larger (5 values (e.g.,
0.7 or 0.9), performance under random+few-expert,
which has lower expert coverage, is higher than under
medium+few-expert, whereas the opposite trend holds
for smaller 3 values (e.g., 0.1 or 0.3). This suggests that
larger /3 values can be more beneficial when expert coverage
is limited, while smaller 3 values better exploit informative
suboptimal data when coverage is higher.

Overall, 8 = 0.5 provides a strong default across settings
without requiring prior knowledge of supplementary data
quality. Nevertheless, as in many offline IL/RL methods,
a fixed hyperparameter may be suboptimal in some outlier
cases. When additional validation is available and higher
performance is required, we recommend optionally tuning
B over a small candidate set {0.3,0.5,0.7}.

6. Conclusion

We revisited distribution correction estimation for offline
imitation learning with supplementary suboptimal data and
introduced ReDICE, a stable DICE-based approach derived
from a KL-based objective under a mixture distribution.
By using the mixture distribution as a reference measure,
ReDICE relaxes the coverage assumption required by prior
DICE-based offline IL methods while preserving the origi-
nal expert-imitation objective. We further derive an equiva-
lent dual formulation that reduces to a Gumbel regression
objective, improving numerical stability, and propose a 7-
scaled policy extraction mechanism that improves perfor-
mance in practice. Empirically, ReDICE achieves state-of-

the-art performance across standard offline IL benchmarks,
remains robust under limited expert coverage, and applies
effectively to a real-world maritime navigation setting.

Limitations and Future Work. ReDICE has several lim-
itations that open directions for future work. First, as with
prior DICE-based methods, the practical objective relies
on an empirical Bellman operator, which is exact under
deterministic transitions but may introduce approximation
error in highly stochastic environments. Second, ReDICE
assumes that expert and supplementary data are collected
from the same MDP; extending the method to cross-domain
settings with different dynamics may require additional rep-
resentation alignment or domain adaptation. Third, although
we use 5 = 0.5 as a robust default following common prac-
tice, some outlier tasks may benefit from limited tuning of
the mixture coefficient. Finally, ReDICE uses a discrimina-
tor to estimate density ratios, and more robust density-ratio
estimation methods may further improve performance in
high-dimensional or extremely low-data regimes. Future
work will study these directions, including stochastic en-
vironments, adaptive mixture selection, and larger-scale
vision-based offline IL benchmarks such as V-D4RL (Lu
et al., 2023).
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A. Missing Proofs and Derivations
A.1. Complete derivation of transforming objective function (3) to (5)

We recall that the primal DICE formulation is as follows:
max Es o~alr(s, a)] — aDg(d(s, a)l|d” (s, a))

d>0
Zd(saa) = (1 _’Y) dO(S) +77;d(3)’ Vs

where T,d(s) = > d(3,@)P(s | 5,@) We apply Lagrangian duality to convert the primal formulation into an uncon-
strained problem with dual variables V':

min max E(, o)a[r(s,a) — aDy(d(s,a) |dP(s,a))] + ZV ( Y)do(s) + yTxd( Zd s a)

V(s) d>0
= (1—+~ E(s,a)~ s
1‘51(151%13())( Zdo )+ Es,a)~alr(s, a) —i—sta ZV | s,a)
de s,a) V(s) — aDs(d(s,a) || d°(s,a)) (25)

= minmax(l — ) Egy oV (5)] + Es g [was, @) (r(s,a) + 2P s V() - V(s))

- Es,aNdD [af(w(s, CL))] . (26)

where w(s,a) = 5 D(( )) is often known as a distribution correction or density ratio. We first focus on solving the inner

maximization of (26). Let’s denote §(s,a,V) = r(s,a) +v >, P(s' | s,a) V(s') — V(s). We can relax the constraint
w > 0 via duality:

min max E, amar[w(s,a) 6y (s, a)] — B ganaf(w +Z/\ 5,a) 27)

in which A(s, a) are the Lagrange multipliers. Since strong duality holds, we can solve the following KKT conditions:

w*(s,a) >0 Vs,a (primal feasibility) (28)
A (s,a) >0 Vs,a (dual feasibility) (29)
dP (s, a)[—af' (w*(s,a)) +(s,a, V) + A*(s,a)] = 0 <=> af’(w(s,a)) = §(s,a,V) + \*(s,a) Vs,a (stationary)

(30)
A (s,a)w*(s,a) =0 Vs,a (complementary slackness) 31

Applying these conditions, we can derive a closed-form solution of the distribution correction w*(s,a) =
max{0, (f/)~! (W)} This allows us to omit w in (26) to obtain an optimization problem depedning only on V:

0(s,a,V)

(07

min(l = 5)Evqo [V (s)] + aBy gar [f7( )] (32)

where f*(z) = max{0, (f')"*(z)} -« — f(max{0, (f')~*(x)}) is a variant of convex conjugate.
Let’s denote 7V (s,a) = 7(s,a) +YEyp(|s,a) [V (s')] as a Bellman operator on V. 4(s, a, V') is equal to TV (s,a) — V (s)
The objective (32) becomes:

TV(s,a) —V(s)

H%/ll’l(l - ’V)ESNdO [V(S)] + aEs,aNdD [f*( o

)] (33)

12
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A.2. Proof of Proposition 4.1

Corollary A.1.1 (Garg et al., 2021) For any valid occupancy measure [ over state-action pairs and any value function V,
it holds that

]E(s,a)wu [V(S) - 'VES’NP(-\S,a) [V(S/)H = (1 - 7) ]ESNPO [V(S)] . (34)
We use this Corollary to prove the proposition as follows:
Proof. We can derive the following result from (34):
(1 =79) Egupo [V (5)] = =E(s,a)~pu[TV (5,a) = V(s) = 7(s5,a)] (33)

where TV (s,a) = r(s,a) + YEgp(|s,0)[V (5')].
Applying this result into the (20) with f*(z) = e* — 1 we have:

(1= MEsndo [V ()] + Eg grami=[f*(TV (s,a) — V(s))]

= (1 ) BB [V ()] + (1 BBy V()] + B ggss [TV 97V 1]

= —PE(s,0)nar [TV (s,0) = V(s) = 7(s,a)] = (1 = B)E(s a)nas [TV (s,a) = V(s) —7(s, a)]
+ Edmm |:e7—V(s,a)—V(s):| -1

= By [eT V<8’a>*V<S>} — B ayeamiz [TV (s,0) = V(s) — 7(s,a)] — 1

= E mis [BTV(s,a)—V(S)} = E(s,0)~dmis [TV (s,a) = V(s)] -1+ E(s,a)~dmee [r(s,a)]

Because 7 (s, a) is a fixed term inferred from a pretrained discriminator, and d™* is a mixture of occupancy measures of
fixed datasets, optimizing (20) is equivalent to the following Gumbel regression loss (Garg et al., 2023):

m‘}n E gmix {eTV(S’“)_V(S) —Es.a)yndmi= [TV (s,a) = V(s)] = 1

A.3. Proof of Proposition 4.2

Proposition. Let’s define two nonnegative weights
wi(s,a) =exp(TV(s,a) = V(s)), wr(s,a) = exp(TV(s,a) — 7V (s)),
where T € [0, 1]. Consider weighted behavior cloning on a fixed dataset distribution dyix:
max E(s,0)~dmic W (s, a) log m(a | s)].

Then the optimal policy for w = wy is also optimal for w = w; (and vice versa). In particular, both objectives share the
same optimal solution 7 (- | s).

Proof. Let u(a | s) = dmix(s,a)/dmix(s) be the empirical conditional action distribution of the dataset at state s. Since
dmix(s) does not depend on 7, the objective decomposes over states, and for each fixed s we solve

max al|s)w(s,a) logm(a|s). 36
By S 5)usa) g | ) 36)

The maximizer of (36) is given by a normalized reweighting:

s — Ml (s o

Xy hlb] s)w(s,b)
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Now note that w, differs from w; by a factor depending only on s:
w(s,a) = exp(TV(s,a) — 7V (s)) = exp((1 — )V (s)) exp(TV(s,a) — V(s)) = c;(s) wi(s, a),
where ¢, (s) := exp((1 — 7)V(s)) is independent of a. Plugging into (37),

_ :U/(a’ | S) CT(S) wl(s’a) _ M(a | S) U)l(S,(I) = * (a | 8)
2o ml(b ] s)er(s)wils,b) Do, pu(b]s)wi(s,0) .

Thus, the two weighted BC objectives have exactly the same optimal solution 77*(- | ). O

o (als)

wr

B. More discussion on difference between ReDICE and ReCOIL

Both ReDICE and ReCOIL (Sikchi et al., 2024) addresse coverage issues via mixture distribution, but ReCOIL’s objective
differs from ours in an important way. Let d™* (s, a) = 3d” (s, a)+ (1 — 3)d® (s, a) Consider the following three objectives.

Original IL objective.

min Dy (d"(s,a) || d"(s,a)). (38)

ReCOIL objective.
miUIll Dy (Bd(s,a) + (1 — B)d (s, a) || dmix(&a)) (39)

s.t. d(s,a) = (1 —7)do(s)m(als) + v Z d(s',a" YP(s|s',a")m(als).

ReDICE objective.

minE log M + Dx1, (d(s, a) || d™™(s, a)) (40)
d d(s,a) dE(S, Cl) KL ’ )

s.t. Zd(s7 a) = (1 —)do(s) +~ Z d(s',a"YP(s|s',a’).

s’,a’

The constraints in both (39) and (40) are Bellman flow constraints to ensure that d(s, a) is a valid occupancy measure
d™(s,a) in (38). From Egs. (38)—(40), ReDICE has three key advantages over ReCOIL.:

* Preserves the original objective while relaxing coverage. ReCOIL matches divergences between mixture distributions
that only share the same optimum as (1), whereas ReDICE remains exactly equivalent to (1) under KL.

* Avoids adversarial max-min optimization. The dual formulation of ReCOIL solves a max—min problem over () and
7 (Theorem 1 in (Sikchi et al., 2024)), which may induce extrapolation errors from out-of-distribution actions in offline
settings (Kumar et al., 2020). ReDICE reduces to a minimization over V, avoiding this issue.

 Simpler and more theory-aligned optimization. To mitigate the OOD issues discussed above, ReCOIL relies on an
in-sample surrogate objective to jointly learn (s, a) and V' (s) (Egs. (11)—(12) in (Sikchi et al., 2024)). This introduces
an additional hyperparameter 7 that must be tuned per task (Appendix F.1 of (Sikchi et al., 2024)). As a result, the
practical implementation of ReCOIL creates a gap between theory and practice and increases tuning complexity. In
contrast, ReDICE uses a single minimization over V, reducing tuning complexity.

C. Experiment Setup and Implementation Details

We implement our approach in PyTorch and run experiments on a multi-GPU cluster consisting of NVIDIA RTX 3090
GPUs. Each run evaluates five random seeds in parallel on shared hardware resources (one GPU, 32 CPU cores, and 128
GB RAM). All methods are trained for one million gradient steps and evaluated every 5,000 steps.
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. State  Action Suboptimal .
Environment . . Dataset Details
Dim Dim Dataset
Hopper 11 3 random+expert 1e6 random transitions + 200 expert trajectories
mediumtexpert le6 medium transitions + 200 expert trajectories
random+few—-expert le6 random transitions + 30 expert trajectories
medium+few-expert 1le6 medium transitions + 30 expert trajectories
Walker2d 17 6 random+expert 1e6 random transitions + 200 expert trajectories
medium+expert le6 medium transitions + 200 expert trajectories
random+few—expert 1le6random transitions + 30 expert trajectories
medium+few-expert 1le6 medium transitions + 30 expert trajectories
Halfcheetah 17 6 random+expert le6 random transitions + 200 expert trajectories
medium+texpert le6 medium transitions + 200 expert trajectories
random+few-expert le6 random transitions + 30 expert trajectories
medium+few-expert 1e6 medium transitions + 30 expert trajectories
Ant 27 8 random+expert 1e6 random transitions + 200 expert trajectories
medium+expert le6 medium transitions + 200 expert trajectories
random+few-expert leb random transitions + 30 expert trajectories
medium+few—-expert 1le6 medium transitions + 30 expert trajectories
Pen 45 24 cloned+expert 5e6 cloned transitions + 30 expert trajectories
human+expert 5000 human transitions + 30 expert trajectories
Door 39 28 cloned+expert 1e6 cloned transitions + 30 expert trajectories
human+expert 6729 human transitions + 30 expert trajectories
Hammer 46 26 cloned+expert 1e6 cloned transitions + 30 expert trajectories
human+expert 11310 human transitions + 30 expert trajectories
Kitchen 59 9 partial+expert 136950 partial transitions + 1 expert trajectory
mixed+expert 136950 mixed transitions + 1 expert trajectory

Table 3. Overview of DARL tasks and their respective suboptimal datasets used in the offline IL setting.

C.1. D4RL tasks

We adopt the same offline IL benchmark introduced in ReCOIL (Sikchi et al., 2024), which is constructed using datasets
from the D4RL framework (Fu et al., 2020) and evaluated on MuJoCo control tasks. Across all environments, the expert
dataset consists of a single expert trajectory. For locomotion tasks, suboptimal datasets—denoted as random+expert,
randomt+few-expert, mediumtexpert, and medium+few-expert are created by combining expert demonstra-
tions with lower-quality trajectories from the D4RL random-v2 and medium-v2 datasets. Specifically, the random+expert
and medium+expert settings include 200 expert trajectories mixed with approximately one million transitions from the
corresponding D4RL dataset, while the x+few—-expert variants use only 30 expert trajectories. For manipulation tasks,
each x+expert dataset is formed by mixing 30 expert trajectories with the full corresponding D4RL dataset, and we
consistently use the -v0 versions of D4RL for these environments. An overview of all tasks is provided in Table 3.

C.2. ShipNaviSim task

The Maritime Navigation task was developed using historical data from a high-density traffic hotspot in the Singapore
Strait, adhering to the AIS-driven simulation paradigm established in ShipNaviSim (Pham et al., 2025). We defined our
planning region by selecting an area characterized by peak traffic volume and elevated collision risk, where numerous vessel
paths intersect. Two years of AIS data were sourced from MarineTraffic (https://www.marinetraffic.com/),
encompassing both static vessel attributes (dimensions, type, and ID) and dynamic movement variables (coordinates, speed,
heading, and course-over-ground). Our analysis focuses on tankers and cargo ships, as their significant scale (200-300
meters) and limited maneuverability represent the highest navigational risk. Following a 10-second interpolation process,
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the final dataset comprises 125,000 trajectories and 14 million environment transitions, with an average trajectory length of
100-150 steps. The data is divided into an 80% training set and a 20% evaluation set.

Observation Space The observation space is constructed from the view of the ego agent, providing the necessary context
for multi-vessel interaction and decision-making. At each time step, the agent receives a historical sequence of its own state
and the states of the 10 nearest vessels over a predefined window of past steps. Each historical data point includes the = and
y coordinates, speed v, and heading h. The agent is also provided with its target goal location. To ensure a fair comparison
across different algorithms, we utilized a consistent, straightforward neural network architecture. Rather than employing
complex structural layers, the observation space (200-dimensional) is flattened and fed directly into the network.

Action Space We define the action space as a 3-dimensional continuous space representing changes in state, denoted as
(dg,dy, dp,). These components correspond to the change in = and y coordinates and the change in heading h, respectively.
The vessel’s velocity for the following step is calculated based on the displacement over a fixed time interval (07 = 10

seconds), where v = 4/d2 + d§ /7. This delta action space formulation (Gulino et al., 2023) is applicable to various

mobile agents. By representing actions as the difference between consecutive states, we can utilize a simple Inverse
Kinematics Model to derive the necessary actions from the state-only trajectories present in our historical dataset.

Evaluation Metrics To assess the performance of the navigation policies against human expert behavior, we adopt the
vessel-specific metrics established in ShipNaviSim:

* Goal-Conditioned ADE (GC-ADE): This metric quantifies the average Euclidean distance between the trajectory
generated by the learned policy and the ground-truth historical trajectory. For a modeled trajectory 7,,, and a predicted
trajectory 7, the error is averaged over the duration of the shorter sequence:

min(Ty,,Tp)
1
GC—ADE: _— m __ .P\2 m __ ,.P\2
min (T, Tp) ; (@} — @) + (" — i)

* Goal Rate: This represents the success frequency of the ego agent in reaching its destination. A trial is considered
successful if the agent comes within a 200-meter radius of the goal.

¢ Near Miss Count: This measures the average number of time-steps per episode where the ego agent is within 3 cable
lengths (555 meters) of another vessel. While domain experts categorize this proximity as a “near-miss,” we use this
metric as a broader indicator of traffic density and potential navigational risk, rather than an absolute measure of
imminent collision.

* Max Curvature: Curvature measures the angle change in the vessel’s course over ground at each time step. It indicates
the sharpness of a turn and helps assess the maneuverability and alignment with expected vessel behavior, which cannot
make sharp turns. By monitoring maximum curvature, we can ensure that the generated trajectories adhere to the
physical motion constraints of real-world maritime vessels and avoid erratic or unrealistic maneuvers.
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C.3. Hyperparameters

Our implementation is mainly based on the official codebases of ODICE (Mao et al., 2024) and SMODICE (Ma et al., 2022),
adopting their core network configurations and parameters as detailed in Table 4. To enhance training stability, we follow
(Garg et al., 2023), incorporating Layer Normalization (Ba et al., 2016) into the critic network. We set a fixed mixture
ratio 8 = 0.5 for all experiments For the parameter 7, we find that 7 = 0.9 works for most tasks except the Kitchen and
human+expert tasks where 7 = 1.0 yields better results. We also note that other SOTA offline IL. methods such as
ReCOIL (Sikchi et al., 2024) and SMODICE (Ma et al., 2022), also adjust their hyperparameters for different sets of tasks.
We follow such tuned hyperaparameters as reported in the respective papers for different baselines for fair comparisons.

Table 4. Hyperparameters of ReDICE

Type Hyperparameter Value
Discriminator Network Size [256, 256]
Activation Function Tanh
Learning Rate 3e-4
Training Length 5000
Batch Size 256
Optimizer Adam
Actor Network Size [1024, 1024]
Activation Function ReLU
Learning Rate 3e-4
Weight Decay le-3
Training Length 1M steps
Batch Size 512
Optimizer Adam
Dropout Rate 0.1
LR decay schedule cosine
Critic Network Size [256, 256]
Activation Function ReLU
Learning Rate 3e-4
Weight Decay Se-6
Training Length 1M steps
Batch Size 512
Optimizer Adam
Soft Target Update Rate 0.005
Discount Factor ~ 0.99

D. Detailed Ablation Results
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Table 5. Average normalized return over last 10 evaluations of ReDICE against its variants on the D4RL suboptimal datasets with 1 expert
trajectory. The mean and std are obtained over 5 random seeds. Offline IL methods with avg. perf within the std-dev of the top performing

approach is in bold.

Suboptimal Dataset Env ReDICE w/o ReDICE w/o | ReDICE w/o T ReDICE Expert
mixture distribution | Gumbel loss

random-+ hopper 0.93.0.02 6.79.2.80 52.09.2.81 109.80_¢ 31 111.3

halfcheetah 2.2540.00 2.24.0.01 23.88.1.65 91.82. 9 44 88.83

expert walker2d -0.14.0.03 3.59.3.95 73.97.14.88 107.98_9 12 106.92

ant 27.4140.29 53.09.5.52 82.22,4.33 126.321( 51 130.75

random-+ hopper 1.04.0.13 2.92.1.00 29.58.0.41 93.63+1 69 111.33

halfcheetah 2.25.0.00 2.23.0.00 20.1241.24 79.311459 88.83

few-expert walker2d -0.17.0.06 1.54.1.39 7.3741.02 108.26_.¢ o3 106.92

ant 30.53.1.93 33.24,.1.43 47.32.5.95 108.15.5 59 130.75

medium+ hopper 0.71.0.04 53.85.0.61 93.74,.3.28 111.014 35 111.33

halfcheetah 2.25.0.00 42.74.0.18 76.8342.79 91.80-0 42 88.83

expert walker2d -021i008 7275i127 108.9010420 108.40i0,50 106.92

ant 1.20412.79 93.43..2.58 116.03.6.37 123.24 1 45 130.75

medium hopper 9.14.14.53 54.06.0.47 38.41.6.53 109.501 o3 111.33

halfcheetah 2.25.0.00 42.39.0.14 53.44.1.02 81.5715.04 88.83

few-expert walker2d 0.004.0.25 69.03.2.36 75.25.16.88 108.70.L0 44 106.92

ant -11.24,.9.95 88.57.3.51 109.66_4 o9 111.73 15 37 130.75

pen 31.2143.61 20.574+16.71 | 61.784.10.00 88.84. 554 106.42

cloned-+expert door -0.00.0.01 0.384.0.66 44.29,.35.07 92.23. 5 45 103.94

hammer 0.31.0.01 0.29.0.01 43.19.16.88 | 104.8610.07 || 125.71

Average 5.25 33.88 60.95 ‘ 103.01 H 109.86

Table 6. Average normalized return over last 10 evaluations of ReDICE with different 7 values on the D4RL suboptimal datasets with 1
expert trajectory. The mean and std are obtained over 5 random seeds. Offline IL methods with avg. perf within the std-dev of the top
performing approach is in bold.

Suboptimal Dataset | ~ Env | 7=1.0 =09 | 7=07 | =05 | 7=03 | 7=01 | Expert
random+ hopper 52~09:E2481 109.8010.31 109.7511'07 26.95112,75 10.6412,84 12.1714,30 111.3
halfcheetah 2388i165 91.82i0'44 92.02:‘:0'05 91.72:‘:0'13 91.32:‘:0'75 90.84:{:0'79 88.83

expert walker2d 73~97i14.88 107.98i0.12 108.25:‘:0'19 103.57:‘:7'73 49.26:‘:16‘42 22.45:‘:19‘59 106.92
ant 8222i45$ 126'32i0.81 1 14.33i229 78.93i&33 65.70i4A73 59~54i3A46 130.75

random<+ hopper 29.5840.41 93.63+1.60 6.7211.03 5954071 7.0240.98 6.4310.94 111.33
halfcheetah 20.1 2;&1‘24 79.3114.59 74~74i2.26 69.6216.59 64.01 +7.41 61 .7919,49 88.83

few-expert walker2d 7~37i1402 108.26i0.03 108.09:‘:0'61 53-47:t8.50 5.99:‘:3'30 4.66:‘:2'80 106.92
ant 47~32i5495 108.15i3.59 58.83:‘:6'63 29.16:‘:1'13 27.89:‘:2‘43 2759:‘:1‘58 130.75

medium-+ hopper 93474i3.28 111'01i0.38 1 10.02i029 1 10~55i0A03 1 10~24i()‘23 109.81i()‘94 111.33
halfcheetah 76.83:&2479 91.8010_42 89.9810,29 55.9211,50 437910.38 42.6010,20 88.83

expert walker2d 108.90:&0‘20 108.4010.50 108.0610'02 108.1510.13 107~79i0.76 107.4210,41 106.92
ant 116.031637 | 123241145 | 108.85140s | 98.134433 | 93.974444 | 94171093 | 130.75

medium hopper 38~41i6453 109.50:4:1.23 109.87:&1‘37 108.69:&0‘57 102.66:&7‘28 107-36;t2A39 111.33
halfcheetah 53444i1.02 81'57i2.94 46~10i1A57 43~53i0A65 42~67i()‘35 42.61i()‘29 88.83

fGW-EXpCI't walker2d 75-25116.88 108.70i0_44 106.7410,80 106.2710,03 104.2111,92 587716.18 106.92
ant 109.6614 20 | 111.731237 | 93.3040.41 | 92.0713.43 | 87.741417 | 84991274 130.75

pen 61.78i10.00 88.84i8'g4 66.91:‘:6'94 73.45:‘:7'47 67.32:‘:5'54 59~04:t6..‘)9 106.42

cloned+expert door 44~29i35.07 92.23;4:2.45 89.98;4:13‘85 91‘94:t1027 27‘67:t47A87 25‘15i43A65 103.94
hammer 43-19i16.88 104.86i10_07 8383i361() 85.82i37A01 45~77i50[)1 42.99i5(;‘75 125.71

Average | 6095 | 10301 | 8876 | 7547 | 60.82 5581 | 109.86
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Table 7. Average normalized return over last 10 evaluations of ReDICE with different 5 values on the D4RL suboptimal datasets with 1
expert trajectory. The mean and std are obtained over 5 random seeds. Offline IL methods with avg. perf within the std-dev of the top

performing approach is in bold.

Suboptimal Dataset ‘ Env 6=0.1 5=0.3 B8 =0.5 6=0.7 B8=0.9 H Expert
random-+ hopper 105~94:t4.96 109.975;0_49 109.80:|:0_31 102.21:&2.53 65.84:|:1_69 111.3
halfcheetah 89.2610,09 91.2010.37 91.82i0,44 91.2610.50 81.60i0,20 88.83

expert walker2d 108.13:‘:0.23 108.19:|:0,17 107-98:l:0.12 107.96:‘:0.50 86.77i3,08 106.92
ant 69.52i4.44 6828i999 126-32i0.81 102.60i18.49 120.33i4_19 130.75

random+ hOpPCI' 6.20;{;0_55 88.315:3,62 93'63j:1.69 8O~43:t6.40 75.285:19,26 111.33
halfcheetah 2.32i0.04 56.46i3_33 79.31 +4.59 82.75i1.17 59~03i26.80 88.83

few-expert walker2d 2.68:‘:0_27 107-75:|:0‘68 108.26:|:0.03 108'31:I:0.20 88.64:|:20'27 106.92
ant 118.82:‘:1.57 118.19:|:1_83 108.15:|:3_59 105~52:t16.85 91.345;3_23 130.75

medium+ hopper 1 1O~00:tl.67 110.67:|:0,50 111'01:|:O.38 60~00:t46.69 32-35:|:8.38 111.33
halfcheetah 42.45:5:0.19 42.515;0_07 91.80:‘:0_42 6333:&:16.82 7.125;2_01 88.83

expert walker2d 107.4810.69 108.08i0'05 108.4010'50 108.3710.11 8-32i1.65 106.92
ant 90.88:*:2.59 89.27:|:1,31 123-24:|:1.48 94~92:t2.96 75.765:3,49 130.75

medium hOppCI' 102.8415.21 108.49i1'49 109.5011'23 27~O7:I:14.61 15-00i2.60 111.33
halfcheetah 81~17:t6.46 83.065:2,95 81.575;2_94 85-37:t3.87 58.88:|:5_56 88.83

few-expert walker2d 80.84i2.58 104~84i2.61 108.70i0.44 81.81i22.97 80.22i20_55 106.92
ant 88.7413,67 88.11:|:0,65 111.73:|:2_37 88.5812,47 91-10:|:4.46 130.75

Average | | 7545 | 9271 | 10445 | 8691 | 6485 | 109.46

Table 8. Performance comparison of SMODICE variants on D4RL suboptimal datasets with 1 expert trajectories. The mean and std are
obtained over multiple random seeds. Methods with average performance within one standard deviation of the top-performing approach
are shown in bold.

Suboptimal Dataset Env SMODICE | SMODICE w/ orthogonal | SMODICE w/ all
hopper 104-09:|:1.82 5.79:|:0,30 0.93i0.02
random+ halfcheetah 80.92i1_94 2.25 +0.00 2.25 +0.00
expert walker2d | 107.46. 2> 1.2940.07 -0.141¢ 03
ant 126.481 1 75 38.6649 g2 27.414¢.99
hopper 58.72i7.09 5.34:|:0,07 1-04:{:0‘13
random-+ halfcheetah | 4.1645 .53 2.2510.00 2.2510.00
few-expert walker2d 3485 57 1.404¢.03 -0.17+0.06
ant 13.26i5_01 29.50i0432 30.53i1.93
. hopper 57.83:|:3,52 52-8910.25 0.71:|:0.04
medium+ halfcheetah | 66.525 35 42.67+0.08 2.2510.00
expert walker2d | 39.7141¢.78 72,7141 08 -0.2140.08
ant 109.731 1 ss 99.40.3 g9 1.20412.79
. hopper 53-33i0.80 52.83:|:0_98 9. 14:|:14_53
medium+ halfcheetah 41.47 11 99 42.38.( 29 2.2540.00
few-expert walker2d 13.78414.21 71.7511 62 0.00+¢.25
ant 89.22.15 44 89.90 .59 -11.2449 95
pen 33.97i19_99 22-25;|:2,44 31'21:i:3.61
cloned+expert door 3.57 1338 0.0149.00 -0.00+9.01
hammer 3.9815,45 1-09i0.56 0.3110,01
Average ‘ 53.25 33.39 5.25
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Table 9. Performance comparison of ReCOIL variants and ReDICE on D4RL suboptimal datasets with 1 expert trajectory. The reported
values are normalized returns averaged over multiple random seeds. The best-performing method for each task is shown in bold. We
evaluate ReCOIL with T-scaling by replacing its policy extraction and tuning 7 € {0.5,0.7,0.9, 1.0}. We observe consistent trends with
ReDICE: for ReCOIL, 7 = 0.9 also performs best on locomotion and cloned tasks, while 7 = 1.0 works better on Kitchen and human
datasets.

Dataset Env ReCOIL w/ 7-scaling | ReCOIL | ReDICE
hopper 102.79 98.33 109.80
random-rexpert halfcheetah 90.94 78.78 91.82
P walker2d 71.79 105.72 | 107.98
ant 126.07 116.43 126.32
hopper 90.15 86.65 93.63
randomafew-expert halfcheetah 37.44 5.25 79.31
P walker2d 34.05 1259 | 108.26
ant 96.71 56.68 108.15
hopper 110.84 85.25 111.01
mediumdtexpert halfcheetah 7591 78.88 91.80
p walker2d 108.40 108.27 108.40
ant 123.02 119.21 123.24
hopper 92.59 38.88 109.50
mediumfew-expert halfcheetah 57.85 41.90 81.57
P walker2d 107.86 71.44 108.70
ant 108.79 104.03 111.73
pen 40.80 45.59 88.84
cloned+expert door 87.61 16.18 92.23
hammer 31.65 2.60 104.86
pen 84.35 85.04 82.62
human+expert door 92.36 84.02 94.31
hammer 80.41 86.45 107.97
partial+expert | kitchen | 54.25 | 48.80 | 54.00
mixed+expert |  kitchen | 49.17 | 4935 | 4825
Average | | 81.49 | 67.76 | 97.68
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