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Abstract
Efficient transfer learning of vision–language
models (VLMs) commonly suffers from a
Base–New Trade-off (BNT): improving perfor-
mance on unseen (new) classes often degrades ac-
curacy on known (base) classes. Addressing how
to boost recognition of unseen classes without sac-
rificing known-class performance remains a cen-
tral challenge. Existing work often simplistically
attributes the BNT to overfitting on known classes.
We observe an interesting phenomenon: VLMs
frequently exhibit asymmetric confusion on cer-
tain downstream data, i.e., samples of class A are
systematically mispredicted as class B, while the
reverse confusion (B → A) rarely occurs. For
known classes, this kind of bias can be mitigated
by tuning using a cross-entropy loss, but for un-
seen classes, such pretraining-induced bias per-
sists and harms generalization. Motivated by this,
we propose NeRP, a plug-and-play prompting cor-
rection strategy that improves discrimination on
unseen classes without modifying model param-
eters. NeRP leverages neutral text prompts and
reference images to measure class-wise prior pref-
erences along the pre-trained inter-class geometry,
and combines them with the sample likelihood
to obtain the model’s surrogate score. If, for a
given sample, the prior strongly favors the cur-
rent prediction while the observed evidence is
clearly insufficient, we perform a local flip be-
tween easily confusable class pairs, thereby cor-
recting prior-dominated mispredictions. Exten-
sive experiments across multiple backbones and
15 few-shot and cross-domain benchmarks show
that NeRP substantially improves accuracy on
unseen classes while preserving known-class pre-
diction performance. Code is available at https:
//github.com/Sheldon04/NeRP.
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Figure 1. We observe two distinct types of confusion on down-
stream data. The first is symmetric confusion: for two similar
classes the model struggles to discriminate them, samples from
each class are misclassified as the other at comparable rates. The
second is asymmetric confusion: the two classes may not be intrin-
sically ambiguous, yet the model systematically mislabels class A
as B far more often than it mislabels B as A. More examples can
also be found in Figure 5.

1. Introduction
Pre-trained VLMs (Radford et al., 2021; Jia et al., 2021;
Alayrac et al., 2022; Yao et al., 2021; Lin et al., 2024; Lu
et al., 2026; Xi et al., 2026; Chen et al., 2026) have demon-
strated remarkable zero-shot capabilities in few-shot and
cross-domain recognition tasks. However, prompt tuning
and lightweight adaptation methods often suffer from the
BNT problem (Zhang et al., 2024; Zhou et al., 2022a; Shi
et al., 2026; Li et al., 2025b; 2026): improving performance
on unseen (new) classes typically comes at the cost of de-
graded accuracy on seen (base) classes. Previous studies
commonly attribute this phenomenon to overfitting (Li et al.,
2025a; Zhang et al., 2024; Khattak et al., 2023b; Li et al.,
2024b; Yao et al., 2023; Liu et al., 2025; Pan et al., 2025) on
base classes during fine-tuning, which compromises gener-
alization to unseen classes. To mitigate overfitting, various
methods have been explored, such as modifying loss func-
tions (Khattak et al., 2023b; Yao et al., 2024), constraining
prompt learning (Yao et al., 2024; Zhou et al., 2022a; Roy
& Etemad, 2024; Lu et al., 2022), enhancing multimodal
interaction (Yang et al., 2024; Khattak et al., 2023a; Guo &
Gu, 2025), and incorporating external knowledge (Li et al.,
2024b; Wu et al., 2024).

However, our investigation reveals that poor performance
on unseen classes cannot be fully explained by overfitting
alone. A more subtle issue is the asymmetric confusion as
Figure 1 shows. This arises from data imbalance during
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VLM pre-training (Ghate et al., 2025; Wang et al., 2024;
Tu et al., 2023); therefore, on both the image side and the
text side, there exists a certain preference for some classes.
During fine-tuning, the cross-entropy loss helps the model
learn correct class boundaries (Tian et al., 2026), effectively
suppressing biases for seen classes. Nevertheless, for unseen
classes, existing approaches (Zhou et al., 2022b; Gao et al.,
2024; Zhu et al., 2023) heavily rely on the inherent zero-
shot ability of vanilla VLMs. Consequently, the asymmetric
biases inherited from pre-training become more pronounced
on unseen classes, severely limiting generalization.

Identifying confusable class pairs and reversing the model’s
bias is appealing, but two issues remain: the preferred direc-
tion of confusion is unknown, and naı̈ve flipping can harm
correct predictions unless biased errors are detected with
high confidence.

To address the above challenges, we first revisit how VLMs
are efficiently adapted to downstream image classification
(Radford et al., 2021; Li et al., 2021; Singh et al., 2022).
Whether via prompt-based tuning or lightweight adapters,
existing approaches essentially use learnable parameters to
fit the statistics of the downstream data. These methods
either fine-tune the text encoder or feed fine-tuned prompt
vectors into a vanilla text encoder to produce a text em-
bedding for each class; at inference, the image encoder
embeds an unseen image (optionally with a learnable image
prompt) and computes cosine similarities against all class
embeddings to obtain the classification logits. For any im-
age containing semantic content, the model naturally selects
the text semantics closest to the image semantics as the pre-
dicted class. However, what should the model output for an
image devoid of semantic information? This motivates our
concept of Neutral-Reference Prompt (NeRP).

We define a neutral-reference prompt as one that can de-
scribe any sample in the dataset while remaining class-
agnostic: a neutral-reference image preserves only domain-
specific style with semantic content removed, and a neutral
text prompt contains no class-specific cues. Our theoreti-
cal and empirical analyses show that fine-tuning mainly de-
forms a low-dimensional subspace spanned by prototypes of
known classes, while the zero-shot geometry among unseen
classes remains largely stable. Consequently, for any pair of
unseen classes, the neutral prior gap induced by the neutral-
reference prompt and the model’s expected logit margin
have the same sign with high probability. For an unbiased
model, this gap is close to zero; otherwise, neutral-prior
probing reveals the direction and strength of bias between
confusable classes. We then construct Bayes-style posterior
log-odds by adding this prior term to the observed sample
logit margin. When the prior is strong but the evidence
weak, we treat the prediction as prior-dominated and likely
erroneous, and perform a local decision flip within the neigh-

borhood of easily confusable classes; when both prior and
evidence are weak, we regard the model as genuinely unde-
cided and leave the prediction unchanged. Extensive experi-
ments show that NeRP integrates seamlessly with diverse
state-of-the-art prompt tuning and lightweight adaptation
methods, consistently improving unseen-class performance
on nearly all downstream benchmarks without retraining or
modifying model parameters, thereby serving as a plug-and-
play prompting strategy that balances discrimination and
generalization in VLMs.

2. Related Work
2.1. Efficient Transfer Learning for VLMs.

Vision-language models (VLMs) are designed to jointly
understand images and text, with representative models
like CLIP (Radford et al., 2021), ALIGN (Jia et al., 2021),
and Flamingo (Alayrac et al., 2022) showcasing powerful
cross-modal capabilities. To further enhance these models’
performance on specific tasks or domains, various transfer
learning methods have been proposed to adapt their pre-
trained representations. Early work, such as CoOp (Zhou
et al., 2022b) replaces hand-crafted templates with learn-
able context vectors while freezing CLIP. CoCoOp (Zhou
et al., 2022a) further conditions prompts on each image to
reduce base-to-new drift. ProGrad (Zhu et al., 2023) updates
prompts only when gradients align with general knowledge,
and DPC (Li et al., 2025a) decouples optimization direc-
tions explicitly with a dual-prompt scheme. TCP (Yao et al.,
2024) enhances discriminative capability by incorporating
semantic priors through mapping class-level textual knowl-
edge into class-specific prompt tokens. In a similar vein,
PromptSRC (Khattak et al., 2023b) leverages tricks such as
text diversification and self-ensembling to reduce overfitting,
without incurring any inference-time cost. SkipT (Wu et al.,
2025) makes VLMs self-adapters—skip low-impact layers
and classes to fine-tune faster with no extra params.

To better align multimodal representations, MaPLe (Khattak
et al., 2023a) couples deep prompts in both branches via
a learned projection. Visual-side prompting has also been
strengthened with progressive designs such as ProVP (Xu
et al., 2024) to stabilize feature distributions. MMA (Yang
et al., 2024) inserts multi-modal adapters and shows that
higher layers carry task-specific signals while lower layers
preserve generalization. MMRL (Guo & Gu, 2025) learns a
shared representation space with extra tokens inserted only
in higher layers, while regularizing the original class token
to retain zero-shot priors, and uses a decoupled inference
strategy.
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Figure 2. The pipeline of obtaining prior gaps from the neutral-reference prompt.

2.2. Bias in Pretrained VLMs

Recent work has already studied biases in pretrained VLMs.
Hamidieh et al. (Hamidieh et al., 2024) proposed the So-B-
IT vocabulary and showed that CLIP over-associates harm-
ful terms with certain demographics in open-vocabulary
retrieval. Alabdulmohsin et al. (Alabdulmohsin et al., 2024)
introduced Multi-Modal Moment Matching (M4) to balance
data at both representation and association levels. Pushing
further, Sahili et al. (Sahili et al., 2025) controlled model
size, data scale, and data composition, and found that the
“bigger and fairer” intuition does not generally hold. Ghate
et al. (Ghate et al., 2025) quantified this more precisely:
the choice of pretraining dataset is the dominant upstream
factor. Beyond social bias, broader forms of bias have been
explored. Wang et al. (Wang et al., 2024) built the Coun-
terAnimal benchmark and revealed CLIP’s reliance on spu-
rious cues such as background. Tu et al. (Tu et al., 2023)
revealed that CLIP’s shape bias weakens after ImageNet-
targeted fine-tuning while texture reliance increases. These
insights also inform mitigation for downstream tasks. Li
et al. (Li et al., 2024a) alleviate the overfitting caused by
a single background class via learned background prompts
and online mining. RS-CLIP (Li et al., 2023) uses structured
adaptation and data cleaning to ease class-imbalance effects,
transferring generic CLIP to RS scenes. Motivated by these
findings, we develop a general, efficient approach for VLMs
that suppresses bias in transfer learning.

3. Method
3.1. Preliminary

Notation. Let X be the image space and C the label set
with |C| = C. We write d for the embedding dimension and
assume L2-normalized features unless stated. We explic-
itly distinguish raw encoders from normalized features: let
gimg : X →Rd and gtxt : Token∗→Rd denote raw image
and text encoders, and define the normalized outputs

fimg(x) := norm
(
gimg(x)

)
, ftxt(z) := norm

(
gtxt(z)

)
.

Let g0img, g
0
txt be the corresponding pretrained (zero-shot)

raw encoders, and f0
img := norm◦g0img, f0

txt := norm◦g0txt
their normalized counterparts (CLIP-like). For each class

c∈C we define the class text prototypes

t(c) := norm
(
gtxt(prompt(c))

)
,

t0(c) := norm
(
g0txt(prompt0(c))

)
.

Given an image x ∈ X , the class score is ℓc(x) :=
⟨fimg(x), t(c)⟩. We split the label set into base B (seen dur-
ing fine-tuning) and novelN = C \B (unseen). Throughout,
we fix the base subspace

S := span{ t0(c) : c ∈ B } ⊂ Rd.

For a dataset/domain D, let τ(D) denote the dataset-specific
neutral-reference text prompt (e.g., “a photo of an object.”).

Neutral priors. For the text side, we construct a zero-shot
neutral vector

u0
txt(D) := norm

(
g0txt(τ(D))

)
.

The per-class text prior logit is

πtxt(c;D) :=
〈
t(c), u0

txt(D)
〉
, c ∈ C. (1)

For the image side, we use the feature of the mean image
(pixel-wise average of the preprocessed training images) as
the neutral-reference image prompt and then normalize:

x̄D :=
1

n

∑
x∈train(D)

preproc(x),

uimg(D) := fimg(x̄
D) = norm

(
gimg(x̄

D)
)
.

Correlating with zero-shot class prototypes yields the per-
class image prior logit

πimg(c;D) :=
〈
uimg(D), t0(c)

〉
, c ∈ C. (2)

For a class pair (i, j) we define the prior gaps

∆πtxt(i, j) := πtxt(i;D)− πtxt(j;D),

∆πimg(i, j) := πimg(i;D)− πimg(j;D).

An intuitive illustration is shown in Figure 2.
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3.2. When & Why Priors are Informative

In a nutshell. (i) Fine-tuning mainly reshapes a low-
dimensional “base” subspace spanned by base class pro-
totypes; (ii) zero-shot geometry between classes is relatively
stable across target domains; (iii) fine-tuning on base classes
warps the pretrained inter-class directions, so our neutral
priors become unreliable on base classes but remain infor-
mative for novel classes.

Preparation. We model fine-tuning as a low-rank defor-
mation (Hu et al., 2022; He et al., 2021; Wang et al., 2023)
of the raw pretrained geometry:

gimg(x) = g0img(x) + Uimg a(x),

gtxt(z) = g0txt(z) + Utxt b(z),
(3)

with Uimg, Utxt ∈ Rd×r, r ≪ d, and coefficient maps
a(·), b(·) that are large on B and small on average on N .
Normalized features are obtained by f = norm(g) and
t(·) = norm(gtxt(·)). We define the pretrained inter-class
direction ∆0

ij := t0(i)− t0(j) and, for any feature v ∈ Rd,
the (signed) separation δ0ij(v) := ⟨v, ∆0

ij⟩. We write ΠT

for the Euclidean orthogonal projector onto a subspace T .
Assumption 3.1 (Base subspace). Recall S = span{t0(c) :
c ∈ B}. For most (i, j) ∈ B × B, ∥ΠS⊥(t(i) − t(j))∥ ≪
∥ΠS(t(i)− t(j))∥.

In practice, efficient fine-tuning of VLMs—using only
a small number of trainable parameters or low-rank
adapters—often matches full fine-tuning on the base classes
B, indicating that discriminative updates concentrate along
a few shared directions (i.e., within (S)).
Assumption 3.2 (Zero-shot stability). For x∼D labeled in
N and typical confusable pairs (i, j) ∈

(N
2

)
,

Varx∼D

[
δ0ij(f

0
img(x))

]
≤ σ2,

with a small, domain-insensitive σ2.

The assumption follows from a one-line Rayleigh-quotient
argument under mild conditions, for example: let ∥∆0

ij∥ =
1, and define ΩD := Covx∼D[f0

img(x)], then

Varx∼D

[
δ0ij(f

0
img(x))

]
= (∆0

ij)
⊤ΩD∆0

ij ≤ λmax(ΩD),

where λmax(ΩD) denotes the largest eigenvalue of ΩD.
Hence, when specific conditions are met, Assumption 3.2
holds as a lemma. This assumption is also consistent with
modeling L2-normalized embeddings on the unit sphere via
a von Mises–Fisher family (Lu et al., 2024; Banerjee et al.,
2005).
Lemma 3.3 (Gaps as projections). For (i, j) ∈ N ×N ,

∆πimg(i, j) = ⟨uimg(D), ∆0
ij⟩,

∆πtxt(i, j) = ⟨∆0
ij , u

0
txt(D)⟩

+
〈
Utxt

(
b(i)− b(j)

)
, u0

txt(D)
〉
.

Base (vanilla)
Base (tuned)

New (vanilla)
New (tuned)

Figure 3. The t-SNE visualization of embeddings, and the compar-
ison of between-class variance of per-class mean logits.

In particular, ∣∣∆πtxt(i, j)− ⟨∆0
ij , u

0
txt(D)⟩

∣∣
≲ ∥Utxt∥

(
∥b(i)∥+ ∥b(j)∥

)
,

≲ denotes inequality up to an absolute constant factor. So
both priors probe the same pretrained direction ∆0

ij up to a
small novel-class residual.

Takeaway. The image prior uses a mean-image feature an-
chor; the text prior uses a neutral text anchor. Both are
linear “rulers” aligned with pretrained inter-class directions
on novel classes.

Lemma 3.4 (Base suppression). Conditional on Assump-
tion 3.1, if ∥ΠSuimg(D)∥ ≤ κimg and ∥ΠSu

0
txt(D)∥ ≤

κtxt, then for any (i, j) ∈ B × B,

|∆πimg(i, j)| ≤ κimg∥ΠS∆
0
ij∥,

|∆πtxt(i, j)| ≤ κtxt∥ΠS(t(i)− t(j))∥
+ ∥ΠS⊥u0

txt(D)∥ ∥ΠS⊥(t(i)− t(j))∥.

Takeaway. Because base directions live in S and the neutral
anchors have little energy in S, neutral-prior gaps are intrin-
sically small on B—yet remain informative off S for novel
classes.

We have also visualized the spatial distribution of embed-
dings on base and new classes using t-SNE, as well as the sta-
bilized variance of the output logits with neutral-reference
images as input on different datasets as Figure 3 shows.

For a pair (i, j), define the logits margin:

mij(x) := ℓi(x)− ℓj(x) =
〈
fimg(x), t(i)− t(j)

〉
,

and its expectation µij(D) := Ex∼D[mij(x)]. By com-
bining Assumption 3.1, Assumption 3.2, Lemma 3.3 and
Lemma 3.4, we can explain why priors are informative.

Proposition 3.5 (Sign consistency). Under the low-rank
deformation model in (3) and Assumption 3.2, there exist
domain- and model-dependent constants

εNimg, ε
N
txt (small on N )

4
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such that for any (i, j) ∈ N ×N ,∣∣µij(D)−∆πimg(i, j)
∣∣ ≤ εNimg,∣∣µij(D)−∆πtxt(i, j)
∣∣ ≤ εNtxt.

Consequently, sign µij(D) = sign ∆πimg(i, j) and
sign µij(D) = sign ∆πtxt(i, j) whenever the gaps exceed
the respective ε.

On novel classes, because the inter-class direction satis-
fies t(i) − t(j) ≈ ∆0

ij and the low-rank deformation
implies fimg(x) − f0

img(x) is small on N , thus we have
Var[mij(x)] ≤ σ2 + o(1), i.e., σ2

m ≲ σ2.

Corollary 3.6 (High-probability sign consistency). Let
(i, j) ∈ N × N and write µ := µij(D) and σ2

m :=
Varx∼D

[
mij(x)

]
. Moreover, on N we have σ2

m ≲ σ2.
Then for any γ > 0,

Px∼D

[
signmij(x) ̸= signµ

]
≤ min

{
σ2
m

(|µ| − γ)2
, 1

}
,

whenever |µ| > γ. In particular, if |∆πimg(i, j)| > εNimg+γ

(or |∆πtxt(i, j)| > εNtxt + γ), then with probability at least
1− σ2

m/( |∆π| − ε− γ )2 the sample-level sign agrees with
the prior.

Interpretation. For novel classes, both priors measure the
zero-shot inter-class bias direction using neutral anchors.
Low-rank fine-tuning perturbs this geometry weakly on N ,
so the expected logits gap aligns with the prior gap up to a
small error; the zero-shot stability assumption then upgrades
this to a high-probability statement at the sample level.

Formal proof and more details are in the Appendix.

3.3. Bayes-Style Surrogate

Neutral-prior composition. For a domain D and class
c ∈ C, recall

πtxt(c;D) =
〈
t(c), u0

txt(D)
〉
.

On the image side, recall uimg(D) := fimg(x̄
D) and

πimg(c;D) =
〈
uimg(D), t0(c)

〉
.

Given a pair (i, j), we form a composite neutral prior gap

Σi,j(D) :=
(
πtxt(i;D)− πtxt(j;D)

)
+

(
πimg(i;D)− πimg(j;D)

)
.

(4)

Note Σi,j(D) = −Σj,i(D). We restrict comparisons to a
symmetric neighborhood graph G ⊂ C × C (i.e., (i, j) ∈
G ⇔ (j, i) ∈ G) and write A(i) = {j ̸= i : (i, j) ∈ G}.
To absorb domain-wide constant bias caused by fine-tuning

in the composite neutral prior, we use a global intercept on
the base pairs:

β̂(D) := argmin
β

∑
(i,j)∈B×B

(
µ̂ij(D)−Σi,j(D)−β

)2
, (5)

whose closed-form solution β⋆(D) and µ̂ij(D) is the empir-
ical estimated domain mean of mij(x), details of both are
given in the Appendix. To reduce complexity, we combine
it with τ in Equation (11) in practice.

Residual form for priors. Considering the diverse styles
of downstream data, we provide a residual form to better
adapt to semantically diverse datasets (e.g., ImageNet). On
such datasets, inter-class semantics and text prototypes are
more widely separated; combining Assumption 3.2, the
across-pair variance of zero-shot projections (and thus log-
its gaps) becomes larger. To stabilize the neutral priors and
cancel common, domain/prompt–induced bias, we residu-
alize the image- or text-side prior by subtracting the corre-
lation with the current anchor from that with the zero-shot
anchor—thereby measuring correlation with the anchor dis-
placement and retaining only domain-induced changes.

Let the current-model text anchor under the neutral prompt
τ(D) be utxt(D) := norm

(
gtxt(τ(D))

)
. We define the

text residual prior

π̃txt(c;D) := ⟨t(c), u0
txt(D)⟩ − ⟨t(c), utxt(D)⟩. (6)

Similarly, using uimg(D) and class prototypes, we define
the image residual prior

π̃img(c;D) := ⟨uimg(D), t0(c)⟩ − ⟨uimg(D), t(c)⟩. (7)

The pairwise gaps become

∆π̃txt(i, j) = ∆πtxt(i, j)− ⟨t(i)− t(j), utxt(D)⟩,
∆π̃img(i, j) = ∆πimg(i, j)− ⟨uimg(D), t(i)− t(j)⟩,

Intuitively, ∆π̃txt(i, j) ≈ ⟨∆0
ij , u

0
txt(D) − utxt(D)⟩

projects the pretrained inter-class direction onto the anchor
displacement, filtering out class-independent bias and reduc-
ing across-pair variance on semantically diverse datasets;
∆π̃img(i, j) analogously measures deformation of inter-
class directions and is typically small on novel classes.

We then use

Σ̃i,j(D) :=
(
π̃txt(i;D)− π̃txt(j;D)

)
+

(
π̃img(i;D)− π̃img(j;D)

) (8)

as a drop-in replacement for Σi,j(D) in (4). This replace-
ment preserves the sign-consistency guarantee (Proposi-
tion 3.5) and the high-probability of this consistency (Corol-
lary 3.6), often with tighter constants due to variance reduc-
tion; full details are deferred to the Appendix.
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Figure 4. An explanation of how NeRP corrects mispredictions.

Prior-dominated inconsistency. For a test image x with
top-1 prediction ŷ(x) = i, and any j ∈ A(i), recall the
sample-level margin mij(x) = ℓi(x) − ℓj(x). We inter-
pret Σi,j(D) as a prior logit-style offset for i against j,
and mij(x) as the data-dependent logit margin. mij(x)
comes from L2-normalized cosine similarities between em-
beddings, and under a von Mises–Fisher model, this margin
can be approximately interpreted as a log-likelihood ratio.
A Bayes-inspired surrogate score is then

sij(x) ≈ mij(x) + Σi,j(D) + β̂(D). (9)

By Proposition 3.5 and additivity of errors, on novel classes
there exists εN = εNimg + εNtxt such that∣∣µij(D)− Σi,j(D)

∣∣ ≤ εN . (10)

Thus, if the prior strongly favors i against j (i.e., Σi,j(D) is
large), we want the expected margin µij(D) to be compa-
rably large as well. When, however, the observed margin
mij(x) is small, the posterior surrogate in (9) is driven
mainly by the prior term rather than by sample evidence.
We then declare a prior-dominated region by prior gate τ
and evidence gate δ:

Ri→j(x;D) :=
{
Σi,j(D) ≥ τ − β̂(D) ∧mij(x) ≤ δ

}
.

(11)
InsideRi→j , the gap Σi,j(D)−mij(x) ≥ τ−δ−β̂(D) indi-
cates the surrogate posterior is predominantly prior-driven.

Decision rule. As Figure 4 shows, for each j ∈ A(i), keep
j iff (x,D) ∈ Ri→j . Among retained neighbors, select

j⋆ ∈ arg max
j: (x,D)∈Ri→j

ℓj(x),

and flip by enforcing a minimal tie-break on logits, e.g.,

ℓj⋆(x)← max{ℓj⋆(x), ℓi(x) + ε0} (ε0 > 0).

If no neighbor passes, leave logits unchanged.

Risk–Benefit Analysis. Recall β⋆(D) from Equation (5),
and denote ∆β := β̂(D)− β⋆(D). By Prop. 3.5 and error
additivity, there exists

εNint := εN + |∆β |,

s.t.
∣∣µij(D)−

(
Σi,j(D) + β̂(D)

) ∣∣ ≤ εNint.
(12)

Define the effective gate τ̃ := τ − β̂(D), and let σ2
m :=

Varx∼D[mij(x)] ≲ σ2 under Assumption 3.2. On the event
{Σi,j ≥ τ̃}, Equation (12) implies µij(D) ≥ τ − εNint. For
any δ with

γ := τ − εNint − δ > 0,

Chebyshev yields

Px∼D

[
mij(x) ≤ δ

]
≤ σ2

m

γ2
=

σ2
m(

τ − εNint − δ
)2 .

Because a flip can only occur when mij(x) ≤ δ, the above
equation upper-bounds the false-flip probability. Impor-
tantly, this requires only τ > εNint + δ. In practice, we do
not explicitly look for τ but directly seek a suitable τ̃ .

4. Experiments
4.1. Settings

Datasets & Baselines Following previous works (Zhou
et al., 2022b), we evaluate base-to-new generalization and
cross-dataset transfer on eleven recognition benchmarks
spanning diverse data distributions: ImageNet (Deng et al.,
2009), Caltech101 (Fei-Fei et al., 2004), OxfordPets (Parkhi
et al., 2012), StanfordCars (Krause et al., 2013), Flowers102
(Nilsback & Zisserman, 2008), Food101 (Bossard et al.,
2014), FGVCAircraft (Maji et al., 2013), SUN397 (Xiao
et al., 2010), DTD (Cimpoi et al., 2014), EuroSAT (Helber
et al., 2019), and UCF101 (Soomro et al., 2012). For cross-
domain evaluation, we consider ImageNet-V2 (Recht et al.,
2019), ImageNet-Sketch (Wang et al., 2019), ImageNet-
A (Hendrycks et al., 2021b), and ImageNet-R (Hendrycks
et al., 2021a). All experiments utilize a 16-shot setting (16
training samples per class), and accuracy is the average of
3 random seeds. We select 4 influential prompt learners
(CoCoOp, PromptSRC, MMA and MMRL) with different
styles as baselines for our plug-and-play strategy. We also
include several state-of-the-art (SOTA) methods as reference
baselines.

Confusable Pairs Generation Let C denote the label set.
For each class i ∈ C, we query a locally deployed Qwen2.5-
72B-Instruct (Yang et al., 2025) with the class name and
description to produce at most K candidate classes that are
likely to be confused with i (where K scales with |C|). Ag-
gregating the resulting class pairs over all i, we construct an
undirected adjacency graph G on C; an edge (i, j) indicates
that j is a confusable neighbor of i. The prompt template is
provided in the appendix.
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Table 1. Base-to-novel generalization experiments of five baselines on 11 datasets. “ ” denotes keeping the original output.

Method Average ImageNet Caltech101 OxfordPets
Base Novel HM Base Novel HM Base Novel HM Base Novel HM

CoOp (IJCV 22) 82.69 63.22 71.66 76.47 67.88 71.92 98.00 89.81 93.73 93.67 95.29 94.47
MaPLe (CVPR 23) 82.28 75.14 78.55 76.66 70.54 73.47 97.74 94.36 96.02 95.43 97.76 96.58

CoPrompt (ICLR 24) 84.00 77.23 80.48 77.67 71.27 74.33 98.27 94.90 96.55 95.67 98.10 96.87
SkipT (CVPR 25) 85.04 77.53 81.11 77.73 70.40 73.89 98.50 95.33 96.89 95.70 97.87 96.77

CoCoOp (CVPR 22) 80.47 71.69 75.83 75.98 70.43 73.10 97.96 93.81 95.84 95.20 97.69 96.43
+NeRP (Ours) 72.99 76.67 71.37 73.60 94.07 95.98 97.90 96.53

PromptSRC (ICCV 23) 84.26 76.10 79.97 77.60 70.73 74.01 98.10 94.03 96.02 95.33 97.30 96.30
+NeRP (Ours) 76.87 80.40 71.33 74.33 94.47 96.25 97.40 96.35

MMA (CVPR 24) 83.20 76.80 79.87 77.31 71.00 74.02 98.40 94.00 96.15 95.40 98.07 96.72
+NeRP (Ours) 77.59 80.30 71.73 74.42 94.27 96.29 98.13 96.75

MMRL (CVPR 25) 85.68 77.16 81.20 77.90 71.30 74.45 98.97 94.50 96.68 95.90 97.60 96.74
+NeRP (Ours) 78.04 81.68 71.53 74.58 95.10 97.00 97.70 96.79

Method StanfordCars Flowers102 Food101 FGVCAircraft
Base Novel HM Base Novel HM Base Novel HM Base Novel HM

CoOp (IJCV 22) 78.12 60.40 68.13 97.60 59.67 74.06 88.33 82.26 85.19 40.44 22.30 28.75
MaPLe (CVPR 23) 72.94 74.00 73.47 95.92 72.46 82.56 90.71 92.05 91.38 37.44 35.61 36.50

CoPrompt (ICLR 24) 76.97 74.40 75.66 97.27 76.60 85.71 90.73 92.07 91.40 40.20 39.33 39.76
SkipT (CVPR 25) 82.93 72.50 77.37 98.57 75.80 85.70 90.67 92.03 91.34 45.37 37.13 40.84

CoCoOp (CVPR 22) 70.49 73.59 72.01 94.87 71.75 81.71 90.70 91.29 90.99 33.41 23.71 27.74
+NeRP (Ours) 74.13 72.26 72.03 81.89 91.33 91.01 26.83 29.76

PromptSRC (ICCV 23) 78.27 74.97 76.58 98.07 76.50 85.95 90.67 91.53 91.10 42.73 37.87 40.15
+NeRP (Ours) 75.70 76.96 77.37 86.50 91.53 91.10 38.07 40.27

MMA (CVPR 24) 78.50 73.10 75.70 97.77 75.93 85.48 90.13 91.30 90.71 40.57 36.33 38.33
+NeRP (Ours) 73.97 76.17 77.03 96.17 91.30 90.71 36.63 38.50

MMRL (CVPR 25) 81.30 75.07 78.06 98.97 77.27 86.78 90.57 91.50 91.03 46.30 37.03 41.15
+NeRP (Ours) 75.30 78.19 78.43 87.51 91.55 91.06 37.67 41.54

Method SUN397 DTD EuroSAT UCF101
Base Novel HM Base Novel HM Base Novel HM Base Novel HM

CoOp (IJCV 22) 80.60 65.89 72.51 79.44 41.18 54.24 92.19 54.74 68.69 84.69 56.05 67.46
MaPLe (CVPR 23) 80.82 78.70 79.75 80.36 59.18 68.16 94.07 73.23 82.35 83.00 78.66 80.77

CoPrompt (ICLR 24) 82.63 80.03 81.30 83.13 64.73 72.79 94.60 78.57 85.84 86.90 79.57 83.07
SkipT (CVPR 25) 82.40 79.03 80.68 83.77 67.23 74.59 92.47 83.00 87.48 87.30 82.47 84.81

CoCoOp (CVPR 22) 79.74 76.86 78.27 77.01 56.00 64.85 87.49 60.04 71.21 82.33 73.45 77.64
+NeRP (Ours) 77.46 78.58 56.67 65.29 67.30 76.08 73.77 77.82

PromptSRC (ICCV 23) 82.67 78.47 80.52 83.37 62.97 71.75 92.90 73.90 82.32 87.10 78.80 82.74
+NeRP (Ours) 78.90 80.74 63.37 72.01 78.53 85.11 78.93 82.81

MMA (CVPR 24) 82.27 78.57 80.38 83.20 65.63 73.38 85.46 82.34 83.87 86.23 80.03 82.20
+NeRP (Ours) 78.77 80.48 66.20 73.73 85.27 85.36 80.17 83.09

MMRL (CVPR 25) 83.20 79.30 81.20 85.67 65.00 73.82 95.60 80.17 87.21 88.10 80.07 83.89
+NeRP (Ours) 79.60 81.36 65.70 74.37 85.17 90.08 80.67 84.22

Target-Emulated Calibration NeRP’s decisions rely on
two gates: the Prior Effective Gate τ̃ and the Evidence
Strength Gate δ. Because the test data are unseen, we con-
struct simulated subsets from the training data to select
appropriate τ̃ and δ for each task.

For the base-to-novel setting, we partition the base classes
into e disjoint folds {F b2n

e }Ee=1. In fold e, the pseudo-base
classes are Be = B \ Fe and the pseudo-novel classes are
Ne = Fe. For the cross-dataset setting, following prior
work, we group ImageNet-1K into superclasses, split them
into e disjoint subsets {F cd

e }Ee=1, and assign pseudo-source
and pseudo-target according to the similarity between the
downstream data and each subset. For domain generaliza-
tion, we simply use the first half of the source classes as the
pseudo-source and the second half as the pseudo-target.

Within each fold, we lightly fine-tune the baseline model on
the pseudo-base/source (training details follow the original

paper), then perform a grid search on the pseudo-target to se-
lect τ̃ and δ. We flip predictions according to Equation (11)
and the decision rule, aiming to maximize flip coverage
while minimizing the erroneous-flip rate. See the appendix
for more details.

4.2. Experimental Results

Base-to-Novel Generalization As shown in Table 1, we
provide detailed results for Base-to-Novel setting across
11 datasets, along with the balanced harmonic mean (HM)
of their accuracies. Results are encouraging: across four
stylistically distinct SOTA baselines, incorporating NeRP
consistently improves performance on novel classes. On
EuroSAT, several methods gain over 5%; on Flowers102,
DTD, and ImageNet, we observe 0.5–2% improvements.
Because our method adjusts predictions only at inference
time, it enhances novel-class accuracy without degrading

7
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Table 2. Cross-dataset generalization experiments on 10 datasets.

Method

Source Target Dataset

AverageImage Caltech Oxford Stanford Flowers Food101 FGVC SUN397 DTD Euro UCF101Net 101 Pets Cars 102 Aircraft SAT

CoCoOp 71.02 94.43 90.14 65.32 71.88 86.06 22.94 67.36 45.73 45.37 68.21 65.74
+NeRP (Ours) 94.87 90.73 65.35 72.53 86.30 23.70 67.43 46.70 51.20 68.97 66.78
PromptSRC 71.27 93.60 90.25 65.70 70.25 86.15 23.90 67.10 46.87 45.50 68.75 65.81
+NeRP (Ours) 94.10 90.30 66.20 71.37 86.40 24.23 67.30 47.83 51.70 69.70 66.91

MMA 71.00 93.80 90.30 66.13 72.07 86.12 25.33 68.17 46.57 49.24 68.32 66.61
+NeRP (Ours) 94.27 90.47 66.53 73.10 86.12 25.87 68.25 47.03 53.50 69.80 67.49

MMRL 72.03 94.67 91.43 66.10 72.77 86.40 26.30 67.57 45.90 53.10 68.27 67.25
+NeRP (Ours) 94.77 91.43 66.60 73.97 86.50 26.50 67.73 46.17 55.87 70.43 68.00

Table 3. Domain generalization experiments on 4 datasets.

Method
Source Target Dataset

Average
ImageNet -V2 -S -A -R

CoCoOp 71.02 64.07 48.75 50.63 76.18 59.91
+NeRP (Ours) 66.73 50.20 52.47 77.00 61.60

PromptSRC 71.27 64.35 49.55 50.90 77.80 60.65
+NeRP (Ours) 66.87 49.77 52.77 78.13 61.89

MMA 71.00 64.33 49.13 51.12 77.32 60.48
+NeRP (Ours) 67.77 50.07 51.77 78.20 61.95

MMRL 72.03 64.47 49.17 51.12 77.32 60.52
+NeRP (Ours) 66.63 49.27 53.33 77.93 61.79

Figure 5. Bars to the right of the y-axis show the fraction of
samples from the left class misclassified as the right class, and bars
to the left show the converse; arrow length denotes the magnitude
of the prior gap.

the performance on base classes.

Cross-Dataset Evaluation Table 2 shows our NeRP
method performs well in the case of cross-dataset gener-
alization. Across the four compared methods, adding NeRP
yields an average improvement of 1% over 10 datasets, with
negligible additional overhead.

Domain Generalization As summarized in Table 3,
NeRP stands out in domain generalization settings: on
nearly every dataset, plugging in NeRP yields immediate
gains. This provides compelling evidence that pairing NeRP
with existing methods can serve as a ‘free lunch’ for efficient
transfer learning.

4.3. Further Analysis

Effectiveness of Neutral Priors We select the top-ranked
misclassified class pairs on ImageNet and evaluate the ac-
curacy of neutral-prior probing under symmetric vs. asym-

Table 4. Ablation on search granularity and number of folds E.
Metrics are accuracy and flip error rate (FER) (%).

MMRL+NeRP E=2 E=3 E=4 E=5

Step of τ̃ δ Acc. FER Acc. FER Acc. FER Acc. FER

Coarse 1e-2 1e-2 76.80 40.25 76.90 33.58 77.03 28.66 77.13 25.44
Fine 1e-3 1e-3 76.88 36.15 77.04 28.02 77.16 23.87 77.32 19.91

(a) (b)

Figure 6. (a) Performance of different K. (b) Few-shot perfor-
mance on unseen classes.

metric confusions (see Figure 5). The prior direction aligns
with the model’s bias direction, and its magnitude is small
in the symmetric-confusion regime. Across datasets, the
top-20% erroneously predicted asymmetric class-confusion
pairs (proportion gap >15%) align with the prior direction
with 79.7% average consistency.

Different Calibration/Generation Strategy We adopt a
unified calibration hyperparameter search as Table 4 shows
(10 datasets averaged results). The grid range is set by sum-
marizing model outputs on a small validation subset. Only
a single forward pass on E validation splits is needed; af-
ter recording statistics, the search adds negligible overhead.
We also study the performance gain of different numbers
of confusable pairs across 10 datasets in Figure 6 (a) (Eu-
roSAT excluded due to its few classes). On datasets with
high inter-class separability, a smaller K is sufficient; for
some datasets, setting K = 10 yields larger gains.

Few-shot Performance NeRP remains effective after fine-
tuning with fewer samples; results on unseen classes are
shown in Figure 6 (b). We still have 16 samples per class,
but only a few of them are used for fine-tuning, which serve
as a validation set to calibrate τ̃ and δ.
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5. Conclusion
We identify an asymmetric confusion phenomenon in VLMs
under transfer learning and analyze its downstream impact
on BNT. Through theoretical and empirical analyses, we
further show that a neutral prior can serve as an anchoring
signal that reveals model bias. Building on this insight, we
introduce NeRP, a plug-and-play correction strategy to mit-
igate BNT. Extensive experiments demonstrate that NeRP
yields consistent improvements across diverse baselines and
datasets.

Impact Statement
This paper presents work whose goal is to advance the field
of Machine Learning. There are many potential societal
consequences of our work, none which we feel must be
specifically highlighted here.
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