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Abstract

While recent multimodal large language models (MLLMs)
have made impressive strides, they predominantly employ a
conventional autoregressive architecture as their backbone,
leaving significant room to explore effective and efficient al-
ternatives in architectural design. Concurrently, recent stud-
ies have successfully applied discrete diffusion models to var-
ious domains, such as visual understanding and image gener-
ation, revealing their considerable potential as a promising
backbone for multimodal systems. Drawing inspiration from
these pioneering studies, we introduce Omni-Diffusion, the
first any-to-any multimodal language model built entirely
on mask-based discrete diffusion models, which unifies un-
derstanding and generation across text, speech, and images.
Omni-Diffusion employs a unified mask-based discrete diffu-
sion model to directly capture the joint distribution over dis-
crete multimodal tokens. This approach supports not only bi-
modal tasks but also more complex scenarios involving mul-
tiple modalities. On a diverse set of benchmarks, our method
outperforms or performs on par with existing multimodal
systems that process two or more modalities, highlighting
the significant promise of diffusion models in powering the
next generation of multimodal foundation models. Project
webpage: https://omni-diffusion.github.io.

1. Introduction

In the past few years, significant advances have been made
in the research on multimodal intelligence. One impor-
tant direction in this field is designing a unified model that
can process tasks involving data from various modalities,
including text, image, speech, and beyond. To achieve
this goal, many studies have developed multimodal sys-
tems by augmenting pre-trained large language models
(LLMs) with multimodal perception and generation capa-

† Corresponding author.

bilities [5, 10, 12, 49, 53, 55, 63], which exhibit impressive
performance thanks to the strong language understanding
capabilities of LLMs. However, most existing approaches in
multimodal intelligence rely on autoregressive architectures,
leaving substantial room to explore alternative probabilistic
modeling approaches.

Recent studies have witnessed a surge of research interest
in applying diffusion models to natural language processing
tasks, which have emerged as a promising alternative to clas-
sical autoregressive architectures [56, 64]. Diffusion models
demonstrate several distinct advantages over autoregressive
models [31, 60]. For example, the initial token sequence and
the transformation direction of the diffusion generation pro-
cess can be steered to control the semantic structure, output
format and response style of generated content [52]. Further-
more, diffusion models support parallel decoding, offering
the potential for efficient generation [47, 48]. Given these
advantages, it is natural to explore the potential of employing
diffusion models to build multimodal intelligence systems.

In this work, we introduce Omni-Diffusion, the first any-
to-any multimodal language model that builds upon a mask-
based discrete diffusion model for unified comprehension
and generation. As shown in Fig. 1, Omni-Diffusion em-
ploys a mask-based discrete diffusion model to learn the
joint distribution of multimodal semantic tokens obtained by
tokenizing raw text, image, and speech data. In contrast to
existing multimodal models that utilize an LLM to model
textual data and rely on additional output models to con-
vert the LLM’s textual hidden states into outputs of other
modalities [49], this joint modeling of multimodal discrete
tokens enables the model to develop an intrinsically well-
aligned semantic representation space, thereby equipping
it with unified comprehension and generation capabilities
across various modalities.

We introduce a suite of training and inference techniques
tailored to the characteristics of mask-based discrete diffu-
sion models, which facilitate the extension of a pre-trained
diffusion language model into a multimodal system. First,
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Visual Tasks

Q1: Describe 
the Image in 
details 

Q2: Generate an image of a 
beautiful stunning plant 
animal hybrid, which 
resembles a fantasy creature 
with elements of a ferret

[Text Transcribe: 
Generate an image of  
a flamingo stands in 
the sand at the beach.

Text Tokenizer & Speech Encoder & Image Tokenizer

Mask-based Discrete Diffusion Model

Text Tokens Image Tokens Speech Tokens

Text Tokens Image Tokens Speech Tokens

Text Tokenizer & Speech Decoder & Image Tokenizer

A1: A dog is sitting 
on the back of a 
white boat over the 
sea.

A2: A2: 

Q2:

[Text Transcribe: 
What cat you see 
in this image]

Q:

[Text Transcribe: A group of 
elephants are walking across a 
muddy field.]

A1:

Q1:

(Captioning, Visual QA, Text-to-Image, …)
Speech Tasks
(ASR, TTS, …)

Q: Convert the text to 
speech. His long hair blown 
by the pelting storm, and
laid flat across his 
immovable countenance.

[Text Transcribe: His long 
hair blown by the pelting 
storm, and laid flat across 
his immovable countenance.]

A:

Speech-Diven Visual Interaction
(Speech-to-Image, Spoken Visual Understanding, …)

Figure 1. Overview of Omni-Diffusion. Our model takes multimodal tokens as input, processes them using a unified mask-based discrete
diffusion model, and generates output tokens of the desired modality. By modeling the joint distribution over discrete multimodal tokens,
Omni-Diffusion can handle not only bimodal tasks (e.g., automatic speech recognition (ASR), text-to-speech (TTS), visual question
answering (VQA), and text-to-image) but also tasks requiring the integration of more than two modalities, such as speech-to-image
generation and spoken visual understanding.

we propose a three-stage progressive training pipeline to
extend the model to encompass multimodal comprehension
and generation capabilities. To equip Omni-Diffusion with
the ability to handle any-to-any multimodal conversation, we
construct a speech-driven visual interaction (SDVI) dataset
that consists of samples requiring both visual and speech
capabilities. Furthermore, we employ an attenuated tail-pad
masking strategy to enhance the model’s ability to generate
responses of variable lengths. Finally, we optimize the in-
ference process based on the characteristics of mask-based
discrete diffusion models. For the image modality, we in-
troduce a position penalty to constrain the generation order
and improve the visual quality. For the speech modality,
we propose a special token pre-infilling strategy that allows
the model to incorporate text semantics during speech gen-
eration. Additionally, we apply an adaptive token-length
initialization strategy to speech understanding and genera-
tion tasks to further boost performance.

In summary, our key contributions are as follows:

• We introduce Omni-Diffusion, the first any-to-any mul-
timodal language model built on a mask-based discrete
diffusion model. By modeling a joint distribution over
multimodal discrete tokens, Omni-Diffusion enables the
alignment of different modalities in a shared semantic
representation space, exhibiting strong capabilities in mul-
timodal comprehension and generation.

• We develop specialized training and inference techniques

based on the characteristics of mask-based diffusion mod-
els. For training, we implement an attenuated tail-pad
masking strategy to facilitate variable-length generation
and a three-stage progressive training pipeline for effec-
tive multimodal alignment. For inference, we introduce
a position penalty to constrain generation order and en-
hance visual quality, alongside a special token pre-infilling
strategy to improve spoken dialogue performance.

• We conduct extensive experiments to evaluate the perfor-
mance of our method. Comprehensive evaluations reveal
that Omni-Diffusion achieves performance comparable to
or even better than existing autoregressive multimodal sys-
tems processing two or more modalities on various bench-
marks, thereby providing valuable insights into developing
discrete diffusion models for multimodal intelligence.

2. Related Work

2.1. Multimodal Large Language Models

Recent multimodal research has focused on unified models
for diverse input and output modalities. Several studies have
developed foundation models for multimodal comprehen-
sion. For example, OneLLM [17] aligns eight modalities
to an LLM using modality-specific tokenizers and progres-
sive training. Video-SALMONN [38] proposes to connect
audio-visual encoders to an LLM via a Q-former for video
and speech understanding. The VITA series [10, 12] intro-
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duce a duplex communication mechanism to multimodal
LLMs for a natural multimodal human-computer interaction
experience. Beyond multimodal comprehension, recent stud-
ies extend LLMs to accommodate arbitrary input and out-
put modalities, resulting in unified any-to-any frameworks.
CoDi [42] innovatively aligns multiple different modalities
within a continuous diffusion model, enabling the generation
of any modality. AnyGPT [63] processes discrete tokens
across modalities with a unified LLM to enable any-to-any
conversations. NExT-GPT [49] connects pretrained diffu-
sion decoders to a frozen LLM via adapters for multimodal
generation. In contrast to existing methods, we propose mod-
eling the distribution of discrete multimodal tokens directly
within a unified, mask-based discrete diffusion model.

2.2. Mask-based Discrete Diffusion Models

We develop our method based on Mask-based Discrete Dif-
fusion Models (MDMs), a class of generative models that
exhibit impressive performance on various tasks, such as nat-
ural language processing [2, 36, 56, 64], image generation
[3, 54], and visual understanding [37, 58, 60]. MDMs model
the distribution of target discrete token sequences through
mask token prediction. In the training process, MDMs typi-
cally corrupt a clean data sequence sampled from a training
dataset by replacing its tokens with a special [MASK] token.
Then, a neural network is optimized to predict the origi-
nal unmasked tokens conditioned on the partially masked
context. In the inference process, MDMs start with a fully
masked sequence and iteratively decode the mask tokens,
gradually reconstructing the clean data distribution. While
various pioneering works have proposed employing MDMs
as the backbone of LLMs [56, 64], we further extend MDMs
to a unified multimodal understanding and generation system
in this work.

Discrete Flow Matching (DFM) is a class of generative
models that are mathematically similar with MDMs [15, 16],
and have been applied to building multimodal large language
models [44]. For example, NeXT-Omni is a multimodal
model based on DFM, which models a transformation from
a random token sequence to the token sequences sampled
from real data [30]. While both DFM and MDMs model the
transition from a noise distribution to a target data distribu-
tion, their decoding processes differ fundamentally. During
training, DFM optimizes the probability velocity for the en-
tire sequence, while MDMs compute the loss only on masked
tokens. During inference, DFM refines the entire sequence
simultaneously at every step, while MDMs iteratively de-
code and freeze the Top-k highest-confidence tokens at each
step. These different mechanisms illustrate the distinction of
our model from existing DFM-based model.

3. Method
3.1. Unified Probabilistic Formulation over Multi-

modal Discrete Tokens
As shown in Fig. 2, Omni-Diffusion is built upon a pre-
trained diffusion language model and performs unified learn-
ing over the joint distribution of multimodal discrete tokens.
While many existing multimodal systems rely on an addi-
tional output model to project the textual features from LLMs
into the generated multimodal data [46, 49], our method di-
rectly models an intrinsically unified multimodal discrete
representation space, thereby achieving effective comprehen-
sion and generation of data with various modalities.

Specifically, we formulate our model as a unified mask-
token predictor for discrete tokens of various modali-
ties, including text, speech, and image. Given a data
pair (T, S, I) consisting of text T , speech S, and im-
age I , we first tokenize them into discrete representations(
{tn}Nt

n=1, {sn}
Ns
n=1, {in}

Ni
n=1

)
. The token sequences of dif-

ferent modalities are then wrapped with special beginning
and end tokens of the corresponding modality, which to-
gether form a unified token sequence x0 ∈ RL. Following
the common training process of diffusion models [19, 29],
we corrupt the token sequence x0 by randomly replacing its
tokens with a special mask token [MASK] at a ratio r, where
r is derived from the time step t sampled uniformly from
the interval [0, 1] at each training iteration. Our model takes
the corrupted token sequence at time step t, denoted as xt,
as input and predicts the clean token sequence, denoted as
x̂0 = pθ(x0|xt). Therefore, the training loss is the cross-
entropy between model prediction x̂0 and the clean token
sequence x0:

L = −Et,q(xt|x0)

[
L∑

i=1

I
[
xi
t = [MASK]

]
log pθ(x

i
0|xt)

]
(1)

where I[·] is an indicator function that ensures the cross-
entropy loss is only calculated for the masked tokens in
xt. With this cross-entropy loss, we train our model on
text, speech, and image data in a unified mask-token pre-
diction framework, and no modality-specific optimization is
employed during training.

3.2. Model Architecture
Omni-Diffusion is built upon a mask-based discrete diffusion
language model and is equipped with distinct tokenizers for
data of various modalities. The tokenization of different
modalities and the model backbone are detailed as follows.

Image Tokenization. We leverage the pre-trained
MAGVIT-v2 [59] as an image tokenizer, following exist-
ing visual language models [50, 54]. This image tokenizer
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Figure 2. Architecture overview. Omni-Diffusion is an any-to-
any multimodal system built on the mask-based discrete diffusion
model. By modeling a unified distribution of multimodal discrete
tokens through the mask token prediction, Omni-Diffusion enables
performing comprehension and generation of various modalities,
including text, image, and speech.

compresses images into a compact representation with a
downsampling factor f = 16 through a visual encoder. Then,
a quantizer with a codebook size of 8192 is employed to con-
vert the compact image representation into discrete tokens.
We use the resulting discrete image tokens for both visual
understanding and generation tasks in our implementation.

Speech Encoder and Decoder. We employ SenseVoic-
eSmall [1] and the GLM-4-Voice decoder [62] for speech
encoding and decoding, respectively, following VITA-Audio
[28]. SenseVoiceSmall utilizes a memory-equipped self-
attention network to extract semantically rich representations
from input speech. These representations are then projected
into the hidden dimension of our discrete diffusion model
backbone via a lightweight MLP adapter. For speech gen-
eration, we leverage the GLM-4-Voice decoder. Its speech
tokenizer transforms the speech into discrete tokens at a
token rate of 12.5 Hz through a finite scalar quantization
layer with a codebook size of 16384. Our model is trained to
predict the speech tokens conditioned on multimodal input.
The predicted speech tokens are finally reconstructed into
waveforms by the GLM-4-Voice decoder.

LLM Backbone. We employ Dream-7B [56], a pre-
trained discrete diffusion language model, as our base model.
To enable multimodal processing, we expand the vocabulary
to accommodate 16384 speech tokens and 8192 image to-
kens. Aside from extending the vocabulary as well as the
corresponding embedding and output layer, the architecture
of discrete diffusion model remains unaltered.

Text-
Image 
Data

SpeechText Image

SDVI 
Data

Multimodal Tokenizer

Mask-based Discrete Diffusion Model

Multimodal Detokenizer

SpeechText Image

Text-
Image 
Data

Text-
Speech 
Data

Text-
Image 
Data

Text-
Speech 
Data

Stage1 Stage2 Stage3

Figure 3. Training pipeline of Omni-Diffusion. The first stage
pre-aligns the textual capability of pre-trained diffusion language
model with the visual modality. The second stage further enhances
the multimodal capability of diffusion model by jointly training on
the speech and visual data. The last stage optimizes the model on
our constructed SDVI datasets that consisting of speech-to-image
and image-to-speech tasks, which further enhances the unified
multimodal alignment of our model across various modality.

3.3. Training
To achieve an efficient and stable training process, we pro-
pose a three-stage progressive training pipeline to extend the
multimodal understanding and generation capabilities of the
pre-trained diffusion language model effectively. Besides,
we construct a Speech-Driven Visual Interaction Dataset
(SDVI) consisting of spoken visual question answering and
speech-to-image data to further improve the unified align-
ment of our model across various modalities. In addition, we
propose an attenuated tail-pad masking strategy to encourage
the model to generate responses of variable lengths.

Three-Stage Progressive Training Pipeline. As illus-
trated in Fig. 3, our training pipeline progressively expands
the set of modalities and tasks throughout the training pro-
cess. This strategy ensures stability when training a uni-
fied model on data distributions with distinct characteristics.
Training datasets are detailed in Tab. 4 of Appendix. Stage 1
(Visual-Language Pre-Alignment) optimizes the pre-trained
diffusion language model on text-to-image and image cap-
tioning tasks. This stage aims to align the visual modality
with the semantic space of the pre-trained language model.
Stage 2 (Speech–Vision–Language Joint Alignment) focuses
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on enhancing the alignment between text and other modal-
ities. In this stage, we retain the visual-text datasets from
Stage 1 and introduce automatic speech recognition (ASR)
and text-to-speech (TTS) data to facilitate speech-text align-
ment. Stage 3 (Speech-Driven Visual Interaction Capability
Improvement) aims to improve unified cross-modal align-
ment. In this stage, we fine-tune the model on our con-
structed Speech-Driven Visual Interaction (SDVI) dataset,
which comprises samples for spoken visual question an-
swering and speech-to-image generation that requires joint
processing of speech and visual data. We also incorporate
spoken question answering (SQA) and visual question an-
swering (VQA) data during this final stage.

SDVI Dataset Construction. We construct the Speech-
Driven Visual Interaction (SDVI) dataset that mainly in-
cludes spoken visual question answering and speech-to-
image generation data to improve the model’s capability
for visual interaction via spoken instruction. For spoken vi-
sual question answering task, we use the LLaVA-OneVision
[24] as the data source and employ the Cosyvoice2 [9] model
to convert the textual question-answering pairs into speech.
We design a processing pipeline prior to speech synthesis to
ensure the data quality. Specifically, we first filter out all sam-
ples that contain mathematical computation or programming,
as these are uncommon in daily spoken dialogue scenarios.
Next, we rewrite all multiple-choice questions as open-ended
question answering by replacing the answer choices with
the corresponding answer words or sentences. Finally, we
remove all samples with an answer length greater than 100
words, since humans usually prefer concise responses in
spoken conversations. To prevent the model from overfit-
ting to a particular voice, we convert the question part of the
processed LLaVA-OneVision dataset into speech by perform-
ing voice cloning conditioned on 1,000 randomly sampled
speech samples of the GigaSpeech datasets [4] using the
Cosyvoice2 [9] model, while the answer part is converted
into speech using a fixed voice. The resulting dataset con-
tains over 30,000 samples, and each sample consists of a
spoken input question, an input image, a textual output an-
swer, and the corresponding spoken output response.

For speech-to-image generation, we select Blip3o-
Pretrain-JourneyDB [5] as the data source for its fluent native
text and high-quality images. Similar to the spoken visual
question answering task, we convert the text into speech
by performing voice cloning on 1,000 randomly speech
clips sampled from the Gigaspeech dataset [4] with the
Cosyvoice2 model, resulting in 30,000 speech-image pairs.

Attenuated Tail-Pad Masking. To facilitate variable-
length generation, we adapt a tail-pad augmentation strategy
that appends a random number of pad tokens to the end
of each data sample, consistent with prior diffusion model

training methodologies [60]. During model training, both
the original and pad tokens are randomly masked and serve
as prediction targets. However, we observe that a simple
uniform masking strategy leads to overfitting on the spe-
cial pad token, resulting in the generation of excessive pad
tokens during inference. To solve this issue, we propose
Attenuated Tail-Pad Masking, which applies a scaling fac-
tor γ (γ < 1) to reduce the mask ratio specifically for pad
tokens. By attenuating the mask ratio, we ensure that the
model’s gradient updates are predominantly driven by the
regular semantic tokens rather than the pad tokens, thereby
mitigating overfitting and improving generation quality.

3.4. Inference
We utilize an entropy-based decoding strategy consistent
with Dream-Instruct-7B [56]. Furthermore, we propose a
position penalty to enhance image generation, alongside spe-
cial token pre-infilling and adaptive token length assignment
to enhance spoken dialogue performance. These techniques
are detailed in this section.

Entropy-based Decoding Strategy. During inference, we
decide which tokens to decode based on the entropy of the
token probabilities. To further improve generation quality,
we also integrate the repetition penalty and classifier-free
guidance into the inference process. Assume the token logits
produced by the model backbone at time step t are denoted
by zt ∈ RL×V , where L and V represent the sequence
length and vocabulary size, respectively. The logits are then
adjusted by repetition penalty and classifier-free guidance,
and the token probabilities are obtained by computing pt =
softmax(zt). We determine the token confidence cit at each
position i (i = 1, 2, · · · , L) according to the entropy Ht of
the token probability pi,vt , which is estimated as follows:

cit = −Hi
t =

V∑
v=1

pi,vt · log(pi,vt ) (2)

We select the top-k tokens with the highest confidence and
determine their values by sampling from the token probabil-
ity pt, while the remaining mask tokens are kept unchanged.
The sampling process begins with a fully mask token se-
quence and iterates until all mask tokens are decoded.

Position Penalty. We propose a position penalty strategy
to improve the image generation quality. Specifically, we
observe that the model occasionally generates repetitive pat-
terns in images. We hypothesize that these repetitive patterns
arise because the model tends to decode mask tokens from
the beginning and the end of the sequence towards the cen-
ter, a phenomenon discussed in prior studies [21]. Since
diffusion models typically generate tokens with related and
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similar semantics within consecutive time steps, simultane-
ous decoding at both ends of the mask tokens sequence can
result in identical patterns appearing in the top and bottom
regions of the generated image. To address this problem,
we propose the position penalty strategy. During the early
stages of inference, we scale down the logits of the last N t

tokens by a factor γp (γp < 1). This strategy discourages
the model from decoding the beginning and end of the se-
quence simultaneously, therefore reducing repetitive patterns
and improving visual quality. It is worth noting that our po-
sition penalty differs from semi-autoregressive generation
[54], which splits the sequence into blocks and generates
each block autoregressively. In contrast, our approach ap-
plies a soft constraint on the generation order without rigidly
forcing the model to generate tokens in specific regions.

Special Token Pre-Infilling. A key advantage of discrete
diffusion models is the flexibility to modify the initial mask
token sequence to control the output format [52]. Based on
this mechanism, we propose Special Token Pre-Infilling to
enhance the model performance in spoken dialogue tasks.
Specifically, for an initial mask token sequence of length
L, we replace the mask token at index 0.25L with a special
token [begin-of-speech]. This method guides the model to
generate a text response in the first 0.25L segment and the
corresponding speech response in the remaining 0.75L seg-
ment simultaneously. Consequently, the model can explicitly
attend to text content during speech generation, thereby im-
proving the logic and coherence of the synthesized speech.

Adaptive Token Length Assignment. Similar to the
special token pre-infilling strategy, we propose an adaptive
assignment of the initial mask token sequence length for
ASR and TTS tasks. This approach is motivated by the
strong correlation between speech duration and text length,
which allows us to approximate the length of one modality
given the other. Accordingly, we set the initial token length
to 3.5 times the text token length for TTS task, and 0.2
times the speech token length for ASR task. This strategy
not only improves the performance of speech understanding
and generation but also accelerates the sampling process by
decreasing the number of tokens to be decoded.

4. Experiment

We evaluate the performance of Omni-Diffusion across var-
ious multimodal perception and generation benchmarks in
this section. Furthermore, we assess the model’s capabilities
in fast sampling and image inpainting. The experimental
settings and implementation details are provided in Sec. A
of the Appendix. We also present more experimental results
in Sec. B of the Appendix.

Table 1. Performance on ASR and TTS tasks evaluated on the Lib-
riSpeech [32] and LibriTTS [61] benchmarks. Omni-Diffusion ex-
hibits comparable performance on ASR and superior performance
on TTS compared to existing specialized speech models.

LibriSpeech LibriTTS
Method Model Type

WER ↓ WER ↓

CosyVoice TTS model - 2.89
GLM-4-Voice Speech LLM 2.82 5.64

AnyGPT Any-to-Any 8.50 -
Omni-Diffusion Any-to-Any 7.05 3.07

4.1. Main Results
Speech Tasks. We evaluate the speech capabilities of our
model on ASR and TTS tasks by calculating the word er-
ror rate (WER) on the LibriSpeech [32] and LibriTTS [61]
benchmarks. We compare our model with the existing TTS
model CosyVoice [8], the speech LLM GLM-4-Voice [62],
and the any-to-any multimodal LLMs AnyGPT [63]. To
evaluate the WER for TTS, we employ Whisper-Large-V3
[33] to transcribe the generated speech into text. As shown in
Tab. 1, compared with the autoregressive any-to-any model
AnyGPT [63], our method achieves better performance on
speech tasks. In addition, Omni-Diffusion demonstrates
comparable performance on the TTS task compared with the
TTS expert model and shows significant improvement over
the speech-specific LLM.

Visual Tasks We evaluate the visual understanding and
generation capabilities of Omni-Diffusion on VQA and text-
to-image generation tasks, with results shown in Tab. 2. We
compare our method with existing visual LLMs, including
mPLUG-Owl [57], LLaVA [27], InstructBLIP [6], Dream-
LLM [7], and Emu [41], as well as the any-to-any multi-
modal LLMs AnyGPT [63] and NExT-GPT [49]. For the
VQA task, we evaluate model performance on several widely
used benchmarks, including POPE [25], MME-Perception
[11], and Seed-2-Plus [23]. For text-to-image generation, we
evaluate CLIP-T and CLIP-I scores on 10,000 images ran-
domly sampled from the MSCOCO 2014 validation set [26],
following the methodology established by Emu [40]. CLIP-
T denotes the average cosine similarity between the prompts
and the generated image CLIP embeddings, while CLIP-I
represents the average cosine similarity between generated
and real image CLIP embeddings.

The experimental results in Tab. 2 demonstrate that Omni-
Diffusion achieves strong performance in both visual un-
derstanding and generation. Omni-Diffusion achieves per-
formance comparable to specialized visual LLMs in both
domains. However, unlike visual LLMs designed specif-
ically for visual tasks, our method distinguishes itself by
supporting a more diverse range of modalities and tasks.
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Table 2. Performance on VQA and text-to-image tasks. VQA performance is evaluated on the POPE, MME (Perception), and Seed-2-Plus
benchmarks, while text-to-image task is evaluated by the CLIP-T and CLIP-I scores on the MSCOCO dataset. “†” represents visual LLMs
capable of understanding only. “‡” denotes models using external pretrained diffusion models. “*” denotes evaluation results using the
officially released code and model checkpoint.

Image Question Answering Text-to-Image
Method Model Type #Params

POPE↑ MME-P↑ Seed-2-Plus↑ CLIP-T↑ CLIP-I↑

mPLUG-Owl Visual LLM† 7B - 976.34 31.8 - -
LLaVA Visual LLM† 7B 76.3 809.6 30.1 - -

InstructBLIP Visual LLM† 14B 78.9 1212.8 29.2 - -
DreamLLM Visual LLM 7B 69.2∗ - - 0.238∗ 0.697∗

Emu‡ Visual LLM 14B - - 33.5 0.286 0.656

AnyGPT Any-to-Any 8B 67.7∗ - - - 0.650
NExT-GPT‡ Any-to-Any 7B - - 26.2 0.225∗ 0.691∗

Omni-Diffusion (Ours) Any-to-Any 7B 76.6 1216.7 34.5 0.235 0.667

Text Transcription: 
What can be 
inferred about the 
building's purpose 
based on the 
presence of 
residential units?

Text Transcription: The building is likely 
used for residential or mixed-use purposes, 
as suggested by the presence of multiple 
units and a mix of architectural styles on the 
building's exterior.

Text Transcription: 
Based on the way the 
elephants are 
positioned, can you 
infer any relationship 
or interaction 
between them?

Text Transcription: The elephants are 
walking together, with the adult and baby 
elephant following each other. They seem 
to be in a social setting, possibly as part 
of a herd.

Figure 4. Generated samples of Omni-Diffusion on spoken interac-
tion with visual content.

Furthermore, our method achieves better visual understand-
ing performance than existing any-to-any models. In the
text-to-image task, our method achieves superior text-image
alignment compared to other any-to-any models, and vi-
sual quality comparable to methods that rely on external
pretrained diffusion models.

Speech-Vision Alignment Evaluation We examine the
model’s ability to achieve unified alignment across the
speech, image, and text modalities by evaluating its per-
formance on speech-to-image generation. Specifically, we
randomly sample 10,000 captions from the MSCOCO vali-
dation set and convert these captions into speech using the
CosyVoice2 model. After that, we employ our model to
generate images conditioned on the synthesized speech. As
shown in Tab. 3, Omni-Diffusion achieves similar genera-
tion quality conditioned on text and speech, highlighting the
model’s strong alignment across various modalities.

To demonstrate the effectiveness of Omni-Diffusion for
tasks involving spoken interaction with visual content, we
present qualitative examples illustrating the model’s ability
to generate spoken responses to spoken questions regard-
ing image content in Fig. 4. From a speech perspective,

Omni-Diffusion effectively understands the user’s spoken
input and responds in the speech modality. Regarding visual
comprehension, our model is able to capture the semantic
information of the image and infer the relationships between
objects. Collectively, these results illustrate the comprehen-
sive capabilities of our model across various modalities.

4.2. Qualitative Results
We present qualitative examples from Omni-Diffusion for
the text-to-image and speech-to-image tasks in Fig. 5. More
experimental results are provided in Sec. B.5 of the Ap-
pendix. The results demonstrate that our model is capable
of generating diverse and vivid images with high-quality de-
tails. Furthermore, when conditioned on the text and speech
with the same context, Omni-Diffusion is able to generate
semantic consistent visual content, showcasing its strong
cross-modal capabilities.

Owing to the mask-token-prediction mechanism of mask-
based discrete diffusion models, our model can perform
inpainting without additional fine-tuning or introducing in-
painting samples into the training data. Specifically, we
replace the unknown regions of the input data with [MASK]
tokens and leverage our model to generate the masked part to
perform inpainting. As shown in Fig. 6, Omni-Diffusion is
capable of generating harmonious visual content conditioned
on the unmasked part of the input image and the prompt.
These results demonstrate the advantages of diffusion-based
generation systems compared with autoregressive models
for downstream visual generation tasks.

4.3. Sampling Efficiency
Sampling efficiency is a key advantage of discrete diffusion
models over autoregressive architectures. Unlike classical
autoregressive models that generate tokens sequentially, dis-
crete diffusion models can generate multiple tokens in a sin-
gle forward pass via parallel decoding. In these experiments,
we evaluate the sampling efficiency of Omni-Diffusion on
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A desert view with thin Arizona clouds on the 
horizon, in anime style.

A snow globe showing a small alpine village 
surrounded by a glacier that suddenly bursts, 
causing big explosions and spreading fire 
everywhere.

This image shows misty blue mountains and 
trees in a watercolor style, with a pacific 
northwest look.

A scene made in Unreal Engine showing dark 
skies, snow-covered mountains, and a blizzard.

Figure 5. Generated samples of Omni-Diffusion on text-to-image and speech-to-image tasks.

A small 
tree 

A small 
cat 

Figure 6. Generated samples of Omni-Diffusion on inpainting task.

text-to-image and TTS tasks. Specifically, for text-to-image
generation, we initialize the generation process with 256
[MASK] tokens and evaluate the CLIP score under various
numbers of time steps. For TTS, we employ adaptive token
length assignment to determine the sequence length and set
the number of inference steps as a ratio of the total [MASK]
tokens. We evaluate TTS performance using the WER met-
ric on the LibriTTS benchmark. As shown in Tab. 3, our
model maintains strong generation quality on text-to-image
generation when the number of time steps is reduced from
50 to as few as 10. Similarly, for TTS task, Omni-Diffusion
maintains consistent performance when the number of time
steps exceeds 0.25 times the total number of [MASK] to-

Table 3. Performance of image generation and TTS across various
numbers of inference time steps. The Latency of Text-to-Image
and Speech-to-Image tasks is the average seconds of model to
generate one image, while the latency of TTS task is the average
RTF estimated as Inference Latency

Speech Duration . Metrics: CLIP-T/CLIP-I(↑) for
image generation and WER (↓) for TTS. L denotes the sequence
length of TTS task. Our model maintains strong performance even
as the number of time steps decreases.

Task Steps Latency ↓ Metrics∗

Text-to-Image
256 28.57 0.235 / 0.667
50 5.52 0.233 / 0.662
10 1.29 0.226 / 0.650

Speech-to-Image
256 39.90 0.225 / 0.645
50 7.74 0.229 / 0.649
10 4.25 0.231 / 0.648

TTS
0.5L 0.524 3.07
0.25L 0.480 3.74
0.125L 0.330 4.83

kens. We also estimate the inference latency of our model
in Tab. 3. The latency of text-to-image generation is eval-
uated as the average seconds spent by Omni-Diffusion to
generate one image, while the latency of TTS is estimate
as the average RTF caculated by RTF = Inference Latency

Speech Duration . The
results in Tab. 3 demonstrate the inference latency decline
significantly when reducing the number of inference steps.
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Steps 10 Steps 50 Steps 256Steps 128

Figure 7. Generated samples of Omni-Diffusion under various
number of time steps, the input prompt is: This image shows misty
blue mountains and trees in a watercolor style, with a pacific
northwest look.

Additionally, Fig. 7 visualizes the images generated by Omni-
Diffusion under various number of time steps, demonstrating
that our method is able to generate high-quality images with
extremely few time steps. These results highlight the po-
tential of mask-based discrete diffusion models on efficient
multimodal comprehension and generation.

5. Conclusion
In this work, we present Omni-Diffusion, an any-to-any
multimodal language model built purely on mask-based dis-
crete diffusion models. By modeling a joint distribution
over multimodal tokens, Omni-Diffusion performs unified
comprehension and generation across various modalities,
including text, image, and speech. Extensive experiments
demonstrate that our method achieves performance com-
parable to or even better than existing AR-based methods.
Overall, our research demonstrates the significant potential
of diffusion models to serve as the foundation models for
multimodal AI systems.
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A. Implementation Details
Our model is initialized with the weights of the pre-trained Dream-7B-Instruct [56] discrete diffusion language model. For
modality-specific processing, we incorporate MAGViT-v2 [59] for image tokenization, SenseVoiceSmall [1] for speech
encoding, and GLM-4-Voice decoder [62] for speech decoding. The training datasets of Omni-Diffusion in the three-stage
progressive training pipeline are detailed in Tab. 4. Optimization is performed using AdamW with hyperparameters set to
β1 = 0.9, β2 = 0.95, and ϵ = 1× 10−8. We use a learning rate of 1× 10−4 at stage 1 and stage 2, while the learning rate
is reduced to 1× 10−5 at stage 3. The batch size and maximum sequence length are set to 128 and 3072 tokens across all
training stages, respectively. We set γ = 0.6 for attenuated tail-pad masking. The parameter N t for the position penalty is set
to L− 100 (L denotes the token sequence length), and γp is designed to decay as the token index increases, with a minimum
value of 0.5.

Table 4. Summary of datasets used in Omni-Diffusion.

Modality Task Name Total Number Training Stages

Pure Text Text QA Tulu 3 SFT mixture [22] 670K 1,2,3

Text-Image
Image Caption Laion-2B [35] 10M 1,2

Visual QA LLaVA-OneVisual [24] 820K 2,3In-house Dataset 2000K

Text-to-Image JourneyDB [39] 4000K 1,2,3JourneyDB [39] 4000K

Text-Speech

ASR

Librispeech [32] 100 Hours

2,3
Common Voice 17 [32] 100 Hours

GigaSpeech [4] 1,000 Hours
People’s Speech [13] 100 Hours

VoxPopuli [43] 54 Hours

TTS
LibriTTS [61] 58 Hours

2,3GLOBE [45] 50 Hours
Emilia [18] 5,000 Hours

Speech QA VoiceAssistant-400K [51] 250K 2,3AudioQA-1.0M [14] 180K

Text-Image-Speech Spoken Visual QA SDVI 30K 3Speech-to-Image SDVI 30K

B. Additional Experiments
B.1. Quantitative evaluation on Spoken VQA
We assess the model capability of spoken interaction with visual content by conducting a quantitative evaluation on the Spoken
VQA task. Since there is no benchmark for Spoken VQA, we converted MME text questions into speech for evaluation
through the CosyVoice2 model. The experimental result in Tab. 5 shows that Omni-Diffusion maintains strong spoken visual
interaction capability.

B.2. Ablation Study
We conduct ablation studies on several key designs of our method.

Effect of position penalty. We introduce position penalty to prevent the model from generating repetitive pattern and
improve the generation quality of image, as detailed in Sec. 3.4. Tab. 6 demonstrates that the visual quality declines without
the position penalty strategy, which confirms its effectiveness in enhancing visual generation quality.

Effect of special token pre-infilling. We propose special token pre-infilling strategy to improve the generation quality on
spoken interaction with visual content. The qualitative results on Fig. 8 shows that the model tends to generate overly brief
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Table 5. Performance on Spoken VQA task. We test Omni-
Diffusion by transferring the text questions of MME (Perception)
benchmark into speech, and estimate the model performance on
both text output and speech output.

Modality MME-P

Text + Image → Text 1216.7
Speech + Image → Text 1019.9

Speech + Image → Speech 1004.6

Table 6. Model performance of Omni-Diffusion on text-to-image
task with and without the position penalty strategy. The evaluation
is conducted on the COCO benchmark. The experimental results
demonstrate that the position penalty strategy can improve the visual
generation quality of our model.

Method CLIP-T ↑ CLIP-I ↑
w/o Position Penalty 0.233 0.666
w/ Position Penalty 0.235 0.667

Text Transcription: 
What game is this?

Text Transcription: Tennis. The game is 
tennis, and the players are holding tennis 
rackets in their hands. The net separates the 
front and back sides of the court.

Text Transcription: 
What color is the 
bench?

Text Transcription: The bench is made of 
wood with a reddish-brown finish. It has 
horizontal slats and a backrest, giving it a 
simple yet sturdy appearance.

Text Transcription: Tennis. Text Transcription: The bench is brown.

Omni-Diffusion without Special Token Pre-infilling

Omni-Diffusion

Figure 8. Generated samples of Omni-Diffusion on spoken interaction with visual content with and without Special Token Pre-infilling
strategy.

response without special token pre-infilling strategy.

B.3. Additional Evaluation on Image Generation
We evaluate the image generation quality of our model on the widely used DPG-Bench [20]. We compare Omni-Diffusion
with the image generation model SD series [34] and the multimodal LLM Show-o [50]. Tab. 7 present the performance
between ours and other baselines. Omni-Diffusion demonstrates a nice performance compare with generative model designed
specifically for image generation, illustrating the multimodal generation capability of Omni-Diffusion.

Table 7. Performance on DPG-Bench [20].

Method Average Global Entity Attribute Relation Other

SD v1.5 63.18 74.63 74.23 75.39 73.49 67.81
SD v2.0 68.09 77.67 78.13 74.91 80.72 80.66
Show-o 67.48 - - - - -

Omni-Diffusion 68.20 76.90 77.87 76.35 87.93 60.4
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Table 8. Average latency (s) for generating an image on MSCOCO
benchmark of our model compared with other baselines.

Method Latency CLIP-T ↑ CLIP-I ↑
Emu 3.02 0.286 0.656

NeXT-GPT 6.23 0.225 0.691
Omni-Diffusion (256 steps) 28.5 0.235 0.667
Omni-Diffusion (10 steps) 1.29 0.226 0.650

Table 9. Latency Comparison on TTS task. L denotes the token
sequence length determined by the Adaptive Token Length Assign-
ment strategy.

Method RTF ↓ WER ↓
GLM-4-Voice 0.685 5.64

Omni-Diffusion 0.5L 0.524 3.07
Omni-Diffusion 0.125L 0.330 4.83

An image of America's mountains mixed with a 
grand royal male eagle in double exposure, with 
dripping red and blue colors.

A cute mushroom roof gnome house in a beautiful 
romantic house placed in a magical forest by the lake, 
surrounded by charming fairy tale elements, showing 
a perfectly round full moon and a pearly mood that 
adds a human touch to the scene.

The image shows a landscape background with 
double exposure glasses of wine, displaying a 
hyperealistic and detailed view of the subject.

A hyper-realistic, ultra-detailed picture of a 
Christian country church lit by a bright, snowy 
atmosphere.

Figure 9. Generated samples of Omni-Diffusion on text-to-image task.

Text Transcription: A background cloud view with 
an anime style.

Text Transcription: A wide-shot photograph of 
Santa's workshop in a winter village, made with a 
photorealistic 3D render.

Text Transcription: A super realistic and 
hyper-detailed 8k image showing a fantasy 
night scene with an amazing beach under the 
full moon, lit by dramatic lighting.

Text Transcription: A graphic landscape showing a 
kingdom castle surrounded by a path, covered in 
sunlight, in the middle of a lush forest.

Figure 10. Generated samples of Omni-Diffusion on speech-to-image task.

B.4. Latency comparison with AR baselines

We compare the inference latency of our method against AR models across different tasks in Tab. 8 and Tab. 9. The latency
of text-to-image generation is assessed by the average seconds of generating one image in the MSCOCO benchmark, while
the latency of the TTS task is estimated by the average RTF calculated as RTF = Inference Latency

Speech Duration . The model performance
and latency of TTS task is evaluated on the LibriTTS benchmark. When reducing the number of inference steps, our model
demonstrates better generation efficiency compared with AR baselines.

B.5. More Example of Image Generation

We present more example of generated image conditioned on both text and speech in Fig. 9 and Fig. 10.
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C. Limitation and Future Direction
Although Omni-Diffusion has the capabilities of perception and generation across various modalities, the model can be further
improved by extending to more extensive downstream tasks, such as instruction-based visual content editing. We plan to
explore this direction through scaling data and model parameters in the future.
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