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Abstract
Agent systems are advancing quickly, but their
evaluation remains fragmented: most benchmarks
rely on fixed, LLM-centric harnesses that re-
quire heavy integration, create test-production
mismatch, and limit fair comparison across di-
verse agent designs. This position paper argues
that the root problem is the lack of an open,
agent-agnostic assessment interface. We advo-
cate Agentified Agent Assessment (AAA), where
evaluation is also performed by an agent and all
participants interact through standardized proto-
cols: A2A for task management and MCP for
tool access. Conventional benchmarking defines
two separate interfaces, one for the benchmark
and one for the agent, while AAA only needs
one, separating assessment logic from agent im-
plementation and enabling reproducible, interop-
erable, and multi-agent evaluation. We further
introduce AgentBeats as a concrete realization of
AAA: it identifies five practical operation modes
that make standardized assessment compatible
with real-world constraints on openness, privacy,
and reproducibility, and provides recommended
practices that allow both agent developers and
benchmark designers to adopt AAA with minimal
additional effort. Together, AAA and AgentBeats
offer a clear path toward open, standardized, and
reproducible agent assessment. 1

1. Introduction
Large language model (LLM)–based agent systems have
seen rapid growth in recent years and are increasingly
deployed across diverse tasks. Examples include coding
agents (Anthropic; OpenAI, a) that autonomously create
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Figure 1. Comparison between Traditional LLM/Agent bench-
marks and AAA. AAA reduces the number of integrations from
N × M to N + M , while completely separates the benchmark
and target agent as shown in the gray box.

and iteratively refine software repositories, browser-based
agents (Perplexity AI; OpenAI, b) that retrieve information
and execute web actions, and computer-use agents (Sager
et al., 2025) that interact directly with graphical interfaces
via keyboard and mouse control. This evolution marks a
clear shift from standalone foundation models toward agen-
tic systems that combine LLMs with tools, memory, and
execution harnesses. Such integration substantially expands
the scope of tasks that can be performed and enables capa-
bilities that are difficult or impossible for isolated models.

As a result, a wide range of evaluations and benchmarks
have been proposed to measure different aspects of agent
capabilities. However, a fundamental compatibility prob-
lem quickly emerges. Agent systems differ widely in their
architectures and interfaces, while benchmarks impose their
own assumptions about input formats, tool APIs, and en-
vironment control. An arbitrary agent cannot be directly
evaluated on an arbitrary benchmark. In practice, this mis-
match leads to a fragile and inefficient evaluation workflow.
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Benchmark developers typically integrate a small set of
well-known agents through custom, benchmark-specific im-
plementations. This integration effort is often substantial,
yet the resulting agent coverage remains limited. As a con-
crete real-world example, agent implementations such as
OpenHands maintain a dedicated benchmark directory that
aggregates dozens of external benchmarks, requiring non-
trivial, benchmark-specific adaptation and customization.

The lack of standardization has severe consequences. First,
it requires significant effort to align benchmark interfaces
with target agents. Even after investing time to learn each
benchmark and agent codebase, evaluating M agents on N
benchmarks essentially requires N * M bespoke integration
efforts as shown in Figure 1. Second, some integrations re-
quire changes to both agents and benchmarks. Integrations
developed by different parties may also follow different eval-
uation logic, which may lead to inconsistent or unfair results.
Lastly, evaluating a production agent often requires addi-
tional customization, creating a test-production mismatch.
As a result, reported metrics may fail to capture behaviors
or risks that only emerge in real-world deployment.

Standardization is key to resolving this compatibility prob-
lem. To enable a benchmark to directly evaluate any agent,
the benchmark must make no assumptions about the agent’s
internal structure or prior knowledge. However, agents ex-
pose diverse interfaces and benchmarks target a wide range
of capabilities, which makes it challenging to define a stan-
dard that simultaneously (1) is flexible enough to support di-
verse evaluation scenarios and (2) is simple and lightweight
enough to encourage broad adoption.

This position paper advocates two key statements. First, a
universal agent benchmark must be self-contained and
present tasks in a way that a human can understand
and complete without prior knowledge or external in-
formation channels. Most agents are designed to operate
under human instruction, and benchmarks should reflect
this interaction pattern by providing clear, self-explanatory
instructions and environments. In doing so, benchmarks
simulate a human operator issuing commands and judging
outcomes, while enabling broader coverage and larger-scale
evaluation. It is important to note that this principle does not
conflict with presenting tasks in an LLM-friendly format.
Specifying required output formats or including few-shot
examples remains a recommended practice for high-quality
benchmarks. In fact, this aligns naturally with the self-
contained task principle: humans also benefit from explicit
formats for fair evaluation, and few-shot examples help
clarify task requirements.

Second, we argue that one of the most effective ways to
encourage adoption is to reuse existing, widely adopted
agent operation standards and repurpose them for eval-
uation. Specifically, by leveraging the A2A protocol (a2a,

2025) for task management and the MCP (mcp, 2025) for
tool access, we can cover most agent evaluation scenar-
ios. A2A provides a clear mechanism for task specification,
progress tracking, multimodal data exchange, and bidirec-
tional communication. MCP, in contrast, offers structured,
self-contained, and format-enforced access to tools and func-
tions. Both protocols are already widely adopted. Most
modern agents support A2A natively or can be adapted
via a lightweight wrapper using the official A2A libraries,
while MCP has become a common practice for environment
interaction and external resource access.

Based on these two statements, we further advocate that
agent evaluation itself should be agentified, since evaluat-
ing other agents is a well-defined agentic task. This design
brings several advantages.

First, it enables natural adoption of evaluation standards.
Framing evaluation as one agent assessing another naturally
aligns communication with the agent-to-agent paradigm and
fits cleanly within the A2A protocol. Task specifications
become standard A2A task messages, and tested agents can
interact with environments through MCP tool calls without
requiring benchmark-specific harnesses. Second, for eval-
uations that require human simulation, agentification is a
natural solution and provides a clean separation between
the simulation-side logic and the tested agent. Third, bench-
mark design and result judgment become highly flexible. By
constructing different evaluator-side agent harnesses, both
deterministic workflows and LLM-as-a-judge styles can be
supported. Deterministic harnesses can assess task comple-
tion using rule-based checks, while generative responses
can be evaluated through the same simulated human agents
within the benchmark.

From this position, we propose Agentified Agent Assess-
ment (AAA), a new paradigm that treats benchmarks them-
selves as agents to address the universality challenge in
agent evaluation. To show the feasibility of this paradigm,
we design AgentBeats, a concrete system that realizes AAA.
Within AgentBeats, we expand on implementation and de-
ployment details, as well as potential extensions that further
reduce friction for agent development and testing.

The core difference between traditional agent assessment
and AAA is the complete separation between benchmarks
and the agents being evaluated. In practice, this means
that the evaluated agent can reside in a separate repository
and be developed by an independent party. This separation
relies on two requirements in AAA benchmark design, fol-
lowing the earlier statements. First, the benchmark must
make no assumptions about the agent’s internal structure
or prior knowledge, assuming only compatibility with A2A
and MCP. Second, tasks must be described in a fully self-
contained manner through A2A messages, with all neces-
sary context and tools explicitly provided.
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Figure 2. Complete separation between benchmarks and agents.
Traditional benchmarks are tightly coupled with fixed agent har-
ness and typically allow only LLM replacement as illustrated by
the green shaded area, whereas agentified benchmarks allow the
entire agent to be swapped.

As a result, unlike traditional assessments that typically
allow only LLM replacement or support a small set of pre-
defined agent harnesses, as shown in Figure 2, AAA enables
any A2A- and MCP-compatible agent to be evaluated with-
out additional integration effort. This reduces the integration
cost from N * M agent-benchmark combinations to N + M
protocol-level integrations as shown in Figure 1.

Beyond efficiency, this standardization also enables open-
ness and reproducibility. An open standard with recom-
mended practices encourages the development of interop-
erable benchmarks and agents, while an evaluation man-
agement platform with multiple operation modes supports
reproducible assessments across diverse use cases and de-
ployment settings. Through the design of AgentBeats, we
argue that agentifying agent assessment requires minimal
additional effort while yielding substantial benefits. To-
gether, AAA and AgentBeats provide a clear path toward
open, standardized, and reproducible agent evaluation.

2. AAA Paradigm
Under AAA paradigm, an agent assessment involves three
participant roles: a delegator, a judge agent, and one or more
subject agents.

• The judge agent, acting as an agentified benchmark,
implements the evaluation logic and judging proce-
dures, including the test dataset, evaluation workflow,
and the metrics to be reported. Despite the name, a
judge agent is distinct from an LLM-as-a-judge: the
latter, when used at all, is merely one optional scoring
component inside a judge agent.

• There may be one or more subject agents. A subject
agent is the evaluation target that understands A2A
tasks and can connect to an MCP server. In multi-
agent assessments, multiple A2A-compatible agents
are evaluated as separate targets, and their performance
metrics are reported independently.
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Figure 3. AAA interaction pattern. The internal structure of the
judge agent is illustrative rather than prescriptive. Recommended
practices for designing judge agents are discussed in Section 4.

• The delegator selects a benchmark by choosing a judge
agent, describes the evaluation requirements, and spec-
ifies the evaluation targets by selecting one or more
subject agents.

To better understand these roles, one can imagine a car
owner bringing a vehicle to an auto repair shop. The car
owner (the delegator) chooses a repair shop or a main-
tenance package offered by different technicians (judge
agents) to inspect the car (subject agent). The technicians
performing the examination are responsible for producing
the final report.

In practice, the delegator may be a script or a service that
issues A2A tasks, while both the judge agent and subject
agents must run A2A services. The AAA paradigm itself
does not prescribe how roles are mapped to real-world actors
or how they are deployed. In Section 3, we describe how
this paradigm is instantiated in AgentBeats through five
operation modes to accommodate real-world requirements.

Figure 3 illustrates the interaction pattern defined by AAA.

1. Evaluation request delegation. The delegator identi-
fies the evaluation goal and configuration, selects the
appropriate judge agent and subject agents, specifies
the desired result format, and sends a kick-off request
to the judge agent via A2A containing this information.
AAA does not enforce a specific request format, and
we provide a reference format in the discussion of the
AgentBeats system.

2. Task instruction distribution and access authoriza-
tion. Based on the request details, the judge agent
retrieves relevant data and prepares the evaluation en-
vironment, such as launching or configuring an MCP
server. It then distributes task instructions, along with
environment access information, to the subject agents.
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3. Task fulfillment. Upon receiving the task instructions,
subject agents attempt to complete the task within the
allotted time. During execution, depending on task re-
quirements, subject agents may interact with the judge
agent one or more times, invoke MCP tools, explore
the environment, and take actions.

4. Performance scoring. After receiving task completion
notifications from subject agents, or when a timeout
occurs, the judge agent revokes environment access
and inspects both the subject agents’ responses and the
final environment state to assess performance. Each
subject agent is scored according to predefined metrics.

5. Result reporting. The judge agent reports evaluation
results back to the delegator in the requested format.

This structure naturally extends to multi-agent assessments.
In single-agent benchmarking, the judge agent does not need
to consider participant roles or capacities, as there is only
one evaluation target. In multi-agent assessments, judge
agents define, during the design phase, the expected roles
and capacities of the subject agents they can assess. De-
pending on the task type, these specifications may vary. In
general, multi-agent tasks can be categorized as collabora-
tive or adversarial.

In adversarial multi-agent tasks, such as chess games (kag,
2025), werewolf-style games (Xu et al., 2024), or simulated
CTF competitions (Zou et al., 2026), the roles of subject
agents are typically well defined, and specifications can di-
rectly follow the team structure or winning conditions of the
task. On the other hand, in collaborative multi-agent tasks,
the arrangement depends on whether the task explicitly de-
fines a division of labor among agents. Developers may
choose either to (1) treat different agents as independent
subject agents and score them accordingly, or (2) when the
multi-agent structure primarily serves to improve perfor-
mance while the task itself can be viewed as single-agent,
one can organize auxiliary agents as sub-agents and conduct
the evaluation as a single-agent assessment.

Beyond the fixed-dataset evaluation pattern implied by the
workflow above, AAA naturally supports adaptive assess-
ment. Because the judge agent owns the full evaluation
session, the set of tasks need not be enumerated in advance:
the judge agent can generate them adaptively, probe weak-
nesses, or stop early. AAA thus reframes a benchmark from
a fixed dataset paired with a scoring function into an interac-
tive evaluation process, concentrating effort on informative
cases and avoiding redundant ones. For example, when an
agent fails early test cases, the judge agent can skip later
ones likely to yield the same result; when an agent does well,
it can instead generate harder cases to better differentiate
performance.

3. Realizing AAA: AgentBeats
Overview. Applying AAA to real-world scenarios re-
quires more concrete system designs. In practice, one must
account for different assessment participants, such as in-
dividual developers or organizations, and their roles in a
complete evaluation workflow. While the use of A2A and
MCP in AAA addresses standardization, three additional
dimensions must be considered: openness, privacy, and re-
producibility. Openness implies encouraging modularized,
open-source implementations of both agents and bench-
marks, supporting collaborative iteration and publicly ac-
cessible assessment services. Privacy requires support for
closed-source LLMs and agents. In some cases, to ensure
fair evaluation and avoid data leakage or overfitting, it is
desirable not only to evaluate on hidden data, but also to
support private evaluation workflows through closed-source
judge agents. Reproducibility calls for clear specification
and automation of assessment procedures, stability or deter-
minism in judge agent behavior, and explicit state manage-
ment for subject agents.

To address diverse real-world development and deployment
scenarios, we design five operation modes. These modes dif-
fer in participant-role mapping, deployment requirements,
delegator assignment, and result presentation. For example,
some assessments target open-source agent implementations
specified as GitHub repositories or Docker images, while
others evaluate already deployed, closed-source A2A ser-
vices. From a system perspective, the agent input to an
assessment may take the form of a Git URL, a Docker im-
age reference, or an A2A endpoint URL. We refer to the
former cases, where a Git URL or Docker image is provided,
as agent blueprints, and to the latter as agent instances. De-
pending on how agents are provided and by whom, different
operation modes apply. To support a complete assessment
workflow, each operation mode follows the same three-stage
lifecycle, with minor variations in specific steps. We first
describe this shared lifecycle, then discuss the design de-
tails and differences among operation modes. Finally, we
address scalability-related considerations.

3.1. Assessment Lifecycle

Figure 4 illustrates a complete assessment lifecycle with
three main stages.

Agent 

Construction

Agent 

Registration

Assessment 

Execution

Stage I Stage II Stage III

1. Implement the agent

2. Create the git repo

3. Create docker image 

1. Add to registry

2. Get registration stub

3. Wait for instantiation

1. Kick-off assessment

2. Wait for task fulfillment

3. Present result metrics

Figure 4. Assessment Lifecycle in AgentBeats. Some steps may
be optional in certain operation modes.
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Stage I. Agent construction. The goal of this stage is
to prepare either an agent blueprint or a live A2A service.
Since the delegator’s role is limited to sending A2A mes-
sages, which can often be implemented with a few lines of
script, we focus primarily on the effort required for agent
construction. After implementing the agent, developers may
choose to open-source the agent by creating a publicly acces-
sible Git repository. Additionally, by providing a Dockerfile,
developers can expose an easily reproducible A2A service.
A recommended practice is to make the LLM API key and
A2A host configurable through Docker environment vari-
ables, further improving reproducibility.

Stage II. Agent registration. This stage gathers all agents
relevant to an assessment and optionally makes them pub-
licly accessible. Registration can be as simple as placing
agent codebases under a shared directory or specifying
agent service URLs in a script. The key objective is to
abstract each agent into an easy-to-reference identifier for
later stages. In some operation modes, such identifiers are
returned as stubs from the registration procedure. When
agent blueprints are provided, an optional instantiation step
prepares the corresponding live agent instances. The next
stage can begin only after all instantiations are complete.

Stage III. Assessment execution. An assigned delegator
initiates the evaluation by following the interaction pattern
defined in the AAA paradigm. After task completion, re-
sults are either returned to the delegator who requested the
assessment or made publicly available to support openness.

Next, we further concretize the details of each stage by
examining different operation modes. Some steps in certain
modes may be optional, simplified, or omitted altogether.

3.2. Operation Modes

We provide five operation modes that all satisfy the AAA
paradigm but differ in their real-world use cases in Table 1.
A modularized AgentBeats system exposes different system
components to support these modes, requiring no or minimal
changes to agent implementations while switching between
these modes. Below, we describe each operation mode in
terms of its suitable scenarios, participant-role mapping,
concretized lifecycle, and required system components.

Local Mode. As the simplest and most straightforward
realization of the AAA paradigm, local mode requires all
participating agents to be instantiated as local services on
the same host. This mode is typically suited for local devel-
opment or fully private, on-prem evaluations. In this setting,
all AAA participant roles are mapped to one local developer,
with the delegator implemented as a lightweight script.

A common pattern is to implement or download all agent
codebases into separate directories during stage I, then write

a script that launches each agent service during stage II.
When executing stage III, the script starts or restarts all
agent services on predetermined ports, sends the kick-off
A2A message, and finally prints the results to the terminal
or writes them to a result file. Local mode does not require
any dedicated platform components; the only requirement
is that all agents conform to the A2A protocol.

Remote Mode. A natural way to orchestrate evaluation and
encourage openness is to introduce a centralized platform
that manages agents and assessment resources. Remote
mode, hosted mode, and proxy mode all adopt this approach
and rely on a centralized service component. A platform
provider is responsible for deploying and maintaining this
backend service and making it accessible to agent develop-
ers and assessment users. In remote mode, during stage I,
agent providers deploy their own A2A services and make
them publicly accessible or reachable by the platform back-
end. They then submit agent instance information, such as
service URLs, to the platform for registration. In stage III,
a platform user can request an assessment by selecting reg-
istered agents, then monitor execution progress and results
through the platform. As implied by its name, agents in
remote mode are deployed on remote servers and remain
private to other platform users. This mode is well suited for
public, collaborative assessments of closed-source agents.

Remote mode relies on a centralized AgentBeats platform
that provides agent registration, kick-off message dispatch-
ing, and result tracking. It also requires a concrete kick-off
request format, since the platform may manage multiple
judge agents with different benchmark functionalities. Such
a request typically includes three components: a prompt de-
scribing the evaluation goal, the URLs of subject agents with
role assignments (e.g., black and white in a chess match),
and a customizable configuration provided by the requester.

Hosted Mode. Also built on a centralized platform, hosted
mode offers a more streamlined and user-friendly experi-
ence by allowing agent providers to submit agent blueprints
instead of live service URLs. During registration in stage
II, an agent provider can submit a GitHub repository that
follows a predefined standard (e.g., buildpacks) or a Docker
image. The platform then instantiates the agent and verifies
that its A2A service is running correctly. Once verified, the
agent is marked as ready for subsequent assessments.

Beyond the capabilities required for remote mode, hosted
mode requires the platform to handle agent instantiation and
service health checks. Instantiation can be implemented
using platform-managed clusters or by leveraging third-
party container-based serverless infrastructure for improved
scalability. As an additional advantage, whereas remote
mode typically supports only a single instance per registered
agent, hosted mode allows the platform to provision multiple
instances to support large-scale evaluations.
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Local Mode Remote Mode Hosted Mode Proxy Mode CI Mode

Participants One local developer
Remote developer(s)
+ AB platform

Remote developer(s)
+ AB platform

One local developer
+ optional remote developer(s)
+ AB platform

Remote developer(s)
+ CI platform

Where are agents
instantiated Local machine Remote servers

AB platform-
managed servers

Local machine
+ Remote servers

CI platform-
managed servers

Who kicks off
the assessment A script on local machine AB platform AB platform AB platform

CI platform
(e.g. push triggers)

Where are
the results displayed Local terminal AB platform AB platform AB platform

CI platform
(via commited files)

Best suited for Local development
or on-prem assessments

Public assessments
of private agents

Public assessments using
public agent blueprints

Local development
with remote participants

Auditable assessments
using public agent blueprints

Table 1. AgentBeats operation modes. The AB platform denotes a centralized platform that orchestrates AAA following the design
described in Section 3. The CI platform denotes continuous integration services, such as GitHub Actions.

Proxy Mode. To further support agent development, proxy
mode provides an option that combines local development
with platform-based evaluation. Consider a developer build-
ing a new agent for an upcoming assessment, where other
participating agents are already registered on the platform.
Remote mode requires full deployment, while hosted mode
may incur long build times. Proxy mode addresses this
gap by allowing developers to connect a temporary local
development server to the platform and reverse-proxy com-
munications between local and remote agents.

From a lifecycle perspective, proxy mode does not require a
Git repository or image build. Instead, it assumes an A2A-
compatible development server is running locally. In stage
II, the local agent connects to the AgentBeats platform to
obtain a temporary platform identifier and a message tunnel.
By requesting an assessment using this temporary identi-
fier together with other registered agents, and optionally
streaming platform-side logs back to the local terminal, de-
velopers can test their code against existing agents without
leaving their local environment. Supporting proxy mode
requires the platform to provide reverse-proxy functional-
ity and expose execution logs through APIs. A platform-
provided command-line tool or SDK that automates tunnel
management is also important for a smooth developer ex-
perience. With proxy mode, judge agent developers can di-
rectly test benchmark workflows against well-known agents,
while subject agent developers can validate their implemen-
tations against agentified benchmarks without downloading
datasets or preparing environments.

Continuous Integration (CI) Mode. Reliance on a central-
ized platform may raise concerns about trust and auditabil-
ity. Providing an option that avoids a black-box service
improves transparency and reproducibility. Motivated by
this consideration, CI mode leverages existing public CI
infrastructure, such as GitHub Actions, to realize the AAA
paradigm without a dedicated platform. This mode can be
viewed as migrating local-mode evaluation into CI pipelines.

There are several ways to automate agentified assessments
in CI workflows. A simple approach is to commit all files
required for local-mode execution into a repository and

configure triggers that invoke the evaluation script on each
new commit. In this setup, stage I corresponds to pushing
all relevant agent codebases into the repository, along with
CI configuration for dependency installation. During stage
II, LLM API keys, host addresses, and other environment
variables are provided through the CI platform’s secret and
token management features to facilitate agent instantiation.
Each commit triggers stage III, and results are available in
CI logs or committed to a separate branch as artifacts.

Although CI mode does not depend on a centralized plat-
form, it benefits from well-documented reference implemen-
tations. Providing example repositories with CI workflows
as templates helps establish standard practices. To further
encourage modular development, each agent can be wrapped
as a subdirectory or submodule with its own Dockerfile or
configuration. The CI workflow then orchestrates container-
ized agent services and executes the assessment in a fully
automated and reproducible manner.

4. Developer Recommended Practice
AgentBeats helps subject agent developers test their agents,
and also helps benchmark designers standardize evaluation
interfaces, reducing integration effort on both sides. In this
section, we discuss the implications of practicing AAA and
leveraging the AgentBeats system. Specifically, we provide
recommended practices for standardizing interfaces while
remaining flexible, without introducing excessive additional
burden. This section also serves as a guide to help organize
the development process for both agents and benchmarks.

4.1. Developing Subject Agents

The basic requirement for subject agent developers is to
ensure that their final implementation can accept A2A tasks
and connect to external MCP servers specified in the A2A
message. In general, there are two cases: (1) the developer
already has an agent implementation that does not support
these protocols but wants to evaluate it using a judge agent
under AAA, and (2) the developer plans to build a new
agent from scratch. In the first case, there are three aspects
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to check and patch: A2A compatibility, MCP tool access
support, and environment adaptivity.

A2A compatibility. If an existing agent does not support
A2A (e.g., it exposes a custom API) or only partially sup-
ports A2A (e.g., it does not support artifact transfer for
media inputs), it is recommended to preserve the original
agent package and implement a thin external A2A wrapper
that translates task instructions. Since most LLM agents
accept natural language instructions in some form before
acting, this translation is usually feasible. A concrete ex-
ample is a coding agent that operates through terminal. In
such a case, one can implement a wrapper A2A service that
forwards task instructions into a terminal with a clean lo-
cal working directory, then retrieves output files as artifacts
after execution and returns them in the A2A response.

MCP tool access support. While many modern agent
frameworks support MCP integration, the key challenge in
AgentBeats is that the MCP services used by a subject agent
may be provided by the judge agent and specified dynami-
cally in the A2A message at runtime. Supporting dynamic
MCP configuration and loading new tool sets often requires
additional customization. A simple approach is to handle
this within the same thin A2A wrapper layer. In Section
5, we also discuss an alternative approach: providing a de-
fault MCP server during the setup phase and dynamically
configuring its tool list.

Environment adaptivity. Beyond A2A and MCP, some
assessments may require additional capabilities that are nat-
ural for humans, thus still being self-contained, but difficult
for certain agents. For example, a browser-use task may
require navigating to a specific URL, while a terminal-use
task may require SSH access to a remote machine and apply-
ing changes there. To support such assessments, developers
should either implement the required workflows explicitly
or incorporate internal tools for the needed capabilities.

In the second case, since AAA only enforces communi-
cation protocols, the main considerations largely match
those of building a general agent: which framework to use,
which LLM to choose, what harness pattern to adopt (e.g.,
CoT (Wei et al., 2022) or ReAct (Yao et al., 2022)), and
whether to incorporate a multi-agent structure, etc. We note
that, in practice, it is often effective to optimize against a sin-
gle judge agent (and potentially a small set of peer subject
agents) first, using local mode or proxy mode. This makes
development more purpose-driven and efficient. Meanwhile,
we encourage developers to make instruction processing
as robust as possible. For example, extracting URLs from
browser-use instructions is often more reliable when done
via an LLM rather than regular expressions, which can im-
prove compatibility across future judge agents that describe
similar tasks using different instruction styles.

4.2. Developing Judge Agents

For assessment designers, the first decision is whether to
adopt a deterministic workflow to drive evaluation, some-
times even without an LLM, or to incorporate an agentic
procedure where parts of the workflow are specified through
prompts. For example, incorporating evaluations such as
terminal-bench (Merrill et al., 2026) may benefit from a
workflow-style design since evaluation is driven by scripts,
while incorporating evaluations such as tau-bench (Yao et al.,
2025) may benefit more from prompting because user sim-
ulation is required. The primary challenge is to design the
interaction procedure during assessment execution.

Following the interaction pattern described in Section 2,
we recommend organizing the design process around the
following questions:

• How is test-related data obtained and sampled?
• How is the evaluation environment prepared and initial-

ized, and how is data loaded?
• How should the task be described, and how should envi-

ronment access be granted? How should MCP tools be
designed and exposed?

• How should the judge agent interact with subject agents
throughout assessment?

• During and after task fulfillment, what metrics should be
used to score subject agent performance?

Careful consideration of these aspects improves compatibil-
ity, supports a wider range of subject agents, and provides a
smoother assessment experience. For example:

• It can be useful to make dataset selection configurable
through the kick-off request format, so that the requester
can control expected runtime and scope.

• Avoiding repeated environment rebuilds by supporting
reset semantics, and reducing unnecessary data transmis-
sion, can improve evaluation efficiency.

• Choosing appropriate tasks and scoring granularity can
help subject agents better understand objectives, while
clear tool descriptions help improve performance.

• Using a sub-agent inside the judge agent can help isolate
scoring logic from simulated user conversations, reducing
the risk of prompt-injection-based cheating.

• Including metadata such as sampled data point identifiers
and dataset size enables aggregation across runs.

Note that beyond building judge agents for new scenarios
and datasets, the process of agentifying existing benchmarks
follows the same design procedure. The key challenge is
to map the benchmark’s data and evaluation logic onto the
corresponding components discussed above.

7
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5. Extension and Integrations
The AAA paradigm also makes it easier to introduce ad-
ditional abstractions that improve agent development and
evaluation utilities. In this section, we discuss potential
extensions to the AgentBeats implementation, as well as
possible integrations. Some extensions are necessary or
particularly useful for enabling features in certain opera-
tion modes. Others focus on improving openness and col-
laboration, or emphasize observability, providing greater
transparency and assessment insights that support agent
development and iteration.

Agent Control Plane. Agent blueprints in hosted mode
provide transparency at the cost of privacy and deployment
overhead, while agent instances in remote mode preserve
privacy at the cost of reduced visibility. For example, when
a remote agent instance exhibits errors or poor performance,
execution logs are often unavailable. Similarly, when switch-
ing to a new assessment, there is typically no standardized
mechanism to reset a remote agent service. To bridge this
gap, an agent control plane serves both as an operation exten-
sion and an observability layer. It is implemented as a thin
service wrapped around the A2A service, providing APIs
that allow a centralized platform to restart agent process and
stream execution logs back to the platform.

Agent and Tool Authentication. Concerns about abuse of
publicly exposed agent services can be addressed through
additional authentication components for agents and tools.
Such functionality is essential for building a practical,
production-ready platform that supports controlled access.

MCP Gateway. To address the dynamic MCP configuration
challenge discussed earlier, one solution is to introduce an
MCP gateway service with a fixed endpoint that supports dy-
namic control over tool access. As an operation extension, a
judge agent can connect its dynamically created MCP server
as a provider to this gateway and selectively expose tools
to authenticated subject agents. In this design, as long as a
subject agent connects to the gateway using credentials tied
to its agent identifier, dynamic MCP reconfiguration is han-
dled transparently and no longer needs to be implemented
inside the subject agent.

Sandbox and Container Manager. A shared sandbox and
container management service can be introduced to assist
judge agents. This service centrally manages computational
resources and avoids complex docker-in-docker setups when
judge agents are themselves containerized. Additionally, the
manager may expose an MCP interface, making it easier
to design judge agents using prompt-driven workflows that
require dynamic environment control.

Agent Registry. An agent registry is a collaboration-
focused extension that supports discovery of both subject
agents and benchmarks that are represented as judge agents.

It maintains a publicly accessible list of platform identi-
fiers and associated metadata, potentially derived from A2A
agent cards, enabling users to efficiently select appropriate
judge agents and subject agents for a given assessment.

Agent Leaderboard. To provide clearer visibility into
agent performance and support ranking among multiple
subject agents evaluated under the same judge agent, an
agent leaderboard can be introduced. To improve interop-
erability, the leaderboard may also define recommended
metric reporting formats, simplifying judge agent response
parsing and result aggregation.

Beyond extending AgentBeats directly, the AAA paradigm
is also integration-friendly and can interoperate with a range
of third-party services to improve overall utility. For exam-
ple, it can integrate with Hugging Face for richer leader-
board functionality, LiteLLM and MLflow for improved
LLM access observability, and Weights & Biases for log-
ging and experiment management. AAA may also facilitate
trajectory collection for reinforcement learning. To bridge
the gap between Gymnasium-style APIs commonly used in
RL and the protocol-based interaction in AAA, AgentBeats
supports translation from type-specified Gym interfaces to
self-descriptive MCP tools, enabling any MCP-compatible
agent to explore RL environments without native Gym sup-
port. Combined with environment-management systems
such as OpenEnv (Meta), AAA provides a universal interac-
tion standard, while also introducing an intermediate layer
that facilitates tracking and analysis of agent behavior across
training and evaluation.

Concurrent with AgentBeats, CUBE (Lacoste et al., 2026)
standardizes how individual benchmark environments are
packaged, deployed, and lifecycle-managed, independently
of any evaluation framework. The two standards are natu-
rally composable: a judge agent can use a CUBE-compliant
benchmark as its internal infrastructure substrate, distribut-
ing the resulting MCP tool endpoints via A2A while AAA
orchestrates the overall evaluation campaign.

6. Alternative Views
While we advocate agentifying agent assessment, other ap-
proaches may also help mitigate compatibility challenges.

A brute-force approach is to continually expand the num-
ber of task-specific agent harnesses until broad coverage
is achieved. NeMo (NVIDIA) follows this direction by
providing dozens of different harnesses for diverse tasks
within a single repository. The advantage of this approach
is that evaluation types are carefully curated and manually
aligned. However, it requires substantial engineering ef-
fort to achieve and maintain high coverage, is difficult to
scale through community adoption, and lacks flexibility in
supporting multiple harness designs for the same task.

8
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Another approach is to leverage shared standards other than
A2A. Harbor (Harbor Framework Team, 2026), for example,
enforces a terminal-based interaction interface combined
with checking scripts. Its clear structure and expressive
power make it a strong candidate for standardization. How-
ever, unlike A2A, which is designed specifically for agent
communication, terminal-based serialization may be less
suitable for UI-centric tasks such as browser interaction.

A third option is to introduce an entirely new standard.
HAL (Kapoor et al., 2025) follows this path by defining
a minimal agent interface designed to reduce learning and
integration costs. Exgentic (Bandel et al., 2026) pursues
a similar direction with adaptors that leave agent-side in-
terfaces untouched, though benchmarks must still be re-
structured to fit its protocol. By retaining only abstractions
necessary for evaluation, such systems can remain efficient
and clean. However, promoting adoption of a new standard
remains challenging due to the required manual adaptation
effort. Moreover, unlike A2A, which directly targets pro-
duction use, interfaces designed specifically for evaluation
risk introducing test-production mismatch.

7. Conclusion
Agent evaluation today suffers from severe compatibility
issues due to the lack of standardization, while limited open-
ness and reproducibility further hinder progress. This posi-
tion paper argues that agentifying the agent assessment is a
necessary step forward, and provides a practical roadmap to
fundamentally improve agent benchmarking practice.
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