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Abstract

We propose Block Adaptive Signum (BAS),
which bridges Adam and SignSGD via block-wise
scaling of sign updates. By discarding element-
wise second moments, BAS reduces memory
overhead relative to AdamW without sacrific-
ing performance in our tested settings. Cru-
cially, BAS mimics Adam’s dynamics closely
enough to directly inherit its hyperparameters,
matching the performance of AdamW without the
need for re-tuning, a common fragility of prior
low-memory optimizers. This structural align-
ment makes it particularly suitable for tuning
Adam-pretrained models. Furthermore, we ex-
ploit the inherent robustness of sign-based up-
dates to store the first moment in FP8 with-
out performance degradation. This shrinks the
optimizer-state footprint to 12.5% of AdamW’s.
We theoretically prove convergence under stan-
dard assumptions and introduce a communication-
efficient variant enabled by the sign-based up-
date. Across extensive evaluations, including
pre-training a 1.5B model on 100B tokens and
supervised fine-tuning of models up to 32B pa-
rameters, we demonstrate that BAS achieves per-
formance on par with AdamW.

1. Introduction

The rapid advancement of Large Language Models (LLMs)
has revolutionized artificial intelligence, enabling capabili-
ties that extend far beyond simple text generation, encom-
passing complex tasks such as multi-step reasoning, code
generation, and autonomous agent planning (Zheng et al.,
2025). However, training these models requires immense
computational resources, particularly in terms of memory.
Standard optimizers like Adam (Kingma & Ba, 2017) and
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AdamW (Loshchilov & Hutter, 2019) incur significant mem-
ory overhead by maintaining high-precision first (m) and
second (v) moments. Under modern mixed-precision train-
ing, where gradients are stored in BF16, these FP32 moment
buffers introduce an optimizer-state overhead of 4 x the gra-
dient memory. This memory overhead becomes a critical
bottleneck in distributed training. High optimizer memory
consumption limits the maximum local batch size, often
forcing practitioners to scale out to more devices to fit the
training state. This scaling introduces significant commu-
nication latency and infrastructure complexity, particularly
when crossing inter-node interconnects.

To address this memory bottleneck, researchers have ex-
plored a range of memory-efficient alternatives. Early
sign-based methods, such as SignSGD and Signum (Bern-
stein et al., 2018), showed that using only gradient or mo-
mentum signs greatly reduces optimizer state. However,
these approaches struggled to match the optimization qual-
ity required for modern Transformer training. More recently,
Lion (Chen et al., 2023) revived sign-based updates with im-
proved empirical performance, though its reduced adaptivity
introduces notable hyperparameter sensitivity and often ne-
cessitates extra tuning.

A complementary line of work reduces memory by com-
puting the second moment at a coarser granularity. Adam-
mini (Zhang et al., 2025b) (along with related methods
such as BAGM (Zheng & Kwok, 2019), Adalayer (Zhao
et al., 2025), NovoGrad (Ginsburg et al., 2020)) aggregates
variance statistics over large blocks. However, applying
block-wise statistics only to the second moment changes the
update dynamics in ways that deviate from the sign-based
behavior associated with Adam’s performance characteris-
tics (see Remark 2.1). AdamS (Zhang et al., 2025a) sim-
plifies normalization by assuming the local geometry is
governed by (Lo, L1)-smoothness, replacing the second
moment with a momentum-based term. Despite its design
goals, we observed that this formulation lacks stability in
practice, leading to divergence in our pre-training setups
when using standard AdamW hyperparameters.

The emerging Muon optimizer (Jordan et al., 2024) achieves
faster iteration-wise convergence without second moments,
but its Newton-Schulz-based update introduces additional
communication and computation overhead. While infras-
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Table 1. Structural and efficiency comparison of different optimizers. “Compute Overhead” is classified as Low for element-wise or
block-reduction updates (like BAS/Adam-mini), versus High for matrix-factorization-based updates (Muon). “States Stored” denotes
whether first (m) and second (v) moments are maintained and at what granularity. “Opt. State Memory” reports the optimizer state
footprint relative to AdamW. “Drop-in” indicates that the algorithm can transfer AdamW-style hyperparameters while maintaining stable
and competitive convergence in our tested settings. Additional details are provided in Appendix B.

UPDATE COMPUTE

STATES OPT. STATE  1-BIT

ZIN?
OPTIMIZER TYPE OVERHEAD STORED MEMORY COMM. DROP-IN?
ADAMW SIGN-LIKE Low m, v (ELEM.) 1x No YES
LION SIGN Low m (ELEM.) 1/2x YES No
ADAM-MINI SGD-LIKE" Low m (ELEM.), v (BLOCK) 1/2x No PARTIAL?
ADAMS SIGN-LIKE Low m (ELEM.) ~1/2% No PARTIAL*
MUON ORTHOGONAL HIGH m (ELEM.) 1/2x No No
BAS (OURS) SIGN-LIKE Low m (ELEM.), v (BLOCK) ~ 1/8x% YES YES

T Adam-mini exhibits dynamics closer to normalized SGDM in ¢
their methods can inherit AdamW hyperparameters, we observed

tructure optimizations can mask these costs, they signifi-
cantly complicate deployment. Moreover, Muon exhibits
dynamics that differ substantially from Adam; existing evi-
dence suggests a potential optimizer mismatch when fine-
tuning or continuing training from Adam-pretrained mod-
els (Liu et al., 2025).

In this paper, we introduce Block Adaptive Signum (BAS),
anovel optimizer that bridges the gap between the adaptivity
of Adam and the memory efficiency of sign-based methods.
BAS partitions parameters into blocks and computes a single
adaptive scale per block. This design preserves Adam-like
variance adaptation at a block-wise granularity while re-
ducing second-moment storage to a single scalar per block.
Furthermore, the sign-based nature of the BAS update is
robust to quantization, enabling us to store the first moment
(m) in FP8 format without performance degradation. Cru-
cially, BAS structurally aligns with Adam (see Figure 4 for
empirical validation of this alignment), and our sensitivity
studies in Appendix E.1 show that AdamW-style hyperpa-
rameters transfer well across the tested regimes. The struc-
tural and efficiency advantages of BAS relative to existing
state-of-the-art optimizers are summarized in Table 1.

Our contributions are as follows:

¢ Method & Efficiency: We propose Block Adaptive
Signum (BAS), which unifies the variance-adaptivity
of Adam with the memory-efficiency of SignSGD. By
leveraging sign-based updates, BAS stores the first mo-
ment in FP8 and largely discards the second moment
without performance loss, reducing the total optimizer
state footprint to just 12.5% of AdamW.

Theoretical Guarantee: We establish the theoreti-
cal convergence of BAS under bounded-gradient and
bounded-variance assumptions, proving that it con-
verges to the neighborhood of a stationary point at the
rate of O(1/v/T).

oarse-block limits; see Remark 2.1. ¥ Although the papers report that
instability or divergence in our pre-training transferability tests.

¢ 1-Bit Communication: We introduce BAS-MYV, a dis-
tributed variant that leverages sign-based majority vot-
ing to reduce communication volume compared to
mixed-precision Distributed Data Parallel (DDP). Vali-
dated on the 0.5B regime, including added data-parallel
scaling and wall-clock studies in Appendix B.4, it ac-
celerates training in bandwidth-constrained environ-
ments.

Scalability & Performance: We validate BAS through
extensive empirical evaluation, including pre-training a
1.5B model on 100B tokens and industrial-scale Super-
vised Fine-Tuning (SFT) of models up to 32B parame-
ters. Our results show that BAS is a promising drop-in
candidate of AdamW, maintaining Adam-level perfor-
mance across diverse large-scale training settings.

Paper Organization. Due to space constraints, we defer
a detailed discussion of related works to Appendix A. The
remainder of the paper presents the proposed method (Sec-
tion 2), theoretical analysis (Section 3), and experimental
results (Section 4).

2. The Proposed Method

We propose Block Adaptive Signum (BAS), as detailed in
Algorithm 1, which bridges the gap between the element-
wise adaptivity of Adam and the memory efficiency of
Signum. The core design principle is to adapt to variance
in an Adam-like fashion while utilizing a negligible amount
of second-moment storage. By partitioning the model into
blocks, the algorithm tunes the step size based on the av-
erage signal-to-noise level at a block-wise granularity (see
Sec. 2.3 for the detailed block partitioning scheme).
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Figure 1. Schematic of the Block Adaptive Signum (BAS) spectrum. The algorithm partitions parameters x into disjoint blocks.
Left (Signum Equivalence): All parameters form a single block, sharing one scale factor (low memory, low adaptivity). Middle (BAS):
Flexible block sizes allow a trade-off between granularity and memory overhead. Right (Adam Equivalence): Element-wise blocking,
where every parameter has a unique adaptive scale (high memory, max adaptivity). Colors represent unique adaptive scales o2

2.1. Problem Setup

We consider the general unconstrained optimization prob-
lem

ey

min f(z).
In LLM training, the objective f(z) = E¢opF(x, ), where
F is the loss function and D is the data distribution. A batch
gradient g(x) is used to estimate V f(x).

Notation. We use [n] to denote the set {1,...,n}. We
treat vectors as column vectors; 1, denotes the all-ones
vector in R?. For operators, (-,-) is the inner product, ®
is the element-wise (Hadamard) product, and Sign(-) is the
element-wise sign function. We denote the Frobenius norm
by || - || 7, the Euclidean norm by || - ||2, and the ¢; norm
by || - ||l1. vec(A) denotes the vectorization of A. Through-
out, “parameter” refers to a Torch tensor (e.g., a weight
matrix) treated as a block, while “element” refers to a single
scalar entry. The model parameters = € R? are partitioned
into N disjoint blocks, written as = {z1,z2,...,oN},
where z; € R%. We use a bold subscript -; for block-level
quantities (e.g., g¢) and a standard subscript -; for scalar ele-
ments. Finally, g¢, m?, and v? denote the stochastic gradient,
first moment, and second moment at step ¢, respectively; in
distributed contexts, P denotes the number of agents.

2.2. BAS: A Continuum Between Adam and Signum

The core flexibility of BAS lies in its block partitioning
strategy, which governs the granularity of variance adapta-
tion. By varying the size of these blocks, BAS defines a
continuum of behavior between two classical optimization
regimes (Figure 1):

¢ Adam Equivalence: When each parameter element
forms its own block, BAS reduces to Adam.

» Signum Equivalence: When the entire parameter set
is treated as a single block, BAS becomes Signum with
an adaptive step size.

At each iteration, BAS estimates a block-wise step size
scale of and applies a uniform-length update to every ele-
ment within the block. That is, all coordinates in block 1
move the same distance, differing only in direction through
the element-wise sign of the block’s first moment. This
structure is what allows BAS to interpolate smoothly be-
tween Adam-style element-wise adaptivity and Signum-
style global normalization.

The scale of follows an Adam-style construction: it de-
pends on the ratio between the block-wise first-moment
norm ||m}|| » and the square root of the Exponential Mov-
ing Average (EMA) of the squared gradient norm within
the block ||g{||%. We use the Frobenius norm because it is
inexpensive to compute and corresponds to the /s norm of
the matrix’s singular-value vector. As in Adam, this mecha-
nism decreases the effective learning rate when the block’s
gradient variance is high and vice versa.

Because the scale is defined using similar ingredients as
AdamW, BAS can transfer its hyperparameters, including
the learning rate n, 3 values, and e, in the tested pre-training
and fine-tuning regimes. This makes BAS a practical drop-
in candidate for existing AdamW training pipelines, while
broader no-retuning guarantees remain an empirical ques-
tion.

Finally, BAS stores only one second-moment value per
block, so the optimizer-state memory scales with the number
of blocks NV < d, effectively removing the second-moment
overhead. In our experiments, this design attains Adam-
level performance under transferred AdamW-style recipes
while using substantially less memory.

Remark 2.1 (Comparison with Adam-mini). BAS is concep-
tually related to Adam-mini (Zhang et al., 2025b), which
also utilizes block-wise second moments. However, they dif-
fer fundamentally in update dynamics. Interpreted through
a sign-update perspective, Adam-mini is

t

t
S L B ;]

T =N =1
J J —7 —7
CH Uy

T Sign(m'),
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Algorithm 1 Block Adaptive Signum (BAS)

Require: 7, 51, 2, €, A, and partition z = {1, ...
1: Initialize m® < 0, 0% < 0
2: while not converged do
3: ¢ < t+ 1, compute batch gradients g‘

7xN}

4:  for eachblocki € {1,...,N} do

5: mt Bﬂ;ﬂf{l + (1= pB1)gt /vec(m!) € R%
6 wf e Bavj 4+ (1= Ba)lgk /i €R

t t

7 mi %, of 12‘/35 // Bias Correction
8: al < mi/(\/0! +€) // Scalar Adaptive Scale
9: 2i ™ zb(1 — ) — nadSign(m!)  / Update
10:  end for

11: end while

where v; denotes the average second moment of the block.
Adam-mini therefore keeps coordinate-dependent update
magnitudes [m}|/ /0! within each block. BAS instead
applies a shared block magnitude o} and uses Sign(mé)
only for the coordinate-wise direction. In the one-block
limit, Adam-mini degenerates to normalized SGDM, while
BAS becomes Signum with an adaptive global scale. This
uniform sign-based geometry is the main conceptual differ-
ence we emphasize. Prior work has shown that sign-based
updates are an important ingredient behind why Adam is
helpful for training language models (Kunstner et al., 2024),
and our experiments suggest that preserving this geome-
try improves AdamW-style hyperparameter transferability
relative to Adam-mini in the tested setting.

Remark 2.2 (Comparison with Muon). Although the recent
Muon (Jordan et al., 2024) optimizer has shown promis-
ing results, its update rule is fundamentally different from
ours, relying on Newton-Schulz iterations that introduce
substantial computation and communication overhead in
distributed settings. Existing evidence suggests that Muon
can introduce an optimizer mismatch when fine-tuning or
continuing the pre-training of Adam-based models (Liu
et al., 2025). In contrast, BAS more closely follows Adam’s
sign-times-scale structure and is intended for Adam-style
training recipes. Beyond these differences, the current Muon
update, like Signum, lacks variance adaptation. While block-
adaptive scaling could in principle be incorporated into
Muon, such a combination does not yield the desired be-
havior in practice; we provide further discussion in Ap-
pendix B.5.

2.3. Implementation Details for LLM Training

FP8 Moment Storage. While traditional optimizers require
FP32 moments to ensure update fidelity, BAS does not.
Its sign-based direction and block-wise scaling are inher-
ently robust to quantization, allowing FP8 moment storage
without performance degradation. We therefore adopt FP8

moment storage in all experiments. Compared to AdamW,
which stores element-wise FP32 m, v buffers, BAS requires
only 12.5% of the optimizer-state memory by almost dis-
carding v and storing m in FPS, giving a 4x reduction in
optimizer-state footprint compared to other methods. Ap-
pendix D.2.3 further clarifies the precision boundary: FP8
matches BF16/FP32 in our tested setup, while naive 6-bit
storage degrades and naive 4-bit storage is unstable.

Block Partitioning Scheme. BAS does not require the
highly fine-grained partition schemes utilized by Adam-
mini. For the embedding and output layers, we require
row-wise partitioning—treating each vocabulary entry as
a block—because their gradients are (numerically) sparse.
For all other parameters, there are no strict constraints.

For our main experiments, we utilize an intuitive parameter-
wise partition, where each Torch parameter is treated as
a block. Block sizes span from O(103) LayerNorm vec-
tors to O(10° — 108) projection matrices, and the majority
of parameters lie in blocks exceeding 10° elements. In
distributed frameworks like FSDP, parameters are sharded
across devices. BAS remains highly efficient in this set-
ting because computing the block-wise scale o} requires
reducing only two scalars per block (the square Frobenius
norm of each shard’s first moment ||m!||% and batch gradi-
ent ||g¢||%), incurring negligible communication overhead
(see Appendix D.1.1) compared to the gradient exchange.

A more convenient scheme is the shard-wise partition,
where each local shard is treated as a block. This incurs
no communication overhead and offers substantial flexibil-
ity (see Appendix D.1.2). Because shard-wise partitioning
yields a finer block structure that more closely resembles
AdamW’s element-wise adaptivity, it behaves stably in prac-
tice. However, shard boundaries depend on the specific
sharding implementation and data-parallel world size, lead-
ing to small cross-framework variations. For reproducibility,
we therefore adopt the parameter-wise partition as the de-
fault in our main experiments.

2.4. Communication-Efficient Variant: BAS-MV

The sign-based structure of BAS naturally enables a
communication-efficient distributed variant, presented in
Algorithm 2: BAS with Majority Vote (BAS-MYV). In this
setting, each worker computes its own block-wise adaptive
scales locally. Workers then communicate the signs of their
first-moment estimates (via 1-bit majority vote) and their
scalar block scales (via averaging). Because the scalar scale
communication is negligible (N < d), BAS-MV achieves
up to a 16 x reduction in communication volume compared
to standard DDP with BF16 gradients. We define the rel-
ative communication budget as Byei(t) = t - Caig/Cppp,
where Clyg is the per-step communication volume of the
optimizer under comparison. Under this metric, BAS-MV
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can make more training progress under the same communi-
cation budget; Appendix B.4 adds fixed-token, data-parallel
scaling, and wall-clock evidence.

While BAS-MV provides strong communication savings, it
also introduces practical constraints. In particular, BAS-MV
is not compatible with ZeRO-style optimizer-state sharding,
since each worker must maintain its own local first and sec-
ond moments to compute block-wise scales. Nevertheless,
for moderately small data-parallel sizes, BAS-MV attains
memory usage comparable to ZeRO-2; a detailed analysis
is provided in Appendix B.4. Consequently, BAS-MYV is
most suitable for communication-constrained data-parallel
LLM training where the model is moderate enough to fit
with replicated optimizer states.

Algorithm 2 BAS with Majority Vote (BAS-MV)

Require: 7, 51, 52,¢, A\, x = {x1,...,oN}, and P agents
1: Initialize local m%7 «+ 0, v9J « 0 for agents j € [P]
2: while not converged do
3:  t < t+ 1; Agents compute local gradients g'+/

4:  foreachblockie {1,...,N} do

5 Each agent j€[P] locally computes

6: m{? < Bimi M+ (1 - B)gp?

1
7: i” = Bovy +( /D’z)llgfjllp
5t Hm ’llr 7] i
8 e BT Sl
t,j A t,] ]

9: a;? = my? (1077 + €) // Local Scale
10: &f — % Z;Dzl af’J ‘ // Aggregate Scales
11: Vi Y7 Sign(my”) // Sign Voting
12: ol 2t (1 —n)\) — naliSign(VyY)  / Update
13:  end for

14: end while

3. Convergence Analysis

We analyze the convergence properties of BAS for gen-
eral non-convex objectives under bounded-gradient and
bounded-variance assumptions, focusing on the core al-
gorithm without weight decay or bias correction. These
assumptions can be restrictive relative to the strongest re-
cent Adam analyses, but provide a first guarantee for BAS.
The following assumptions form the basis of our results.

Assumption 3.1 (L-Smoothness and lower-boundedness).
The function f is L-smooth. For all z,y € R%: f(y) <
f@) +(Vf(x),y —a) + |y — |3, and f is bounded
from below by f*.

Assumption 3.2 (Bounded Variance). The stochastic gra-

dient is unbiased, Elg'] = Vf (:ct), and has bounded vari-
ance: [||g Vf(xh)||3] < o2 Also, the noise vectors
¢ti=g' = V[f(ah) are 1ndependent across time steps.

Assumption 3.3 (Bounded Gradient). The gradient of the
function f is bounded: ||V f(x)||; < C, for all .

The bounded-gradient assumption has been used in prior
analyses of Adam-type methods (Reddi et al., 2019;
Défossez et al., 2022). For the ease of analysis, we rewrite
BAS in a compact way. Since the Frobenius norm of a
matrix coincides with the [, norm of its vectorization, we
flatten each block into a vector.

The resulting BAS update can be written as

et =a' —n(a’ © Sign(m")),

t t 4T .t T t 1T T d Wi
where o' = [a -1, ,a5 -1, ,..,a -1 ]" € R With
this compact notation in place, we now proceed to derive
the convergence theorem.

Theorem 3.4. Under Assumptions 3.1-3.3, when By > 31,
BAS converges as follows:

T-1
—o E|Vf(=")I3
T S Ctm‘,n,l

Ay Ld_,
o T Cal

+(2C, +Cg/e)(fﬂf’ L”[%MUWE)],

where Ay = f(2°) — f*, Co =

Ciotal = AN <1 /Cg + 02+ e).

We next state a corollary that provides the convergence rate
under a specific stepsize.

1= ﬂl , B1=1—p4, and

Corollary 3.5. Let the stepsize be set as 1 = % Un-
der the assumptions of Theorem 3.4, BAS converges to a

neighborhood of a stationary point with rate O(1/v/T):
rate

fEEZHVf g <

where Copa ~ O(\/1 — 1), and the formal definitions of
Crate and Cypq are deferred to Appendix C.

+ Cnbda

Remark 3.6. Convergence to a neighborhood of a stationary
point is a standard outcome in the analysis of adaptive opti-
mizers with constant hyperparameters (Wang et al., 2024).
The radius of this neighborhood, C1q, is determined by
the system’s noise floor (o) and the momentum coefficient
(1 — 7). Thus the method approaches the optimum quickly,
but its final accuracy is limited by gradient noise and the
fixed stepsize, mirroring the behavior of SGD and Adam.

4. Experiments

We evaluate the proposed BAS method across two distinct
training regimes: pre-training and SFT.

4.1. Experimental Setup

Baselines. We compare BAS with four primary baselines: 1.
AdamW (Loshchilov & Hutter, 2019), the standard choice
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Figure 2. Pre-training Stability and Efficiency Analysis. (a, b) Training loss on Qwen2.5 (0.5B & 1.5B) over 20B & 100B tokens.
BAS (red) matches the convergence trajectory of AdamW (blue) under transferred AdamW-style hyperparameters while Adam-mini and
AdamS diverge, and Lion converges slower. (¢) Convergence speed versus relative communication budget for the 0.5B model. BAS-MV
(orange and blue) achieves lower training loss for the same communication budget compared to baselines (numbers indicate the number of

agents)

; Appendix B.4 gives the precise budget definition and further wall-clock results.

for large-scale LLM training; 2. Lion (Chen et al., 2023),
a widely adopted sign-based optimizer known for mem-
ory efficiency; 3. Adam-mini (Zhang et al., 2025b) and
AdamS (Zhang et al., 2025a), two recent Adam variants de-
signed to reduce memory overhead. We exclude Muon (Jor-
dan et al., 2024) for the reasons discussed in Remark 2.2.
Unless explicitly noted as BAS-MYV, all references to BAS
denote Algorithm 1 with param.-wise partition.

Implementation & Infrastructure. All experiments are
implemented in PyTorch using the DeepSpeed framework
(ZeRO-2 for models up to 7B, ZeRO-3 for the 32B model).
Each training run is executed on a single node with 8
NVIDIA GPUs. All main experiments are repeated over
three random seeds. FPS§ storage uses the eSm2 format with
a fixed scaling factor of 512 for all main experiments.

Datasets & Models. Our pre-training experiments use
Qwen2.5 (Qwen et al., 2025) models at 0.5B (20B tokens)
and 1.5B (100B tokens), trained on FineWeb-Edu (Penedo
et al., 2024). For SFT, we fine-tune Olmo3 (Olmo et al.,
2025) models of sizes 7B and 32B on the Dolci-Instruct-SFT
dataset to produce instruction-tuned variants.

Hyperparameters. Across all experiments, we fix the
momentum coefficients to 5 = (0.9,0.95) for every op-
timizer, a setting commonly used in recent LLM training
pipelines (Brown et al., 2020; Penedo et al., 2024). Our
main pre-training comparison is primarily a hyperparameter-
transferability test: we tune AdamW, transfer its recipe to
BAS, Adam-mini, and AdamS, and separately tune Lion be-
cause its standard recipe differs substantially. We also report
additional learning-rate, beta, and weight-decay sweeps in
Appendix E.1 to distinguish transferability from tuned opti-
mizer quality. For Olmo3 SFT, we do not search for AdamW
hyperparameters and instead directly adopt the AdamW hy-
perparameters reported in the Olmo3 report without addi-
tional tuning. We apply a warm-up phase over 3% of tokens,

followed by a constant learning rate during pre-training and
a linear decay schedule during SFT. The sequence lengths
for pre-training and SFT are 4K and 32K, respectively. For
pre-training, the 0.5B model uses a global batch size of 256,
and the 1.5B model uses a global batch size of 1024. For
SFT, the global batch sizes are 32 for the 7B model and
128 for the 32B model. Additional details are provided in
Appendix D.2.

4.2. Pre-training Results on Qwen2.5

We begin by evaluating the optimization stability of BAS
during the pre-training phase. Figure 2a and 2b present the
training loss trajectories for the 0.5B and 1.5B parameter
variants. Notably, the 1.5B model was trained on 100B to-
kens; this represents a significantly more extensive training
regime than the 20B tokens typically reported for models of
this scale in prior literature.

Robustness Comparison. A notable finding is the dif-
ference in AdamW-hyperparameter transferability in this
setting. Both Adam-mini and AdamS diverged early in the
Qwen?2.5 runs when given the transferred AdamW recipe.
In contrast, BAS maintained stability throughout training,
closely tracking the convergence trajectory of AdamW. We
do not interpret this as a claim that Adam-mini or AdamS
are generally unstable under their own tuned recipes; Ap-
pendix E.1 reports additional retuning results.

Convergence Speed. While Lion remained stable, it ex-
hibited slower convergence compared to AdamW and BAS
in terms of token efficiency. BAS achieves a final loss
effectively identical to AdamW in these runs, suggesting
that block-wise adaptive scaling captures enough variance
information for efficient training under the tested recipes.

On Communication Efficiency. Figure 2c compares BAS-
MYV with the baselines under a fixed relative communication
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Table 2. Main Results on the Olmo 3 Evaluation Suite. BAS is evaluated against four baselines in the 7B regime and against AdamW
in the 32B regime across 19 benchmarks (10 displayed here; full results in Table 10). BAS (highlighted in gray) matches AdamW’s

performance while surpassing other memory-efficient optimizers.

7B REGIME 32B REGIME
BENCHMARK ADAMW LION ADAMS ADAM-MINI BAS (OURS) \ ADAMW BAS (OURS)
Math
MATH 58.6 56.5 57.8 57.2 59.2 69.2 69.1
AIME 2024 5.2 4.1 5.4 4.2 4.9 9.0 9.2
Reasoning
BIGBENCHHARD 49.5 47.5 48.6 48.1 50.3 66.7 67.9
ZEBRALOGIC 14.5 12.9 13.5 13.7 13.7 25.4 26.7
Coding
HUMANEVALPLUS 65.2 60.8 62.9 63.2 63.7 74.3 75.1
MBPP+ 51.5 46.5 49.6 49.2 50.2 56.9 56.7
Instruction Following
IFEVAL 76.0 72.5 73.8 73.5 75.2 85.2 84.1
IFBENCH 25.3 24.1 24.8 25.2 26.5 27.7 28.2
Knowledge & QA
MMLU 66.0 63.8 64.5 64.2 66.2 78.5 78.1
POPQA 15.7 14.5 14.9 14.7 15.2 23.1 21.9
Chat & Tool Use
ALPACAEVAL 2 LC 20.2 18.5 19.1 18.8 21.3 40.7 41.5
SIMPLEQA 71.0 70.5 71.2 70.8 73.4 84.2 83.5

budget, assuming DDP with BF16 gradients and thus a 16 x
communication-volume advantage for BAS-MV before neg-
ligible scalar reductions. With 4 and 8 agents, BAS-MV
converges faster under the same communication budget. Ap-
pendix B.4 adds fixed-token DP scaling up to 128 agents
and a wall-clock study on PCle-connected RTX 3090 GPUs,
while also making clear that BAS-MV has gradual degrada-
tion as DP increases.

4.3. Large-Scale Instruction Fine-Tuning

Lion-78 — AdamW-32B
0.9 —— AdamWw-7B —— BAS-32B
Adams-7B —— BAS-7B
0.8 Adam-mini-7B
» 0.7
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Figure 3. Training Loss for SFT on Olmo-7B and Olmo-32B.

To validate BAS in a production setting, we apply it to the
supervised instruction tuning of Olmo3-7B and Olmo3-32B,
transforming the base checkpoints into instruction-tuned

models (Olmo et al., 2025). To ensure the results reflect
real-world practice, we train on more than 3B tokens, consis-
tent with production-scale instruction-tuning regimes rather
than smaller academic proxies.

Benchmarking 7B Performance. Table 2 reports down-
stream performance across standard benchmarks, spanning
Math, Coding, and Reasoning. Two key trends emerge.
First, BAS closely matches the performance of the full-
memory AdamW optimizer (Loshchilov & Hutter, 2019)
across categories in this SFT setting, indicating that our
block-wise second moment approximation preserves down-
stream quality. Second, BAS compares favorably with the
tested memory-efficient baselines, including Lion (Chen
et al., 2023), AdamS (Zhang et al., 2025a), and Adam-
mini (Zhang et al., 2025b) in the 7B regime. These com-
parisons should be read together with the sensitivity studies
in Appendix E.1: our central claim is strong AdamW-style
transferability and memory savings, not universal domi-
nance under every possible tuning budget.

Scalability to 32B Parameters. To assess the stability of
BAS at scale, we fine-tuned the Olmo3-32B model. Due to
the high computational cost, we limited the baseline compar-
ison to AdamW. As illustrated in Figure 3, BAS successfully
scales to the 32B parameter regime, exhibiting a training
loss trajectory that closely tracks AdamW. This result indi-
cates that BAS’s coarse-grained (block-wise) signal-to-noise
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estimation remains robust at large scale, consistent with the
stability observed in our pretraining experiments.

4.4. Ablation and Analysis

Sensitivity to Design Choices. We evaluate the sensitivity
of BAS to key design choices, including block partition-
ing granularity (Layer-wise, Parameter-wise, Shard-wise),
momentum precision (FP32, BF16, FP8), and norm metric
(Frobenius, Spectral, Nuclear). Figure 5 shows that BAS
is generally robust to block size, though excessively coarse
global sharding introduces mild degradation. We also find
that the spectral norm yields slightly worse convergence.
Given their stability and efficiency, we adopt the Frobenius
norm and FP8 momentum storage in all main experiments.

Structural Similarity of Trained Models. Figure 6 com-
pares the singular value spectra of models trained with differ-
ent optimizers. BAS closely follows the spectral structure
of AdamW, maintaining similar rank patterns and decay,
whereas Lion, AdamS, and Adam-mini deviate more sub-
stantially. For Adam-mini, these deviations align with the
update-geometry difference discussed in Remark 2.1, rather
than with a claim that Adam-mini is generally unstable
under all tuned settings.

Why does BAS mimic AdamW? BAS closely approxi-
mates AdamW across multiple metrics. Although one might
expect AdamW’s element-wise scales to be uniform within
each parameter tensor, Figure 4 (Left & Middle) shows
moderate intra-parameter heterogeneity. Nevertheless, BAS
tracks the block-average scale with high accuracy, as re-
flected by the Block Coherence ratio remaining near 1.0 in
Figure 4 (Right). This alignment helps explain why BAS
matches AdamW in training loss, weight structure, and
downstream performance.

5. Conclusion and Future Work

In this work, we introduced Block Adaptive Signum (BAS),
a memory-efficient optimizer that bridges the gap between
the adaptivity of Adam and the efficiency of sign-based
methods. By leveraging block-wise variance estimates and
sign-based updates, BAS matches the convergence trajectory
and downstream performance of AdamW in the tested large-
scale language-model settings, scaling up to 32B parameters,
while reducing optimizer state memory to approximately
12.5% of that required by AdamW. We further provided a
first theoretical guarantee for BAS under bounded-gradient
and bounded-variance assumptions, proving convergence to
a neighborhood of a stationary point at a rate of O(1/+/T).

Limitations and Future Work. While BAS offers signifi-
cant efficiency gains, it is not without limitations. First, our
communication-efficient variant, BAS-MYV, requires agents
to maintain local moments, making it currently incompatible

with ZeRO-style optimizer state sharding.Future work will
explore system-level optimizations to reconcile these dis-
tributed paradigms. Second, our theoretical analysis relies
on bounded-gradient and bounded-variance assumptions;
relaxing these assumptions for nonsmooth or heavy-tailed
settings is an important direction for future work. Third, our
quantization evidence supports FP8 as a practical operating
point, while naive 6-bit storage degrades and naive 4-bit
storage is unstable in our tested setup. More aggressive
quantization likely requires specialized low-bit scaling or
mixed-precision designs.
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This paper presents work whose goal is to advance the field
of Machine Learning by improving the memory efficiency
of training Large Language Models (LLMs). By reducing
the hardware requirements for pre-training and fine-tuning,
our proposed method, BAS, contributes to the democrati-
zation of Al research. It enables practitioners with limited
computational resources—such as academic laboratories
and smaller institutions—to train or fine-tune state-of-the-
art models that were previously accessible only to industrial
labs with massive infrastructure.

Furthermore, by optimizing memory utilization and en-
abling training on fewer devices, this work aligns with
“Green AI” initiatives aimed at reducing the energy con-
sumption and carbon footprint of large-scale model training.

However, we acknowledge that lowering the barrier to train-
ing powerful models carries potential risks. Increased acces-
sibility may facilitate the fine-tuning of models for malicious
purposes (e.g., disinformation or malware generation) by
actors with limited resources. We believe that the benefits of
transparent, accessible, and efficient Al research outweigh
these risks, but continued community effort toward model
safety, alignment, and responsible release remains essential.
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A. Related Works

We survey the landscape of memory-efficient optimization, categorizing prior art into coarse-grained adaptivity, sign-based
magnitude reductions, quantized/low-rank approximations, and curvature-aware methods.

A.1. Coarse-Grained and Layer-Wise Adaptivity

A primary strategy for reducing optimizer memory is to compute adaptive statistics at a granularity coarser than individual
elements. NovoGrad (Ginsburg et al., 2020) and BAGM (Zheng & Kwok, 2019) were among the first to propose layer-wise
normalization, computing a single second-moment scalar for each layer. These methods were originally motivated by the
observation that different layers in deep networks require distinct learning rates. LARS (You et al., 2017) and LAMB (You
et al., 2019) extended this by scaling updates based on the ratio of weight norms to gradient norms, a technique essential for
stabilizing large-batch training in ResNet and BERT architectures.

More recently, this coarse-grained approach has been revisited for LLMs to reduce memory. AdaLayer (Zhao et al.,
2025) applies block-wise adaptivity but retains full-precision buffers for other statistics. Adam-mini (Zhang et al., 2025b)
partitions parameters into blocks (based on Hessian structure) and applies a single learning rate per block. Structurally,
Adam-mini pulls Adam toward normalized SGDM-like behavior as block sizes become coarse; in the limit where the
block size encompasses the entire model, Adam-mini is better described as normalized SGDM. In contrast, BAS explicitly
preserves the sign-times-scale update structure of Adam: it keeps coordinate-wise signs while replacing coordinate-wise
magnitudes with a shared block-wise magnitude. By maintaining this structure, BAS aligns more closely with Adam’s
optimization trajectory in our transferability experiments. AdamS (Zhang et al., 2025a) simplifies normalization by relying
on (Lo, L1)-smoothness assumptions, using the momentum magnitude as a proxy for variance. However, we observed that
this formulation struggles to directly transfer AdamW hyperparameters in our pre-training setup, often leading to divergence
unless the learning rate is independently retuned. BAS avoids this in the tested regimes by retaining a true variance estimate
at block granularity and an Adam-like sign-times-scale update rule, enabling it to serve as a practical AdamW-compatible
optimizer.

A.2. Sign-Based Optimization

A distinct class of memory-efficient optimizers, exemplified by Signum (Bernstein et al., 2018) and the more recent
Lion (Chen et al., 2023), reduces memory overhead by quantizing the update to its sign, effectively using only direction
(£1) while discarding element-wise magnitude information. While this ¢, geometry reduces the optimizer state footprint
significantly, it introduces a fundamental structural mismatch with the adaptive variance scaling ({2 geometry) of standard
methods like AdamW. By homogenizing the update magnitude across all parameters, sign-based methods lose the ability to
perform fine-grained scaling based on parameter-specific sensitivity. Empirical studies have highlighted that this structural
divergence makes Lion highly sensitive (Schlotthauer et al., 2025) to hyperparameter selection—requiring distinct tuning
recipes (e.g., significantly lower learning rates and higher weight decay) compared to AdamW—and often results in
performance degradation on complex reasoning benchmarks where precise convergence is critical. In contrast, BAS is
designed to structurally align with AdamW by approximating the second moment, thereby preserving the magnitude-aware
scaling essential for stable training dynamics in large-scale language models.

A.3. Low-Rank Approximations and Quantization

A parallel line of work reduces memory by imposing low-rank structures on the optimizer state. Adafactor (Shazeer &
Stern, 2018) and SM3 (Anil et al., 2019) approximate the second-moment matrix using low-rank factorizations (e.g., storing
only row and column sums). CAME (Luo et al., 2023) improves upon this by introducing a confidence-guided update to
reduce instability. Similarly, GaLore (Zhao et al., 2024) reduces memory by projecting gradients into a low-rank subspace
(e.g., via SVD) before updating, maintaining the optimizer state only for these low-rank components.

Alternatively, numerical precision reduction can be used for compression. 8-bit Optimizers (Dettmers et al., 2022) utilize
block-wise dynamic quantization to store Adam states in INT8 while performing computation in FP32. While effective, this
treats quantization primarily as a storage compression technique.

BAS distinguishes itself from these approaches in two ways. First, unlike subspace methods (GaLore), BAS operates on
the full parameter space, making it orthogonal to and potentially compatible with low-rank projections. Second, unlike
storage-based quantization (8-bit Adam), BAS is structurally robust to low precision: because the update depends only
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on the sign of the momentum, the first moment can be aggressively quantized (e.g., to FP8) without complex dynamic
de-quantization logic.

A.4. Curvature-Aware and Orthogonal Methods

Standard adaptive methods (Adam) approximate the diagonal of the empirical Fisher information matrix. Sophia (Liu
et al., 2024) proposes a scalable second-order optimizer that estimates the diagonal Hessian using a lightweight randomized
estimator. While Sophia achieves faster convergence in wall-clock time by taking larger steps in flat directions, it relies on
element-wise curvature estimates. BAS ignores element-wise curvature in favor of block-wise variance, prioritizing memory
efficiency over the faster convergence rate per step offered by second-order information. Shampoo (Vyas et al., 2025)
and SOAP (Vyas et al., 2025) utilize full-matrix preconditioners (approximated via Kronecker products) to better capture
parameter correlations. While powerful, these methods typically increase memory and compute overhead. Most recently,
Muon (Jordan et al., 2024) applies Newton-Schulz iterations to orthogonalize gradients, achieving significant memory
savings by discarding the second moment. However, the orthogonalization process introduces substantial communication
overhead in distributed settings due to the global reductions required for matrix norms. Furthermore, as noted in Remark 2.2,
Muon’s dynamics can create a mismatch for Adam-pretrained checkpoints, whereas BAS is designed around Adam-style
training recipes.

B. Detailed Analysis of Optimizer Characteristics

In Table 1, we categorized optimizers based on their structural properties, computational overhead, and memory efficiency.
This section provides a granular justification for these classifications, with a specific focus on the arithmetic behind our
optimizer state memory claims.

B.1. Compute Overhead and Update Complexity

Low Overhead (Element-wise & Block-reduction). Optimizers classified as “Low” overhead (AdamW, Lion, Adam-mini,
AdamS, BAS) utilize update rules that scale linearly with the number of parameters, O(d).

* AdamW), Lion and AdamS: Perform strictly element-wise arithmetic operations.

* BAS & Adam-mini: Involve an additional reduction step to compute block-wise statistics (e.g., norms or means).
However, as noted in Section 2, calculating the Frobenius norm requires only a single reduction per block. For
a parameter tensor of size 4096 x 4096 treated as a single block, this adds negligible cost relative to the memory
bandwidth required to load the parameters.

High Overhead (Matrix Factorization). We classify Muon as having “High” compute overhead due to its use of
Newton-Schulz iterations. Unlike element-wise updates, Muon requires multiple matrix multiplications (gg ") per step
to orthogonalize the gradients. In distributed training, this introduces two bottlenecks: (1) computational latency from
iterative matrix products, and (2) communication latency, as global statistics may be required to maintain orthogonality
across sharded states.

B.2. Hyperparameter Compatibility (“Drop-in” Status)

Drop-in (AdamW, BAS). We use “Drop-in” in an empirical sense: an optimizer should transfer AdamW-style hyperparame-
ters (learning rate ), 3 values) without modification and maintain stable, competitive convergence in the tested regimes. We
do not claim this establishes a universal no-retuning guarantee.

* BAS: As shown in Figure 4 and Appendix E.1, BAS effectively mimics AdamW’s update dynamics in our tested
settings. By setting the block-wise scale o} to the aggregate signal-to-noise ratio of the block, BAS produces an update
vector with a magnitude comparable to AdamW, allowing AdamW-style learning rate schedules to transfer well.

Not Drop-in (Lion, Muon).

* Lion: Utilizes a pure sign update scaled only by the learning rate. Lacking the denominator normalization of Adam
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(1/v), the effective step size is vastly different, typically requiring 7 to be reduced by 10x and decoupled weight decay
to be increased significantly.

¢ Muon: The orthogonalization process fundamentally changes the gradient geometry, making standard Adam-based
recipes less directly transferable.

Partial (Adam-mini, AdamS). While these methods aim for compatibility, our experiments (Figures 2a and 2b) revealed that
applying AdamW hyperparameters directly led to divergence in the volatile early phases of LLM pre-training. Appendix E.1
further separates this transferability behavior from retuned Adam-mini performance.

B.3. Optimizer State Memory Analysis

A core contribution of BAS is the reduction of optimizer state memory to &~ 12.5% (1/8x) of AdamW. Here we detail the
memory accounting under standard mixed-precision training assumptions.

Baseline: AdamW (100%) Standard AdamW maintains two states per parameter: the first moment m and the second
moment v. To prevent numerical instability (underflow/overflow) during accumulation, these are typically stored in FP32.

* m (FP32): 4 bytes/param
e v (FP32): 4 bytes/param

» Total: 8 bytes per parameter.

Memory-Efficient Baselines: Lion, Adam-mini, Muon, and AdamS(= 50 %) These methods eliminate the element-wise
second moment v.

¢ Lion/Muon/AdamS: Maintain only m (FP32). v is discarded.

¢ Adam-mini: Maintains m (FP32). v is stored per-block. Assuming a block size B > 1 (e.g., 1024 elements), the
amortized cost of v is 4/1024 ~ 0 bytes.

Total: 4 bytes (m) + ¢(v) ~ 4 bytes per parameter.

Ratio: 4/8 = 50%.

Ours: BAS (= 12.5%) BAS achieves a further 4 x reduction over the efficient baselines by leveraging the robustness of
sign-based updates to quantization.

 First Moment (m): Unlike SGD-like updates (Adam-mini) or orthogonal updates (Muon) that rely on the precise
magnitude of m, BAS utilizes only the sign of m for the direction (Sign(m)) and the norm of m for the scale. We
empirically validated that storing m in FP8 (1 byte) provides sufficient precision to determine the correct sign and
estimate the block-wise norm.

* Second Moment (v): Stored per-block. With parameter-wise partitioning, this adds one scalar per tensor. For a typical
block with 107 parameters, the memory for block scalars is negligible.

* Total: 1 byte (m) + €(v) = 1 byte per parameter.

* Ratio: 1/8 = 12.5%.

This architectural choice allows BAS to train large models on hardware with significantly less memory capacity, or to fit
larger batch sizes on the same hardware, compared to both AdamW and other “memory-efficient” alternatives.
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B.4. Memory Analysis of BAS-MYV vs. ZeRO

While BAS-MYV offers significant communication advantages, it requires each agent to maintain local optimizer states,
preventing the use of ZeRO-style state sharding. In this section, we analyze the total memory footprint (Model + Gradients +
Optimizer State) to demonstrate that BAS-MV remains memory-competitive with ZeRO-2 for moderate data-parallel sizes
(INg), driven by its highly compressed optimizer state.

We assume a standard mixed-precision training setup where model parameters and gradients are stored in FP16 (2 bytes),
while standard AdamW maintains FP32 master weights, momentum, and variance (12 bytes total). We denote the model
size (number of parameters) as ¥ and the data-parallel world size as N;. We exclude activation memory, as it is orthogonal
to the optimizer choice.

Table 3 details the memory consumption per device for ZeRO-2, ZeRO-3, and BAS-MV.

* ZeRO-2 (AdamW): Replicates model parameters (2W) but shards gradients and optimizer states across [Ny devices.
Total memory is dominated by the replicated parameters and the sharded optimizer state fraction.

e ZeRO-3 (AdamW): Shards all components (parameters, gradients, and optimizer states), resulting in a footprint that
scales linearly with 1/N,.

* BAS-MYV: Replicates parameters and gradients (similar to DDP) but utilizes an extremely compressed local optimizer
state (10). As detailed in Section B.3, BAS requires only 1 byte per parameter (FP8 first moment), effectively
eliminating the need for separate FP32 master weights due to the robustness of the sign-based update.

Table 3. Per-Device Memory Consumption (Bytes). Comparison of memory scaling with model size ¥ and data-parallel size V4.

COMPONENT  ZERO-2 (ADAMW) ZERO-3 (ADAMW) BAS-MV

PARAMETERS 20 22 20

GRADIENTS 22 ?V—‘ﬂ 20
& 124

OPT. STATE Ny o 1¥
14¥% 169

TOTAL 20 + T Ny 50

For typical multi-GPU nodes (e.g., Ng = 8), ZeRO-2 requires approximately 20 + 1.75¥ = 3.75¥ bytes. In comparison,
BAS-MV requires a constant 5¥ bytes. The difference (1.25W) is relatively minor; for a 1B parameter model, this amounts
to roughly 2.5 GB of additional VRAM.

Crucially, for smaller clusters (N; = 4), BAS-MV actually outperforms ZeRO-2 in memory efficiency:

ZeRO-2n,—4 = 5.5¥ > BAS-MV = 5.0¥

Therefore, BAS-MV offers a memory footprint comparable to ZeRO-2 for moderate data-parallel sizes while providing a
substantial reduction in communication overhead. Specifically, by replacing FP16 gradient synchronization (16 bits) with a
1-bit majority vote, BAS-MYV reduces the communication volume by 16 x compared to standard mixed-precision DDP.
This method targets bandwidth-constrained environments, particularly those built from commodity GPUs with limited
interconnect bandwidth and only a small number of devices. Under these conditions, ZeRO-3 becomes impractical due to its
substantial communication overhead, whereas our approach remains efficient.

BAS-MV Communication Scaling. For the communication-budget plots, we define the relative communication budget as

Brcl(t) =1 Calg/CDDPv
where C,j, is the per-step communication volume of the algorithm and Cppp is the per-step communication volume of

BF16 DDP. BAS and AdamW have C,i;/Cppp ~ 1, while BAS-MV has Cais/Cppp = 1/16 up to negligible block-scalar
reductions.

15



BAS: Bridging Adam and SignSGD for Memory-Efficient LLM Training

We further evaluated BAS-MV under a fixed 20B-token budget while increasing the data-parallel size from 4 to 128 agents.
To reduce endpoint noise, Table 4 reports the mean training loss over the last 50 logged iterations. The loss gradually
worsens as DP increases, which is expected because the global batch size is fixed at 256 and the local batch becomes very
small at high DP. The main conclusion is stability across this tested DP range, not absence of degradation.

Table 4. BAS-MYV fixed-token data-parallel scaling. Mean training loss over the last 50 logged iterations for Qwen2.5-0.5B trained for
20B tokens.

DP size 4 8 16 32 64 128
Meanloss 29731 29998 3.0275 3.0336 3.0433 3.0576

We also measured wall-clock behavior on 4 NVIDIA GeForce RTX 3090 GPUs connected through PCle without NVLink.
The current BAS-MV implementation is a prototype that packs signs into integer buffers, all-gathers, and unpacks locally, so
the result should be interpreted conservatively. Even with this unoptimized implementation, BAS-MV achieved a 7.3 x
effective per-iteration speedup over DDP in this 4-GPU setting and reached loss 3.1 about 3.09x faster in time-to-target.
Table 5 reports additional time-to-target speedups from the same study.

Table 5. BAS-MYV time-to-target speedups. Speedup is measured against BAS/DDP in the 4-GPU PCle-only RTX 3090 setting.

Target loss BAS-MV-4 speedup BAS-MV-8 speedup

3.10 1.40x 3.12x%
3.08 1.34x 3.17x
3.06 1.26x 3.05x%
3.05 1.27x 3.08x

These results support BAS-MYV for communication-constrained data-parallel LLM training. They do not establish perfor-
mance in thousand-client federated-learning regimes, which usually have different model sizes, systems assumptions, and
local-batch behavior.

B.5. Block-wise Variance Adaptation and Muon

As discussed in Remark 2.2, while standard Muon lacks variance adaptation, it is theoretically possible to combine the
block-wise variance scaling of BAS with the orthogonalization geometry of Muon. We term this Block-wise Adapted Muon
(BA-Muon).The algorithm replaces the element-wise sign operation of BAS with the Newton-Schulz iteration (denoted as

NewtonSchulz) to approximate the matrix sign function, while retaining the BAS block-wise adaptive scale o to handle
variance.
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Algorithm 3 Block-wise Adaptive Muon (BA-Muon)

Require: 1, \, 51, B2, €, and partition z = {1, ..., N}
1: Initialize m® < 0, 0% < 0
2: while not converged do
3: ¢ < t+ 1, compute batch gradients g‘
for each block i € {1,...,N} do
// 1. Standard Momentum (First Moment)

4

5:

6: mi < Bimi~t 4+ (1 — By)gt
7.

8

9

// 2. Block-wise Variance (Second Moment)

vf = Bovi A+ (1= Bo)llgf %
// 3. Block-wise Adaptive Scale (Signal-to-Noise Ratio)

10: // Note: Bias correction omitted for brevity
. t |mit F
e of e mls
12: // 4. Orthogonal Direction (Newton-Schulz)
13: O! + NewtonSchulz(m})
14: //'5. Unified Update
15: Let R;, C; be rows/cols of block i
16: it (1 =Nzt —n-of - /max(R;, C;) © O}
17:  end for

18: end while

However, BA-Muon does not outperform Muon in practice. Moonlight (Liu et al., 2025) employs an empirical scaling factor
of 0.2, matching the RMS magnitude of AdamW updates. We find that o} closely matches this value and can substitute
for the empirical constant. The underlying reason why such variance adaptation does not substantially enhance Muon’s
performance, however, warrants further investigation.

Matrix-Based Optimizer Positioning. We also added rebuttal comparisons with matrix-based optimizers, including
Muon-style methods, in pre-training and SFT settings. Because making these optimizers fully compatible with ZeRO
required substantial infrastructure effort, our runs were DDP-only; consequently, wall-clock comparisons against the
ZeRO-based BAS/AdamW setup would confound optimizer behavior with implementation differences. The iteration-wise
results suggest that matrix-based optimizers can converge faster in pre-training, but their SFT downstream performance was
worse than BAS/AdamW in our Adam-pretrained fine-tuning setup. We therefore position BAS more narrowly: it targets
memory-constrained Adam-style workflows with low implementation overhead and strong compatibility with AdamW-style
recipes, rather than claiming to dominate matrix-based optimizers in every training phase.

C. Convergence Proof

In the proof, we do not consider weight decay and bias-correction.

Theorem C.1 (Restatement of Theorem 3.4). Under Assumptions 3.1-3.3, when B3 > (1, BAS converges as follows:

T- 0 *
z’) — Ld

Z E(V (@)} < Crotal 7f( ) ] + —C?%p
= nT 2

(2004 ) (g + T + Ve M)]

where Cy, = 1 ﬂl , Cy is an upper bound of |V f (x)

1, and Ciotar = AN (1 [C2 + 02 + e).
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Proof. By L-smoothness on the update step:

Ly &
) < nza (Vif(a"), Sign(m})) + == > lI(af - 1}) © Sign(m}) |1
i=1
L N
nZa (IVsf @)l = 2llmi = Vi f(@)]11) + 50° D (of) @)
i=1

where the second inequality is from (a, Sign(b)) > |la|l1 — 2||b — a|1-
w and the reverse triangle inequality ||a||2 > ||b]|2 — ||ja — b||2:

i

: t_
Using of =

o UVsF @)l = llell2)[VeF )
Vi +e
L IVif@OIE  lell2Vaf ()l 3

TV ol e Vol +e

where e! := m' — V f(z') represents the estimation error between the momentum and the true gradient and the second
inequality is from the relation between /; and lo norm.

af[Vif ()] =

Substituting into (2) and rearranging:

N 2 N t
Z\f]”vf )Hl Sf(xt)*f($t+1)+277204ﬂ|€§”1 Z ||€ ||\|/Z.j_6 ”1 22

7
v t€ im1 im1

< f(zh) — f(z") +n(2C, + C, /e)|\et||1+L—n202

where C,, in defined in Lemma C.4 and Cj; is an upper bound of ||V f(z)]|.

Sum from ¢ = 0 to T' — 1 and take the total expectation E[-].

<= [IVifEh)3 1
C,+C,/e t 202
;E dlE[ Vil +e <)~ 14 naCe + Gl ;H6||1+

o}

We lower bound ®! using the Law of Total Expectation, conditioning on z*:

o [ [V
nok l Ve H
1 t
> K _||Vif(33)||1E Wm ]
Vi )3
E,. |
= | E[\/vf + €[]
E[||Vif(z")]3]

,/Cz—i—az—i—e

where the second inequality by applying Jensen’s Inequality to the convex function h(y) = f + and the last inequality is

from Lemma C.2.
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Therefore,
o 2 < d(V092+02+€> «— Ld 2 C2T
ZZ V£ (I < J@%) = J* +n2Ca + Cofe) Y lle'lh + " CaT
=0 i=1 U =0
We use the norm inequality Zfil l|z:]17 > %Hz”% to recombine the blocks:
-1 N
N
fZEHVf <7 Z IVif (@)1
“c ) -1 2ca+cg/67§E”etH L Ld
> Utotal 77T T pars 1 277 a |

where Ciotqr = AN (, [C2 + 02 + e).

From Lemma C.3 , the above is

f(a®) = f* E 2

(a0 %) (g + 22 i )|

= Z E[IV f(z)[} < Crotar

Lemma C.2. Under the assumptions in Theorem 3.4, we have
E[] < CZ + 0%

Proof. We prove this by induction. When ¢t = 0, W0 =0< Cg + 02, the bound holds trivially.

Assume the bound holds for step ¢ — 1:
Ep'~1 < C? +0°.

Take total expectation of the update rule for the second moment:
Efv'] = BoE[v "] + (1 - B2)E[llg"[13]
= BoE[" 1+ (1= B2)(IV f(2")3 + ElI¢C"13)
< Ba(C2 +0%) + (1= B2)(Ch + 0?)
= Cs + 02,

Lemma C.3. For the BAS update (ignoring weight decay and bias correction), we have

dL
ZEnetul_T o T+ Vi T A

where ' := m! — V f(z") is the gradient estimation error, C, is an upper bound of ||V f(z)||1, and C, is defined in
Lemma C.4.

Proof. Recall the update rule m’ = Bym!=! + (1 — 31)g’. We expand the error e':
el =m! — Vf(zh)
=pm' ™+ (1= B1)g" — Vf(a").
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Substitute m!~! = et~ + Vf(zt~1):

e =P+ Vi) + (1= B)g" — V()
=Be T+ BV (T + (1= B)(V(=') + (') — V()
= B! B[V = V)] + (1 - B¢t

Let A = Vf(2'~1) — Vf(a!) be the gradient drift. The recursion is:

e =i’ + A"+ (1 - B1)¢

Unrolling the recursion from ¢ down to 0:

t t
et = ﬂ{eo + ZﬁffkﬂrlAk + Z(l _ Bl) i*kck.

Taking expectations and norms (using triangle inequality):

Efle‘[l1] < BiE[le’]l:] +E
\_v_/

Initial Term I'*

Zl—ﬁl

Drift Term D* Noise Term Nt

Zﬂt k+1Ak

k=1

] : “
1

1

For the initial term sum, we have

Z I'= |V f(z°)lh Z Bl <

Now, we bound the individual drift A*. By L-smoothness and the definition of the update step ¥ = z¢¥=1 — na*=1 ©
Sign(mk=1):
1A ]l = V£ (") = V£l
< VAV (") = V(")
< VAL|jzF Y — 2|,

= VdLy||a*~" © Sign(m" )5
< dLnC

Now, substituting this into the drift sum D*:

t
D' <y BR[| AN
k=1
dLnC,
< 9

1—-p

Q)

Let Zt = 22:1(1 — B1)BE7*¢k. We first bound the expected squared lo-norm

2
E[1Z*]3]

Zi: k

2
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Since j, are independent zero-mean random vectors, the cross-terms E[((;, {;)] are zero for ¢ # j. Thus, the variance of the
sum is the sum of the variances:

t

E[ 2413 = Y"1 - £)28VE[I¢F13)
k=1
<o (1-B)2 D (BH*
k=1
t—1

=01 - f)? (51)

<.
H

Using the geometric series inequality Z;;é(ﬁ%)j <

17[3%:
1
E[|Z*]3] < o*(1 - 51?@
_ 2 (-8
(1—=B1)(1+ pr)
:021—51
1+ 5

Now, we relate the /;-norm to the lo-norm. By Jensen’s inequality and norm equivalence ||z||; < v/d||z||2:
N*=E[|Z°|1] < VAE[|Z"||2]

< Vd\/E[||2!][3]

- B
< Vdo 5

Since 51 > 0, we have 1 + 31 > 1, so };gi <V1-p4.
Nt < Vdor/1 - B (7

Substituting (5)-(7) into (4), we arrived at the conclusion.

O

Lemma C.4 (Upper Bound on Adaptive Scale). Assume hyperparameters satisfy 0 < 81 < By < 1. The block adaptive

scale of is uniformly bounded:
¢ _
i il 15 "
NI 1—

Proof. To simplify the exposition, we drop the block index i and establish the result for a single block. In this proof, a € R
denotes the scalar adaptive scale for that block, in contrast to its vector-valued meaning (o' € R?) elsewhere in the paper.
Since the argument applies to each block separately, the general multi-block case follows immediately. We expand the
moments as sums of past gradients g* (for k < t). Let the EMA weights for the first moment be w* = (1 — 3;) ffl*k.

t—1
mt = Z wkgk )
k=1
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We apply the Cauchy-Schwarz inequality to bound the squared Frobenius norm of the sum:

t—1
Im 13 = Y Vwr(Vurgh)|3 (10)
k=1

t—1 t—1
< (Z w’“) (Z w"’llg’“%) (11
k=1 k=1

Note that the sum of weights forms a geometric series: Z e 1 wh = (1 - ) Z;;QO ﬁ{ =1— B~ < 1. Therefore:

t—1

Im(I3 <> (1= BB gk I3 (12)
k=1

Now we compare this to the second moment estimator v;:

t—1

vt =3 (10— B2) B R lgR I3 (13)

1

We examine the ratio of the coefficients for a specific term | g*||2. Let j = ¢ — 1 — k be the exponent.

Coeff,, (k)  (1—B1)B]  1—p <ﬂ1>j (14)

Coeffv(k) B (]_ — ﬂZ)B% 1 Ba \ B2

Since we assumed 31 < f3s, the ratio (%)] < 1forall 7 > 0. Thus, for every k, the term in the numerator sum is bounded

by }:g; times the term in the denominator sum.

t — b ot
15
I < 75 as)
Taking the square root and dividing by the denominator:
e Amtlle [l 1-p
_ < < (16)
Vot +e Vol 1— [
O

Corollary C.5 (Restatement of Corollary 3.5). Let the stepsize be set as 1 = % Under the assumptions of Theorem 3.4,
the algorithm converges to a neighborhood of a stationary point with rate O(1/ 1/VT T):

*EZ IV £} < \r;; + Cuba

where the convergence constant Cypate and the neighborhood boundary Cyyq are defined as (assuming T > 1):
Ld Cq\ Cy +dLC,
0 * 2
rate — ota — — 2 L)L
Crat Ottl|:(f f)+2Ca+<C+€> 15 }
C
Cnbd - Ctotal (20a + Eg) \/CEO'\/ 1-— ﬁl,

with Ciotar = AN (, [C2 + 02 + e).
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Proof. Starting from the bound established in Theorem 3.4 and substituting 7 = T"~'/2. The upper bound becomes:

f@®) - f* | Ld

RHS = Ctotal T1/2 + 7

Cc2r=1/2

+ (2Ca + C}) < % dLCa | ﬁaﬂ) ]

+
T(—-pB1) TY2(1-py)
We organize the terms based on their dependence on 71"
« Rate terms (7~'/? and T !): Noting that for T > 1, T~' < T~'/2, the transient terms are dominated by the rate

O(1/+/T). Collecting these terms yields Cae.

* Neighborhood terms (O(1)): The term independent of 7" and 7 is the noise floor induced by the stochastic gradients:
C
Cnbd == Ototal <2Oa + €g) \/ga'\/ 1-— ﬂl

Thus, as T' — oo, the average squared gradient norm converges to Cyp,q at a rate of O(1/v/T). O

D. Implementation Details
D.1. Distributed Implementation and Sharding Details
D.1.1. PARAMETER-WISE PARTITION

Efficient implementation of block-wise adaptivity in modern distributed frameworks (e.g., DeepSpeed ZeRO, PyTorch
FSDP) requires careful handling of parameter sharding. In these frameworks, a single logical parameter tensor (e.g., a
4096 x 4096 weight matrix) is often physically split into disjoint shards across multiple GPUs.

The Challenge. A naive implementation of block-wise adaptivity might attempt to “gather” the full parameter tensor to
compute its norm and variance statistics. This would incur a prohibitive communication cost comparable to the gradient
exchange itself, negating the efficiency benefits of the optimizer.

The Efficient BAS Solution. BAS avoids this overhead by exploiting the additive property of the squared Frobenius norm.
For a parameter block W partitioned into P shards {W7, ..., Wp} residing on distinct devices, the global squared norm is
simply the sum of the local squared norms:

P
IWIIE =D Wil (17)
j=1
This allows us to compute the global adaptive scale af using a highly efficient “map-reduce” pattern that avoids gathering
the tensor data:

1. Local Computation: Each GPU j maintains its local shard of the first moment m/} ; and computes two local scalars:
the squared norm of its moment shard ||m} ;|| and the squared norm of its gradient shard [|g{ ; [|%.

2. Global Reduction: An all_reduce (SUM) operation is performed on these scalars across all devices. This
aggregates the partial sums into global statistics.

3. Local Update: Each GPU calculates the global scale o} using the aggregated values and applies the update locally to
its shard.

Communication Cost Analysis. For a model with N blocks (where N is the number of parameter tensors, typically
102-10%), BAS communicates 2N scalars per step. In contrast, synchronizing gradients requires communicating d elements
(where d is the number of parameters, typically 10%). Since N < d, the communication overhead for the BAS adaptive
scale is negligible. For example, in a 7B model, gradient communication involves gigabytes of data, while BAS scalar
reduction involves only kilobytes.
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D.1.2. SHARD-WISE PARTITION

An alternative and highly efficient partitioning strategy is the shard-wise partition. In distributed data-parallel training
(e.g., using ZeRO or FSDP), large parameters are physically split into “shards” residing on different devices to fit within
GPU memory.

Mechanism. In this scheme, we treat each local shard residing on a device as an independent block i. Unlike the parameter-
wise partition, which aggregates statistics to recover the global norm of the logical parameter, the shard-wise approach
computes the adaptive scale af solely based on the local statistics of the shard.

Advantages. This approach eliminates the need for the scalar all_reduce operations described in Appendix D.1.1, resulting
in zero communication overhead for the optimizer step. Furthermore, because sharding splits large tensors into smaller,
disjoint pieces, this strategy naturally yields a finer block granularity. This moves the algorithm’s behavior closer to the
element-wise adaptivity of AdamW, which contributes to high stability in practice.

Limitations and Reproducibility. The primary drawback of shard-wise partitioning is that the definition of a “block”
becomes dependent on the distributed setup. Changing the number of GPUs (world size) or the sharding strategy (e.g.,
changing ZeRO stages) alters the size and boundaries of the shards, thereby slightly altering the training dynamics. While
we observe that BAS is robust to these variations, we adopted the parameter-wise partition as the default for our experiments
to ensure strict mathematical reproducibility across different hardware configurations.

D.2. Additional Experiment Setup

To ensure full reproducibility of our results, we provide detailed specifications regarding experimental setting.

D.2.1. ALGORITHM IMPLEMENTATION

To ensure reproducibility, we rely on the official implementations of baseline methods (summarized in Table 6) with minor
modifications so that they fit in our training framework:

Method Official Repository

Lion https://github.com/lucidrains/lion-pytorch
AdamS https://github.com/pku-huzhang/AdamsS
Adam-mini https://github.com/zyushun/Adam-mini

Table 6. Official implementation links for baseline methods.

D.2.2. HYPERPARAMETERS

As highlighted in the main text, our main comparison evaluates whether BAS and other Adam variants can transfer AdamW-
style hyperparameters. We therefore apply the optimal AdamW settings to these variants in the transferability experiments.
Table 7 lists the exact values used for our main results.

For the Qwen?2.5 pre-training runs, we performed a grid search to determine the peak learning rate for both AdamW and
Lion. We searched over a logarithmic grid with two values per magnitude (steps of 1 x 10~% and 3 x 10~%). We found the
optimal peak rates for AdamW to be 3.0e-3 (0.5B) and 1.0e-3 (1.5B), and for Lion to be 1.0e-4 (0.5B) and 3.0e-5 (1.5B).
For Supervised Fine-Tuning (SFT) on OLMo, we utilized the AdamW hyperparameters established in the OLMo3 technical
report (8.0e-5) and performed a dedicated grid search for Lion using the same granularity, identifying an optimal rate of
3.0e-6. Across all experiments, Lion utilized 5; = 0.9, 52 = 0.95.

D.2.3. FP8 IMPLEMENTATION AND QUANTIZATION

In our FP8 experiments, we utilize a custom packing routine to emulate FP8 formats using standard half-precision (FP16)
bitwise representations. We store the first moment buffer (1m;) in the e 5m2 format (1 sign bit, 5 exponent bits, 2 mantissa
bits), which we found superior to e 4m3 for representing the dynamic range of gradients.

The quantization process, implemented via bit manipulation on the tensor view, proceeds as follows:
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Table 7. Hyperparameter Configuration. Learning rates (LR) indicate peak values. All runs used a constant stepsize with a 3% warmup
period for pre-training and linear decay for SFT. AdamS, Adam-mini, and BAS use the AdamW hyperparameters in the transferability
experiments.

EXPERIMENT OPTIMIZER PEAKLR f1 [ € WEIGHT DECAY
PRE-TRAINING ADAMW 3.0e-:3 0.9 0.95 1E-8 0.1
(QWEN 0.5B) LIiON 1.0e-4 0.9 0.95 - 0.1
PRE-TRAINING ADAMW 1.0e-3 0.9 0.95 1E-8 0.1
(QWEN 1.5B) LION 3.0e-5 09 095 - 0.1
SFT ADAMW 8.0E-5 0.9 0.95 1E-8 0.0
(OLMO 7B/32B) LION 3.0e-6 0.9 095 - 0.0

1. Scaling and Clamping: To mitigate quantization error and underflow, we first scale the high-precision tensor by a
fixed factor « (e.g., @ = 512). The scaled values are then clamped to the representable range of the target format (e.g.,
[—57344,57344] for e5m2) to prevent saturation artifacts.

2. Stochastic Rounding: unlike standard “round-to-nearest” casting, we implement stochastic rounding to preserve
statistical fidelity in the gradients. We interpret the scaled FP16 data as 16-bit integers and inject uniform random noise
€ before truncation:

tintie = view_as_int16(Zgp16)

tipg = (tinie +€) >k
where k is the number of mantissa bits dropped (k = 8 for e5m2) and € ~ U[0, 2¥ — 1]. This noise injection ensures

that small gradients are accumulated probabilistically rather than being zeroed out.

3. Packing: The resulting integer is right-shifted by & bits and cast to uint 8 for storage, effectively truncating the lower
mantissa bits while preserving the exponent and sign of the original FP16 structure. Unpacking reverses this operation
by left-shifting the uint 8 data and dividing by «.

e Casting: We cast the updated momentum to FP8 immediately before storage and cast back to BF16/FP32 for the
update step.

* Scaling Sensitivity: Empirical testing confirms convergence is insensitive to larger scaling factors (up to 32,768),
provided values remain within the e 5m2 dynamic range.

Precision Limit of Moment Storage. We tested more aggressive momentum-state quantization under the same Qwen2.5-
0.5B training budget. The 6-bit and 4-bit variants use adaptive per-tensor scaling when repacking the BAS momentum state,
rather than the fixed-scale scheme used by the FP8 variant. Table 8 shows a clear threshold: FP8 matches FP32/BF16 in this
setup, 6-bit remains trainable but degrades, and 4-bit is unstable under this direct implementation.

Table 8. Precision sensitivity for BAS first-moment storage. Values are mean losses over the last 50 logged iterations at 16.8B tokens.

Precision FP32 BF16 FP8 6-bit 4-bit
Mean loss 2.8849 2.8811 2.8847 29654 5.0179

Therefore, our supported claim is that FP8 is empirically benign in the tested setting. Sub-8-bit moment storage is a
future-work direction and likely requires specialized microscaling, block-wise scaling, or mixed-precision machinery rather
than a direct precision reduction.

D.2.4. BLOCK PARTITIONING SPECIFICS

For the Parameter-wise partitioning used in the main experiments, we treated each distinct named parameter in the PyTorch

model ‘state_dict’ as a single block, with two exceptions:
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1. Embeddings (W.,,5): Due to the sparsity of gradients in vocabulary embeddings, we utilized row-wise partitioning
(one block per vocabulary token). This prevents updates to frequent tokens from incorrectly scaling the step size for
rare tokens.

2. Output Head (W},.,4): Similarly, the output linear layer was partitioned row-wise to handle the sparse nature of the
cross-entropy loss gradient signal.

All other weights (Attention Wq, Wi, Wy, Wo and MLP up/down projections) used tensor-wise granularity.

E. Additional Experimental Results
E.1. Hyperparameter Transferability and Baseline Retuning

This appendix separates two related but distinct questions: tuned optimizer quality and hyperparameter transferability.
Because Adam-mini and AdamS are motivated partly by AdamW-style compatibility, our main pre-training results test
transferability by applying the AdamW recipe to BAS, Adam-mini, and AdamS. We then add partial retuning studies to
clarify whether the observed gaps are solely due to learning-rate mismatch.

BAS vs. AdamW Transferability. We performed matched Qwen2.5-0.5B sensitivity studies for BAS and AdamW over
learning rate, beta pairs, and weight decay for a 5B-token budget. Across these sweeps, BAS and AdamW tracked each
other closely; the last-50-iteration mean loss differences were within approximately 0.02 in the tested settings. This supports
the claim that BAS transfers AdamW-style hyperparameters well in this regime. These sweeps are single-seed, so we treat
them as evidence for transferability in the tested setup rather than as a universal robustness guarantee.

We also added an SFT learning-rate sweep on Gemma-7B with Alpaca for three epochs. BAS and AdamW again remained
close across the tested learning-rate range. Together with the main Qwen2.5 and OLMo3 experiments, this pattern appears
across pre-training and SFT, but the appropriate conclusion is that BAS is a promising drop-in candidate for AdamW-style
recipes, not that retuning is never useful.

Adam-mini Transferability and Retuning. Because BAS is closely related to Adam-mini, we added matched Adam-mini
sensitivity experiments on Qwen2.5-0.5B for a 5B-token budget. Table 9 summarizes the learning-rate transferability result.
Adam-mini does not match AdamW’s optimal learning-rate region in this setup: it improves substantially after lowering the
learning rate to 3 x 10~%, but remains above AdamW under the same fixed budget.

Table 9. Adam-mini learning-rate sensitivity in the rebuttal study. Values are last-50-iteration mean training losses for Qwen2.5-0.5B
over 5B tokens.

Optimizer =~ LR=3 x 107* LR=1x10"% LR=3x 1073

AdamW 3.0731 3.0547 3.0450
Adam-mini 3.6455 17.8783 41.0782

To separate learning-rate mismatch from the remaining hyperparameters, we additionally swept beta pairs and weight decay
at both the transferred AdamW learning rate (10~2) and Adam-mini’s best tested learning rate (3 x 10~%). At 1073, varying
beta or weight decay did not bring Adam-mini close to AdamW: the last-50 mean loss ranged from 5.9750 to 70.7010 across
beta pairs and from 8.5832 to 36.3928 across weight decays, while AdamW stayed near 3.0. At 3 x 10~%, Adam-mini
was more stable but remained above AdamW across all tested beta pairs (3.3795-4.2475 vs. 3.0116-3.0761) and weight
decays (3.5649-3.6455 vs. 3.0195-3.0547). Thus, in this tested setup, BAS shows stronger AdamW-style transferability
than Adam-mini; this is an empirical observation specific to the evaluated regime.

AdamS and Adam-mini Learning-Rate Sweep. We additionally conducted learning-rate sweeps for AdamS and Adam-
mini on Qwen2.5-0.5B. This original appendix experiment complements the rebuttal retuning study above by showing how

both baselines behave after partial learning-rate retuning.

Observations. Figure 7 details the validation loss across the learning rate spectrum. We observe the following:
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Figure 7. Learning rate sensitivity analysis for AdamS and Adam-mini. We compare the training loss of AdamW, AdamS, and
Adam-mini across a log-scale sweep of learning rates. While AdamS and Adam-mini maintain convergence at lower learning rates
(e.g., n < 3e — 4), they plateau at a higher loss in this setting. Crucially, the optimal learning-rate regions differ, indicating that the
hyperparameter-transferability behavior claimed by AdamS and Adam-mini does not hold in this setting; the optimal n for AdamW yields
suboptimal or divergent performance for AdamS and Adam-mini.

1. Convergence vs. Performance: AdamS and Adam-mini demonstrate an ability to converge at smaller learning rates
(e.g., 7 < 3e — 4). However, in this tested setting, the stable configurations plateau at a higher loss compared to
AdamW and BAS.

2. Transferability Gap: The optimal learning-rate regions differ from AdamW, indicating that AdamS and Adam-mini
do not show the same AdamW-style hyperparameter transferability as BAS in this setup.

Consequently, our main results should be interpreted primarily as transferability comparisons, and the learning-rate sweep
provides additional context on how the baselines behave after partial retuning.

E.2. Complete Instruction-Tuning Eval Results

Table 10 presents the comprehensive evaluation results on the Olmo 3 Evaluation Suite. We compare BAS against AdamW,
Lion, AdamS, and Adam-mini.

Performance in the 7B Regime. In the 7B parameter setting, BAS achieves parity with AdamW across the majority of
benchmarks, functioning as an AdamW-compatible optimizer in this tested SFT regime.

* Robustness across Domains: BAS matches or slightly exceeds AdamW in critical reasoning and knowledge bench-
marks, including MMLU (66.2 vs. 66.0), BigBenchHard (50.3 vs. 49.5), and MATH (59.2 vs. 58.6). This suggests
that FP8 first-moment storage in BAS does not impair the model’s ability to learn complex representations in this
setting.

* Comparison with Baselines: In this SFT setup, Lion, AdamS, and Adam-mini lag behind the AdamW baseline on
several metrics, often by 1-3 points on metrics like MMLU, HumanEvalPlus, and IFEval. For example, on AlpacaEval
2 LC, BAS scores 21.3, comparable to AdamW’s 20.2, while Lion drops to 18.5 and Adam-mini to 18.8.

* Chat and Tool Use: BAS demonstrates strong performance in chat and tool-use scenarios, achieving the highest scores
in SimpleQA (73.4) and BFCL (45.2).

Scalability to the 32B Regime. To verify that our findings hold at scale, we evaluated BAS on the 32B model. As shown
in the rightmost columns of Table 10, BAS remains close to AdamW.
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Table 10. Main Results on the Olmo 3 Evaluation Suite. We compare BAS against 4 baselines in the 7B regime and AdamW in the 32B
regime. BAS performance tracks AdamW within the expected variance of the evaluation suite, while structurally different optimizers
show consistent degradation.

7B REGIME 32B REGIME
BENCHMARK ADAMW LION ADAMS ADAM-MINI BAS (OURS) \ ADAMW BAS (OURS)
Math
MATH 58.6 56.5 57.8 57.2 59.2 69.2 69.1
AIME 2024 5.2 4.1 5.4 4.2 4.9 9.0 9.2
AIME 2025 5.1 4.3 4.9 4.4 5.4 6.1 6.7
OMEGA 11.1 10.1 10.4 10.2 10.8 12.7 12.5
Reasoning
BIGBENCHHARD 49.5 47.5 48.6 48.1 50.3 66.7 67.9
ZEBRALOGIC 14.5 12.9 13.5 13.7 13.7 25.4 26.7
AGI EvAL 56.6 54.5 55.2 54.9 57.1 71.2 70.8
Coding
HUMANEVALPLUS 65.2 60.8 62.9 63.2 63.7 74.3 75.1
MBPP+ 51.5 46.5 49.6 49.2 50.2 56.9 56.7
LIVECODEBENCH V3 15.9 13.9 14.5 14.2 15.7 31.0 31.9
Instruction Following
IFEVAL 76.0 72.5 73.8 73.5 75.2 85.2 84.1
IFBENCH 25.3 24.1 24.8 25.2 26.5 27.7 28.2
Knowledge & QA
MMLU 66.0 63.8 64.5 64.2 66.2 78.5 78.1
PoPQA 15.7 14.5 14.9 14.7 15.2 23.1 21.9
GPQA 23.9 22,5 232 22.9 24.8 39.9 38.0
Chat & Tool Use
ALPACAEVAL 2 LC 20.2 18.5 19.1 18.8 21.3 40.7 41.5
SIMPLEQA 71.0 70.5 71.2 70.8 73.4 84.2 83.5
LITQA2 37.1 348 355 35.1 36.8 47.1 46.5
BFCL 44.5 42.1 43.0 42.6 45.2 54.2 56.1

* BAS achieves slight wins in coding and logic tasks, such as HumanEvalPlus (75.1 vs. 74.3) and ZebraLogic (26.7 vs.
25.4).

* On knowledge-heavy tasks like MMLU and PopQA, BAS remains within 0.6—1.2 points of AdamW, which is
consistent with the expected variance of large-scale training runs.

hese results support BAS as a practical memory-efficient optimizer that preserves AdamW-level downstream quality in the
tested SFT setting, while the broader optimizer-quality comparison should be interpreted alongside the sensitivity studies
above.

E.3. Elaboration on Training Dynamics Metrics

To analyze the heterogeneity of AdamW updates within a parameter block, we examine the effective adaptive scale applied
to each element of the parameter tensor. Let € R be a flattened parameter block. At step ¢, let /2! and ©¢ denote the

bias-corrected first and second moments, respectively.The local adaptive scale for the j-th element, 043», is defined as the
magnitude of the scaling factor applied to that specific element in AdamW:
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where € is a small constant for numerical stability. Let o} denote the scale associated with the i-th block for BAS. With
slight abuse of notation, i denotes the index set of that block. Using these definitions, we track three metrics to quantify the
stability and coherence of the layer’s training dynamics:

* Peak Divergence (Max/Mean Ratio): This metric quantifies the presence of outlier updates within a parameter/block.
It is defined as the ratio of the maximum local scale to the mean local scale:

max;je;(af)

1 t
& e

High values indicate that a small subset of parameters (e.g., gated activations in MLPs) are receiving significantly
larger updates than the background parameters

[Peak Divergence|; = (18)

¢ Scale Dispersion (Fluctuation CV): This measures the heterogeneity of the update scales within the block. It is
calculated as the coefficient of variation (CV) of the local scales:

Vi 2oi(@ — mean;i(a1))?

[Scale Dispersion]; =

19
mean;c; (a}) (19

where mean;j¢; (&;) is the mean local scale. A higher dispersion indicates non-uniform updates across the layer.

* Block Coherence (BAS/Mean Ratio): This metric directly compares the magnitude of the single adaptive scale
computed by BAS for a block against the arithmetic mean of the element-wise adaptive scales computed by AdamW. It

is defined as:

ol

[Block Coherence]; = —————~ (20)
mean;e; (4)

A value near 1.0 indicates that the coarse-grained block-wise scale used by BAS effectively approximates the average
fine-grained element-wise scales of AdamW, explaining why BAS mimics AdamW’s training trajectory.
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