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Abstract

Domain generalization (DG) aims to learn rep-
resentations that remain predictive under distri-
bution shifts. A key challenge is that the target
domain is unobserved during training, which com-
plicates the search for invariant representations:
alignment objectives that ignore discriminative
structure can become ill-conditioned under finite
samples. This calls for shaping the geometry of
class-conditional representations across domains,
not merely matching their distributions. We
propose Geometric Rate—Distortion Invariance
(RDI), a DG framework that realizes this princi-
ple by generalizing classical rate—distortion the-
ory to Grassmann manifolds. RDI models class-
conditional representations as low-dimensional
subspaces and formulates DG as a joint optimiza-
tion of (i) cross-domain subspace alignment (ge-
ometric distortion) and (ii) spectral-volumetric
complexity (a capacity-regularized rate term), pro-
moting stable alignment while preventing the col-
lapse of discriminative geometry. We provide
finite-sample stability guarantees under bounded
shifts and show on DomainBed that RDI is com-
petitive with strong DG baselines, with ablations
confirming that both alignment and complexity
control are necessary for reliable generalization.

1. Introduction

Deep neural networks achieve impressive performance when
training and test distributions match, yet generalize poorly
under distribution shifts (Bengio et al., 2013; Krizhevsky
et al., 2012). Domain generalization (DG) addresses this by
learning models that generalize to unseen target domains us-
ing only source domain data (Zhou et al., 2023). The central
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Figure 1. Rate—distortion view of domain generalization. Do-
main shift misaligns class-conditional subspaces (curved trajecto-
ries); RDI aligns them toward an invariant semantic center U™ on
the Grassmannian while regulating spectral complexity via rate
control. Curved arrows indicate spectral expansion/compression.

challenge lies in shaping the geometry of class-conditional
representations across domains, not merely matching their
distributions.

Existing DG methods enforce invariance through diverse
mechanisms: distribution alignment via moment matching
or adversarial training (Sun & Saenko, 2016; Ganin et al.,
2016), risk-based constraints (Arjovsky et al., 2019; Krueger
et al., 2021), and information-theoretic regularization (Li
et al., 2022; Cha et al., 2022). While effective in controlling
statistical dependencies, these approaches do not explic-
itly model the geometric organization of class-conditional
representations. This gap matters because deep features
are widely observed to concentrate on low-dimensional
structures whose intrinsic dimension is orders of magnitude
smaller than the ambient feature dimension (Ansuini et al.,
2019); in such regimes, semantic information is encoded
in the relative geometry and spectral composition of class-
conditional structures, not merely in marginal distributions.
Purely distributional invariance can therefore destabilize dis-
criminative geometry, leading to ill-conditioned alignment
or representational collapse.

We address this gap with Geometric Rate—Distortion
Invariance (RDI), which operates as follows: for each class,
RDI extracts a low-dimensional feature subspace within ev-
ery source domain, aligns these class-conditional subspaces
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across domains on the Grassmann manifold, and simulta-
neously regularizes their spectral spread. The combined
objective is formulated as a rate—distortion trade-off em-
bodying a dual principle: geometric distortion measures
cross-domain subspace misalignment, and the rate term con-
trols within-subspace spectral complexity. We identify a
fundamental instability addressed by this design: geometric
alignment without spectral control becomes ill-conditioned
under finite samples, while rate-only objectives collapse
discriminative structure. As illustrated in Figure 1, RDI
formulates DG as optimization on the Grassmann manifold,
recovering domain-stable semantic centers without external
anchors.

Our theoretical analysis establishes finite-sample guarantees
under bounded orthogonal rotations—a canonical probe to
isolate geometric misalignment (Section 3.1). Empirically,
RDI proves effective beyond this idealized setting across
diverse benchmarks (Section 4).

Our contributions are summarized as follows:

* Geometric rate—distortion formulation for DG.
We cast domain generalization as a geometric rate—
distortion problem on Grassmann manifolds, realizing
a class-wise information bottleneck that compresses
nuisance variation while preserving discriminative
structure.

Spectral rate modeling with Fisher—-Gaussian ca-
pacity. We derive a Fisher-diagonal Gaussian approxi-
mation for the rate term, yielding a stable capacity-
regularized spectral objective with provable upper-
bound guarantees.

¢ Risk-aware Rényi aggregation. We introduce a
Rényi-entropy—induced escort aggregation for class-
wise rate regularization with geometric interpretation.

Empirical validation. RDI achieves competitive per-
formance on DomainBed, with consistent improve-
ments on datasets with pronounced geometric shifts
(e.g., PACS).

2. Related Work

Statistical and Geometric Invariance. DG methods en-
force invariance via statistical matching (Sun & Saenko,
2016; Long et al., 2015), domain-adversarial training (Ganin
et al., 2016; Li et al., 2018), gradient-based objectives (Ar-
jovsky et al., 2019; Chen et al., 2023b; Rame et al., 2022;
Krueger et al., 2021), flat minima (Cha et al., 2021; Li
et al., 2025), causality (Lv et al., 2022), sharpness-aware
optimization (Wang et al., 2023; Zhang et al., 2023), or
training-recipe improvements (Teterwak et al., 2025). Ge-
ometric approaches align subspaces on manifolds (Gong

et al., 2012; Jin et al., 2022) but typically lack explicit com-
plexity control. ISR (Wang et al., 2022) provably recovers
subspaces with invariant characteristics in a causal model
but does not regularize spectral complexity.

Information-Theoretic Methods. The Information Bot-
tleneck (Tishby et al., 2000; Alemi et al., 2017; Hassanpour
et al., 2025; Ahuja et al., 2021; Achille & Soatto, 2018)
compresses irrelevant information while preserving task sig-
nals. Related perspectives include generalization bounds of
information theory (Hellstrom et al., 2025; Alquier, 2024),
information decomposition (Lang et al., 2025), and transduc-
tive bounds (Tang & Liu, 2024). MIRO (Cha et al., 2022)
achieves strong performance by regularizing mutual infor-
mation between learned and frozen pre-trained representa-
tions, but does not explicitly model geometric structure.

Representation Geometry and Other Directions. Rie-
mannian methods model structured representations (Huang
& Van Gool, 2017; Ansuini et al., 2019), and rate—distortion
principles have been applied to representation learning (Yu
et al., 2020; Ding et al., 2022). Adjacent directions out-
side our scope—rvision-language models (Cho et al., 2023;
Singha et al., 2024; Bose et al., 2024), test-time adapta-
tion (Chen et al., 2023a), meta-learning (Khoee et al., 2024),
and adversarial DG extensions (Sicilia et al., 2023; Pham
et al., 2024)—typically require additional modalities, target-
domain access, or modified training paradigms.

3. Method

The remainder of this section instantiates this dual princi-
ple of geometric alignment and spectral control as a rate—
distortion objective on the Grassmann manifold.

3.1. Preliminaries

Problem Setting. We consider standard domain general-
ization (DG). Let &, be the set of M training domains, each
providing labeled samples D, = {(z¢,y¢)} from a domain-
specific distribution P.(X,Y"). The goal is to learn a predic-
tor that generalizes to unseen domains. Let f5 : X — R¢
be a feature extractor. For each domain e and class ¢, define
the class-conditional feature set

Fee= {fo(x) | (z,y) € De, y = c}. (D

Domain shift manifests as variations of F. . across domains,
even for fixed c.

Let C' denote the number of classes, n. the number of
samples in class ¢ pooled across all training domains, and
N = Zle n. the total sample size. We write p. = n./N
for the empirical class frequency. For theoretical analysis,
we write n for the number of samples per domain, assuming
balanced domains so that N = Mn.
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Generative Model of Domain Shift. We model class-
conditional features as f.. = A.U}z + €., where U}
is an invariant ground-truth semantic subspace (the recov-
ery target), A is a domain-specific linear transformation,
z ~ N (0, A,) has covariance shared across domains, and
€. ~ N(0,021) is isotropic noise. We adopt a zero-mean
noise model to isolate rotational geometry as the canoni-
cal source of cross-domain misalignment; nonzero domain
means £, are a natural extension. Our theoretical analysis
focuses on the case where A, is approximately orthogonal
(Assumption 3.5), deferring general affine perturbations to
future work.

Grassmannian Subspace Representation. Semantic in-
formation in deep representations is often concentrated in
low-dimensional class-conditional subspaces, as evidenced
by intrinsic dimensionality estimates of deep features (An-
suini et al., 2019) and explicit subspace-based representation
learning (Gong et al., 2012; Wang et al., 2022). We represent
Fe.c by its top-k principal subspace

Ue, € Gr(k,d), 2)

where Gr(k,d) denotes the Grassmann manifold of k-
dimensional subspaces in R4, and Uc,. is the top-
k eigenspace of the true class-conditional covariance
Cov(Fe,c). Its empirical counterpart, estimated from n
finite samples, is denoted Ue’c; the two coincide as n — oo,
with the finite-sample gap analyzed in Section 3.3. Dis-
tances on Gr(k, d) naturally quantify geometric discrepan-
cies across domains.

Rényi Entropy for Spectral Control. To control repre-
sentation complexity, we employ Rényi entropy of order
o > 0 (Rényi, 1961) (formally defined in Eq. 11): higher
« emphasizes top eigenvalues, while « — 1 recovers Shan-
non entropy. These preliminaries motivate decomposing
domain variation into directional misalignment and spectral
complexity.

3.2. Geometric Rate-Distortion Invariance
3.2.1. RDI CENTER

Classical rate—distortion theory seeks a representation Z
that balances distortion d(X, Z) and coding rate I(X; Z)
(Shannon, 1959):

I(ni‘n)IE[d(X, )+ BI(X; Z). 3)
p(z|z

We adapt this principle to domain-invariant representation
learning. The RDI center of class c, denoted by C;, gen-
eralizes the rate—distortion optimum to the multi-domain
setting:

C; € arg H]l__lpn ZD(}-@’C’ Fo) + BO(F), &

where D is an abstract distortion functional measuring cross-
domain discrepancy (instantiated on the Grassmannian as
dgy in Section 3.2.2), and P is an abstract rate functional
quantifying representational complexity (instantiated as the
capacity-regularized rate R, in Section 3.2.3). We oper-
ationally define geometric invariance as the state where
cross-domain Grassmannian subspace distances are mini-
mized: dgy(Ue,c, Uer ) — 0 for all domain pairs (e, e').

The RDI center is a conceptual target, not computed directly.
Instead, we design tractable surrogates for D (Section 3.2.2)
and ¢ (Section 3.2.3).

Geometric interpretation. The RDI formulation decom-
poses domain variation into two geometrically orthogonal
components: the distortion term D controls directional vari-
ability via subspace alignment on the Grassmannian, while
the rate term ® regulates the spectral volume within each
subspace—analogous to polar decomposition separating ro-
tation from scaling. Crucially, neither subsumes the other:
perfect alignment (D = 0) leaves the spectral volume un-
constrained, and a bounded ® does not ensure alignment.

3.2.2. DISTORTION MODELING ON THE GRASSMANN
MANIFOLD

Domain shifts are commonly modeled as geometric mis-
alignments between class-conditional subspaces (Gong
et al., 2012; Fernando et al., 2013). For each domain e
and class ¢, we represent . . by its k-dimensional princi-
pal subspace U, . € Gr(k, d). We decompose the distortion
into two components.

Geometric primitives. For two k-dimensional subspaces
U,V € Gr(k,d) with orthonormal bases, the principal
angles 01, ..., 0, € [0,7/2] are defined via

cosb; = o (UTV), 1=1,....,k, %)

where o; denotes the i-th singular value (Edelman et al.,
1998). The geodesic distance on Gr(k, d) is then

dGr(U» V) = \/ % Zz 1 z (6)

The Fréchet mean of a set of subspaces {U, }cc¢ is defined
as

U e Ay 7

E i 2 ™

which exists and is unique under the small-diameter condi-
tion of Assumption 3.5 (Afsari, 2011).

Geometric distortion (cross-domain alignment).

AL =" dar(Uee, Uer o), (8)
e#e’
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0, = arccos(a,;(ﬁ;j 0{3’,(:))

= rotation to align subspaces

Figure 2. llustration of the Grassmannian distance in Eq. 8. The ¢-
th principal angle 6; between empirical class-conditional subspaces

Ue,c and Ue/,c captures the rotation required to align them; the
Grassmann distance dg, aggregates over all k£ such angles.

where dg,: (U, V) =1/ ¢ Zle 6? is the geodesic distance

on the Grassmann manifold, with 6; = arccos(c;(U " V))
being the principal angles; Figure 2 illustrates this geometri-
cally.

Projection distortion (non-degeneracy). To prevent de-
generate solutions where estimated subspaces decouple
from the data distribution, we introduce a projection dis-
tortion term—also referred to as the reconstruction error in
subspace learning literature (Tipping & Bishop, 1999; Yu
et al., 2020):

A =Esz, | f — g, f|3, ©)

where U, approximates the RDI center C* via the Fréchet
mean of domain-specific subspaces. The total distortion
aggregates geometric and projection terms:

A(F.) = Ageo AL + Aree AL (10)

geo rec*
Remark 3.1 (Role of projection distortion). The projec-
tion term Aﬁgi serves as a regularizer to ground subspaces
in actual feature statistics, not as a quantity to be mini-
mized per se. The optimization may trade projection fi-
delity for tighter cross-domain alignment when beneficial—
particularly in high-class-diversity settings, where tolerating
a small amount of within-class projection error facilitates
geometric consistency without sacrificing discriminability.

Remark 3.2 (On terminology). We use projection distortion
to refer to the RDI loss term AEEZ (Eq. 9) and reconstruction
error for the classical PCA-derived quantity E ¢ || f — Ty f |13
used in subsequent analysis; Proposition 3.3 relates the two

via Grassmannian geometry.

Proposition 3.3 (Grassmannian distance as semantic dis-
tortion surrogate). In the generative model with orthogo-
nal domain transformations (A. € O(d)) and shared A ,:
(i) Ue,. minimizes the expected reconstruction error over
Gr(k, d); (ii) the excess reconstruction error from project-
ing features in F. . onto the misaligned subspace U, .,
AE = Esr, [If — o, fII3 = IIf — Tu, . fI3], sar-
isﬁes )‘k : d%}r(Ue,cv Ue/,c) < AE < /\1 ! d%}r(Ue,ca Ue’,c);
establishing that the Grassmann distance limits projection
distortion up to signal eigenvalue scaling. Proof in Ap-
pendix A.6.

Remark 3.4 (On the noise term). In the generative model
with isotropic noise €, satisfying Cov(e.) = 21, the noise
contribution to the reconstruction error is o (d— k), which is
invariant to the choice of a subspace of dimensions k. Thus
the noise term cancels in the cross-domain error difference
AE&, and the bound depends only on signal eigenvalues.

Choice of subspace dimension k. The parameter k
defines the dimensionality of the Grassmann manifold
Gr(k, d) on which RDI performs cross-domain alignment,
and the size of the class-conditional principal subspace rep-
resenting each F. .. It plays a different role from the rate
term: k sets the geometric stage for alignment (via Ageo,
Eq. 8), while the rate term (Section 3.2.3) regulates within-
class spectral complexity. Hence k should accommodate the
principal directions of class-discriminative variation, while
compression is handled independently by the rate term.

Since k also affects per-step SVD and buffer cost, and spec-
tral measurements (Appendix D.5.2) confirm that moderate
k already controls effective subspace dimensions across all
DomainBed benchmarks, we fix k& € {32, 64} as a dataset-
aware default rather than performing fine-grained tuning.
CKA analysis (Appendix D.5.1) confirms this design: the
rate term, not k, adapts to each benchmark’s structure, pre-
serving feature diversity on few-class benchmarks (e.g.,
PACS) and producing more concentrated representations
on many-class benchmarks (e.g., OfficeHome). Full sensi-
tivity to k is in Appendix C.3.

3.2.3. RATE MODELING VIA RENYI ENTROPY

The rate term R(F.) characterizes the residual spectral
volume within each aligned subspace. We adopt Rényi
entropy of order o > 0 (Rényi, 1961):

Ha(z.) = (11)

11—«

log /p(zc)a dz..,
which reduces to Shannon entropy as o — 1.
Capacity-regularized form. Under Gaussian approxima-

tion z. ~ N (i, X¢), minimizing Rényi entropy is equiva-
lent to minimizing log det X, (Appendix A.7). For numeri-
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cal stability, we employ:

d
1
Re(Fo) = > log(1+ 702, +¢), (12)

=1

where o2 are marginal variances and 7 > 0 controls the
rate—distortion operating point. This provides a tractable
upper bound on log det 3. via Hadamard’s inequality, fol-
lowing standard practice in rate—distortion literature (Alemi
et al., 2017; Yu et al., 2020). The form %log(l +70?)is
the capacity of a scalar Gaussian channel with input vari-
ance o2 and noise level 1/7; R, is thus an average per-
coordinate channel capacity, and 7 plays the role of the
signal-to-noise operating point. We fix 7 = 1 throughout
this paper, which corresponds to unit SNR—the natural
scale of batch-normalized features. The parameter 7 is
retained in (12) to expose the rate—distortion structure; sen-
sitivity analysis (Appendix C.3) confirms 7 = 1 is a robust
choice.

Task-adaptive behavior. The gradient DR, /907 ; oc (1+
TO'E’Z»)71 is bounded and saturates at large variances, so the
rate cost of slightly expanding a near-collapsed direction
is small in absolute terms; meanwhile, restoring a degen-
erate direction yields a disproportionate gain in geometric
alignment, lowering the total objective. Conversely, dis-
persed directions incur a steady rate penalty and are gently
compressed. We formalize this asymmetry and verify its

predictions in Appendix D.5.2.

Rényi risk aggregation. The coefficient « reappears as
the order of a Rényi risk functional for cross-class aggre-
gation. Let R, = R, (F.) and p{*) = p2/ > ;D (escort
distribution (Tsallis, 1988)):

c
1 ~(x
U, = p— log CEZI Jis )exp((a —1)R,), (13)

interpolating between expected rate (¢« — 1) and worst-
class rate (o — 00).

Practical implementation.
use:

For optimization stability, we

5 ZcC: ny “R.
R(F) = ==,
Zczl Ne

recovering arithmetic mean at « = 1 and inverse-frequency
weighting at = 2. Here, o controls the escort geometry
of class aggregation, while 7 governs intra-class spectral
capacity—together forming a two-level Rényi—Fisher geo-
metric regularization.

(14)

3.2.4. FINAL RDI OBJECTIVE

Combining distortion and rate:

LRDI(Q) = 7/?\/src(e> + i ’ (15)

> A(F) + BR(F)

where R is empirical classification risk. Hyperparam-
eters: v (RDI strength), Ageo, Arec (alignment vs. projec-
tion weights), 5 (compression), « (risk aggregation). The
capacity parameter 7 in (12) is fixed to 1 by design (see
Section 3.2.3).

3.3. Theoretical Analysis

Scope of theoretical guarantees. We analyze RDI under
the bounded orthogonal rotation model (Assumption 3.5) as
a canonical tractable regime—rotations fully parametrize
subspace misalignment via principal angles, preserve eigen-
value structure for Davis—Kahan analysis, and admit clean
Fréchet mean guarantees on the Grassmannian. This is
an analytical device rather than a method prerequisite: the
underlying rate—distortion mechanism extends beyond rota-
tions (Appendix A.4), and our empirical results on bench-
marks with severe non-rotational shifts (Terralncognita, Do-
mainNet) validate this generality.

Theoretical strategy. Building on this bounded rota-
tion model, we derive three theoretical results: recovery
of domain-invariant semantic subspaces, a generalization
bound, and the necessity of rate control. The key insight—
balancing geometric alignment and spectral complexity—
extends beyond rotations (Appendix D.7). Since R, (Eq. 12)
is monotonic in spectral measures, all guarantees hold up to
rescaling.

Assumption 3.5 (Geometric Perturbation Model: Rota-
tion Instantiation). Let £ = &, be the set of M train-
ing domains. The domain-specific orthogonal transfor-
mations {Qe}tece satisfy maxe o [|Qe — Qerl|lF < drot
with 0t < 1/2, ensuring a unique Fréchet mean on
Gr(k,d) (Afsari, 2011). Additionally, the smallest signal
eigenvalue satisfies Ax(A.) > ¢o > 0 (eigengap condition),
ensuring signal subspace identifiability.

Assumption 3.6 (Feature Concentration on Subspaces). For
each domain e and class c, there exists d,.s > 0 such that
Efer. [Ilf —Hu, . fl3] < 6Z. This assumption is stan-
dard in subspace-based representation learning and has been
empirically observed in deep networks with pretrained ini-
tialization.

Assumption 3.7 (Optimization Regularity). The optimizer
reaches a stationary point with geometric distortion at most
O(€opt) above its minimum, where €,p = O(1/4/n).

Assumption 3.8 (Spectral Regularity and Bounded Fea-
tures). The class-conditional covariances satisfy x(X.) <
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K, and features are bounded: || fo(z)||2 < B.

Remark 3.9 (On the assumptions). We comment on the three
assumptions above. (i) Frechet mean uniqueness: the
bound 4, < 1/2 guarantees that the population subspaces
{QcU? }ece lie within a geodesic ball of radius < 7/4
on Gr(k, d), which is sufficient for their Fréchet mean U,
to exist and be unique (Afsari, 2011). (ii) Subspace es-
timation rate: the eigengap ¢y and per-domain sample
size n interact via the Davis—Kahan theorem (Stewart &
Sun, 1990): with high probability, the empirical subspace
Ue,c lies within O(+/d/n/cy) of its population counter-
part Q.U on Gr(k, d). The dependence on d is tightened
in practice because the rate term R reduces the operative
dimensionality from d to an effective quantity deg << d
(Corollary 3.13), making the O(1/+/n) scaling achievable
despite the high feature dimension (e.g., d = 2048 for the
ResNet-50 backbone used in our experiments). (iii) Recov-
ery interpretation: when domain rotations are approxi-
mately centered, U.~U *in Theorem 3.10; otherwise U.
may differ from U} by a global rotation, which is imma-
terial for classification as it can be absorbed by the linear
classifier. See Appendix A.3 for full technical details.

From assumptions to recovery guarantees. With these
assumptions in place, we establish that minimizing the RDI
objective ensures both inter-domain subspace alignment and
recovery of an invariant semantic anchor.

Theorem 3.10 (Optimality and Invariance of the RDI Cen-
ter). Under Assumptions 3.5-3.7, assume class-conditional
features are generated as f. . = Q.U z + €., where U} €
Gr(k,d) is an invariant semantic subspace, ). € O(d)
are domain-specific orthogonal transformations, z is sub-
Gaussian with zero mean, and €. is isotropic noise. Let
{Ue,c} be the empirical subspaces obtained from a mini-
mizer of Eq. 15 with n samples per domain. Then, with
probability at least 1 — 0, for all classes ¢ and domain pairs
e e

1. (Alignment):

~

dGr(Ue,Ca (/je’,c) = O( V d/n/CO + Eopt) ;
2. (Recovery):

dGr(ﬁe,ca ﬁc) = O( V d/n/CO + 6opt) 3

where U, is the Fréchet mean of the population sub-
spaces {Q.UZ }eee.

When d, cq are treated as constants, both rates simplify to
O(1/+/n). Proof in Appendix A.10.

From subspace recovery to generalization. Theo-
rem 3.10 ensures that empirical subspaces concentrate
around their cross-domain centers at rate O(1/y/n). Com-
bined with explicit rate control, this enables a finite-sample
generalization bound via information-theoretic analysis. We
adopt feature normalization (batch normalization in our
projection head g, which feeds the rate term), keeping per-
coordinate variances at O(1) scale; this places the empirical

rate R in the bounded regime assumed below.

Theorem 3.11 (Generalization Bound via Information-The-
oretic Analysis). Let 6 minimize Eq. 15 over M source
domains with n samples each (total N = Mn). Assume the
loss { is L-Lipschitz and bounded, Assumptions 3.5-3.8 hold,
and the target domain t satisfies maxe ¢ gy (Ut,c, Ue,c) <
p. Then, with probability at least 1 — 6,

Rt (é) S ﬁsrc(é> + L\//\max(Az) * (ﬁgeo(é) + p)

C1 - R(B) + Cs + log(2/0)
Mn ’

+ 2L5res + B/\/

where C; = 2d(1 + log(1 4+ K)/log(1l + 7)) and Cy =
dlog(2me/T) + 2log|C|. Full statement with explicit con-
stants in Appendix A.11.

Remark 3.12 (Key features and practical interpretation). The
bound exhibits: (i) empirical source risk Ry, (i) geometric
discrepancy Ageo + p + Ores; and (iii) statistical complex-

ity 1/ C1 R/n where the rate term enters linearly — a key
feature of the information-tl/l\eoretic (MI-based) analysis.
Under batch normalization, R = O(1), making O(1//n)
convergence practically achievable despite large d.

Corollary 3.13 (Effective dimension via subspace projec-
tion). A complementary Rademacher complexity argument,
exploiting that RDI projects features onto a k-dimensional
subspace (Appendix A.11, Step 3b), yields a complexity

term scaling as O(\/exp(]%)/n). Under batch normal-

ization, R = O(1), this simplifies to O(+/deg /1), where
degt K d is the operative dimension controlled by the rate
term. Empirically, the rate term concentrates the feature
spectrum onto a low-dimensional subspace: e.g., the stable
rank of ResNet-50’s top-32 subspace is 3—5 on PACS and
OfficeHome, consistent with prior observations on intrin-
sic dimensionality in deep networks (Ansuini et al., 2019).
The two proof routes are complementary: Theorem 3.11
(MI-based) gives tight R-dependence (linear), while this
Rademacher analysis exposes a favorable d-dependence in
the bounded-rate regime.

Necessity of aggregated rate control. Finally, we show
that geometric alignment alone is insufficient for generaliza-
tion.
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Proposition 3.14 (Necessity of Aggregated Rate Control).
Consider the ablated objective obtained by removing the
aggregated rate term R(F) from Eq. 15. Even under norm-
bounded features (||f|l2 < B uniformly), there exists a
sequence of feature distributions {F (m)}mzl satisfying si-
multaneously: (i) perfect geometric alignment Ageo = 0;
(ii) uniform norm bound sup,,, || f||2 < B forall f € F(™);
yet (iii) H(Eém)) — 0o as m — oo. Consequently, standard
norm-based regularization (e.g., weight decay) cannot pre-
vent spectral degeneration; explicit rate control is necessary.
Proof in Appendix A.12.

4. Experiments

We empirically validate both facets of RDI’s dual princi-
ple of geometric alignment and spectral control across five
DomainBed benchmarks.

Experimental Setup

Datasets and Protocol. We evaluate on the DomainBed
benchmark (Gulrajani & Lopez-Paz, 2021), comprising five
datasets: PACS (Li et al., 2017) (4 domains, 7 classes),
VLCS (Fang et al., 2013) (4 domains, 5 classes), Office-
Home (Venkateswara et al., 2017) (4 domains, 65 classes),
Terralncognita (Beery et al., 2018) (4 domains, 10 classes),
and DomainNet (Peng et al., 2019) (6 domains, 345 classes).
We follow the training-domain validation protocol with 20
train-validation splits, each repeated 3 times.

Implementation. We use ResNet-50 (He et al., 2016) pre-
trained on ImageNet, the AdamW optimizer (Loshchilov &
Hutter, 2019), and the standard DomainBed training sched-
ule (5K iterations; 15K for DomainNet). Hyperparameters
are selected via grid search using training-domain validation
only. Additional details are provided in Appendix C.

4.1. Proof-of-Concept on Synthetic Data

To validate the geometric and information-theoretic motiva-
tions of RDI under controlled conditions, we construct a syn-
thetic multi-domain subspace benchmark. Each domain is
generated from a rotated k-dimensional subspace embedded
in a D-dimensional ambient space, enabling explicit control
over geometric discrepancies while preserving shared latent
structure. Full details are provided in Appendix B.1.

Geometric Behavior on the Grassmann Manifold.
Figure 3(a) illustrates three domain-specific subspaces
U1, Us, Us on Gr(k, D) along with solutions under differ-
ent ablation settings. Removing the geometric alignment
term causes the estimate to bias toward the domain with
larger energy (higher variance), as there is no cross-domain
geometric coupling. Removing the fidelity term (data-fitting
component) yields a degenerate solution that can reduce

Algorithm 1 Training Procedure of RDI

Require: Training domains {D, }, backbone fy, projection
head gg4, classifier h
Require: Hyperparameters Ageo, Arec, & (Other parameters
fixed at defaults, Table 4) R
1: Initialize parameters 6, ¢, subspaces {U,, U, .}
2: fort=1,2,...,Tax do
3:  Sample batch B from all domains
4:  Extract projected features: Z = g4(fp(*B))
5. Update subspaces {U,, Ue,c} via EMA statistics on
Z
Compute classification loss Lcg = ¢(h(Z),Y)
7. ift > T, then

&

8: Logeo Dot d2,(Ue e, Uy o) {Geometric
(Eq. 8)}

9: Lie = > |1Zc — Uy Z||3 {Reconstruction
(Eq. 9}

10: R.=1%, log(14702 ;+¢) for each ¢ {Per-class
rate (Eq. 12)}

11: Lr=>.nl""R./ > nl~ {Aggregated rate
(Eq. 1)}

12: L=LcE+ ’Y()\geoﬁgeo + ArecLrec + 6‘CR)
13:  else

14: L= Lcg

15:  endif

16:  (0,¢) < (0,¢9) —nVL
17: end for

18: Output: Trained parameters 6, ¢

geometric mismatch but no longer explains the generated
observations. The full RDI objective recovers a subspace
closest to the ground truth U*, confirming that alignment
and fidelity provide complementary constraints. Extended
analyses are provided in Appendix B.2 and B.3.

Rényi Aggregation as a-Geometric Reweighting. Fig-
ure 3(b) illustrates how the Rényi order o governs class
aggregation through a-geometric weighting induced by
the escort distribution 5 oc nl=“. This defines an a-
geometry on the statistical manifold, interpolating between
mixture (o« — 0) and exponential (¢ — o0) geometries.
The aggregated risk ¥, implements a geometrically-aware
reweighting: o < 1 emphasizes the consensus-seeking mix-
ture barycenter, whereas o > 1 concentrates regularization
on high-risk classes with fragile geometric structure. Thus,
«a-geometry unifies risk-sensitive aggregation with the Rie-
mannian structure of the representation manifold.

Rate-Distortion Trade-off. Figure 3(c) depicts the rate—
distortion plane induced by our geometric objectives. Omit-
ting the rate regularizer permits unconstrained spectral ca-
pacity, which can fit cross-domain alignment (low distortion)
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Figure 3. Synthetic experiment. (a) Geometric behavior on Gr(k, D): RDI recovers a subspace closest to ground truth U™; ablations
cause systematic deviations. (b) a-geometric aggregation: the Rényi order « induces escort reweighting over classes, interpolating
between consensus-driven (o« < 1) and robustness-driven (o > 1) spectral regularization regimes. (c¢) Rate—distortion trade-off: full RDI
achieves low distortion with moderate rate; ablations degrade either complexity or alignment.

but yields inflated complexity and unstable spectra. Omit-
ting the distortion term enforces spectral control without
geometric agreement, leading to compact but misaligned
subspaces (high distortion). The full RDI objective attains
an operating point near the efficient frontier, balancing rep-
resentational capacity against cross-domain geometric align-
ment.

Overall, this experiment verifies that RDI instantiates a
geometric form of rate—distortion trade-off, where invariant
representations emerge from coupled control of subspace
misalignment (distortion) and spectral capacity (rate).

4.2. Algorithmic Formulation and Training Procedure

Geometric projection head. Our theoretical formulation
is stated on a representation space z, where geometric align-
ment and spectral regularization are enforced. To provide a
controllable manifold for this regularization, we introduce a
lightweight geometric projection head g(-) that maps back-
bone features into a compact space z = g(f(z)), avoiding
rank-deficient covariance estimation in high dimensions.
Implementation details and motivation are in Appendix C.

Training procedure. Algorithm 1 outlines RDI training.
‘We maintain per-domain-class subspaces {Ue <} via expo-
nential moving averages (EMA) of feature statistics, com-
puting the top-k eigenvectors periodically. The geometric
distortion L, uses geodesic distance on the Grassmannian;
the projection loss L. penalizes deviations of features from
their estimated subspaces; and the rate term £z combines
capacity-regularized per-class rates via Rényi-weighted ag-
gregation. A warm-up phase (¢ < T,) with only classifica-
tion loss precedes RDI constraints for optimization stability.
RDI produces a fixed model generalizing directly to unseen
domains without test-time adaptation.

4.3. Domain Generalization on DomainBed Benchmarks

All results use train-domain validation protocol where
model selection uses only training domains, ensuring no
target-domain information leakage.

Overall performance. Table 1 compares RDI with repre-
sentative domain generalization (DG) methods under com-
parable training protocols. Following standard DomainBed
practice, we compare against objective-level DG methods
with comparable training pipelines. We explicitly exclude:
(1) flat-minima optimization methods (e.g., SWAD (Cha
et al., 2021), SFT (Li et al., 2025)), which seek loss-
landscape regions robust to perturbations via dense weight
averaging or loss-surface refinement, rather than introduc-
ing a new DG objective; (ii) frozen-anchor methods (e.g.,
MIRO (Cha et al., 2022)), which leverage frozen pretrained
representations as external anchors, in contrast to RDI’s
learning of invariant structure from inter-domain geome-
try; (iii) training-recipe methods (e.g., ERM++ (Teterwak
et al., 2025)), which improve ERM through parameter av-
eraging, warm-starting, augmentation, and LR scheduling
rather than a new DG algorithm. All three are orthogonal
to and composable with RDI’s geometric objective. RDI
achieves 65.7% average accuracy, the best performance
among invariance-based and geometric alignment methods
that do not rely on external anchors or test-time adapta-
tion. Notably, RDI outperforms both classical invariance
methods (IRM, VREx, GroupDRO) and recent geometric
approaches (Fishr, CORAL, SagNet) that align gradient or
moment statistics, rather than class-conditional subspace
geometry.

Dataset-wise analysis. RDI achieves the best result on
PACS (87.4%, +1.0% over GGA, with the largest gain
on the challenging Sketch domain), OfficeHome (69.9 %,
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Table 1. Accuracy (%) on DomainBed under training-domain validation (ResNet-50). t: results from DomainBed. Bold: best;
underline: second-best. Std approximated via error propagation from per-domain values (Appendix Tables 19-23).

Method PACS VLCS OfficeHome Terralnc DomainNet Avg.
ERM 85.540.3 77.540.4 66.540.2 46.14+1.6 40.940.1 63.3
IRM (Arjovsky et al., 2019)Jr 83.540.5 78.6+0.4 64.341.2 47.640.8 33.94+1.3 61.6
VREX (Krueger et al., 2021)* 8494106 78.3+0.5 66.440.3 46.441.4 33.64+1.4 61.9
GroupDRO (Sagawa et al., 2020)F 84.440.6 76.7+0.4 66.040.4 43.240.8 33.34+0.2 60.7
DANN (Ganin et al., 2016)‘\ 83.7+0.6 78.640.4 65.940.4 46.7+1.0 38.34+0.2 62.6
CORAL (Sun & Saenko, 2016)" 86.240.4 78.84+0.4 68.7+0.2 A47.7+1.0 41.540.1 64.6
Fishr (Rame et al., 2022) 85.540.5 77.840.2 67.840.2 47441 2 41.740.1 64.0
RSC (Huang et al., 2020)T 85.240.6 T7.140.4 65.540.6 46.640.8 38.940.3 62.7
SagNet (Nam et al., 2021)T 86.3+0.3  77.840.4 68.140.2 48.6, 40.340.1 64.2
Mixup (Yan et al., 2020)“ 84.640.5 T7.440.4 68.140.3 47.940.7 39.240.2 63.4
GGA (Ballas & Diou, 2025) 86.4, .4 78.7 406 67.040.4 48.541.1 44.4.0, 65.0
LFME (Chen et al., 2024) 85.040.5 78.440.2 69.1,4 5 48.340.9 42.140.1 64.6
RDI (Ours) 87.4105 78.210.7 69.91¢.2 48.7411 44.2 45 65.7

Table 2. Ablation on PACS. Std from 3 seeds per environment.
ERM-+g exhibits high variance (up to 3.9% on Sketch); RDI losses
reduce variance 3—4 X (Prop. 3.14). All variants use default hyper-
parameters; Table 1 reports tuned results.

Method A C P S Avg.
ERM 80.6+0.4 723106 97.110.3 70.011.0 80.0
ERM+g 84.342.9 745418 972405 744439 826
w/oDist. 86.9+0.3 79.540.4 97.9+04 8l.4409 864
w/oRate 86.04+0.3 81.311.7 97.840.4 80.8415 865
RDI 884110 815110 974105 8231;1 874

demonstrating spectral control under high intra-class di-
versity with 65 classes), and Terralncognita (48.7 %, de-
spite severe class imbalance and camera-trap artifacts). On
DomainNet (345 classes), RDI reaches 44.2% , competi-
tive with GGA and substantially above classical baselines.
Architecture-agnostic results (DeiT-Small, ConvNeXt-Tiny)
and robustness under low-data / class imbalance are in Ap-
pendices D.1, D.3, D.4.

4.4. Ablation Studies

Table 2 validates the necessity of each RDI component on
PACS.

Is the gain from the geometric projection head? To
isolate the contribution of the geometric projection head
g(+) from our rate-distortion objectives, we include an
ERM + g(-) baseline that uses the identical projection ar-
chitecture but disables both distortion and rate losses. The
gap between ERM + ¢g(-) (82.6%) and RDI (87.4%) demon-
strates that the performance gain cannot be attributed to the
geometric projection head alone; the rate-distortion objec-
tives are essential. We further verify this on four representa-
tive baselines (ERM, CORAL, VREx, IB_.ERM) with and
without identical projection heads in Appendix D.2, where
A ranges from —2.16% to +0.69%, confirming that the pro-
jection head provides no consistent boost across methods.

Component analysis. Removing the distortion term
(Ageo) degrades average accuracy by 1.0%, with the largest
drop on Art (—1.5%); removing the rate term (R) degrades
by 1.1%, with the largest drop on Sketch (—1.5%), support-
ing Proposition 3.14. The modest individual drops (~1%)
relative to the full gain over ERM + g (4.8%) reflect a shared
geometric regularization substrate: each term partially com-
pensates when the other is ablated, yet the full objective
consistently outperforms both single-term variants. Hyper-
parameter sensitivity is analyzed in Appendix C.3.

4.5. Analysis of Optimization Dynamics

We empirically verify that RDI’s joint objective consis-
tently drives representations toward the lower-left region
of the rate—distortion plane across all DomainBed bench-
marks. Despite dataset-specific operating regimes (e.g.,
PACS converges to lower complexity than OfficeHome), all
trajectories share this common convergence pattern. Full
trajectories and Pareto-front interpretation appear in Ap-
pendix D.5.3.

5. Conclusion

We revisited DG from a geometric rate—distortion per-
spective and introduced RDI, a principled framework that
extends rate—distortion theory to Grassmann manifolds
with a joint objective for subspace alignment and spec-
tral/volumetric control. We proved finite-sample stability
under bounded shifts and empirically validated RDI on Do-
mainBed, where ablations confirm the necessity of optimiz-
ing both terms.

Take-home. Effective DG requires shaping the geometry
of class-conditional subspaces—aligning them while con-
trolling their spectral complexity. RDI realizes this dual
principle through a single rate—distortion objective, bridging
information geometry, representation learning, and out-of-
distribution generalization.
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A. Additional Theoretical Analysis
A.1. Notation and Symbol Table

Table 3 summarizes the key notation used throughout this paper.

A.2. Motivation for the Rotation Model

The choice of bounded orthogonal rotations as the canonical perturbation model is motivated by three considerations:

1. Canonical decomposition: Linear algebra dictates that the geometric relationship between any two subspaces of the
same dimension is fully characterized by their principal angles—equivalently, a relative rotation in an appropriately
chosen basis. We therefore adopt the rotation model as a canonical and tractable parameterization of subspace
misalignment, analogous to the role of Procrustes alignment in shape analysis and rotational indeterminacy in factor
analysis.

2. Spectral preservation: Orthogonal transformations preserve eigenvalue structure, ensuring that signal eigenvalues and
eigengaps remain consistent across domains. This regularity facilitates finite-sample recovery analysis via Davis—Kahan
perturbation theory.

3. Analytical tractability: Rotations induce subspace misalignment (captured by Grassmannian distances) without
altering subspace dimension or introducing anisotropic scaling, enabling clean Fréchet mean guarantees.

A.3. Technical Remarks on Assumptions

Remark A.1 (Sufficiency of ;04 < 1/2). The bound &0t < 1/2 is a sufficient condition for Fréchet mean uniqueness,
not a necessary one. Uniqueness on the Grassmannian Gr(k, d) requires data to lie within a geodesic ball of radius less
than the injectivity radius 7/2. Since dgeo (QeUS, Qe UY) < (7/2)]|Qe — Qer|| 7, the condition d,o4 < 1/2 guarantees

dgeo < T /4—a conservative margin. In practice, uniqueness may hold under weaker conditions; d,,; < 1/2 is chosen for
analytical convenience.

Remark A.2 (Eigengap, sample complexity, and dimensional dependence). The eigengap ¢y and per-domain sample size n
interact through the Davis—Kahan bound: for sub-Gaussian data, da, (Ue.c, Ue.c) = O(L4/ %(1/5)) with probability

co

> 1— 4, where ﬁe,c = Q.U} denotes the population principal subspace of class ¢ in domain e. Meaningful recovery
requires ¢g > \/d/n. In high-dimensional settings, the rate term reduces operative dimensionality from d to deg < d,
making O(1//n) scaling practically achievable.

Remark A.3 (On the interpretation of “recovery”). The Fréchet mean U, represents the geometric consensus of domain-
rotated subspaces. When rotations are centered (small 1), U.~ U?. In general, U. may differ from U} by a global rotation,
but this is immaterial for classification: any consistent rotation can be absorbed by the linear classifier. The uniqueness
of the Fréchet mean is guaranteed under Assumption 3.5 when maxe o dgr(QUS, Qe UY) < m/4; see Afsari (2011) for
precise conditions.

Remark A.4 (On the optimization regularity assumption). Assumption 3.7 posits that the optimizer reaches a point where
the geometric distortion is within O(€p) of its minimum, with e, = O(1/4/n). This assumption is justified by several
considerations:

¢ Empirical observation: In practice, SGD with standard hyperparameters consistently reduces the geometric distortion
term, and the final values are comparable across random seeds.

* Landscape structure: The RDI objective combines a convex classification loss with geometric regularizers. While
globally non-convex, the loss landscape is empirically well-behaved near good solutions.

* Statistical rate: The O(1/+/n) rate matches the statistical estimation error for subspace recovery (Davis—Kahan),
suggesting that optimization error is dominated by statistical error in the large-sample regime.

This assumption is standard in the analysis of regularized empirical risk minimization and can be relaxed to eqpt = 0o(1)
without affecting the asymptotic guarantees.
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Table 3. Summary of notation and symbols.

Symbol Description

Sets and Spaces

Eiry e Training and test domain sets
D. Dataset from domain e
Gr(k,d) Grassmann manifold of k-dim subspaces in R¢
Fec Class-c feature distribution in domain e
Model Components
fo Feature extractor (backbone) with parameters 0
9o Projection head with parameters ¢
h Classifier head
Ue,c € R%*k  Population principal subspace of class c in domain e
Ue,c Empirical estimate of U, . from finite samples
Uem Rotated invariant subspace (Appendix): 0676 =Q.U}
Uz Invariant (ground-truth) semantic subspace for class ¢
U, Fréchet mean of population subspaces {Q.U*}cce
Cx RDI center for class ¢
Generative Model
Q. € O(d) Domain-specific orthogonal transformation
Ae Domain-specific linear transformation (general case)
z Latent semantic variable, z ~ A(0, A,)
€ Domain-specific noise, €, ~ N (0, %1)
A, Latent covariance (shared across domains)

Geometric Quantities
de:(U,V)  Grassmann distance (chordal or geodesic)

{0:}%, Principal angles between subspaces
My =U0UT Orthogonal projector onto subspace U
Ye,c Covariance of F, .
Loss and Risk Functionals
Aéce)o Geometric distortion (cross-domain alignment) for class ¢
Aggl Projection distortion (non-degeneracy)

R (F.) Per-class capacity-regularized rate (Eq. 12)

R(F) Aggregated rate term (Rényi-weighted)
v, Rényi risk functional for cross-class aggregation (Eq. 13)

~

Rere Empirical source classification risk

Model and Algorithm Parameters

k Subspace dimension (tuned via validation)
vy Overall RDI loss weight (fixed default)
Ageos Arec Geometric and projection distortion weights (tuned via validation)
B8 Rate term weight (tuned via validation)
Q Rényi risk aggregation order (tuned via validation)
T Capacity parameter, fixed to 7 = 1 by design (see Section 3.2.3)

Theoretical Quantities

Orot Bound on domain rotation difference

p Maximum geometric discrepancy to target
K(A) Condition number of matrix A

N Total number of samples (N = Mn)

n Number of samples per domain
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A.4. Scope and Limitations of Theoretical Analysis

This section elaborates on the scope and limitations of Assumption 3.5.

Assumption as analytical device. Assumption 3.5 establishes an analytically tractable regime for formal analysis, not a
necessary condition for method applicability. Real-world domain shifts often involve complex geometric transformations
beyond bounded orthogonal rotations.

Theory provides motivation and insight. The rotation instantiation guided our method design (Grassmannian geometry,
geodesic distances, rate control) and established recovery guarantees in an analytically tractable regime that captures the
essential structure of subspace misalignment.

Practice validates the core mechanism. Empirical validation (Appendix D.5) shows that RDI significantly reduces
cross-domain subspace misalignment compared to baseline features, with improvements correlating with generalization
performance. This demonstrates that the core geometric principle—balancing subspace alignment and spectral complexity—
operates effectively beyond the rotation instantiation. The rotation assumption provides analytical tractability for deriving
formal guarantees; the underlying rate—distortion mechanism governs a broader class of geometric perturbations.

Technical details of Assumption 3.5. The bound d,.; < 1/2 arises from the relation between Frobenius and geodesic
distances. For orthogonal matrices Q., Q.- € O(d) and any subspace basis U:

™
dchord(QeUa Qe’U) < ||Qe - Qe’”Fa dgeo < 5 'dchord-

Requiring dgeo < /4 (to guarantee unique Fréchet mean on Gr(k, d)) implies 6,o¢ < 1/2.

The signal eigengap condition A\;, > co > 0 ensures:

1. The top-k eigenspace of X, . coincides with the signal subspace Q. U;;

2. The Davis—Kahan perturbation bound yields a non-degenerate gap, enabling consistent subspace estimation at rate

O(/d/n/eo).

Dimensional dependence. The full bound in Theorem 3.10 scales as O(1/d/n) in the ambient dimension d. The stated
O(1/+/n) rate treats d as a fixed constant, which is standard when the feature dimension is determined by architecture choice
(e.g., ResNet-50 yields d = 2048). In practice, the rate term empirically concentrates the spectrum onto a low-dimensional
subspace, making the O(1/+/n) scaling predictive of observed behavior even when d is moderately large.

A.5. Extended Remarks on Methodology

This section provides extended discussion on several methodological aspects that were summarized in the main text for
space considerations.

Geometric interpretation of RDI decomposition. From a geometric perspective, the proposed RDI formulation de-
composes domain variation into two conceptually orthogonal degrees of freedom. The distortion term D controls the
directional variability of class-conditional representations across domains, which is naturally captured by the alignment of
their underlying feature subspaces. In contrast, the rate term ¢ regulates the scale or effective volume of representations
within each subspace, preventing domain-specific expansion. This geometric decoupling motivates modeling semantic
distortion on the Grassmann manifold, which captures subspace orientation, while enforcing rate control by regularizing the
covariance spectrum within each class-conditional subspace.

Grassmann distance as geometric surrogate. The use of Grassmann distance as a distortion measure should be interpreted
as a geometric surrogate rather than an exact rate—distortion measure in the classical Shannon sense. Proposition 3.3
establishes that Grassmann distance bounds projection distortion up to signal eigenvalue scaling: Ay, - d,, < AE < Ay - d&,,.
This bound shows that Grassmann distance captures the essential geometric structure of subspace misalignment, while the
eigenvalue-dependent constants reflect the signal strength in the underlying generative model. The surrogate interpretation is
important: we do not claim that Grassmann distance equals projection distortion, but rather that it provides a geometrically
meaningful and computationally tractable proxy that preserves the monotonic relationship required for optimization.
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Diagonal approximation for the rate term. The diagonal form of the rate term (Eq. 12) is motivated by, rather than
strictly derived from, the Rényi entropy objective. Although the learned features are not explicitly decorrelated, this
approximation follows standard practice in rate—distortion and information bottleneck literature (Alemi et al., 2017; Yu
et al., 2020), where diagonal surrogates have been empirically validated to preserve relative geometric ordering under mild
regularity conditions. The key theoretical justification is Hadamard’s inequality: log det 3, < >, log 0’3_’2—, which implies
that that the diagonal rate provides an upper bound on the full-covariance log-determinant objective. This upper-bound
property guarantees that minimizing the diagonal rate cannot increase the true spectral volume, preserving the essential
regularization effect.

Scale invariance of the capacity parameter. The capacity parameter 7 has units of inverse variance (702 is dimensionless).
When comparing across different backbones or feature dimensions, one should normalize features to comparable scales
(e.g., via batch normalization) before applying the rate term. With such normalization, 7 becomes effectively scale-invariant:
setting 7 to a value of the order of unity remains appropriate regardless of the backbone architecture, as batch-normalized
features typically have unit-scale variances. This design facilitates that RDI’s hyperparameters transfer across architectures
without extensive retuning.

Practical interpretation of generalization bounds. The two complementary bounds in Section 3.3 explain why RDI
achieves strong empirical performance in the high-dimensional feature regimes typical of modern deep networks. Under

batch normalization and weight decay, the aggregated rate R remains moderate (typically O(1)). Theorem 3.11 (MI-

based) then gives a \/ (CR+ C")/(Mn) complexity with R entering linearly. Corollary 3.13 (Rademacher) further
gives effective dimension deg < d through subspace projection, with empirical stable rank 3-5 for ResNet-50 on
PACS/OfficeHome (Ansuini et al., 2019), yielding sub-linear-in-d scaling in practice. This is consistent with the empirical
observation that RDI’s geometric alignment benefit is most pronounced on datasets (PACS) where class-conditional features
concentrate on low-dimensional subspaces.

A.6. Proof of Proposition 3.3
Proposition A.5 (Restated). Under the generative model with orthogonal domain transformations (A, € O(d)) and shared
A, consider a fixed class ¢ and domain e. Then:

1. Ue, € Gr(k,d) minimizes the expected reconstruction error By r, || f — Iy f|3 over U € Gr(k, d).

2. The cross-domain reconstruction error induced by projecting features from F, . onto U, . is a monotone function of
the principal angles between U, . and Ue .

Proof. Notation. Throughout this proof, U, . denotes the population principal subspace, i.e., the top-k eigenspace of X ..
Under the generative model with A, = Q. € O(d), we have U, . = Q.U when the eigengap condition holds.

Step 1: Optimality of the principal subspace. Under the signal-plus-noise model, the covariance admits ¥, . =
U(37C/\8,CU(IC + 021. The expected reconstruction error for any U € Gr(k,d) is tr(Z.,.) — tr(UTEQCU). By the Ky Fan
maximum principle (Fan, 1949), tr(UTZQCU ) is maximized when U spans the top k eigenvectors, establishing claim (1).

Step 2: Cross-domain error and principal angles. Let {Gi}le denote the principal angles between U, . and U, ., and let
G=U eT  Uer . with singular values cos 61, . . . , cos 6. The total reconstruction error when projecting onto subspace U is:

E(U) = Emf - HUfH%] = E[HUe,CZ - HUUe,czng] +U2(d - k) .
——

signal error noise error

The noise error o2 (d — k) is independent of the choice of k-dimensional subspace U, so it cancels in the cross-domain error
difference. The cross-domain projection captures

k
tr(UJ)cEeﬂcUegc) = tr(AE)CGTG) +ko? = Z \; cos? 0; + ko2,

i=1
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where )\, are eigenvalues in the principal-angle basis. The excess reconstruction error is thus
k k
A€ = Z Ai(1— cos? 0;) = Z \; sin? 6;.
i=1 i=1

For isotropic signals (A¢ . = Al}), this simplifies to AE = A}, sin? 6;. In general, )y, > sin?0; < AE <\ > sin? 6.

Since the projection distance on Gr(k, d) satisfies d2,; = >, sin? §;, and sin® @ is monotonically increasing in 6 € [0, 7/2],

claim (2) follows. O

Remark A.6 (Eigengap condition and Lipschitz surrogate). The monotonicity in Proposition 3.3 can be quantified under
an eigengap condition. Assume \g,(Xc..) — 02 > ¢o > 0 for all domains e, where Ay, is the k-th largest eigenvalue of the
signal covariance. Then the cross-domain reconstruction error satisfies

k
AE =X sin®0; + O(c?/d),

i=1

where A € [\, \1] is an effective eigenvalue. Consequently, the distortion is Lipschitz in Grassmann distance with constant
proportional to the signal strength, justifying the use of dg, as a geometric surrogate in subsequent bounds.

Remark A.7 (Signal scaling across domains). The shared A, assumption in the generative model means domain shift is
modeled as pure rotation without eigenvalue scaling. In practice, shifts such as contrast or illumination changes may induce
signal scaling (different SNRs across domains). This limitation is partially mitigated by the capacity-regularized rate term
R, (F.) (Eq. 12), which penalizes inflated variances and encourages spectral normalization. Thus, geometric distortion
addresses directional alignment while the rate term provides complementary scale control.

A.7. Rényi Entropy under Gaussian Approximation

Proposition A.8 (Rényi entropy of Gaussian distributions). Let z ~ N (u, ) be d-dimensional. For o # 1,

1 d loga
H,(z) = = logdet(27X) + — - .
(2) = 5 log det(2nX) + 5 - T =—
For fixed o, minimizing H,(z) is equivalent to minimizing log det 3.
Proof. The Rényi entropy of order « is defined as
Ha(2) = 1= log [ p(2)"d
al(2) = 0 z2)%dz.
I—a g | P

For z ~ N (11, X), we have p(2) = (2m)~%2(det £) /2 exp(—1 (2 — ) "7 (2 — p)). Thus
p(2)" = (2m) " (det B) =2 exp (=5 (= — ) 27N (z - ).

The integral evaluates to
/ p(2)* dz = (2m) 102 (det 0)1—0)/2¢=d/2,

Substituting into the definition:

1 (1—-a)d 11—« d 1 d loga
H,(z) = T [2 log(2m) + 5 logdet ¥ — 5 loga| = 3 log det(27X) + 5 1Toa
Since the second term depends only on « and d, minimizing H,, (z) over X is equivalent to minimizing log det . O

Remark A.9 (Interpretation of the Rényi order ). Different choices of the Rényi order « induce distinct geometric interpre-
tations on the space of probability distributions, while sharing a common minimizer under the Gaussian approximation.
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* a — 1 (Shannon / KL geometry): As o — 1, the Rényi entropy converges to the Shannon entropy H;(p) =
— [ p(2)log p(z) dz, provided the density p(z) is absolutely continuous with respect to Lebesgue measure and satisfies
the integrability condition [ p(z)|log p(z)| dz < oo (e.g., any distribution with bounded support or sub-Gaussian tails,
including the Gaussian case considered here). This limit corresponds to the Kullback—Leibler geometry on the space of
distributions. This regime weights probability mass uniformly on a logarithmic scale and is sensitive to local variations
in high-density regions.

* a = 2 (Collision entropy / L? geometry): For o = 2, the Rényi entropy reduces to the collision entropy Ha(p) =
—log [ p(2)2dz, which is closely related to an L? geometry on density functions. This functional emphasizes high-
density regions and penalizes overly concentrated distributions by measuring the probability of sample coincidence.

s a = % (Bhattacharyya / Hellinger geometry): For o = %, the Rényi entropy is intimately connected to the
Bhattacharyya coefficient and the Hellinger distance, inducing a square-root density geometry on the space of
probability distributions. This geometry emphasizes global overlap between distributions rather than peak density, and
penalizes broad, diffuse distributions more strongly than Shannon entropy.

Under the Gaussian assumption, all Rényi orders yield the same minimizer, as minimizing H,, (2) is equivalent to minimizing
log det 3. However, the induced geometries differ in their sensitivity to density structure, leading to distinct optimization
behaviors in practice.

Remark A.10 (Guidance on Rényi order selection). Deep representations often deviate from perfect Gaussianity. In such
settings, the choice of « allows for a trade-off between robustness and sensitivity:

* Robustness regime (o > 1): Higher orders (e.g., o = 2) emphasize high-density regions and down-weight outliers.
This is theoretically preferable for datasets containing label noise or significant domain artifacts.

* Consensus regime (o < 1): Lower orders (e.g., & € {0.5, 1}) provide broader coverage of the support. This is suitable
for clean datasets with high intra-class variability, where avoiding mode collapse is a priority.

In our experiments, we specifically investigate the discrete set & € {0.5, 1.0, 2.0}. These values are selected as representative
geometric anchors that span the theoretical spectrum defined in Remark A.9: covering the Hellinger distance (ov = 0.5),
Shannon entropy (o = 1) and Collision entropy (o = 2). We recommend selecting o from these anchors based on the
granularity and noise level of the target domain.

Capacity-regularized form and Gaussian channel interpretation. The raw log-determinant objective ), log o2,
diverges when any variance approaches zero, causing numerical instability during optimization. We address this by adopting
a capacity-regularized form:

d
1
Re(Fo) = 5> log(1+707; +¢), (16)
i=1

where 7 > 0 is a capacity parameter and € > 0 is a small constant for additional numerical safety.

This formulation admits a natural interpretation via Gaussian channel theory (Cover & Thomas, 2006). Consider a scalar
Gaussian channel with input signal variance o and additive noise variance 1/7. The channel capacity (mutual information
at optimum) is

1
I(X;Y) = 5 log(1+ T0?).

Thus, R, (F.) can be viewed as the average channel capacity across feature dimensions, where 7 controls the signal-to-noise
operating point.

Asymptotic behavior. The capacity-regularized form interpolates between two regimes:

2

c,i?

¢ High-variance regime (7'0'?’1» > 1): log(1 + TCT?) ;) ~logT +logo
up to constants.

recovering the original log-variance objective

* Low-variance regime (TUS,Z» < 1): log(1 + Taai) ~ 7'0'(2:’14, which provides a soft linear penalty that prevents the
objective from diverging to —oo.
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The parameter 7 thus controls the transition between these regimes: larger 7 increases sensitivity to variance differences,
while smaller 7 provides stronger regularization against near-zero variances.

Rényi risk aggregation and decision boundary stability. Instead of minimizing the simple arithmetic mean of per-class
rates, we employ a Rényi risk functional to aggregate the geometric objectives. This is motivated by the observation that
significant discrepancies in feature compactness (i.e., varying entropy scales) across classes can lead to unstable decision
boundaries. If one class exhibits significantly higher variance (entropy) than others, the optimization landscape becomes
dominated by this “diffuse” class, potentially causing the decision boundary to drift and encroach upon the manifolds of
more compact classes.

To formally address this, let { R.}¢_; be the per-class rates. The Rényi risk of order « is defined as:

C
1
_ 5(a) _
v, - 1logcg_1pc exp((a 1)]—20)7 (17)

where ﬁ&a) is the escort distribution derived from class priors. This functional acts as a Log-Sum-Exp smoothing operator

(controlled by «) that balances the contribution of each class to the total gradient.

Proposition A.11 (Properties of Rényi risk aggregation). The Rényi risk functional ¥, satisfies:
1. Asa — 1, ¥, — E[R,] (expected rate);
2. As a — 0o, ¥, = max. R, (worst-class rate);

3. Fora>1, ¥, is convex in {R.}.

Proof. Claim (1) follows from L’Hopital’s rule. Claim (2) follows from the fact that the exponential tilting concentrates on
the maximum value. Claim (3) follows from the convexity of the Log-Sum-Exp function. O

Practical implementation and geometric interpretation. For practical optimization, we use the first-order approximation
with sample-dependent weights w,. = nl =%

= Z?: niiaRc
R(F) = Zezplle e,
Zc:l e

This formulation allows « to regulate the relative margin and compactness trade-off between classes:

(13)

* « — 1 (Arithmetic Mean): Treats all classes equally (w. ~ 1). This is suitable when all classes naturally converge to
similar compactness levels and sample sizes are balanced.

e a>1(e.g., o = 2, Focus on Worst-Case): The aggregation approximates a max operator. It places higher gradient
penalties on classes with the largest rates (i.e., the most diffuse/hard-to-compress classes). In our implementation
(we x 1/n.), this setting upweights minority classes. Since minority classes typically exhibit higher geometric
distortion due to insufficient sampling, this weighting strategy forces the optimizer to strictly “tighten” these fragile
manifolds to prevent boundary encroachment.

* a <1 (eg., a = 0.5, Robust Consensus): This regime reduces the dominance of outliers or abnormally high-entropy
classes, focusing the optimization on the global consensus of geometric alignment. Implementation-wise (we X 1/7c),
this prioritizes classes with sufficient samples (robust statistics), preventing noisy estimates from rare or outlier classes
from destabilizing the learned feature space.

A.8. Justification of the Diagonal Approximation

We justify the diagonal approximation used in the rate term (Eq. (12)).

20



Geometric Rate-Distortion Invariance for Domain Generalization

Relation to the full covariance objective. The ideal rate objective under the Gaussian approximation is log det 3., which
captures the full spectral volume of class-conditional features. Let 3. have diagonal entries O’ii = [¥.)«. By Hadamard’s
inequality,

d
logdet 3. < Z log O’ii, (19)
i=1
with equality if and only if 3. is diagonal.

The capacity-regularized diagonal rate R, (F.) = é > log(1 + TO'(Q:J + ¢) inherits this upper-bound property in the
high-variance regime. Specifically, when Taai > 1 for all ¢:

1 1 1
R (F.) =~ 7 Z log(to2;) =log 7 + p Z log crii >logT+ P log det 3.

Thus, minimizing R, (F,.) provides an upper bound on minimizing the normalized log-determinant é log det 3.

Approximation gap under bounded condition number. Under bounded condition number x(X.) < K, the gap between
diagonal and full covariance objectives satisfies

d
0< Zlog 03’1- —logdet X, < d(logd + log K). (20)
i=1

This gap is moderate when off-diagonal correlations are weak or the condition number is bounded, both of which are typical
in well-regularized networks with batch normalization.

Information-geometric interpretation. From an information-geometric perspective (Amari, 2016), the Fisher information
matrix Z(6) defines the Riemannian metric on the statistical manifold of parametric distributions. Under the Gaussian model
Ze ~ N (e, X.), the Fisher information with respect to the mean parameter satisfies:

[Zulis = 15215

The diagonal approximation [Z,,];; = 1/02; corresponds to selecting a coordinate system in which the metric tensor is
diagonal—i.e., a locally orthogonal coordinate chart on the statistical manifold.

This approximation has a natural interpretation: each feature dimension is treated as an independent statistical direction, with
its own curvature determined by the inverse variance. Directions with large variance (small Fisher information) correspond
to “flat” directions on the manifold where the distribution is insensitive to perturbations—precisely the nuisance directions
that the rate term aims to suppress.

Computational efficiency. The diagonal approximation reduces complexity from O(d?) (full covariance eigendecomposi-
tion) to O(d) (per-coordinate variance computation), enabling efficient per-iteration updates during training. Combined with
exponential moving average (EMA) estimation of variances, this yields a computationally tractable objective that scales to
high-dimensional feature spaces.

Capacity parameter 7 and operating point selection. The capacity parameter 7 in Eq. (12) controls the sensitivity of
the rate term to variance differences:

2

c,t

* Large 7: The rate term behaves like log o
instability for near-zero variances.

strongly penalizing high-variance directions but potentially causing

e Small 7: The rate term behaves like TO’ii (linear in variance), providing gentle regularization but reduced sensitivity to
spectral structure.

* Moderate 7: Balances sensitivity and stability, with the transition occurring around af’ =1/
Given that batch normalization typically standardizes feature variances to be near unity, selecting 7 of the order of unity

naturally aligns the transition point 1/7 with the intrinsic scale of the features. This theoretical alignment promotes robust
regularization without the need for extensive hyperparameter tuning across different architectures.
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A.9. Full Statement of Generalization Bound

Theorem A.12 (Generalization Bound — Full Statement). Let 0 minimize Eq. 15 over M source domains with n samples
each (so the total sample size is N = Mn). Assume:

(i) The loss € is L-Lipschitz and bounded: { € [0, By|;
(ii) Assumptions 3.5-3.8 hold;

(iii) The target domain t satisfies max. . dar(Us,c, Ue,c) < p.

Note that condition (iii) involves population subspaces U, . and U, ., which are not directly observable. In practice, p can
be estimated via leave-one-domain-out validation (see Remark A.16). Then, with probability at least 1 — 6,

Ri(0) < Rore(0) + L/ Amax(A2) - (Dgeo(8) + p)

R0 log(2
+L6res+Be\/Cl F(6) +]\5fl+ o8 /5),

where Ageo = m Yo Ze;ﬁe’ dcr(Ue,c, Uer o) is the normalized average geometric distortion (ensuring scale
consistency with p), and R = R(F) is the aggregated rate (Eq. 14).

The constants are:

log(1 + K) )

log(1+7) /’

Cy = dlog(2me/T) + 2log C + O(1),

ol :2d(1+

with K the condition number bound and T the capacity parameter. When 7 = O(1), C = O(1), and d = O(log(M/9)),
the bound simplifies to O(Bg\/(clf% + log(M/6))/(Mn)).

A.10. Proof Sketch of Theorem 3.10

Proof Sketch. We outline the main arguments underlying the alignment and recovery guarantees.

Notation. We distinguish three types of subspaces: (i) U the invariant semantic subspace (ground truth); (ii) (}e,c = Q.U
the population principal subspace in domain e (rotated ground truth); (iii) U, .: the empirical estimate from finite samples.
Step 1: Population covariance and identifiability.

Under the generative model f. . = Q.U z + €., the population covariance of class c in domain e is
See = QUN(UN) QL +0°T = U AU/ + 071,

where U, . = Q.U € Gr(k,d). The eigenvalues of ¥, . are {\1+02, ..., \p+02,02,...,02}, where \; > --- > A\ >0
are the signal eigenvalues. The top-k eigenspace of 3. . coincides with Ue,a if and only if A\, + 02 > 02, i.e., \p > 0. The
relevant eigengap for the Davis—Kahan theorem is (\;, + 02) — 0> = \j. Under Assumption 3.5, we require A\, > co > 0,
ensuring a well-separated eigengap.

Thus, at the population level, each domain admits a well-defined class-conditional principal subspace that is a rotated version
of the invariant semantic subspace U.

Step 2: Finite-sample subspace estimation.

Let TAJE’C denote the empirical top-k eigenspace obtained from n samples in domain e. Standard concentration results for
sub-Gaussian random vectors imply
e = Secllor =0(y/£)
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with high probability. By the Davis—Kahan sin © theorem, with eigengap A, > ¢, this yields

dGr(Ue,ca Ue,c) = 0(1 i) )

Co

establishing consistent estimation of each rotated subspace.

Step 3: Alignment induced by the RDI objective.

Under Assumption 3.7, the optimizer reaches a point where the geometric distortion Ageo is within €,p¢ of its minimum. The
RDI objective includes a geometric distortion term that penalizes pairwise Grassmannian distances between class-conditional
subspaces across domains. While the objective does not enforce exact equality of subspaces, any minimizer will balance
projection fidelity with cross-domain geometric consistency.

Consequently, at an RDI minimizer, the learned subspaces {U e, } concentrate around a common Grassmannian neighbor-

hood, satisfying
dGr(Um, (A]egc) = O(\/g + eopt) foralle, e’

This establishes the alignment claim.

Step 4: Recovery of the invariant semantic subspace.

Under Assumption 3.5, the domain rotations {Q.} satisfy max, ./ |Qc — Qe ||F < 010t < 1/2. By the norm relations
dehord < [|Qe — Qer||F and dgeo < (7/2) - denord, all rotated subspaces {Ue,c = Q.UZ} lie within a geodesic ball of radius
at most (7/2)dy0t < /4 on Gr(k, d), guaranteeing that the Fréchet mean exists and is unique (Afsari, 2011). Under this
condition, the Fréchet mean of the population subspaces {Ue,c} recovers the invariant subspace U} when rotations are
centered (|| 7 >, Qe — Illp < m): dae(Ue, UZ) = O(n). In the general case, all U, converge to a common U.; the global
offset is absorbed by the classifier.

To extend to multiple domains, we apply a union bound over all M (M — 1)/2 pairwise distances. By standard sub-Gaussian
concentration inequalities, with probability at least 1 — &,

A klogd + log M + log(1/6
maxdGr(Ue’c’U:) _O<\/ ogd + log + Og( / )) )

n
When the number of domains M and the subspace dimension & are treated as fixed constants, this simplifies to O(1/4/n),
establishing recovery of the invariant semantic subspace up to estimation error.

O

Remark on dimensional dependence. The above bounds scale as O (\ /d/ n) in general. When the ambient dimension d
is treated as a constant, this simplifies to O(1/+/n), as stated in Theorem 3.10.

A.11. Proof Sketch of Theorem 3.11

Theorem A.13 (Restated). Let 6 be a minimizer of the RDI objective (Eq. 15) over M source domains, with n samples per
domain (total N = Mn). Assume (i) the loss { is L-Lipschitz and bounded in [0, By, (ii) Assumptions 3.5-3.8 hold, and
(iii) the target domain t satisfies maxe . day(Uc, Ue o) < p. Then, with probability at least 1 — 0:

A ) C-R(@) + C" + log(2/8
Ri(0) < Rexe(®) + L/ Amax(A2) - (Ageo(8) + p) + Lores + Bz\/ (0 )+Mn+ og(2/ >,

where Ageo = Wl—l)c Yoc 2eper Aar(Ue,e, Uer ) is the normalized average geometric distortion, C' = 2d(1 + log(1 +
K)/log(1+ 7)), and C' = dlog(2me/T) + 2log |C| + O(1).
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Proof Sketch. We outline the main arguments underlying the target risk bound, highlighting the distinct roles of geometric
alignment and statistical complexity.
Step 1: Decomposition of target risk.

For any hypothesis h = g o fy, the target risk admits the decomposition
Rt(h) = 7?'src(h> + [Rt(h> - Rsrc(h>}7

where the second term captures the effect of domain shift. Controlling this discrepancy is the central challenge in domain
generalization.
Step 2: Geometric control of domain discrepancy (detailed).

We bound |R¢(h|c) — R.(h|c)| for class ¢ using properties of the class-conditional feature distributions. For features
f ~ Fe . with covariance X ., the class-conditional risk depends on the feature distribution’s geometry.

Under the L-Lipschitz assumption on the loss and bounded features (Assumption 3.8):
|Rt(h|6) - Re(h‘cﬂ S L- W2(ft,cv-7:e,c)7

where W5 denotes the 2-Wasserstein distance.

Under the generative model, the Wasserstein distance between class-conditional distributions can be bounded by their
subspace geometry. For zero-mean Gaussians, the 2-Wasserstein distance is given by the Bures metric on covariance matrices:

W2(N(0,%1), N (0,55)) = tr(S1 + o — 2(51/25,51/%)1/2). When covariances are concentrated on k-dimensional
subspaces Uy, Us with signal strength A ,, this reduces to a function of principal angles. Specifically:

W2(]:t7ca]:e,c) S V )\max(Az) - dGr(Uua Ue7c) + 6res;

where the first term captures subspace misalignment and é,.s bounds the residual error outside the principal subspaces
(Assumption 3.6).

Aggregating over classes and source domains yields

|Rt(h) - Rsrc(h)‘ S L V )\max(Az) . (Agco(h) + P) + L(srcsv

where Ageo measures normalized source-domain misalignment and p bounds the source-to-target geometric discrepancy.

Step 3: Statistical complexity — two proof routes.

We establish complexity control via two complementary routes.

Step 3a (MI-based bound, used for Theorem 3.11). We apply the information-theoretic generalization framework of Xu &
Raginsky (2017) as an alternative to covering number arguments. Let S = {(z;, v;) }27 be the training data and W = 6 the
learned parameters. For (By/2)-sub-Gaussian losses:

- BZI(S; W)
IE:S,W [Rsrc(hW) Rsrc(hW)] > oMn

The key step is bounding I(S; W) via the rate term. By chain rule: I(S; W) < I(S;Z)+I1(S;W|Z), where I(S; W|Z) =
O(1) for regularized training (Pensia et al., 2018). Further decomposing: I(S;Z) = I(X;Z)+ 1(Y; Z|X) < I(X;Z) +
log |C|. The interaction information satisfies I(X; Z;Y) = I(X;Y) — I(X;Y|Z) < H(Y) < log|C|. This looseness only
affects the additive constant C’, not the rate-dependent term.

Using the Gaussian approximation for Z|Y = c and partitioning eigenvalues into small (0> < 1/7) and large (02 > 1/7)
sets:
I(S;W) < C- R(0) + ",
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where C = 2d(1 + log(1 + K)/log(1 + 7)) and C' = dlog(2we/T) + 2log|C| + O(1). The two log|C]
terms arise from /(Y; Z|X) and the interaction information bound. Substituting this MI bound back yields the

\/(C’E + C’ +1og(2/6))/Mn complexity term in Theorem 3.11, linear in R.

Step 3b (Rademacher complexity, used for Corollary 3.13). The rate term in the RDI objective constrains the spectral

volume of feature representations. In particular, under the Gaussian approximation, the empirical aggregated rate R = R(F)
(Eq. 14) with per-class rates R. = R, (F.) (Eq. 12) upper bounds the normalized log-determinant of the feature covariance
in the high-variance regime, via Hadamard’s inequality (see Appendix A.8). The capacity-regularized form provides
numerical stability while preserving the essential spectral control property.

To formalize the capacity control, we establish a covering number bound. Let W denote the final linear classifier with
[[W]|r < B, and assume the feature map fp is L ;-Lipschitz.

We first relate the || - ||oo-covering number to the || - ||2-covering number. For a hypothesis class H of functions mapping to
RC (with C classes), standard norm equivalence yields

log N (e, H, || - loc) < logN'(e/VC, H, || - |l2)-

For the || - ||2-covering number of linear classifiers composed with Lipschitz feature maps, standard covering number
arguments for linear classifiers give

C- B>

log N (e/VOH. |- [l2) € —5— - tx(D).

Combining these two inequalities, and absorbing C' into the constant (since C' is fixed), we obtain

272
B*L?
€2

log N'(€6, 1, || - [lo) < - tr(%0).

We now bound tr(X) in terms of R. Under Assumption 3.8 (bounded condition number (%) < K),
d
tr(B) =Y A < d-Amax = £(D)  Amin < d- K - Ain.
i=1
It remains to bound A.i,. By the AM-GM inequality applied to eigenvalues,
d 1/d
Amin S (H )\L) - (det E)l/d.
i=1

To connect with the capacity-regularized rate R, (Eq. 12), we establish the following bound. For any « > 0, we have the
identity

logz = log(1 + 7z) + log T me.

Since 72

< % for all z > 0, we obtain log 7% < —log 7. Applying this with z = 0(2:71- and summing over coordinates:

d d
> logo?, < > log(l+702,) —dlogT = dR.(F,)—dlogT.
i=1 i=1

Combined with Hadamard’s inequality (Eq. 19 in Appendix A.8):

d
logdet ¥, < » logo?, < dR,(F.)—dlogr.

i=1
Aggregating via the Rényi-weighted rate (Eq. 14) yields logdet X < dR —d log 7. Therefore,

(det )M/ = exp((logdet X)/d) < %exp(]%b).
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Combining these inequalities yields
1 ~
Amin < (det )4 < = exp(R),
T

and therefore

dK =
tr(¥) < d- K- Apin < — exp(R)
Plugging into Dudley’s entropy integral yields
R(0
51,00) = 0 /220

While this dependence on ]A? is exponential and thus looser than Step 3a, the route exposes tight d-dependence: under
bounded rate R = O(1) (e.g., via batch normalization), this simplifies to O(+/(k log d)/n), giving the effective dimension

reduction deg = k + log d < d of Corollary 3.13.
Step 4: Combining the bounds for Theorem 3.11.

Applying the information-theoretic generalization framework (Xu & Raginsky, 2017) with the bound from Step 3a, and
combining with the geometric discrepancy control from Steps 1-2, yields

Rt (é) < ﬁsrc (é) + L\/ )\max(Az) : (Ageo(é) + p) + Léres + B@\/C : R(Q) +A3;+ 10g(2/6)7

which completes the proof sketch. O

Remark A.14 (Comparison between MI and Rademacher routes). The two routes used in our analysis offer complementary
strengths: (i) ﬁ-dependence: Step 3a (MlI-based) yields 4/ Jc%/ n, linear in 1/1\_2; Step 3b (Rademacher) yields exp(f%) /n,

exponential in R. (ii) d-dependence: Step 3a’s constant C' = 2d(1+log(1+ K)/log(1+7)) is linear in d (with logarithmic
dependence on condition number K and inverse-logarithmic dependence on 7); Step 3b, exploiting subspace projection,
gives deg < d, empirically validated by stable rank measurements (3—5 for ResNet-50 on PACS/OfficeHome) (Ansuini

et al., 2019). Under batch normalization, R = O(1), the Rademacher route’s exponential becomes O(1), allowing both
routes to give sub-linear-in-n scaling, with Rademacher providing tighter d-dependence.

Remark A.15 (Gaussianity as a tractable proxy). We adopt Z|Y = ¢ ~ N(uc, %) to obtain closed-form entropy
expressions. This approximation is motivated by: (i) Central limit effects: Deep network features aggregate many nonlinear
transformations, inducing approximate Gaussianity (Neal, 1996); (ii) Self-consistency: The RDI objective directly penalizes
log det 3. via the rate term; (iii) Robustness: For sub-Gaussian distributions, differential entropy satisfies the same scaling
up to constants.

Remark A.16 (On the target-domain discrepancy p). The quantity p = maxe . dgy(Ut,c, Ue,c) involves the unseen target
domain and is not directly computable. However, p can be bounded empirically via leave-one-domain-out validation: treating
each source domain as a held-out “pseudo-target” yields an upper confidence estimate. The bound degrades gracefully with
p; when the target domain is drastically different (e.g., infrared images vs. natural photos), p may be large and the bound
loose—reflecting the fundamental difficulty of generalizing to distant domains.

A.12. Proof of Proposition 3.14

Proposition A.17 (Restated). Consider an ablated objective obtained by removing the aggregated rate term R(F) (Eq. 14)
from the RDI objective (Eq. 15), even when feature norms are bounded (|| f||2 < B). There exist representations achieving:
(i) perfect geometric alignment Ay, = 0; (ii) bounded feature norms; yet (iii) arbitrarily ill-conditioned class covariances
k(X.) — oo. Consequently, standard norm-based regularization (e.g., weight decay) is insufficient; explicit spectral rate
control is necessary.

Proof. We provide an explicit construction demonstrating that geometric alignment combined with bounded feature norms
does not control the conditioning of class covariances.

26



Geometric Rate-Distortion Invariance for Domain Generalization

Construction. Fix a k-dimensional subspace U € Gr(k,d) shared across all domains and classes, ensuring Age, = 0.
Define features as f = Uz where z = (21, ..., 2;) " € RF with:

z1 ~ Uniform[—1,1], Var(z1) =1/3,
2; ~ Uniform[—e, €] fori > 2, Var(z;) = ¢2/3,

where € > 0 is a free parameter.

Verification of conditions.
(i) Perfect alignment: All domains share the same subspace U, s0 dg;(Ue,c, Uer ) = 0 for all e, €/, yielding Age, = 0.

(ii) Bounded norms: Since U has orthonormal columns,

Ifllz = ||zl < 1+ (k- 1) < Vk = B.

Thus all features satisfy ||f||2 < B uniformly.

(iii) Ill-conditioned covariance: The covariance in the latent space is
s 1 €2 €2
Cov(z) = dlag(g7 Sreees g),
with eigenvalues A\pax = 1/3 and Apin = €2/3. The condition number is

)\max ]' €

Geometric interpretation. The construction places all features in an extremely flat ellipsoid: the variance along the z;
direction is O(1) while variances along other directions are O(e?). As ¢ — 0, features concentrate on a lower-dimensional
submanifold while remaining norm-bounded.

Why weight decay is insufficient. Weight decay constrains classifier weights ||W||p < Byy, but when class covariances
are ill-conditioned: (i) signal along small-eigenvalue directions is dominated by noise; (ii) the classifier is forced to amplify
these directions with large weights to extract signal; (iii) this amplification makes predictions sensitive to noise, degrading
generalization. Formally, for a linear classifier h(f) = W T f, the signal-to-noise ratio along direction v scales as \/\,.
When Apin — 0, robust classification becomes impossible regardless of ||| .

Why spectral rate control is necessary. The rate term R (F.) = 5 >, log(1 + 707 ;) penalizes both excessively large
and imbalanced eigenvalues. Minimizing R, while maintaining projection fidelity (via A,¢.) encourages balanced spectral
profiles where no eigenvalue is negligibly small. This prevents the pathological ill-conditioning exhibited in the construction
above. O

Remark A.18 (Comparison with prior constructions). The classical argument shows that unbounded variance leads to
unbounded Rademacher complexity. Our strengthened construction shows that even with bounded norms, geometric
alignment alone permits arbitrarily poor conditioning—a subtler failure mode that weight decay cannot address. The rate
term R, directly regularizes the eigenspectrum, providing control that neither geometric alignment nor norm constraints can
achieve alone.

B. Synthetic Data Experiments

These synthetic experiments validate the geometric and information-theoretic behavior of RDI under controlled conditions,
complementing the real-data evaluations in the main text.

B.1. Data Generation Protocol

We employ a standard factor model for multi-domain subspace learning, following the probabilistic PCA framework (Tipping
& Bishop, 1999):
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1. Ground Truth: A latent invariant subspace U* € Gr(k, D) is sampled uniformly from the Grassmannian via QR
decomposition of a D x k random Gaussian matrix (Edelman et al., 1998).

2. Domain Shift: Each domain e has a rotated subspace U, = exp« (0. Ve) obtained by geodesic rotation of U* by angle
0. along a random tangent direction V. € Ty« Gr(k, D), following standard subspace perturbation models (Stewart &
Sun, 1990).

3. Observations: Data are generated as z = s - zU,| + oe where z ~ N(0, I;,) and e ~ N(0, Ip). The scale s, controls
domain-specific signal strength.

This setup provides explicit control over geometric discrepancy (via 6.) and statistical heterogeneity (via s.), enabling
targeted validation of our theoretical claims. Unlike classification-focused benchmarks (Aubin et al., 2021), our protocol
directly tests subspace recovery on the Grassmann manifold, which aligns with the geometric nature of RDI.

Parameter Ranges. Across all synthetic experiments: D € [32,128], k € [4,10], E € [3,5], . € [0°,140°], o €
[0.03,0.1], and n. € [500,2000] samples per domain. Lower dimensions are used for grid search experiments; higher
dimensions for robustness tests. All results report mean = std over 5-10 random seeds.

B.2. Experiment A: Robustness to Domain Rotation

Figure 4 examines how subspace recovery degrades as domain rotation increases.

Setup. Three domains are generated with symmetric rotations {—6, 0, +6} around the ground truth U*, with equal
variance across domains. We sweep 0, from 0° to 60°.

Results. Joint optimization (Ours) maintains consistently higher affinity x with U* across all rotation angles. The gap
widens as 6,5 increases, demonstrating that combining geometric and projection objectives provides robustness to larger

domain shifts. Both ablations (W/o Age, and w/o A,c.) degrade more rapidly, confirming that neither objective alone
suffices.
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Figure 4. Subspace affinity under increasing domain rotation. Joint optimization (Ours) consistently recovers subspaces closest to
ground truth U™, with the advantage growing as rotation angle increases. Results averaged over 5 random seeds.

B.3. Experiment B: Conflicting Bias Scenario
Figure 5 presents a more challenging scenario where geometric and statistical biases conflict.

Setup. We use D = 50, k = 5, F = 3. In the symmetric scenario, domains have equal variance with rotations
6. € {—30°,0°,430°}. In the asymmetric scenario, we construct a configuration where geometric and statistical biases
conflict:
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Domain 0.  Scales. Samples n.
1 (dominant)  15° 8.0 400
2 50° 1.5 150
3 75° 1.0 100

This creates a tension:

* Pooled PCA (w/o Ag,): Biased toward Domain 1 (high variance, many samples), ignoring geometric consensus.

¢ Fréchet mean (w/o A,..): Treats all domains equally, potentially overfitting to unreliable subspace estimates from
Domains 2-3.

Results. Panel (a) compares two metrics—geometric distance (Age,) and projection error (A,e.)—under symmetric and
asymmetric scenarios. In the symmetric case, all methods perform similarly. In the asymmetric (conflicting) case, each
ablation excels on its own objective but fails on the other, while Joint achieves balanced performance on both.

Panel (b) visualizes the trade-off curve as Ageo/Arec Varies. The curve traces a Pareto front between geometric alignment
and projection fidelity. Neither extreme (A — 0 or A — 00) achieves the best overall recovery, empirically validating the
necessity of balancing both objectives.

@) (b)

T T T v
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W/0 Dgeo Joint W/0 Arec 0.00 0.05 0.10 0.15 0.20 0.25 0.30
Reconstruction Error

Figure 5. Dual-metric evaluation under conflicting biases. (a) Geometric distance and projection error across methods. Joint
optimization avoids the “specialization” trap of ablations. (b) Trade-off curve: optimal subspace recovery requires intermediate Ageo / Arec
values.

B.4. Experiment C: Necessity of Rate Control

Figure 6 validates Proposition 3.14 by demonstrating that successful alignment does not guarantee well-conditioned
representations.

Setup. We use D = 32, k = 4, E = 3 with rotations 6, € {0°,25° 50°} and n. = 400 samples per domain. We
construct a “hostile” scenario where domain covariances differ substantially despite sharing a common invariant subspace.
Specifically, we introduce a hostility parameter £ € [0, 1] that controls cross-domain covariance heterogeneity: at £ = 0, all
domains share identical covariance structure; at ¢ = 1, one domain has amplified variance along certain directions (scale
factor s; = 5), creating tension between alignment and spectral health. We compare two methods:

 w/o R: Alignment objective only (geometric distortion minimization).

» w/ R (RDI): Full objective with rate control.

Results. Panel (a) shows the condition number #(3) of learned representations. Under friendly conditions, both methods
achieve low k. However, as hostility increases, w/o R suffers spectral collapse (x ~ 15), while w/ R maintains well-
conditioned covariances (x ~ 1.5)—a 10x improvement.
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Panel (b) shows that both methods achieve comparably low alignment error across all hostility levels. This confirms the core
claim of Proposition 3.14: alignment can succeed while spectral health fails. Theoretical analysis and empirical evidence
thus jointly indicate that rate control is necessary, not merely beneficial, for robust representation learning.

(a) (b)
FT T T T T T T T T T T T
—_ [ w/o R ] 0.028 | =M= w/oR i
2 | —A— W/ R (RDI) I + w/ R (RDI)
E | \I\.\.\.\. 2 0.026 4
X =
2 100 xgap | 0.0241 .
- 4 +
z i 15 o022} .
o L 18
3 IS
= I 1.2 0.020 | i
= I 1<
8 0.018 - 4
10° I I I I 1
0.0 0.2 0.4 0.6 0.8 1.0 0.0 0 2 0 4 .0
Assumption violation level Assumption Vlolatlon level

Figure 6. Necessity of rate control under hostile conditions. (a) Condition number x(X): w/o R degrades severely as assumption
violations increase, while w/ R remains stable. (b) Alignment error: both methods succeed, confirming that alignment alone is insufficient.
Results averaged over 5 random seeds.

B.5. Experiment D: Domain Efficiency in Subspace Recovery

Figure 7 examines how the number of source domains M affects invariant subspace recovery, providing direct empirical
validation of RDI’s domain efficiency.

Setup. We use the same protocol as Appendix B.1, sampling source domains M € {2,3,4,5,6,8} with controlled
rotational shifts around a fixed ground-truth invariant subspace U*. For each M, we train ERM, CORAL, and RDI on the
M source domains and evaluate the recovered subspace U via the Grassmann distance dGr(U U*) (lower is better). Results
are averaged over 5 random seeds per configuration.
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Figure 7. Invariant subspace recovery vs. number of source domains. Grassmann distance from recovered subspace U to ground-truth
U™ (lower is better), as a function of the number of source domains M. RDI achieves consistently lower Grassmann distance than ERM
and CORAL across all M > 3, with markedly narrower variance bands. Shaded bands show +1 standard deviation across 5 random
seeds.

Results. Three patterns emerge:

* Consistent recovery quality. RDI achieves the lowest Grassmann distance across all M > 3, with the margin over
ERM and CORAL preserved as M varies.
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* Domain efficiency. RDI requires substantially fewer source domains to reach a given recovery quality. RDI with
M = 3 matches ERM with M = 5 to 6, and RDI with M = 4 matches CORAL with M = 5.

« Stability. RDI exhibits the narrowest variance bands across all M, indicating that the geometric rate—distortion
objective yields more stable subspace estimates than purely statistical alignment (CORAL) or unregularized empirical
risk (ERM).

Interpretation. This experiment provides direct evidence for the theoretical motivation in Section 3.3: by explicitly
minimizing Grassmann distances between class-conditional subspaces, RDI converges to the underlying invariant geometry
more efficiently than methods relying on second-order statistical alignment. The domain-efficiency advantage suggests that
the geometric formulation extracts shared structure from limited domain diversity more effectively, which is consistent with
RDI’s strong performance on real-world benchmarks where the number of available source domains is necessarily small.

B.6. Effective Dimension under Rényi Order Variation

Figure 8 illustrates how the Rényi order o modulates effective dimensionality.
Definition. The effective dimension is dgg) = exp(H,) where H, is the Rényi entropy of normalized eigenvalues.

Interpretation. As « increases, d((;‘f) decreases monotonically: o — 0 counts support size, « = 1 yields perplexity
(Shannon), o = 2 gives the participation ratio, and o — oo reflects max-eigenvalue dominance. This justifies using a > 1
in the rate term to emphasize compression of high-variance directions.
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Figure 8. Effective dimension vs. Rényi order. (a) Power-law eigenvalue spectrum. (b) di‘é) transitions from support counting to
max-eigenvalue dominance as « increases.

C. Implementation Details
C.1. Geometric Projection Head Architecture

As discussed in Section 4.2, we introduce a geometric projection head g(-) to map backbone features into a compact space
where our geometric objectives are applied. The projection head consists of a 2-layer MLP. For the ResNet-50 backbone
used in our main experiments:

g9(f) = BN (Linear1024ﬁ512 (Dlropouto3 (ReLU (BN (Linear204g%1024 (f)) ) ) ) ) ,

where BN denotes batch normalization. For other backbones, the intermediate and output dimensions are scaled proportion-
ally to the backbone’s feature dimension d. This architecture is lightweight (~2.6M parameters) compared to the ResNet-50
backbone (~23M parameters).
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Table 4. Hyperparameter configuration for RDI (ResNet-50 backbone). Search ranges and fixed values used in main experiments with
ResNet-50. All selections follow the DomainBed training-domain validation protocol.

Hyperparameter Symbol Search Range Default / Notes
Geometric projection head g(-)
Hidden dimension - - 1024 (fixed)
Output dimension d, - 512 (fixed)
Dropout rate - - 0.3 (fixed)
RDI-specific hyperparameters
Subspace dimension k {8, 16, 32,64, 128} -
Overall RDI loss weight ¥ - 0.5 (fixed)
Geometric distortion weight Ageo {0.1,0.2,0.3,0.4,0.5,0.6} -
Projection distortion weight Arec {0.1,0.2,0.3,0.4,0.5,0.6} -
Capacity parameter T - 1.0 (fixed)
Rényi order e {0.5,1.0,2.0}
Warm-up iterations Tw - 500 (fixed)
Rate term weight B ppuniform(=1,0) -
EMA momentum LEMA {0.85,0.90,0.95} -

Training hyperparameters

Learning rate n 1Quniform(=5,-3.5) -
Batch size per domain - uniform(3,7) -
Weight decay Awd 1guniform(=5.0,-2.5) -
Dropout - {0,0.1,0.5} -
Total iterations Tinax - 5000 (15000 for DomainNet)

Design rationale. The projection head is a statistical prerequisite for the class-conditional spectral analysis at the core
of RDI, not merely an architectural choice for added capacity. A non-degenerate empirical class-conditional covariance
Y . € R4 requires at least n. . > d samples to be full rank, and well-conditioned spectral estimation typically requires
Ne,c > 10d. Modern deep backbones produce feature dimensions in this challenging regime: d = 384 for DeiT-Small,
768 for ConvNeXt-Tiny, and 2048 for ResNet-50, all of which we evaluate (Appendix D.1). For any of these backbones,
the well-conditioned threshold demands thousands of samples per (domain, class) bucket. No standard DG benchmark
comes close. The average per-bucket sample count across DomainBed datasets ranges from roughly 60 (OfficeHome:
15,588 images / 4 domains / 65 classes) to roughly 620 (Terralncognita), with PACS (~357), DomainNet (~283), and
VLCS (~536) in between. Against ResNet-50 (d = 2048), all benchmarks fall short of even the bare-rank threshold;
against the smallest backbone we evaluate (DeiT-Small, d = 384), only Terralncognita marginally exceeds it, and all
fall short of the well-conditioned threshold by an order of magnitude or more. Consequently, the empirical covariance is
severely rank-deficient: at most min(n. ., d) of d possible directions carry signal, with the remaining dimensions reflecting
estimation noise. Two consequences follow: (i) the top-k eigenspace estimate is dominated by sampling noise rather than
signal, destabilizing the Grassmannian alignment objective; and (ii) the rate term R, (F.) = é > log(1+ Toii +¢e)is

~

overwhelmingly dominated by the d — rank(3, ) noise dimensions. Even shrinkage regularization cannot resolve this—it
improves conditioning, but cannot recover signal directions that were never sampled. We address this by applying a two-layer
MLP projection head that progressively reduces feature dimensionality (intermediate and output dimensions scale with
each backbone). This substantially improves the sample-to-dimension ratio at the layer where the rate—distortion objectives
operate, partially mitigating the rank deficiency while preserving each backbone’s native feature scale. To verify that the
projection head alone does not explain RDI’s gains, we include an ERM + ¢(-) baseline in our ablation study (Table 2),
which uses identical architecture but disables both rate and distortion losses; further controlled experiments across multiple
baselines are in Appendix D.2.

C.2. Hyperparameter Configuration

Table 4 summarizes all hyperparameters used in RDI, including their search ranges and fixed values. We adopt the
DomainBed protocol for hyperparameter selection: all choices are made using training-domain validation only, with no
access to target domain data.
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Search protocol. We follow the standard DomainBed random search protocol (Gulrajani & Lopez-Paz, 2021). For each
dataset and test environment, we sample 20 hyperparameter configurations uniformly from the search ranges specified in
Table 4. Model selection uses training-domain validation: we hold out 20% of each source domain as validation data and
select the configuration with the highest average validation accuracy across source domains. The target domain is never
accessed during hyperparameter selection.

Selected hyperparameters. Table 5 reports the hyperparameters selected by the above protocol for each dataset. For
datasets with multiple test environments, we report the most frequently selected value across splits; when values vary
substantially across environments, we indicate the range.

Table 5. Selected hyperparameters for each dataset. Following the DomainBed protocol, hyperparameters are tuned for each test
environment using the training-domain validation set (a random 20% split of each source domain). We report the mode (most frequent
configuration) across these splits.

Hyperparameter PACS VLCS OfficeHome Terralnc DomainNet

Learning rate n 4e-5 2e-5 le-5 3e-5 Se-5
Weight decay A\yq  0.01 3e-5 3e-4 2e-4 0.0
Batch size 32 29 25 37 32
Subspace dim k 32 32 32 32 64
Ageo 0.4 0.2 0.3 0.4 0.3
Arec 0.4 0.3 0.3 0.6 0.3
T 2.0 1.0 1.0 2.0 2.0
e 0.5 2.0 2.0 2.0 0.5
HEMA 0.90 0.85 0.85 0.85 0.90

Dataset-specific notes. For DomainNet, we extend training to 15,000 iterations and use k£ = 64 to accommodate the
larger number of classes (345 classes). All other datasets use the default 5,000 iterations.

C.3. Hyperparameter Sensitivity Analysis

We analyze the sensitivity of RDI to its key hyperparameters on PACS. Since optimal hyperparameters may vary across test
environments due to different domain shift characteristics, the “Selected” row represents the configuration chosen by the
validation protocol for each split (averaged across all four splits, achieving 87.44%). We compare this adaptive baseline
against fixed parameter values applied uniformly across all environments.

Sensitivity Results. Table 6 summarizes the results.

* Stability: RDI remains robust across a wide range of k, Ayec, Ageo, and 7, with most variations staying within 1.5% of
the selected baseline.

« Potential Headroom: Notably, fixed 7 = 1.0 yields slightly higher accuracy (87.62%, +0.18%) compared to the
validation-selected average, suggesting further tuning potential.

Implementation robustness. EMA momentum pgpna for center updates shows negligible sensitivity: both 0.85 and 0.95
achieve =~ 87.25% (deviation < 0.05%), confirming that this engineering choice does not significantly affect performance.

Rényi Order o. Table 7 reports per-environment sensitivity to the Rényi order «, which parametrizes the a-geometric
reweighting over class-conditional rate terms.

The most consistent finding is that & = 1.0 (uniform aggregation) is suboptimal across all four test environments, with
performance drops ranging from 0.5% to 2.8% compared to the environment-specific optimum. This validates the utility of
non-uniform a-escort weighting in the Rényi-based rate aggregation.
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Table 6. Sensitivity to core hyperparameters on PACS (averaged across all four splits). “Selected” denotes the per-split validation-
chosen configuration.Although 7 is fixed at 1 throughout, we report sensitivity over {1.0,2.0, 5.0} as robustness evidence.

Parameter Value Avg Acc (%) Std (%) A (%)
Reference: Validation Selected 87.44 0.90 —
8 86.50 0.80 —0.94
16 85.38 0.90 —2.06
k (subspace dim.) 32 87.44 0.90 —
64 86.96 0.60 —0.48
128 86.35 0.80 —1.09
0.1 86.32 0.78 —1.12
0.2 85.91 0.74 —1.53
Apec (recon.) 0.3 87.05 0.25 -0.39
! 0.4 86.69 0.70 —0.75
0.5 86.54 0.51 —0.90
0.6 86.42 0.66 —-1.02
0.1 85.97 0.81 —1.47
0.2 86.86 0.58 —0.58
Ao (260.) 0.3 87.62 0.53 +0.18
geo 0.4 87.47 0.55 +0.03
0.5 85.84 0.63 —1.60
0.6 86.43 0.57 —1.01
1.0 87.62 0.57 +0.18
T (capacity) 2.0 87.44 0.90 —
5.0 87.35 0.57 —0.09

The optimal « exhibits environment dependence: Art Painting, Photo, and Sketch favor o = 0.5, while Cartoon benefits
from o = 2.0. This domain-specific preference may reflect differences in class-conditional geometric structure across target
distributions, suggesting that adaptive « selection via validation is preferable to a fixed universal choice.

Table 7. Sensitivity to Rényi order o on PACS. The parameter o governs a-geometric reweighting over class-conditional rate terms. Bold
indicates the best result per environment.

o Art Painting Cartoon Photo Sketch

0.5 88441100 80724077 97684020 82364106
1.0 87.861082 80.194119 97404025 79.6142.00
20 87.631091 81534005 97.65i030 79.5842.33

C.4. Computational Overhead

Table 8 summarizes the computational cost of RDI relative to a standard ERM baseline.

Table 8. Computational overhead of RDI. Training time and GPU memory compared to ERM baseline. All experiments conducted on a
single NVIDIA RTX 5090 GPU.

Training Time GPU Memory
Dataset
ERM RDI Ratio ERM RDI Ratio
PACS 12min  20min 1.66x 10.1GB 102GB 1.01x

OfficecHome 15 min 23min 1.47x 11.6GB 12.0GB 1.03x
DomainNet 256 min 302min 1.18x 16.3GB 17.0GB 1.04x
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Training complexity. The training overhead of RDI arises from three geometric operations:

* Subspace estimation: For each class with NV samples, computing the principal subspace requires eigendecomposition
of either the Gram matrix (N < D) or the covariance matrix (N > D), yielding complexity O(min(N, D)? + ND -
min(N, D)).

 Grassmannian distance: Computing the geodesic distance between two k-dimensional subspaces in R requires an
SVD of a k x k matrix, with complexity O(Dk? + k3) ~ O(Dk?) since k < D.

e center updates: For M source domains, constructing the pairwise distance matrix and updating class centers costs
O(M?DFk? + DK?) per class.

 Additionally, the rate constraint requires O(BD) operations per batch for within-class variance computation via
vectorized scatter, which is dominated by the geometric operations above.

In practice, these operations are amortized over mini-batches and executed via vectorized primitives (torch.vmap,
torch.scatter), resulting in wall-clock overhead of 1.2x-1.6x relative to ERM (see Table 8). Memory overhead
remains minimal (< 5%) as we maintain only O(D¥k) parameters per class for subspace storage.

Inference complexity. At inference time, RDI uses a standard linear classifier on the projected features z = g(f(x)). The
additional overhead from the projection head g(-) is negligible: for a 2-layer MLP with dimensions 2048 — 1024 — 512,
this amounts to approximately 1.5 MFLOPs per sample—Iless than 0.04% of the ResNet-50 backbone (~ 4 GFLOPs).
Consequently, RDI achieves inference latency indistinguishable from standard ERM.

D. Additional Experiments
D.1. Cross-Architecture Results

Motivation. The main results (Table 1) use ResNet-50 as the backbone, which is the DomainBed standard. A natural
concern is whether RDI’s geometric mechanism generalizes beyond this convolutional baseline. To verify architecture-
agnostic effectiveness, we evaluate RDI on two additional backbone families: a Vision Transformer (DeiT-Small) and a
modern CNN (ConvNeXt-Tiny). Both experiments follow the DomainBed training-domain validation protocol with 3
random seeds.

Results on DeiT-Small. Table 9 reports four-dataset results with DeiT-Small. RDI achieves the highest average on all
four datasets, outperforming both ERM and SDVIiT (a recent ViT-tailored DG method). Notably, the gain on PACS (87.3%
vs. ERM’s 83.9%) closely matches that of ResNet-50 (87.4% vs. 85.5%), confirming that the geometric rate—distortion
mechanism transfers across architecture families despite their distinct inductive biases.
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Table 9. ViT Results: Accuracy (%) with DeiT-Small backbone under training-domain validation (3 seeds). RDI achieves the highest
average on all four datasets, confirming architecture-agnostic effectiveness.

(a) PACS

Method Art Cartoon Photo Sketch  Avg.

ERM  872:14 80.1:10 987102 696410 83.9
SDVIT  87.6103 813104 98.0403 75.8410 857
RDI 89.6.,5 844,06 988,03 7641, 87.3

(b) OfficeHome

Method Art Clipart Product Real Avg.

ERM 67.7i0_3 55.2i0.4 79.5i0.4 81.7i0_1 71.0
SDVIiT  68.34+098 956.3+092 79.5403 81.84091 715
RDI 69.6.04 572,02 807,01 828,01 72.6

(c) VLCS

Method  Caltech  LabelMe SUN09 VOC2007 Avg.

ERM 981407 627110 729417  T7.6106 778
SDViT 96.8:‘:0.5 63.2:‘:0.8 76.2:|:0.4 78.3:|:0,4 78.6
RDI 98.3.0 64.3.06 757103 78.8:10 79.3

(d) Terralncognita

Method L100 L38 L43 L46 Avg.

ERM 528400 288408 50.7407 371407 424
SDVIT  54.2.17 29.1i06 522403 37.4106 432
RDI 53.0415 29.5.,0 54.4.,, 37643 43.6

Results on ConvNeXt-Tiny. Table 10 reports PACS results with ConvNeXt-Tiny, a representative modern CNN. Both
methods use DomainBed’s default hyperparameters without ConvNeXt-specific tuning. RDI achieves 91.4% average
accuracy, a +6.4% improvement over ERM (85.0%), with consistent gains across all four environments. Combined with the
DeiT-Small results above, the cross-architecture experiments demonstrate that RDI’s gains transfer across CNN (ResNet-50),
Transformer (DeiT-Small), and modern CNN (ConvNeXt-Tiny) architectures.

Table 10. ConvNeXt Results: Accuracy (%) with ConvNeXt-Tiny backbone on PACS under training-domain validation (3 seeds). RDI’s
gains transfer to modern CNN architectures.

Method Art Cartoon Photo Sketch  Avg.

ERM 83.8i3_5 79~1i4.7 97.1i0.2 80-0i2.8 85.0
RDI 936,14 875.10 996,90, 848.,5 914

Summary. The cross-architecture experiments confirm that RDI’s geometric rate—distortion mechanism is architecture-
agnostic: it depends only on feature distributions rather than specific architectural inductive biases. This generality is
consistent with our theoretical formulation (Section 3.3), which makes no architecture-specific assumptions.

D.2. Projection Head Fairness

Motivation. RDI adds a projection head g on top of the feature extractor fy. A natural concern is whether the gains
attributed to RDI’s geometric objectives might instead come from the projection head itself, which provides additional
capacity and dimensionality reduction. To isolate this effect, we re-evaluate four representative baselines (ERM, CORAL,
VREXx, IB_LERM) with and without an identical projection head, under DomainBed default hyperparameters on PACS (3
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seeds, training-domain validation). The projection head is the sole variable.

Table 11. Projection head fairness on PACS. All methods use DomainBed default hyperparameters and the same projection head g
(when applicable); no method-specific tuning. A denotes the accuracy change introduced by adding g.

Method Art Cartoon Photo Sketch Avg. A
ERM 8284415 78.64410 9648411 7894105 84.23 —
ERM + g 82.69i2'8 75~75i1.9 96.73i0‘9 78-01i1.6 83.30 —0.93
CORAL 83.93423 7845425 94.61ip0s 76.53125  83.38 —
CORAL +g 83.081099 T77.11493 95.66494 76.07100 8298 —0.40
VREXx 82791906 76.21436 9621177 T76.53106 8293 —
VREx + g 84.06i1.4 76.88i3.5 96.88i045 76.68i3,0 83.62 +0.69
IB_.ERM 83.71413  77.88424 96.03108 7344431  82.77 —
IBERM +¢g 81.74139 72264105 9721104 7124405 80.61 —2.16
RDI 86.88.04 81.21.17 97.19.01 79.61l.09 86.22 —

Findings. Across four methods under identical conditions, A ranges from —2.16% to +0.69%—the projection head
provides no consistent or universal boost. Some methods benefit slightly (VREx +0.69%), others degrade (ERM —0.93%,
CORAL —0.40%, IBLERM —2.16%). RDI uses the same defaults, the same projection head, and no method-specific
tuning, yet outperforms the best vanilla baseline (ERM, 84.23%) by +1.99% and the best +¢ variant (VREx+g, 83.62%)
by +2.60%. The RDI advantage therefore cannot be attributed to the projection head itself.

Why does the effect vary across methods? A projection head performs dimensionality reduction on the feature space.
Xue et al. (2024) show theoretically and empirically that the benefit of a projection head is not universal but depends on the
interaction between the training objective, data distribution, and the feature weighting in the projected space. Our results
are consistent with this finding: different methods respond differently to the same projection head. For IB_ERM, which
already compresses representations via an information bottleneck, the additional projection head may discard task-relevant
directions (A = —2.16%). For RDI, whose rate—distortion objective explicitly shapes the spectral structure of the projected
subspace, the projection head is actively optimized as part of the method rather than passively imposed.

Methodology note. All methods—including RDI—use identical DomainBed default hyperparameters with no method-
specific tuning of any kind. This is essential by design: tuning any method or its +¢ variant would conflate the projection
head’s effect with hyperparameter optimization, defeating the purpose of isolating g as the sole variable. If the projection
head required method-specific tuning to yield gains, this would itself confirm that it is not a universal architectural boost.

D.3. Robustness Under Data Scarcity

Motivation. A natural question is whether RDI’s geometric mechanism remains effective when training data is limited,
i.e., when class-conditional covariance estimates become noisier. To examine this, we evaluate RDI, ERM, and CORAL on
PACS and OfficeHome with 25% and 50% of training samples per class per domain, using DomainBed training-domain
validation (3 seeds).

Table 12. Low-data results on OfficeHome. Accuracy (%) under reduced training data ratios.

Ratio Method Art Clipart Product Real Avg.

RDI 63.1:01 549403 75.6402 T78.6493 68.0
0.50 ERM 60.3+0.4 52.0492 744107 T75.6103 65.6
CORAL 56.4109 532410 73.5104 73.7110 642

RDI 62.0406 519105 T71.8409 758402 654
0.25 ERM 58.540.3 47.5412 70.540.1 72.740.1 62.3
CORAL 5794493 48.640¢ 69.0490 708415 61.6
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Table 13. Low-data results on PACS. Accuracy (%) under reduced training data ratios.

Ratio Method Art Cartoon Photo Sketch Avg.

RDI 858412 803109 97440o 80.7197 86.05
0.50 ERM 81.6498 74.6435 95.7105 69.8405 80.42
CORAL 7884099 781401 95.0403 774415 82.33

RDI 84.2109 774114 965,04 76.0100 83.52
0.25 ERM 859,10 687101 952405 67.5546 79.32
CORAL 785404 739135 923404 647110 77.34

Findings. RDI achieves consistent gains over ERM and CORAL across both benchmarks and both data ratios. On
OfficeHome, RDI outperforms ERM by +2.4% at 50% ratio and +3.1% at 25%; on PACS, by +5.6% and +4.2%
respectively. Notably, CORAL, which relies on cross-domain covariance alignment without spectral control, drops below
ERM at the 25% ratio on both datasets (—0.7% on OfficeHome, —1.98% on PACS), demonstrating a consistent failure
mode of second-order alignment under data scarcity.

Mechanism. This divergence reflects a key design difference between RDI and CORAL, two methods that both operate
on second-order statistics. CORAL requires reliable cross-domain covariance estimation, which degrades rapidly under
small samples; its alignment target becomes noisy and potentially harmful. In contrast, RDI’s rate term penalizes spectral
volume, suppressing variance dispersion and concentrating representations into a compact spectral region, which acts as
implicit regularization against overfitting. The consistent pattern across PACS and OfficeHome indicates that as sample size
shrinks, CORAL’s covariance estimates deteriorate and its performance drops below ERM, while RDI’s spectral compression
maintains stable gains. We note that these limitations are inherent to any method operating on class-conditional statistics;
the relative robustness of RDI compared to CORAL underscores the stabilizing role of the rate term in low-data regimes.

D.4. Robustness Under Class Imbalance

Built-in mechanism. RDI’s Rényi-aggregated rate term provides a built-in mechanism that naturally addresses class
imbalance. As shown in Section 3.2.3, the escort distribution ﬁéa) o nl~% reduces to inverse-frequency weighting at o = 2.
In an imbalanced setting, minority classes inherently become the most geometrically vulnerable due to noisier covariance
estimation from scarce samples. The escort weighting at a = 2 therefore automatically upweights these fragile minority

classes in the rate regularization, without requiring explicit class-frequency information.

Empirical evidence on Terralncognita. Terralncognita serves as a natural testbed for this property, as its camera-trap
collection protocol produces severe class imbalance across locations. Under this setting, RDI achieves the best average
accuracy (48.7%) among all compared methods (Table 22), and notably minimizes the cross-environment performance
range: 15.6 pp (RDI), versus 25.7 pp (Mixup) and 21.2 pp (ERM). This stability under cross-location shift, combined with
the highest average accuracy, indicates that the Rényi-weighted rate term effectively prevents minority-class representations
from being neglected in any single environment.

Inherent limitations. We emphasize that these robustness properties do not eliminate the fundamental challenges of class
imbalance. Methods operating on class-conditional statistics, including RDI, all share a vulnerability: minority classes
contribute fewer samples per batch, potentially making their eigendecomposition noisy and geometric alignment less reliable.
In extreme cases, a minority class may not appear in every batch, causing its EMA statistics to update infrequently. The
Rényi reweighting partly mitigates but cannot fully resolve such structural limitations. A dedicated treatment of severe class
imbalance, e.g., combining RDI with sample-level rebalancing techniques, is left for future work.

D.5. Representational Analysis: Validating the Rate-Distortion Mechanism

Motivation and research question. The RDI objective (Eq. 15) jointly optimizes two geometrically orthogonal compo-
nents: the distortion term A controls cross-domain subspace alignment, while the rate term ® regulates the spectral volume
within each subspace. To empirically validate this mechanism, we ask: How does RDI’s joint rate-distortion optimization
manifest in learned representations?
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We examine two complementary aspects corresponding to the two RDI components:

* Cross-domain consistency of class-discriminative structure (related to the distortion term Age,): measured via
Centered Kernel Alignment (CKA) of class prototypes.

* Spectral conditioning of feature distributions (related to the rate term R;): measured via Stable Rank, Condition
Number, and Participation Ratio.

Finally, we visualize the optimization trajectory in the (R, A) plane to verify convergence toward the Pareto front of the
rate-distortion trade-off.

D.5.1. REPRESENTATIONAL SIMILARITY ANALYSIS (CKA)

Relation to RDI distortion term. The geometric distortion A, (Eq. 8) minimizes cross-domain Grassmannian distances
between class-conditional subspaces. At the prototype level, this should manifest as consistent class-center arrangements
across domains—if subspaces align, the centroids within them should also exhibit similar geometric relationships. Centered
Kernel Alignment (CKA)' directly measures this property.

Methodology. We define two CKA variants to capture different aspects of cross-domain representational consistency:

* Prototype CKA: Measures similarity between class prototype layouts across domains. Higher values indicate that
class centers maintain consistent geometric arrangements regardless of domain.

* Covariance CKA: Measures similarity between feature covariance structures across domains. Values near 1.0 indicate
dimensional collapse (all features concentrated in a single direction), while moderate values suggest healthy feature
diversity.

We report Test-Train CKA, which measures representational similarity between the held-out test domain and training
domains—directly relevant to generalization performance. We compare three feature extractors:

* Untrained: Randomly initialized ResNet-50 (baseline for dimensional collapse);
* ERM: Standard empirical risk minimization on source domains;

* RDI (Ours): Our proposed method with geometric distortion + rate control.

Results on PACS. Table 14 presents the CKA analysis on PACS. The Untrained baseline exhibits extremely low Prototype
CKA (0.248) and near-perfect Covariance CKA (0.999), indicating dimensional collapse where all class representations
point in the same direction. Both ERM and RDI dramatically improve Prototype CKA, with RDI achieving the highest
average (0.940 vs. 0.925 for ERM), indicating better preservation of class-discriminative geometry across domains.

Table 14. CKA analysis on PACS (Test-Train). For fair comparison, all methods use backbone features. Prototype CKA (1) measures
class layout consistency; Covariance CKA captures feature diversity (moderate values preferred over ~ 1.0 which indicates collapse).
Results are reported as the mean of 3 runs.

Test Domain

Method Metric Art Cartoon Photo Sketch Avg
Untrained Proto CKA 0.347 0.086 0.318 0.239 0.248
Cov CKA 0.999 0.999 1.000 1.000 0.999

Proto CKA 0.943:&0,004 0.904:&0,011 0.961:&0,005 04892:“).017 0.925
Cov CKA 0.87910.000 0.78210.012 0.83940.014  0.76010.031 0815

Proto CKA 0‘962:&0‘001 0.889:&0‘008 0‘986:&0_002 0~924i0.016 0.940
Cov CKA 0.59740.001 0.69040.002 0.72140.009 0.50910.031 0.629

ERM

RDI (Ours)

'S. Kornblith et al., “Similarity of Neural Network Representations Revisited,” ICML 2019.
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Results on OfficeHome. Table 15 presents the CKA analysis on OfficeHome. Similar patterns emerge: the Untrained
baseline shows severe dimensional collapse (Prototype CKA = 0.083, Covariance CKA = 0.992). RDI consistently
outperforms ERM in Prototype CKA across all test domains, with an average improvement of +0.034 (0.880 vs. 0.846).

Table 15. CKA analysis on OfficeHome (Test-Train). For fair comparison, all methods use backbone features. Prototype CKA (1)
measures class layout consistency; Covariance CKA captures feature diversity. Results are reported as the mean of 3 runs.

Test Domain

Method Metric Art Clipart Product Real Avg
Untrained Proto CKA 0.093 0.028 0.084 0.128 0.083
Cov CKA 0.993 0.990 0.990 0.993 0.992

Proto CKA  0.86040.004  0.76140.000  0.870+0.00s  0.89440.005  0.846
CovCKA 047340006  0.48610.006  0.54240.002  0.590+0.005  0.523

Proto CKA  0.87040.001 0.81240.00s 0.90310.006 0.93610.001 0.880
CovCKA  0.57340.006 0.57140.004 0.6494000s 0.608:0002 0.600

ERM

RDI (Ours)

Key findings. Finding 1: Training eliminates dimensional collapse. The Untrained baseline exhibits near-perfect
Covariance CKA (= 1.0) with extremely low Prototype CKA (< 0.25), indicating that randomly initialized networks
produce collapsed representations where all classes are indistinguishable. Task-specific training (both ERM and RDI)
dramatically improves class separability.

Finding 2: RDI achieves superior prototype consistency. RDI consistently outperforms ERM in Prototype CKA (PACS:
+0.015; OfficeHome: +-0.034), indicating that RDI learns class representations whose geometric layout is more consistent
across domains. This aligns with the theoretical prediction that minimizing Age, promotes domain-invariant semantic
geometry.

D.5.2. SPECTRAL ANALYSIS: FEATURE DISTRIBUTION HEALTH

Relation to RDI rate term. The rate term R, (F.) (Eq. 12) regularizes spectral complexity via the log-determinant of
class-conditional covariances. Under the Gaussian approximation, minimizing R, is equivalent to controlling log det X,
which directly governs the eigenspectrum of the feature distribution. Spectral metrics such as Stable Rank and Condition
Number reflect the quantities this term controls.

Methodology. For each class c and domain e, we compute the empirical feature covariance matrix . = 717 Z?Zl (zi —
Z)(z; — 2) " and analyze its eigenspectrum {); }&_,. We report three complementary metrics:

* Stable Rank = % = %—)‘ measures the effective dimensionality relative to the dominant direction. Higher values
op max

indicate that features utilize more dimensions.

O]
* Subspace Condition Number = % (computed on top-k principal components) measures the spectral uniformity

k
within the effective subspace. Lower values indicate more balanced eigenvalue distribution.

k 2
* Participation Ratio = % (computed on top-k subspace) quantifies spectral diversity with range [1, k], where
i=1 "%

k indicates perfect uniformit=y and 1 indicates a single dominant direction.

All metrics are averaged across classes and training domains for each held-out test domain configuration.

Results on PACS. Table 16 presents the spectral analysis on PACS backbone features.
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Table 16. Spectral analysis on PACS (backbone layer). We report Stable Rank (1), Subspace Condition Number log, (%) on top-32
PCs ({), and Participation Ratio (1) for each test domain. All metrics are averaged over classes and training domains.Results are reported
as the mean of 3 runs.

Test Domain

Method Metric Art Cartoon Photo Sketch Avg
Stable Rank 2.4440.10 2.7240.08 2.7640.08 2.7840.07 2.68

ERM Sub. ]Oglo(li) 2.30;&0,05 2.21:&0,01 2.19i0,03 2.20;&0,05 2.23
Part. Ratio 4.1140.21 4.7240.19 4.8640.14 4.9040.15 4.65

Stable Rank 4.66:&0‘07 3.88i0_07 4.58:&0‘11 3.52i0_04 4.16

RDI (Ours)  Sub. log (k) 1.7040.02 1.89.10.03 1.6840.02 2.06+0.03 1.83
Part. Ratio 8.46410.17 7.0640.18 8.63+0.20 6.06-10.08 7.55

RDI Improvement +91% +43% +66% +27% +55%

On PACS, RDI demonstrates substantial spectral improvements over ERM:

« Stable Rank increases by 55% on average (2.68 — 4.16), indicating that RDI utilizes nearly twice as many effective
dimensions.

* Subspace Condition Number decreases by 18% (log; x: 2.23 — 1.83), indicating more balanced eigenvalue distribu-
tion within the effective subspace.

e Participation Ratio increases by 62% (4.65 — 7.55), confirming improved spectral diversity.
Results on OfficeHome. Table 17 presents the spectral analysis on OfficeHome backbone features.

Table 17. Spectral analysis on OfficeHome (backbone layer). We report Stable Rank (1), Subspace Condition Number log,, (k) (),
and Participation Ratio (1) for each test domain.Results are reported as the mean of 3 runs.

Test Domain

Method Metric Art Clipart Product Real Avg
Stable Rank 4.7940.07 4.6640.07  4.4940.03  4.49+0.06 4.61

ERM Sub. loglo(ﬁ) 2.9740.01 2.9740.01 2.9940.01 2.9940.01 2.98
Part. Ratio 10~39i0.16 10.02i0‘13 9~74i0.06 9‘78:&0,14 9.98

Stable Rank 4‘01:&0‘02 3.83:&0‘06 3.63;&0,07 4‘74:&0‘09 4.05

RDI (Ours)  Sub. log( (k) 2.9510.01 2.9840.01 3.004+0.01 2.8510.01 2.95
Part. Ratio 8.9440.01 8.38+0.20 7.9540.18 10.4940.18 8.94

RDI Change -16% -18% -19% +6% -12%

On OfficeHome, RDI exhibits a different spectral pattern:

» Stable Rank decreases by 12% on average (4.61 — 4.05), suggesting that RDI compresses the feature distribution.
* Subspace Condition Number remains comparable (2.98 — 2.95, a marginal 1% improvement).

* Participation Ratio decreases by 10% (9.98 — 8.94), consistent with the Stable Rank trend.

Key finding: Adaptive spectral regularization. The contrasting patterns on PACS vs. OfficeHome reveal that RDI
performs adaptive spectral regularization based on task complexity, consistent with the rate-distortion principle of
finding the optimal compression level for each task.

Table 18. Summary: Adaptive spectral behavior of RDI. RDI expands collapsed representations (PACS) while compressing redundant
ones (OfficeHome), maintaining comparable subspace condition numbers in both cases.

Dataset Classes ERM Stable Rank RDI Behavior Change
PACS 7 2.68 (collapsed) Expand +55%
OfficeHome 65 4.61 (distributed) Compress -12%
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PACS (7 classes): ERM exhibits dimensional collapse (Stable Rank = 2.68), utilizing only ~3 effective dimensions to
distinguish 7 classes. RDI’s rate term encourages the model to utilize more dimensions (Stable Rank — 4.16), providing
sufficient capacity for robust cross-domain generalization.

OfficeHome (65 classes): ERM already learns a relatively distributed representation (Stable Rank = 4.61) to discriminate
65 classes. Here, RDI compresses the feature space (Stable Rank — 4.05) while maintaining similar condition numbers,
suggesting that ERM’s representation contains redundancy that RDI removes.

Interpretation: RDI does not mechanically expand or compress feature dimensionality. Instead, it learns an appropriately
sized representation dictated by the rate-distortion trade-off: expanding when capacity is insufficient (PACS), compressing
when redundancy exists (OfficeHome). This adaptive behavior is a hallmark of rate-distortion optimization.

D.5.3. RATE-DISTORTION TRAJECTORY ANALYSIS

Relation to Pareto optimality. Classical rate-distortion theory establishes a fundamental trade-off: for any source, there
exists a rate-distortion curve R(D) representing the minimum achievable rate for a given distortion level. This curve
constitutes the Pareto front—points on the curve are Pareto optimal in the sense that neither rate nor distortion can be
reduced without increasing the other. RDI’s joint optimization should drive representations toward this Pareto front.

Methodology. For each training run, we record the rate term R = R.(F) and the geometric distortion term Ageo at
initialization and convergence. We plot the optimization trajectory in the (R, A) plane, where the starting point (red circle)
corresponds to initialization and the final point (blue circle) corresponds to convergence.

Results. Figure 9 presents the domain-wise optimization trajectories on PACS and OfficeHome.
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Figure 9. Domain-wise rate-distortion optimization trajectories. Each panel shows one domain’s trajectory from initialization (red
circle) to convergence (blue circle). All domains exhibit consistent movement toward the lower-left region, indicating simultaneous
reduction of rate R and distortion A—consistent with convergence toward the Pareto front. Results are reported as the mean of 3 runs.

Key finding: Convergence toward the Pareto front. Although different domains follow geometrically distinct paths
depending on their initial conditions, all consistently optimize toward lower distortion and lower rate. This demonstrates
that RDI’s combined objective provides a coherent optimization target: rather than trading off one term for the other, the
joint optimization discovers representations that improve both simultaneously until reaching the Pareto front where further
improvement in one necessitates degradation in the other.

D.5.4. SUMMARY: CONVERGENCE TO THE RATE-DISTORTION PARETO FRONT

The analyses in this section validate both components of the RDI objective and their joint optimization:
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* Distortion term — CKA analysis (Section D.5.1): RDI achieves higher Prototype CKA than ERM (PACS: +0.015;
OfficeHome: +0.034), confirming that A, promotes cross-domain consistency of class-discriminative geometry. The
improvement in prototype-level alignment validates that minimizing Grassmannian distances induces semantically
meaningful invariance.

* Rate term — Spectral analysis (Section D.5.2): RDI adaptively regulates spectral complexity—expanding collapsed
representations (PACS: Stable Rank +55%) while compressing redundant ones (OfficeHome: —12%). This task-
adaptive behavior is consistent with I2;-’s role as capacity regularization: the rate term finds the appropriate complexity
level for each task rather than imposing a fixed constraint.

* Joint optimization — R-D trajectory (Section D.5.3): All domains converge toward the lower-left region of the
(R, A) plane, consistent with convergence to the Pareto front of the rate-distortion trade-off. The hyperparameter 3
modulates the operating point along this front, allowing practitioners to balance alignment and compression based on
task requirements.

Integrated interpretation. These findings support the hypothesis that RDI’s generalization advantage stems from finding
Pareto-optimal representations that balance cross-domain geometric consistency (distortion) with spectral efficiency (rate).
Neither component alone is sufficient: geometric alignment without rate control can lead to ill-conditioned representations
(Proposition 3.14), while rate control without geometric constraints may sacrifice cross-domain consistency. RDI’s joint
optimization navigates this trade-off, converging to operating points on the Pareto front that achieve both properties
simultaneously.

D.5.5. QUALITATIVE VISUALIZATION VIA T-SNE

To provide a qualitative complement to the quantitative analyses above (CKA, spectral metrics, R-D trajectory), we visualize
learned representations via t-SNE (van der Maaten & Hinton, 2008) on PACS.

Setup. We train ERM and RDI with the ResNet-50 backbone on PACS using leave-Art-out training-domain validation
(i.e., Art is the unseen test domain). After training, we extract backbone features for randomly sampled examples across all
four domains (Art, Cartoon, Photo, Sketch), and project them to 2D via t-SNE with default perplexity. Points are colored by
their source domain to expose domain-related structure in the representation space.

ERM RDI (Ours)

At At

B pedt Photo v 351 Photo
< Sketch %

5,

Figure 10. t-SNE visualization of backbone features on PACS (test domain: Art). Points are colored by source domain. Left (ERM):
clusters exhibit irregular shapes with visible substructure within individual clusters. Right (RDI): clusters are tighter and more distinctly
separated, with source domains coexisting within each cluster rather than forming domain-specific sub-regions. The unseen test domain
(Art, red) is consistently aligned with the training-domain clusters.

Interpretation. The visual pattern is consistent with the quantitative findings above. The tighter and more distinct RDI
clusters align with the spectral analysis (Appendix D.5.2), which showed improved spectral conditioning of class-conditional
features. The co-occurrence of multiple source domains within the same cluster aligns with the higher cross-domain
prototype CKA reported in Appendix D.5.1. Together, the quantitative and qualitative evidence indicate that RDI’s geometric
rate—distortion objective produces representations whose macroscopic structure is more consistent across domains.
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D.6. Relation Between Theoretical Assumptions and Empirical Observations

This section elaborates on the relationship between the rotation assumption (Assumption 3.5) and the empirical findings in
Appendix D.5.

Perturbation model vs. perturbation instance. Our theoretical framework adopts bounded rotations as a tractable model
for domain shift, enabling rigorous analysis. While real-world shifts involve more complex transformations, the empirical
results demonstrate that the core principle of geometric alignment is effectively operative, as evidenced below:

1. Validation via Semantic Alignment: Instead of relying on rigid geometric metrics, we utilize Prototype CKA
(Tables 14 and 15) to capture semantic consistency. The consistent improvement in Prototype CKA across all domains
confirms that RDI aligns the geometric arrangement of class centroids more effectively than ERM. This validates
that the method recovers semantically invariant subspaces, achieving the goal of alignment even under complex,
non-rotational shifts.

2. Instantiation vs. Principle: The rotation assumption provides a tractable instantiation for deriving generalization
bounds. The underlying rate-distortion principle, however, governs a broader class of shifts. The empirical success
of RDI indicates that minimizing our objective effectively regularizes representation geometry, leading to invariance
properties consistent with the theory, beyond the strict rotation model.

3. Holistic Representation Control: The combined analysis of CKA and spectral properties (Section D.5.2) demonstrates
that RDI achieves alignment at multiple levels. By navigating the trade-off between spectral capacity (via the rate term)
and geometric consistency (via the distortion term), RDI induces representations that are both compact and invariant.
This provides empirical support for the necessity of the joint optimization mechanism in our framework.

Role of projection regularization. The theoretical guaranties operate under a structure of “semantic preservation +
geometric optimization”: classification loss Rg;. provides discriminativeness, while the projection term A,.. prevents
information collapse during geometric alignment. Given these preconditions, geometric alignment (A, ) coupled with rate
control (R) recovers invariant subspaces. This mechanism, not the specific rotation model, is what allows generalization
beyond the theoretical regime.

D.7. Extension to Affine Perturbations (Sketch)

The rotation instantiation (Assumption 3.5) represents one point in a hierarchy of geometric perturbation models. Here we
sketch the extension to bounded-condition-number affine transformations:

fo.=AUlz+ €., wherer(A.) < K.

This broader model captures domain shifts involving both directional misalignment (rotation component) and anisotropic
scaling (condition number), while preserving the core geometric structure that RDI exploits.

Required modifications.

1. Distance metric. Replace the Grassmann distance dg. (-, -) with a joint metric capturing both angular and spectral
discrepancy:
djoint(Ua E; U/a Z/) = dGr(U7 Ul) + IU’H IOg Y- 1Og E/HF’

where X, ¥/ are the within-subspace covariances and p > 0 balances the two components.

2. Recovery bound. Theorem 3.10 would generalize with an additional x(A.)? factor in the constants. Specifically,
the Davis—Kahan perturbation bound depends on the eigengap A\, — Ax1, which scales inversely with the condition
number when A, is non-orthogonal.

3. Generalization bound. Theorem 3.11 remains structurally similar, with the geometric discrepancy p replaced by a
condition-number-aware quantity p = maxe ¢ djoint (Ut ¢, Xt.c; Ue,c, Ze,c)-
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4. Rate term as implicit condition-number control. The existing rate term R(F) (Eq. 14) with per-class rates
R. = R.(F.) (Eq. 12) naturally penalizes spectral expansion induced by non-orthogonal A.. Specifically, if A, has
condition number x(A.) > 1, then A, Uz has inflated variance along certain directions, which the rate term penalizes.
This provides implicit regularization against ill-conditioned transformations even without explicit condition-number
constraints in the objective. The rate term thus serves a dual role: controlling generalization complexity (Theorem 3.11)
and implicitly regularizing against pathological affine perturbations.

Challenges. The main technical challenge is that the Fréchet mean on the extended space (Grassmannian x positive-
definite cone) lacks the clean uniqueness guarantees available for the pure Grassmannian under small rotations. A full
treatment requires either stronger separation assumptions or a hierarchical optimization that first aligns subspaces, then
matches spectral profiles. We leave a rigorous analysis of this extension to future work.

E. Full Comparison Results

We report the complete leave-one-domain-out results on each DomainBed dataset using the training-domain validation
protocol. : results from DomainBed (Gulrajani & Lopez-Paz, 2021); other baselines are from their original papers. LFME
reports only average accuracy.

Table 19. Accuracy (%) on PACS under train-domain validation. {: from DomainBed. Bold: best, underline: second best.

Method Art Painting Cartoon Photo Sketch Avg.
ERM' 84.74+04 80.8+06 972+03 793+1.0 855
IRMF 848+ 13 764+1.1 967+06 76.1+1.0 835
VREx' 86.0£1.6 79.1+06 969+05 77717 849
GroupDROT 83.54+09 79.14+06 967+03 783+20 844
DANN' 86.44+0.8 7744+0.8 973+£04 73.54+23 837
CORAL' 883+02 80.0+05 975+03 788+13 862
Fishr 884+02 7874+07 97.0£0.1 77.8+20 855
RSCf 854 +£08 79.7+18 97.6+03 782+12 852
SagNetT 87.44+1.0 80.7+0.6 97.1+0.1 80.0+04 863
MixupJr 86.1+0.5 7894+0.8 97.6+0.1 758+1.8 84.6
GGA 865+ 1.8 812430 97.1+£09 80.8+09 864
LFME - - - - 85.0

RDI (Ours) 884+10 815+10 974+£05 823+1.1 874

Table 20. Accuracy (%) on VLCS under train-domain validation. {: from DomainBed. Bold: best, underline: second best.

Method Caltech LabelMe SUN VOC Avg.
ERM' 97704 643+09 73405 746=£13 775
IRMT 98.6+01 649£09 734+£06 773+£09 78.6
VREx' 984+03 644+14 741104 762+£13 783
GroupDRO™ 973 +03 634+09 695+08 767+07 767
DANN' 99.0+03 651+14 731+03 772+£06 78.6
CORAL' 983+£0.1 661+12 734+03 77.5+£12 788
Fishr 989+03 640+£05 71.5£02 768+07 778
RSCt 979+£0.1 625+0.7 723+12 756£08 77.1
SagNet" 979+04 645£05 714+£13 775+05 778
Mixup| 983+06 648+10 721+05 743+£08 774
GGA 984+02 654+01 738+16 774+£19 787
LFME - - - - 78.4

RDI (Ours) 98.0£08 64708 73715 764+18 782

45



Geometric Rate-Distortion Invariance for Domain Generalization

Table 21. Accuracy (%) on OfficeHome under train-domain validation. {: from DomainBed. Bold: best, underline: second best.

Method Art Clipart Product Real World  Avg.
ERM' 61.3+07 5244+£03 758+£01 766+£03 665
IRM' 589423 5224+16 721+29 7404+25 643
VREx' 60.7+09 53.0+09 753+£01 766+05 664
GroupDROJr 604 +07 5274+1.0 750£07 760+£07 66.0
DANN' 599413 53.0+03 73.6+£07 769+05 659
CORAL' 653+04 544+£05 765+01 7844+0.5 68.7
Fishr 6244+05 5444+04 762+05 7834+01 678
Rsct 607+14 5144+£03 748+11 751+£13 655
Sa,gNetT 634+02 548+04 758+04 783+£03 68.1
MixupJr 624+08 548+06 769+03 783402 68.1
GGA 61.7+01 5254+05 771+13 77001 670
LFME - - - - 69.1

RDI (Ours) 65.7+£05 564+0.1 77.2+04 804+02 69.9

Table 22. Accuracy (%) on Terralncognita under train-domain validation. {: from DomainBed. Bold: best, underline: second best.

Method Location 100  Location 38  Location 43  Location 46  Avg.
ERM' 49.8 =44 421+14 569 + 1.8 3574+39 46.1
IRM* 54.6 £1.3 398+ 1.9 562+ 1.8 3906 +08 476
VREx' 482+ 4.3 41.7+1.3 56.8 + 0.8 38.7 + 3.1 46.4
GroupDROf 4124+ 0.7 38.6 = 2.1 56.7 0.9 364 +2.1 432
DANN' 51.1 +£3.5 40.6 = 0.6 574+ 0.5 37.7+18  46.7
CORAL' 51.6 24 422 +1.0 570+ 1.0 3984+29 477
Fishr 50.2 +£3.9 439 +0.8 55.7+22 308+ 1.0 474
RSCT 502 +2.2 392+ 14 563+ 14 40.8 £ 0.6 46.6
SagNetJr 53.0+2.9 43.0£2.5 579 + 0.6 404 +£13 48.6
MixupT 59.6 £2.0 22+14 5594+0.8 339+14 479
GGA 509 £2.2 425+1.0 597+ 14 41.5+35 485
LFME — — — - 48.3

RDI (Ours) 535+3.6 43.0+15 57.0£0.5 414+18 487

Table 23. Accuracy (%) on DomainNet under train-domain validation. : from DomainBed. Bold: best, underline: second best.

Method Clipart Infograph Painting Quickdraw Real Sketch Avg.
ERM' 581+03 188403 467+03 122+£04 59.6+0.1 498+04 409
IRM' 485+28 150+£1.5 383+£43 109+05 482+52 423+3.1 339
VREx' 473+£35 160+15 358+46 109+03 496+49 420+3.0 33.6
GroupDROT 472+05 175+04 338+05 93+03 51.6 04 40.1+0.6 333
DANN' 53.1+02 1834+0.1 442+07 11.84+0.1 555+04 468+0.6 383
CORAL' 592+01 1974+02 466=+03 134+04 598+02 50.1%£06 415
Fishr 582405 2024+02 477+03 1274+02 603+02 508401 41.7
Rsct 550+12 183405 444+06 122+£02 5574+07 478+09 389
SzalgNetT 577+03 19.0+£02 453+£03 1274+05 581+05 488402 403
MixupJr 557403 185+05 443+05 1254+04 558403 4824+05 392
GGA 63.7+02 213+03 504+01 141+£02 638404 535+03 444
LFME - - - - - - 42.1

RDI (Ours) 634+01 21.0£03 500+£02 137+03 649+07 523+04 442
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