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Abstract

Visual data is typically a prerequisite for training
existing video anomaly detection (VAD) methods.
However, obtaining sufficient annotated anomaly
data for training is challenging and not scalable
due to the rarity of anomaly data and the wide
variety of abnormal events. In this work, we ad-
vocate that the effectiveness of treating texts as
video sequences for the VAD model and propose
a novel Text-Driven Video Anomaly Detection
(TD-VAD) approach to break visual dependence.
In contrast to the anomaly video data, text descrip-
tions of abnormal events are easy to collect, and
their class labels can be directly derived. Specifi-
cally, our method utilizes video-like text descrip-
tions with temporal characteristics generated by
LLM to train a VAD model, without any reliance
on target-domain anomaly data. To capture the
long and short-range temporal logic of events, we
design the event evolution causal attention mod-
ule to model contextual dependencies across time.
During inference, considering the domain gap
between the texts and video sequences, we use
the frozen CLIP encoder to extract embeddings
of video frames to align the text modality while
retaining crucial visual information. Comprehen-
sive experiments on two large-scale VAD datasets,
XD-Violence and UCF-Crime, demonstrate that
our method outperforms prior one-class and unsu-
pervised VAD methods by a large margin.
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Figure 1. A comparison between prior VAD methods and the pro-
posed approaches. (a) Prior methods use huge annotated domain-
specific video data to train the VAD model. (b) The proposed ap-
proach only uses the easily-accessible text descriptions of anomaly
categories to train the VAD model. (c) During testing, the proposed
TD-VAD can be applied to video sequences directly.

1. Introduction

Video anomaly detection (VAD) aims to identify abnor-
mal events automatically within video sequences and has
attracted significant attention due to its overcoming the
impracticality of manual monitoring in surveillance secu-
rity (Sultani et al., 2018), and industrial inspection (Duan
et al., 2025). Prior works have mainly focused on one-
class (Hasan et al., 2016; Lu et al., 2013) or weak-
supervised (Tian et al., 2021; Wu et al., 2022; Zhang et al.,
2026) VAD tasks, wherein the former typically fit a model to
the normal videos and treat any deviations from it as anoma-
lous, and the latter needs to provide frame-level anomaly
confidences with video-level annotations merely.

Existing VAD approaches typically assume that training
video examples in the target domain are available for learn-
ing the VAD models. However, the assumption may not
hold in various scenarios, such as i) when training data vio-
lates the data privacy policies (e.g., to protect the sensitive
information) (Wang et al., 2025), or ii) when the target do-
main does not have relevant video data (e.g., the violence
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events in the city) (Wu et al., 2020). Vision-free video
anomaly detection is an emerging task for VAD in such
scenarios, to which the aforementioned VAD approaches,
including weakly-supervised, one-class, or unsupervised
paradigms (Thakare et al., 2023a; Zhang et al., 2025), are
not viable, as it requires VAD models to detect anomaly
events in video sequences without any video example in as
target dataset, imposing prohibitive time and cost burdens
when target-domain samples are unavailable. The challenge
of anomaly data collection led us to explore a novel re-
search question: Can we develop a VAD method without
using visual data in training?

In this paper, we aim to answer this challenging question.
Developing a vision-free VAD model is hard due to the lack
of explicit visual priors about anomaly events. Recently,
large pre-trained vision-language models (VLMs) (Liu et al.,
2023) and large language models (LLMs) (Touvron et al.,
2023) have demonstrated strong generalization capability
in various vision tasks, including anomaly detection (Jeong
et al., 2023; Zhou et al., 2023). Such visual priors for
anomaly events might be drawn using large foundation mod-
els, renowned for their generalization capability and wide
knowledge encapsulation. Generally speaking, compared
with the collection of large-scale annotated anomaly video
datasets, it is significantly easier to collect large amounts
of natural text descriptions generated from LLMs. How-
ever, there are several critical challenges that need to be
addressed. First, video is a continuous stream of visual
frames that relies on temporal dynamics, which hinders the
knowledge transfer from the concise texts to the video do-
main. Second, the modality gap between the text and video
domains further degrades the generalization. If we can find
a cohesive alignment of semantics across video and text
modalities, then we can explore the information in text data
to promote the performance of VAD in the video space. The
aligned embedding space of pre-trained VLMs provides a
possible solution for this challenge. Therefore, we investi-
gate the potential of combining existing LLMs with VLMs
in addressing vision-free VAD.

On top of our preliminary findings, we propose a novel Text-
Driven Video Anomaly Detection (TD-VAD) approach to
break visual dependence, which treats text descriptions as
alternatives to videos to train the VAD model. The main idea
of the proposed framework is illustrated in Fig. 1. Specifi-
cally, we exploit an LLM such as DeepSeek-V3 (Liu et al.,
2024) to generate textual descriptions for all anomaly cat-
egories in a target dataset. Compared with collecting tex-
tual data on the web, generating data using LLM is more
straightforward and requires less manual post-processing.
In particular, for the challenge that texts lack temporal in-
formation, we use LLM to generate text descriptions with
temporal logic that include both precise timestamps and
detailed event descriptions to simulate the temporal charac-

teristics of video sequences. Additionally, considering that
only training the VAD model with text data will lead to a
modality gap between texts and video frames, we take full
advantage of the pre-trained CLIP model to extract both the
text and visual embeddings to utilize its strong alignment
space to reduce the impact of the modality gap. Moreover,
to capture the long and short-range temporal logic of events
from the generated video-like text descriptions, we design a
novel event-evolution causal attention (EC-Attn) module to
model contextual dependencies across time. This module
contains an event-context causal attention (ECC-Attn) and
an event-focus causal attention (EFC-Attn), wherein the
former models the long-range temporal logic of full text se-
quences to capture the evolution chain, and the latter focuses
on supplementing short-window action details. Moreover, a
hierarchical anomaly-aware branch is designed to determine
if an anomaly exists in video frames. During testing, we
can replace the input from text descriptions with video se-
quences. The video features extracted from the frozen CLIP
image encoder can directly feed into the text-trained VAD
model to obtain frame anomaly confidence.

The main contributions can be summarized as follows:

* We propose a novel method to train VAD based only
from text generated by LLM, which allows the model
to be trained with fully supervised data without any
video data, to address the pressing issue of data scarcity
and privacy in anomaly detection.

* We propose text descriptions as videos to train a model
to detect anomaly events in videos. Text descriptions
are easily accessible and, in contrast to images, their
class labels can be directly derived, making the pro-
posed method compelling in practice.

* We propose a simple yet efficient temporal modeling
method based on the pre-trained CLIP model to align
the text and video modalities, which can effectively
reduce the modality gap.

2. Related Work

Video Anomaly Detection. Early video anomaly detec-
tion (VAD) studies primarily minimize the reconstruction
errors on normal-only video sequences (Hasan et al., 2016;
Lu et al., 2013; Thakare et al., 2023a), and thus regard
large reconstruction errors as a signal of anomaly one. A
parallel line formulates VAD as weakly-supervised multiple-
instance learning, leveraging video-level labels but no reli-
able frame labels to localize frame-level anomalies (Sultani
et al., 2018; Wu & Liu, 2021; Wu et al., 2024), avoiding
the prohibitive cost of frame annotation. Sultani et al. (Sul-
tani et al., 2018) collect a large-scale VAD dataset with
video-level annotation and use a multiple instance ranking
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strategy to localize temporally anomalous events. Addition-
ally, recent works incorporate audio modality (Wu et al.,
2020; 2025) or instruction-tunes detectors on the collected
video-caption corpus (Zhang et al., 2024) to broaden cover-
age. Recently, there has been a surge in efforts to leverage
multi-modal knowledge of vision-language models (VLMs)
to boost VAD performance via prompt tuning or lightweight
adapters (Ye et al., 2025; Wu et al., 2024; Zhang et al.,
2024; Chen et al., 2025). However, these approaches still
need target-domain videos for fine-tuning, consuming huge
amounts of manual labor to collect and annotate this data.
In contrast, the proposed approach requires no additional
video data yet matches the accuracy of tuned models with
fast inference speed and little GPU costs.

Large Foundation Models for VAD. Large language mod-
els (LLMs) (Liu et al., 2024; Wang et al., 2022; Wei et al.,
2022), and vision-language models (VLMs) (Alayrac et al.,
2022; Dai et al., 2023; Li et al., 2023) have been ex-
plored and already achieve impressive performance across
diverse tasks such as visual question answering. Kim et
al. (Kim et al., 2023) apply the text descriptions gener-
ated via LLM for the unsupervised anomaly detection. Re-
cently, LAVAD (Zanella et al., 2024) extends this power
to anomaly detection: it generates textual descriptions for
each video frame with a VLM and scores each one with an
LLM, achieving superior anomaly detection performance.
Chen et al.(Chen et al., 2025) propose a novel method for
understanding video anomalies with LLMs by aligning ef-
fective tokens in terms of temporal and spatial space. Ye et
al. (Ye et al., 2025) refine prompts to adapt frozen VLMs
as an integrated system for VAD. Later work via adding a
temporal graph module (Shao et al., 2025), or fusing audio
cues (Dev et al., 2024) to improve anomaly detection perfor-
mance. However, the deployment of these aforementioned
large models markedly escalates the demand for high-end
GPUs compared to conventional ConvNet approaches.

Different from the above methods, the proposed method
only leverages the text descriptions generated by LLM to ad-
dress temporal anomaly detection on videos to break visual
dependence, requiring no video collection and annotation.

3. Methodology

3.1. Problem Formulation

Let a video be represented as a frame sequence V =
{vt}ﬁl. The goal of video anomaly detection (VAD) is
to learn a scoring function ¢ : v; — p; € [0, 1], where
p¢ denotes the anomaly likelihood of frame v;. Depending
on the level of supervision, prior VAD approaches can be
categorized as: (i) weakly-supervised methods, which train
on videos with only video-level labels (normal or abnor-
mal); (ii) one-class methods, which train solely on normal

videos and detect deviations during inference; and (iii) un-
supervised methods, which assume no labels at all. In con-
trast, the proposed vision-free VAD setting assumes that no
target-domain training videos are available, i.e., Di;ain = .
Instead, the model is provided only with a set of semantic
anomaly concepts C = {cx }<_,. Given an unseen test video
Viest» the model infers frame-level anomaly scores {pt}tTgl
conditioned solely on textual semantics:

00 (Viest,C) = {pe}i1. 4))

3.2. Overview

The proposed framework is shown in Fig. 2. In the first step
(generating text descriptions), we adopt an LLM, DeepSeek-
V3 (Liu et al., 2024), to generate text descriptions with
timestamps for anomaly events. In the second step (train-
ing a VAD model only using text data), we use the frozen
CLIP text encoder (Radford et al., 2021) to encode the input
text, and present an event evolution causal attention mod-
ule to capture the evolution chain by modeling contextual
dependencies over time. This module involves two com-
ponents, i.e., an event-context causal attention (ECC-Attn)
and an event-focus causal attention (EFC-Attn), which cap-
ture the global temporal pattern and local action details of
anomaly events, respectively. More importantly, thanks to
the aligned image-text embedding space of CLIP, we can
transfer the VAD model trained on text to the visual domain
by utilizing the alignment between text and video frames.
During inference, video frame embeddings are extracted
using the frozen CLIP image encoder to replace text in-
put. Overall, we propose a simple and efficient method to
achieve vision-free VAD using only text data.

3.3. Generating Text Descriptions via LLM

A key challenge of vision-free VAD is the absence of an-
notated video clips for learning the temporal evolution of
anomaly events. To enable training without any visual data,
we construct a large-scale, temporally structured textual
dataset using a Large Language Model (LLM) to reflect
real-world visual dynamics. The generated text sequences
aim to (i) convey anomaly semantics faithfully, (ii) exhibit
clear temporal progression, and (iii) provide balanced cov-
erage across event categories.

Category Preparation. We first collect all normal and
abnormal categories from the target dataset, e.g., fighting,
shooting, and riot in XD-Violence (Wu et al., 2020). To
prevent distributional bias, we allocate different numbers
of generated samples per category, with normal scenes re-
ceiving the largest portion and rare anomaly types receiving
fewer but representative samples. This strategy ensures both
diversity and balance in the textual corpus.

Temporal Prompt Design. To mimic the temporal structure
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Step A: Text descriptions of normal and abnormal events generated by a frozen LLM
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Figure 2. An overview of the proposed TD-VAD approach. The proposed method is based on a pre-trained CLIP containing the frozen
text encoder and image encoder. (Top) A frozen LLM (Liu et al., 2024) generates a diverse set of normal and anomalous scene sentences
using a prompt. (Bottom) During training, the generated text descriptions are embedded by the frozen CLIP text encoder, and then these
embeddings are used to train a VAD model. During testing, we replace the input text descriptions with videos.

of video events, we design a prompt instructing the LLM to
produce sequential descriptions:

“You are a professional video event timeline de-
signer. Generate 4 sequential sentences describ-
ing a [CLASS] event.”

Each sample thus contains four time-ordered sentences cov-
ering the beginning, development, climax, and resolution
of the event, and the action is introduced with where, when,
and how it happens to reflect real-world visual dynamics.
This four-step structure offers concise yet expressive tem-
poral evolution while avoiding unnecessary verbosity. We
repeatedly apply the prompt with randomized sampling pa-
rameters to encourage diversity in vocabulary, narrative
detail, and contextual cues.

Quality Control and Text Augmentation. We remove
samples with incomplete sentences, redundancy, or temporal
inconsistencies. To enrich linguistic diversity, concise event
captions from (Liu et al., 2025) (unrelated to the target
domain) are expanded into sequential descriptions using
the same prompt, introducing additional variation while
preserving anomaly-related semantics.

In summary, category-aware sampling, temporally struc-
tured prompts, and quality control collectively yield a di-
verse, video-like textual corpus that effectively substitutes
video data for training. Details are provided in Appendix C.

To ensure temporal coherence between textual descriptions
and visual streams, we proportionally repeat each descrip-
tion to a fixed length of 16 time steps during text encoding.

The resulting 16-step text embeddings are then zero-padded
to 256 dimensions, enabling frame-level alignment with
video representations.

3.4. Text-only Training of VAD Model

Training a vision-free VAD model requires learning tem-
poral anomaly patterns without access to any video data.
This is made possible by the pre-trained CLIP model, whose
image and text encoders project visual frames and textual
descriptions into a shared semantic space. As a result, text
descriptions that depict the temporal evolution of an event
can serve as effective surrogates for video sequences, with
each sentence functioning analogously to a video frame.

Assumption 3.1 (Bounded Cross-Modal Metric Distor-
tion). We assume that the pre-trained CLIP model induces
a shared vision—language embedding space with bounded
cross-modal distortion at the instance level.

Let ¢ (-) and ¢, (-) denote the frozen text and image en-
coders. For any semantic concept ¢ € C, let S ~ P,(- | ¢)
and V' ~ P, (- | ¢) denote random text and video samples
associated with concept c. There exists a constant € > 0
such that

Pr(fl¢o(S) —ov(V)l; <ele) =1 —p, 2

for some small p € (0, 1). More details in Assumption A.3

Text Embedding and Training Input. Under Assump-
tion 3.1, the text-only training set is defined as D =
{(Si, Y;)}M,, where S; = {s,}1=, denotes the text de-
scriptions, s, denotes the sentence at position 7, and
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Y; € {0,1}¥ is its multi-hot label. Each description is
encoded by the frozen CLIP text encoder

by S — R = 6(S)),

yielding a sequence of T text-derived embeddings. After
applying the temporal alignment operator A, the training
input to the temporal predictor is given by F; = A(F}) €
RT>4_ Although purely textual, these descriptions exhibit
a clear and well-structured temporal progression, thereby
motivating the need for subsequent temporal modeling to
capture their sequential dependencies.

vie M), (3)

Event Evolution Causal Attention. To capture the tempo-
ral structure inherent in the generated text sequences, we
introduce the Event-evolution Causal Attention (EC-Attn)
module. It consists of two complementary components:

(1) Event-Focus Causal Attention (EFC-Attn). LLM-
generated descriptions typically contain fine-grained action
cues that correspond to short, localized temporal patterns
within an event. To effectively capture such local dynamics,
EFC-Attn divides the sequence into fixed, non-overlapping
windows and applies masked self-attention within each
window using a causal constraint (i.e., a lower-triangular
attention mask). This windowed causal attention encour-
ages the model to focus on the immediate temporal neigh-
borhood, producing localized representations that preserve
short-range temporal order and highlight subtle action tran-
sitions, which can be formulated as follows:

H™ = EFC-Attn(0:(5:)), i ={s7}721. @)

(2) Event-Context Causal Attention (ECC-Attn). While EFC-
Attn focuses on localized temporal cues, many anomalous
events evolve gradually and require reasoning over the full
sequence. To capture such long-range dependencies without
breaking temporal causality, ECC-Attn performs global at-
tention modulated by a learnable causal bias. Given queries
Q € RT*% keys K € RT*% and values V € RT*dv,
the standard attention score matrix S € R”*7 is computed
as: S = QK /\/dy. To impose soft causal ordering, a
distance-aware bias B € R7*7T is introduced. This bias
encourages attention toward nearby history while still allow-
ing the model to access more distant past information, and
strictly prevents attending to the future. The global causal
attention weights are computed as:

A = softmax(S + B), A € RT*T )

and the resulting context-enhanced representation is ob-
tained as follows:

H®° = ECC-Attn(¢¢(S;)), Si={s:}1,. (6)
Event Representation Integration and Hierarchical Clas-
sification. The Event-Focus and Event-Context causal at-
tention modules yield two complementary representations:

an instant-level representation H'™™ that captures short-term
motion primitives, and an evolution-level representation
H*v° that models the long-range temporal evolution of an
event. To consolidate these two temporal perspectives in a
lightweight yet expressive manner, we derive a unified event
representation through element-wise integration:

Hevt — Hinst + Heve . (7)

This unified representation retains both fine-grained tempo-
ral details and holistic event-evolution structure, yielding a
more discriminative description of the underlying event.

The event representation H®"" is then passed to a hierarchi-
cal anomaly-aware classification branch, which includes a
binary head for anomaly detection and a multi-class head for
distinguishing among specific anomaly types for yielding
prediction results {p, }7=, and {2, }1= , respectively. By
jointly modeling instant-level cues and long-range event evo-
lution, our text-only framework effectively learns anomaly
patterns without requiring any visual supervision.

3.5. Optimization Objective

The model is trained under a composite objective that
jointly optimizes coarse-grained anomaly detection and fine-
grained event recognition for every part of generated text de-
scriptions, guided by a multiple-instance learning paradigm
to navigate temporal ambiguity.

Binary Anomaly Detection. For the i-th text description,
the temporal predictor outputs anomaly scores {pi}f;l
after temporal alignment. Following a multiple-instance
learning strategy, we select the top-k; most salient positions:

1 i
P= P ®

The aggregated score p; is supervised by a binary label
y; € {0, 1} derived from Y; using the binary cross-entropy:
1 M _ _

17 Dy Wilogpit (1= yi)log(1 = )] (9)

This formulation emphasizes the most anomalous temporal
segments while being robust to irrelevant text snippets.

T, = argtop{p; }1%,,
|Z|=F;

»Cbce =

Multi-Class Event Classification. The predictor outputs
logits zT‘ ;. for each temporal position 7 and anomaly concept
¢, € C. Following the same top-k; aggregation strategy, the
aggregated logits are computed as

exp(z})

1 .
=1 (2
kT L Z ko K "
ki €L > p—1 exp(Z)
The multi-class classification loss is defined as

1 M K y
Los=—37D D, vklogdi, (D

where y¢ € {0,1}¥ indicates the ground-truth anomaly
concept.

g = (10)
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Table 1. Comparison with weakly-supervised, one-class, unsu-
pervised, and vision-free video anomaly detection methods on
XD-Violence. The best results are bolded.

Method Backbone AP(%) AUC(%)
CLIP (Radford et al., 2021) ViT 17.83 38.21
Weakly-supervised VAD
Wu et al. (Wu et al., 2020) C3D-RGB  67.19 -
Wu et al. (Wu et al., 2020) I3D-RGB  73.20 -
MSL (Li et al., 2022) C3D-RGB  75.53 -
One-class VAD
HASAN et al. (Hasan et al., 2016) ~ AER® - 50.32
LU etal. (Lu et al., 2013) Dictionary - 53.56
BODS (Wang & Cherian, 2019) 13D-RGB - 57.32
GODS (Wang & Cherian, 2019) I3D-RGB - 61.56
Unsupervised VAD
areAnom akare et al., a - — .
Ours ViT 75.83 89.50

3.6. Inference for Videos

After training a VAD model using video-like textual descrip-
tions generated by an LLM, our target is to transfer the VAD
model trained only with text-only data to the vision modal-
ity. Therefore, the encoded text embeddings should match
the corresponding video frames. Thanks to the pre-trained
contrastive model CLIP, which aligns the text embedding
and image embedding, we can directly feed the embeddings
from video frames v; into the VAD model trained by the text
embedding. Therefore, to reduce the influence of the modal-
ity gap, we use the frozen CLIP image encoder ¢ (-) to
extract video frame features. Then, the obtained image em-
beddings are fed into the trained VAD model to compute the
anomaly scores of all test video sequences. The frame-level
anomaly degree can be obtained via the multi-class classifier.
Specifically, subtracting the softmax probability of normal
by one is the anomaly degree. The proposed approach re-
tains the visual information of the image embedding for
anomaly detection. When adapting to different datasets, we
can simply replace the classes in the text prompt with the
classes of the target dataset.

4. Experiment
4.1. Experimental Setup

Datasets. We evaluate the proposed approach on two large-
scale benchmarks for the VAD task, i.e., UCF-Crime (Sul-
tani et al., 2018) (UCF) and XD-Violence (Wu et al., 2020)
(XD). As our method does not use any video data for train-
ing, we adopt their official test set to evaluate our method.
Specifically, the UCF dataset contains 290 test videos (140
abnormal and 150 normal) with 13 anomaly types. As for
XD, this dataset includes 800 test videos (500 abnormal and
300 normal) from six categories.

Metrics. Following prior work (Wang & Chen, 2025), we
report the area under the frame-level ROC curve (AUC)
for both evaluation datasets and the frame-level average

Table 2. Comparison with weakly-supervised, one-class, unsu-
pervised, and vision-free video anomaly detection methods on
UCF-Crime. The best results are bolded.

Method Backbone  AUC(%)
CLIP (Radford et al., 2021) ViT 53.16
Weakly-supervised VAD
SULTANI et al. (Sultani et al., 2018) C3D-RGB 75.41
SULTANI et al. (Sultani et al., 2018) I3D-RGB 77.92
IBL (Zhang et al., 2019) C3D-RGB 78.66
GCL (Zaheer et al., 2022) ResNext 79.84
One-class VAD
SVM (Sultani et al., 2018) - 50.00
SSV (Sohrab et al., 2018) - 58.50
BODS (Wang & Cherian, 2019) 13D-RGB 68.26
GODS (Wang & Cherian, 2019) 13D-RGB 70.46
Unsupervised VAD
GCL (Zaheer et al., 2022) ResNext 74.20
TUR et al. (Tur et al., 2023a) ResNet 65.22
TUR et al. (Tur et al., 2023b) ResNet 66.85
DYANNET (Thakare et al., 2023b) 13D 79.76
Ours ViT 80.82

precision (AP) for the XD dataset.

Baselines. We compare with representative methods at each
supervision level: weakly-supervised (Sultani et al., 2018;
Zhang et al., 2019; Zaheer et al., 2022; Wu et al., 2020), one-
class (Hasan et al., 2016; Lu et al., 2013; Wang & Cherian,
2019), unsupervised (Thakare et al., 2023a).

Implementation. For the model structure, frozen image
and text encoders are adopted from pre-trained CLIP (ViT-
B/16). We generate 17674 and 3253 text descriptions for
XD and UCF datasets, respectively. For the local window
length in the local-action causal attention module, we set it
as 4 and 16 for XD and UCF datasets, respectively. We set
top-k as 16 in loss function computation. For training, the
proposed TD-VAD is trained on a single RTX 4090 using
the PyTorch framework. We use AdamW as the optimizer
with a batch size of 64. On XD-Violence, the learning rate
and total epoch are set as 3 x 1075 and 10, respectively, and
on UCF-Crime, the learning rate and total epoch are set as
2 x 10~* and 10, respectively.

4.2. Comparison Results

We undertake a comprehensive evaluation of the proposed
TD-VAD’s anomaly detection capabilities by benchmarking
it against widely-used approaches across XD-Violence and
UCF-Crime datasets in Table 1 and Table 2, respectively.

For the XD-Violence dataset, TD-VAD’s AP on this dataset
are 8.64% higher than the advanced weakly-supervised
method (Wu et al., 2020), even though no visual data is used.
Also, our method outperforms the baseline CLIP (Radford
etal., 2021) (38.21 vs. 75.83). The proposed method (AUC
89.50) also surpasses strong unsupervised (vs. 68.33), one-
class (vs. 61.56), and several weakly-supervised baselines.
Table 2 also shows the competitive anomaly detection perfor-
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Table 3. Real-time performance comparison with the LAVAD method. The best results are bolded.

Method XD-Violence UCF-Crime Frame rate Params Size
AP(%) AUC(%) AUC(%) (frames/sec)
LAVAD (Zanella et al., 2024) 62.01 85.36 80.28 1.26 13B
Ours 75.83 89.50 80.82 183 0.31B

Table 4. Cross-dataset results on UCF-Crime and XD-Violence.

Test= UCF-Crime XD-Violence
Train] AUC(%) AP(%) AUC(%)
UCF-Crime 80.82 81.39 59.53
XD-Violence 77.08 75.83 89.50

mance of the proposed approach on the UCF-Crime dataset.
We can observe that the performance of our method on this
dataset is 5.41% higher than the weakly-supervised method
SULTANI et al. (Sultani et al., 2018). At the same time, our
method achieves an impressive 80.82 AUC, making a signif-
icant 2.16 absolute improvement compared to the advanced
method (Zhang et al., 2019). Also, the proposed TD-VAD
outperforms all unsupervised and one-class methods, as
well as some weakly-supervised methods, on UCF-Crime.
Different from the above methods, our approach adopts the
pure text data generated by LLM for training. These pre-
sented results demonstrate our approach’s superiority and
robustness even if no visual data is available. The season
for such performance we analyzed is that the generated
text precisely captures the essential semantics and temporal
logic of abnormal events. Leveraging CLIP’s cross-modal
alignment and EC-Attn’s structured temporal modeling, TD-
VAD learns universal anomaly discrimination rules from
text, which effectively generalize to real videos.

As shown in Table 3, we compare the proposed TD-VAD
approach with LAVAD (Zanella et al., 2024), which also
leverages the off-the-shelf LLMs and VLMs and follows
a language-driven pathway for estimating the anomaly
scores, in terms of accuracy, frame rate, and parameter size.
Even though the proposed TD-VAD has significantly fewer
model parameters (including the frozen CLIP encoder) than
LAVAD, its performance shows a substantial improvement
compared to LAVAD. This can significantly reduce com-
putational and deployment costs for the model. Moreover,
on the XD dataset, TD-VAD improves AP from LAVAD’s
62.01 to 75.83, while boosting frame rate from 1.26 FPS
to 183 FPS, a speed-up of roughly 145 times. TD-VAD
achieves a higher frame rate, lower parameter size, and
higher accuracy compared to LAVAD, thereby demonstrat-
ing the effectiveness of the proposed approach.

Cross-Dataset Validation. In Table 4, we conduct the
cross-dataset experiment to evaluate the generalization of
the proposed TD-VAD model. For the scenario where the
trained TD-VAD model is tested on an unseen dataset, TD-
VAD still achieves competitive performance. This indicates

that the semantic patterns learned from generated text de-
scriptions can generalize to distinct scene distributions, ver-
ifying the cross-dataset transferability of our text-driven
paradigm. Additionally, such performance also validates
that the proposed TD-VAD approach can detect truly unseen
or unknown anomalies.

4.3. Ablation Study

We conduct extensive ablation studies to validate the ef-
fectiveness of the key components in our method on the
XD-Violence dataset.

Timestamps of Text Descriptions. To investigate the influ-
ence of timestamps of generated text descriptions, we con-
duct experiments to generate text descriptions with different
timestamps. The experimental results are provided in Ta-
ble 5a. We find that increasing the timestamps of generated
text descriptions can effectively improve the performance
in training. It is worth noting that the 4 timestamps achieve
better results than the 8 timestamps. The reason we ana-
lyzed is that the text descriptions of anomaly events with
4 timestamps align more closely with the actual anomaly
boundaries, yielding smaller semantic gaps.

Window Length in ECC-Attn. We explore the influence of
different window lengths in the proposed event-focus causal
attention. As shown in the table 5b, the window length
set as 4 achieves the best performance. Additionally, from
the table, we find that even with different window lengths,
the TD-VAD still performs well, which demonstrates the
insensitivity to this hyper-parameter.

Table 5. Ablation studies of timestamps of generated text descrip-
tions, and the window length in ECC-Attn.

(a) Timestamps (b) Window Length
Timestamps | AP AUC Length | AP AUC
1 71.79 87.57 2 75.24  89.08
2 7291 87.94 4 75.83 89.50
4 75.83 89.50 8 7498 89.43
8 74.67 88.89 16 75.12  89.57

Event-Evolution Causal Attention Module. The abla-

Table 6. Ablation studies of the proposed event evolution causal
attention module. The best results are bolded.

ECC-Attn EFC-Attn ‘ AP AUC
- - 30.48 60.33
v - 71.29 88.18
- v 73.09 87.84
v v 75.83 89.50
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Figure 3. Qualitative visualization results of the proposed TD-VAD approach. As illustrated in this figure, the red curves represent the
anomaly scores, and the blue regions denote the ground-truth abnormal temporal location. As we can see, the proposed approach detects
abnormal regions of different categories precisely. Meanwhile, it also produces low anomaly scores on purely normal video sequences.
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Figure 4. Similarity Matrix of CLIP Cross-Modal Features: Text
Descriptions vs. Real Videos from XD-Violence dataset.

Table 7. Ablation studies of the proposed hierarchical anomaly-
aware classifier module. The best results are bolded.

Binary Multi-class | AP AUC
v - 68.22 86.77
- v 74.83 89.35
v v 75.83 89.50

tion results in table 6 demonstrate that combining EFC-attn
with the ECC-attn mechanism yields strong performance
gains. The EFC-attn captures local dynamics of events,
while the ECC-attn mechanism models long-range depen-
dencies. Their integration enables the VAD model to learn
both short dynamics and global event patterns of anomaly
events, which is crucial to the overall performance improve-
ment. This highlights the complementary roles of the two
components and the effectiveness of their joint design.

Hierarchical Anomaly-aware Branch. In Table 7, we con-
duct an in-depth analysis to examine the impact of the bi-
nary and multi-class classifiers in the proposed hierarchical
anomaly-aware branch on anomaly detection performance
on XD-Violence. With the assistance of feature optimiza-
tion in the binary branch, the multi-class classifier obtains

a performance improvement compared to the previous one.
Experimental results clearly show that a dual approach can
boost the performance by leveraging the complementarity
of different granularities.

4.4. Qualitative Analyses

Qualitative Visualization. Fig. 3 shows the qualitative re-
sults of the proposed TD-VAD with sample videos from XD-
Violence. Upon examination, it becomes evident that the
proposed TD-VAD is capable of detecting anomaly events
accurately. Additionally, our method also produces consider-
ably low anomaly scores in normal areas. The visualization
results demonstrate that the proposed TD-VAD approach
can effectively detect anomaly events in video sequences.

Visualization of Similarity between Text and Visual Fea-
tures. As shown in Fig. 4, for each event category, the simi-
larity between intra-class text and video features is signifi-
cantly higher than inter-class pairs. This confirms that text
descriptions accurately capture the core semantic features of
corresponding real-world anomalies. However, one limita-
tion of the generated text corpus is that due to the shared
violent semantics and overlapping visual manifestations, the
relatively high cross-category similarity between text fea-
tures from the fighting event and video features from the
abuse event may confuse fine-grained classification. This is
a common limitation for fine-grained VAD task.

5. Conclusion

To break the dependence on annotated video data, a novel
TD-VAD approach is proposed only using text data. We
propose a new view of treating text descriptions as videos for
training a VAD model in a vision-free manner. The LLM
is exploited to efficiently generate a high-quality textual
dataset for training. To address the modality gap between the
video and text, we design a simple yet effective video-like
text generation method and utilize the aligned space of the
CLIP model. Extensive experimental results demonstrate
the effectiveness of the proposed TD-VAD. In the future,
we will continue to explore the vision-language pre-trained
knowledge and further devote to the vision-free VAD task.
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A. Preliminaries

In Section A.1, we introduce basic notation used throughout the appendix. In Section A.2, we formally define the vision-free
VAD problem and the surrogate-training setup.

A.1. Notations

For a positive integer n, let [n] := {1,2,...,n}. We use k € [K] to index anomaly concepts in C = {cj}< ;. The
Euclidean norm is denoted by || - ||2. A video is represented as a frame sequence V' = {vt}tTgl, and a surrogate text sequence
as S = {S.,-}Z:;l, where T, and T need not be equal. Let ¢ (-) and ¢ (-) denote the frozen CLIP image and text encoders,
mapping inputs to a d-dimensional embedding space. The resulting embedding sequences are X* = ¢, (V) € RTv*d
and F* = ¢(S) € RTs*4, Both sequences are mapped to a common length 7" using a deterministic temporal alignment
operator A, yielding X = A(X*) € RT*4 and F = A(F*) € RT*4, We denote by gg : RT"*¢ — [0,1]7 a temporal
predictor. At the population level, (F,Y") and (X,Y") are random variables drawn from the surrogate and target distributions
Pgs and Pr, respectively.

A.2. Problem Definition and Assumption

We formalize the vision-free VAD setting studied in this work: the learner has no access to target-domain training videos and
must rely on semantic anomaly concepts only. To enable learning without visual supervision, we train a temporal predictor
on surrogate text sequences in a frozen CLIP embedding space and deploy it on videos via modality substitution. We next
provide the formal definitions used in our theoretical analysis.

Definition A.1 (Vision-Free Video Anomaly Detection). In the vision-free setting, no target-domain training videos are
available, i.e., Dy = 9. Instead, the learner is given only a set of semantic anomaly concepts C = {ck}le. Given an
unseen test video Viest = {vt}tT;l, the goal is to produce frame-level anomaly scores

Yo - (‘/testac) = {pt};:ul S [Oa I]Tv'
Here ¢y denotes the end-to-end anomaly scoring function induced by the temporal predictor gy together with the frozen

CLIP encoders and temporal alignment operator.

Definition A.2 (Surrogate Training and Modality Substitution). Let S = {sT}Zil denote a surrogate text sequence and
Viest = {vt}tT;l a test video, where T and T, need not be equal. We assume that both sequences are mapped to a common
length T via a deterministic temporal alignment operator (e.g., repetition or interpolation).

Let ¢¢(-) and ¢ (-) be the frozen CLIP text and image encoders. Training is performed using aligned surrogate embeddings
F = ¢(S) € RT>*4, and inference is performed by applying the same predictor to aligned video embeddings X =
¢v(mest) € RTXd~

We train a temporal predictor go : R7*¢ — [0,1]7 on surrogate embeddings, and deploy it on video embeddings via
modality substitution, yielding p = go(X) € [0,1]%.

Assumption A.3 (Bounded Cross-Modal Metric Distortion). We assume that the pre-trained CLIP model induces a shared
vision—language embedding space with bounded cross-modal distortion at the instance level.

Let ¢¢(-) and ¢ (-) denote the frozen text and image encoders. For any semantic concept ¢ € C, let S ~ P;(- | ¢) and
V ~ P,(- | ¢) denote random text and video samples associated with concept c. There exists a constant £ > 0 such that

Pr([[¢u(S) = o(V)l; <ele) = 1—p, (12)
for some small p € (0, 1).
Moreover, for any pair of concepts ¢, ¢’ € C and independent samples S ~ Pi(- | ¢), 8" ~ P(- | ), V ~ Py(- | ¢),
V'~ Py(-| ), we have
1166(8) = 6e(S)l2 = ll¢e (V) = b (V')]la] < 26 (13)
with probability at least 1 — 2p.

Remark A.4 (Relation to PAC consistency (Valiant, 1984)). The bounded distortion condition in Assumption 3.1 resembles
a PAC-style consistency assumption at the representation level, where € controls the accuracy of cross-modal alignment and
p the failure probability. Unlike classical PAC learning, we do not make claims about sample complexity or empirical risk
minimization; instead, the assumption serves to justify generalization under modality substitution.

12
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B. Theoretical Analysis

This section explains why fext-only training can generalize to videos in the vision-free setting. Our analysis follows three
steps: (i) we view text embeddings as surrogate data and relate the target (video) risk to the surrogate (text) risk via a standard
domain-discrepancy decomposition; (ii) we characterize the effect of modality substitution (replacing text embeddings by
video-frame embeddings at test time) through a stability bound, and (iii) we discuss additional gaps introduced by surrogate
sequence construction (LLM generation and temporal alignment). The key enabling condition throughout our analysis is the
bounded cross-modal metric distortion induced by the pre-trained CLIP embedding space, formalized in Assumption 3.1.!
This assumption states that text and video instances sharing the same semantic concept are mapped to nearby points in the
embedding space, while relative distances between different concepts are approximately preserved across modalities.

B.1. Surrogate-to-Target Generalization via Domain Discrepancy

Recall that F' = ¢(S) and X = ¢, (V') denote the surrogate (text-derived) and target (video-derived) sequence embeddings
in the shared CLIP space (Section A.1). Let Pg and Pr be the distributions over (F,Y") and (X,Y"), respectively, and let
¢ € 10, 1] be a bounded loss. For any hypothesis g € G, define the risks

Rs(9) == E(ry)~ps [L(g(F),Y)], Rr(g9) :=E(xy)up, [{(9(X),Y)].

A Concrete Discrepancy. To quantify the surrogate—target mismatch, we instantiate Divg(Ps, Pr) using an integral
probability metric (IPM)-style discrepancy (Miiller, 1997). Under the bounded cross-modal metric distortion Assumption A.3,
text-derived and video-derived representations corresponding to the same semantic concepts are expected to induce similar
prediction statistics, leading to a small surrogate—target discrepancy in the CLIP embedding space.

Definition B.1 (G-TPM discrepancy). Let G be a class of measurable predictors g : RT7*< — [0, 1] Define
IPMg(Ps, Pr) == Sup E(py)~ps[E(9(F),Y)] = E(x y)~p, [((g(X), V)] - (14)
ge

Proposition B.2 (Surrogate-to-Target Risk Decomposition). Fix a hypothesis class G and a bounded loss ¢ € [0, 1]. For any
gegy,

where \* := inf,eg (Rs(h) + Rr(h)) is the shared optimal joint error.

Proof. Let g* € argminyeg (Rs(h) + Rr(h)). We start by adding and subtracting the surrogate risk term:

Rr(9) = Rs(9) + (Rr(9) — Rs(9)).
By Definition B.1 (the G-IPM discrepancy), for any fixed g € G we have

’RT(Q) - RS(g)’ = ‘E(X,Y)NPT [f(g(X), Y)] - IE(F,Y)NPS [E(g(F)7 Y)” < IPMQ(PSa PT)
Hence, Rr(g9) < Rs(g) + IPMg(Ps, Pr). To introduce the shared optimal joint error A*, note that

Xt = inf (Rs(h) + Re(k)) = Rs(g*) + Rr(g").

and since risks are nonnegative, A* > 0. Therefore, adding A\* to the right-hand side preserves the inequality:
Rr(g) < Rs(g) +IPMg(Ps, Pr) + \*.
This is exactly (15). O]

Interpretation for TD-VAD. Eq. (15) formalizes text as surrogate data: minimizing surrogate risk Rg yields small target
risk Ry when (i) the surrogate and target distributions are close in the CLIP embedding space (small IPMg), and (ii) there
exists a predictor that performs well on both domains (small A*). Both conditions are enabled by the bounded cross-modal
metric distortion of CLIP, which limits semantic and geometric mismatch between text and video representations. In
TD-VAD, both modalities are embedded by frozen CLIP encoders, and inference explicitly feeds video-frame embeddings
into the text-trained model.

! Assumption 3.1 mirrors Assumption 3.1 in the main body, which motivates text-only training and deployment on videos through
CLIP alignment.
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B.2. Stability of Modality Substitution

Unlike the surrogate-to-target analysis in Section B.1, which relates distribution-level risks, this subsection focuses on
an instance-level stability property of the learned predictor. Specifically, we analyze the effect of replacing the surrogate
(text-derived) embeddings with target (video-derived) embeddings at test time and show that, under bounded cross-modal
metric distortion, modality substitution can be interpreted as a controlled perturbation in the representation space.

Definition B.3 (Concept-wise alignment error). Let ut(c) := E[F | ¢] and p(c) := E[X | ¢] denote the class-conditional
prototypes of text and video embeddings, respectively, in the shared CLIP space. We define the alignment error as

e :=sup ||pu(c) — Mv(c)”z :
ceC

The alignment error quantifies the maximum discrepancy between text and video representations of the same semantic
concept and provides a measure of cross-modal mismatch at the prototype level.

Proposition B.4 (Modality Substitution Stability). Assume that the temporal predictor gy is L-Lipschitz with respect to its
sequence input, i.e., forall A, B € RTxd

190(A) — go(B)ll2 < L[| A — Bl|2.

If a test instance satisfies |F' — X ||o < ¢, then
llg6(X) — go(F)ll2 < Le.
Proof. The result follows directly from the Lipschitz continuity of gy by setting (A, B) = (X, F). O

Discussion. Proposition B.4 establishes a pointwise stability guarantee: when text-derived and video-derived embeddings
corresponding to the same semantic concept are close in the representation space, replacing F' with X induces a bounded
change in the model predictions. This result does not rely on any distributional assumptions and complements the surrogate-
to-target generalization analysis in Section B.1 by justifying the modality substitution step at the functional level.

B.3. Surrogate Construction Gaps

Beyond cross-modal alignment, the surrogate domain itself is constructed rather than naturally observed. In TD-VAD,
temporally ordered text descriptions are generated by an LLM and subsequently transformed to a fixed length for frame-level
processing. This construction process introduces additional sources of mismatch that are not captured by cross-modal
alignment alone.

To disentangle these effects, we conceptually decompose the surrogate-to-target gap as
RT(g) < RS (g) + Agcn + Atcmp + Aalign~

This decomposition serves as an analytical tool rather than a tight generalization bound.

Cross-modal alignment error. The term A, captures residual mismatch between text-derived and video-derived
representations in the shared CLIP embedding space and is controlled by the alignment error € (Definition B.3) under the
bounded cross-modal metric distortion assumption (Assumption 3.1). Its effect on predictions is analyzed in Section B.2.

Temporal alignment error. Let F* € R %4 denote the original text-derived embedding sequence prior to temporal
alignment, and let .4 denotes the deterministic alignment operator that maps F™* to a fixed-length sequence F' = A(F™). We
define the temporal alignment error as

Atemp 1= E[@(Q(A(F*)),Y) —f(g(F*),Y)] )

which quantifies the distortion introduced by enforcing frame-level temporal structure through repetition, padding, or
interpolation.
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Generation error. Let P denote an idealized text distribution that perfectly captures the semantic and temporal variability
of video events, and let P*™ denote the distribution induced by LLM-based text generation. We define the generation error
as

Agen 1= Slellg) ]E(F,Y)NP}LM [L(g(F),Y)] — E(F,Y)NPt* [(g(F), V)],
g
which captures the distributional bias introduced by the text generation process.

Practical implication. This decomposition clarifies that, while cross-modal alignment and modality substitution stability
governs representation transfer. Overall performance in the vision-free setting is also influenced by temporal alignment
design and the quality of the LLM-generated surrogate data.

C. More Results

In this supplementary material, we provide the exact form of the prompt details for LLM to generate text descriptions for
events, class distributions, and representative examples of the generated text corpus.

Prompt Detail. To mimic the temporal structure of video events, we design a prompt instructing the LLM to produce
sequential descriptions. The prompt differs for XD-Violence (Wu et al., 2020) and UCF-Crime (Sultani et al., 2018). For
XD-Violence, the prompt is structured as:

“You are a professional video event timeline designer. Generate 4 sequential sentences describing a [CLASS]
event. Follow these strict rules: 1. Each sentence must depict a completely unique visual scene with
no repeated actions, objects, or elements from previous descriptions; 2. Timeline logic must be natural:
start—development— climax—resolution (for abnormal events) or causal sequence (for normal events); 3.
Use present tense and concrete language - describe only what can be visually observed; 4. Each sentence must
be 15-25 words long with a varied structure. 5. Include specific details (colors, locations, actions) to ensure
uniqueness; 6. Never reuse phrases from the examples provided in the template.”

Additionally, for UCF-Crime, the prompt has a similar form, which is structured as follows:

“Generate 4 sequential surveillance camera descriptions of a '[CLASS] event. Ensure each descrip-
tion is 20-35 words from a security camera perspective. Create logical progression: detection—incident
development— climax—sresolution. Include surveillance-specific details: camera angle, monitoring coverage, and
visibility limitations. Focus on visible behavior only - no internal thoughts or off-camera events. Use surveillance
terminology: CCTYV, security footage, monitoring system, camera view. Make this sample unique for surveillance
training data.”

Prompt Sensitivity Analysis. We evaluate the proposed TD-VAD approach’s robustness to various prompt formulations
while keeping the core information unchanged. This reveals whether LLM depends on specific prompt engineering or has
genuine semantic understanding for anomalous events. We test three prompt styles: (1) Law Enforcement uses professional
surveillance terminology; (2) Education adopts explanatory language for teaching; (3) Domain expert incorporates special-
ized security vocabulary. As shown in Table 8, performance varies within =1% AUC across all styles, demonstrating robust
stability. These results validate our prompt design for generating anomalous descriptions via LLM while conforming to
stability across prompt formulations.

Table 8. Prompt sensitivity analysis on XD-Violence dataset. Baseline uses the video event timeline designer style.

Prompt Style AUC Change (%)
Law Enforcement Style -0.50
Educational Style +0.02
Domain Expert Style -0.97

Robustness to Noisy Descriptions. To validate the robustness to noisy text descriptions, we randomly remove 10%—40% of
temporal text segments during training to simulate incomplete and missing descriptions from LLMs. As shown in Table 9,
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interestingly, the TD-VAD model achieves slightly better performance rather than degradation. This demonstrates that our
approach is highly robust to incomplete textual narratives. The model focuses on learning the core semantic concepts of
anomalies instead of relying on full temporal details. The mild information dropout acts as gentle regularization that reduces
overfitting to text patterns, leading to improved generalization on the test set.

Table 9. Effect of removing varying percentages of temporal text on the XD-Violence dataset. Values in parentheses indicate the change
compared to the baseline.

AUC AP
Remove 10% 89.65(+0.15) 76.19(+0.36)
Remove 20% 89.51(+0.01)  75.84(+0.01)
Remove 30% 89.65(+0.15) 76.18(+0.35)
Remove 40%  88.98(-0.52)  74.32(-1.51)

Effect of Different LLMs. To investigate the influence of different text data generation models, we further used Kimi-
k2.5 (Team et al., 2026) and GPT-3 (Brown et al., 2020) to generate the text dataset. As shown in Table 10, we find that the
model based on the text dataset generated by DeepSeek-V3 used in the manuscript works best. Specifically, both Kimi-k2.5
and GPT-3 lead to performance drops compared with our baseline, demonstrating that DeepSeek-V3 (Liu et al., 2024) is
more capable of producing high-quality, semantically accurate, and video-aligned text descriptions. The relatively superior
performance of GPT-3 over Kimi-k2.5 also indicates that the logical expression and contextual modeling capabilities of
LLMs affect the quality of generated text supervision. These results validate that choosing an appropriate LLM for text
dataset construction is crucial in our task.

Table 10. Performance comparison of different large language models on the XD-Violence dataset. Values in parentheses indicate the
change compared to the DeepSeek-V3 baseline.

LLM AUC AP
Kimi-k2.5 (Team et al., 2026)  89.02(-0.48)  74.50(-0.33)
GPT-3 (Brown et al., 2020)  89.42(-0.08)  75.54(-0.29)

Effect of Different Vision-Language Models. To investigate the influence of different vision-language models (VLMs) for
alignment across video and text modalities, we evaluate our approach with CLIP and two SigLIP backbones (Zhai et al.,
2023) on XD-Violence in Table 11. While SigL.IP excels on general image-text benchmarks via its pairwise sigmoid loss,
CLIP’s global softmax contrastive alignment better captures the fine-grained, long-range visual-text correspondences critical
for temporal anomaly detection. This explains why CLIP achieves higher performance in our video anomaly detection task.

Table 11. Performance comparison of different VLMs on the XD-Violence dataset. Values in parentheses indicate the change compared to
the CLIP baseline.

VLM AUC AP
CLIP (Radford et al., 2021) 89.50 75.83

Siglip-base-patch16-224 (Zhai et al., 2023)  87.19 (-:2.31)  67.55 (-8.28)

Siglip-base-patch16-512 (Zhai et al., 2023)  89.18 (-0.32)  71.84 (-3.99)

Limitation Analysis. We present the per-category AUC performance using the multi-class anomaly-aware branch in
Table 12. Our approach achieves consistent performance across most anomaly categories, showing reliable capability in
detecting anomalies. However, as discussed in Section 4.4 and illustrated in Fig. 4, Abuse and Shooting share highly similar
violent semantics and visual patterns with other anomalous events, leading to higher fine-grained classification difficulty.
This high semantic overlap creates a more challenging distinction for the proposed TD-VAD approach, resulting in relatively
lower raw performance for these two fine-grained anomaly categories. In future work, we plan to design a dedicated
cross-modal alignment paradigm tailored for video anomaly detection to further refine fine-grained subtle event modeling.

Visualization of Text Features. We visualize the feature distribution of generated text descriptions by using t-SNE, and
present results in Fig. 5. As we can see, the features of text descriptions generated by LLM have distinguishable boundaries,
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Table 12. Per-class AUC performance on the XD-Violence dataset.

Category AUC
Normal 89.22
Fighting 86.46
Shooting 72.68
Riot 96.10
Abuse 61.47
Car Accident  84.67
Explosion 95.03
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Figure 5. The Visualization of the normal and abnormal embeddings of generated text descriptions in 2D space by t-SNE.

show features of texts that describe a certain type of anomaly event, and exhibit categorical discriminability. It demonstrates
the effectiveness of using text data generated in training.

Class Distribution and Examples for Text Corpus. In Table 13a and Table 13b, we present the detailed amounts of
generated text descriptions for different categories in the XD-Violence and UCF-Crime datasets, respectively. We allocate
more generated samples for usual anomaly categories, yet the rare anomaly types receive fewer but representative samples.
This strategy ensures both diversity and balance in the textual corpus to reflect the distribution of real-world anomalies.

Table 13. The amount of generated text descriptions for different categories in XD-Violence and UCF-Crime datasets

(a) XD-Violence dataset (b) UCF-Crime dataset

Category | Amount || Category | Amount Category | Amount || Category | Amount
Normal 12450 Shooting 559 Normal 483 Shoplifting 50
Car accident 2204 Explosion 505 Road accidents 1756 Arrest 60
Fighting 1066 Riot 200 Explosion 282 Assault 60
Abuse 690 - - Fighting 135 Vandalism 60
Shooting 90 Burglary 50
Abuse 77 Robbery 50
Arson 60 Stealing 40

In Fig. 6 and Fig. 7, we present the examples of generated text descriptions via LLM in the XD-Violence and UCF-Crime
dataset, respectively. These generated examples exhibit a clear temporal progression to mimic the temporal structure of
different video events. As illustrated in Fig. 6 and Fig. 7, the generated text descriptions are not limited to describing
actions alone, which inherently encode the coupling of actions, scenes, and spatial-temporal contexts, which forces the
model to learn “context-dependent anomaly” rather than “action-only anomaly”. For example, a clear illustration in in
Fig. 6 lies in the identical run action across our anomalous and normal text descriptions: the abuse-related text “She breaks
free and runs toward the main street’s bright lights as bystanders begin gathering near the alley’s entrance” embeds run in
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(

[1] Under the bright morning sun, a golden retriever chases a yellow butterfly across the dew-covered
lawn.

[2] Later that afternoon, the same family gathers on the stone steps before an ancient marble monument
for pictures.

Noroal [3] As evening approaches, two children run laughing through the sprawling green park while their

parents watch from a bench.
[4] The day concludes with warm sunset light casting long shadows from the historical structure onto the
quiet grounds.
[1] A woman in a red coat drops her grocery bag outside the convenience store, backing away from a
man who steps into her personal space.
[2] He grabs her wrist tightly near the ATM, his other hand pointing aggressively toward the dark alley

< behind them.

Abuse olait R ) ) )
I [3] In the narrow alley between brick buildings, he shoves her against a dumpster while shouting and

tearing at her sleeve.
[4] She breaks free and runs toward the main street's bright lights as bystanders begin gathering near the
alley’s entrance.

[1] CProtesters first gather outside the city hall, holding signs that flutter in the afternoon breeze as a
police line forms.

[2] A masked individual then hurls a glass bottle that shatters against an armored vehicle's windshield,
triggering loud alarms.

[3] Flames suddenly engulf a newspaper kiosk on the corner, sending thick black smoke billowing over
the chaotic street.

[4] Riot police finally advance in a tight phalanx formation, clearing the main square as scattered debris
litters the pavement.

wor i

[1] A helmeted motorcyclist in a black leather jacket struggles to push his stalled bike across a busy two-
lane road during evening rush hour.

[2] From around a gentle curve, two other motorcycles appear, their headlights cutting through the dusk
as they accelerate down the lane.

[3] The lead rider swerves violently but clips the stalled motorcycle, sending both man and machine
spinning across the asphalt in a shower of sparks.

[4] The fallen rider lies motionless beside his wrecked bike as the other motorcyclists skid to a stop and
rush toward him under the streetlights.

RoadAccgé
idents

(&

Examples in XD-Violence dataset

Fighting
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[1] Two opponents circle each other in a rain-slicked alley, their breaths misting under the flickering
neon sign of a closed pawnshop.

[2] A swift kick from one fighter sends a metal trash can clattering, scattering debris that forces the other
to sidestep abruptly.

[3] The larger combatant pins his adversary against a brick wall, landing three sharp jabs to the torso
before being thrown off balance.

[4] A final dodge causes the aggressor to stumble over spilled garbage bags, collapsing onto the wet
pavement as his opponent stands panting.

[1] A masked figure emerges from the alley's shadows, raising a gloved hand that clutches a compact
pistol with a matte black finish.

[2] Inside the brightly lit supermarket, shoppers dive for cover as glass jars of pasta sauce shatter on the
white tiled floor.

[3] The security guard's taser discharges with a crackle of blue electricity, missing its target and striking a
metal shelving unit instead.

[4] Police officers in tactical vests secure the perimeter, their flashlight beams cutting through the settling
dust near the produce section.

[1] A lone firefighter in full gear stands beneath the overpass, his helmet's light cutting a narrow beam
through the dusty gloom.

[2] His head suddenly snaps upward as a deep, metallic groan echoes from the road above, shaking loose
pebbles from the concrete supports.

[3] The underside of the roadway violently erupts outward, spewing chunks of asphalt and a blinding
orange fireball that engulfs his position.

[4] Thick black smoke now billows from the mangled overpass as debris rains down onto the empty
space where he once stood.

Figure 6. Examples of generated text descriptions via LLM in the XD-Violence dataset.

abnormality-indicative context cues—the subject’s “breaking free” implies a prior threatening interaction, the dark alley
connotes a high-risk scenario, and bystanders’ gathering reflects a response to deviance. By contrast, the normal text “As
evening approaches, two children run laughing through the sprawling green park while their parents watch from a bench”
denotes the same run action with normality signatures, where the tranquil park setting, children’s joyful affect, and parental
supervision collectively denote a routine, non-deviant scenario.
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Examples in UCF-Crime dataset

[1] CCTV detects lone middle-aged adult entering school zone camera view at 23:17, moving steadily
along sidewalk perimeter under limited ambient lighting conditions.

[2] Subject pauses near main entrance security gate, retrieves object from pocket while partially obscured
by tree coverage in upper camera quadrant,

[3] Individual bends down briefly outside monitoring blind spot before straightening and proceeding
toward eastern parking lot exit beyond optimal identification range.

[4] Security footage confirms subject exiting surveillance coverage area at 23:22 through designated
pedestrian access point without further observable activity within camera parameters.

[1] Corner CCTV detects minor entering southeast corridor 19:42, camera view partially obscured by fire
extinguisher cabinet; child appears to be dragging smaller sibling by arm against resistance.

[2] Security footage shows escalating altercation near stairwell B; older child forcibly pushes younger
against wall within camera coverage area, causing visible distress and attempted escape movements.

[3] Perpetrator repeatedly strikes victim in upper body region while monitoring system records clear
audio of distressed vocalizations from both subjects.

[4] Resolution phase shows adult resident intervening from northeast apartment, separating children as
they move out of surveillance range toward elevator bank at 19:46, incident logged for security review.

[1] CCTV camera #7 captures two figures in hooded jackets running north on Elm Street at 19:45,
triggering the motion alert system within its fixed wide-angle view under streetlights.

[2] Security footage shows police vehicles converging, officers exiting with flashlights; one suspect
resists by pushing an officer near the edge of camera coverage, partially obscured by a parked van.

[3] The wall-mounted surveillance cam records multiple officers subduing and handcuffing the resisting
individual on the pavement while another is detained calmly within clear monitoring range.

[4] Final video log shows both suspects secured in separate patrol cars as additional units arrive; infrared
mode activates due to low light, concluding incident logging at 19:52 local time.

[1] CCTV detects individual approaching residence, carrying container; fixed overhead view limits facial
recognition but captures fluid being poured near structure's foundation at 12:07.

[2] Security footage shows ignition source applied to pooled liquid; flames immediately spread along
base of wall while subject moves out of camera coverage area during incident development.

[3] Monitoring system records fire engulfing building facade with dense smoke obscuring portions of the
scene; thermal limitations prevent clear visibility through smoke plume at climax stage.

[4] Resolution phase shows emergency services arriving within camera view; fixed angle captures fire
containment efforts but cannot monitor rear property access due to coverage gaps in surveillance system.

[1] CCTV overhead view detects two young adult males in sports venue concourse at 20:47; Subject A

pushes Subject B against wall near concession stand, causing minor visible stagger.

[2] Camera coverage shows altercation escalating as both subjects exchange blows; limited visibility

reveals metal object in Subject A's hand while monitoring system tracks rapid movement patterns.

[3] Security footage captures climax with Subject B sustaining facial injury and falling to ground after

being struck with apparent blunt weapon; camera angle partially obscures direct impact moment.

[4] Monitoring system observes resolution as venue security personnel enter frame and restrain both
dividuals at 20:49, i before escorting them from camera view toward exits.

[1] CCTV unit 3 captures motion at perimeter gate; individual bypasses lock using unknown tool, enters
facility grounds under corner camera's wide-angle coverage with partial obstruction from fence post.
[2] Camera view shifts as subject moves toward storage units, testing door latches; infrared mode
. activates due to low light, monitoring system logs unauthorized access attempt in sector B-12.
[3] Infrared surveillance footage shows forced entry into unit #47 via pry bar; multiple items removed
and loaded onto hand truck while pan-tilt-zoom tracks movement across loading bay area.
[4] Security footage concludes as suspect exits camera coverage through blind spot near eastern fence
line; ti logged by itoring system marks end of incident recording cycle.

[1]1 CCTV Unit C4 detects sudden intense flash in northeast parking lot corner, causing brief exposure
‘washout on security footage before auto-adjustment activates.
[2] Security monitoring system captures debris cloud expanding across camera coverage area, with
oM visible shockwave distortion affecting image stability as objects become airbome.
=4=[3] Corner surveillance unit records structural collapse at epicenter while secondary fires ignite within
remaining camera view despite smoke-obscured visibility limitations.
[4] Camera angle shows emergency vehicle lights penetrating residual haze during post-incident
assessment phase, with thermal imaging activated to monitor smoldering hotspots.

[1] CCTV detects two elderly individuals in dawn light near park benches; camera view from eleval)
dome position shows agitated gesturing and postural shifts within monitoring coverage arca.

[2] Security footage captures initial physical altercation: one senior throws slow, wide-arced punch while
other attempts grappling hold; limited visibility due to poor lighting conditions affects detail clarity.

[3] Camera angle shows visible facial injuries and torn clothing during sustained ground-level
confrontation under dome surveillance.

[4] One clutching rib arca while limping away from scene before exiting camera's fixed field of view at
dawn's first light.

Fighting A

[1] CCTV detects motion at 3:15 PM; camera pans left to track three children crossing school zone
crosswalk under adult supervision, limited by partial vehicle obstruction in foreground.
[2] PTZ zooms on child dropping backpack near bus lane; monitoring system captures retrieval attempt
. while another child approaches, with coverage gaps due to tree branch interference.
o [3] Security footage shows dropped contents scattering as second child trips over backpack; camera tilt
adjusts downward but misses precise fall details due to rapid movement blur.
[4] Wide-angle view reestablished showing both children standing with retrieved belongings, then
walking toward school entrance before exiting monitored zone at 3:18 PM resolution phase.

[1] CCTV footage from wall-mounted camera shows two masked figures approaching the jewelry store
entrance at 02:17, triggering perimeter motion sensors and initial security alert to monitoring station.
[2] Security camera view captures suspects forcing entry through reinforced glass door using crowbars,
Robbery \iwim shattered glass falling within camera's 120-degree coverage area as internal alarm strobes activate.

B t [3] Surveillance footage shows primary suspect smashing display cases while accomplice empties
contents into duffel bag, both moving rapidly within fixed camera's limited visibility.
[4] Monitoring system records perpetrators fleeing through emergency exit as response team enters main
entrance, leaving scattered merchandise in camera view.

[1] CCTV detects an individual entering the south hallway at 14:32, carrying a long object partially
obscured by their body and jacket. Camera view from ceiling mount limits identification of the item.

[2] Security footage shows subject raising what is now identifiable as a black semi-automatic rifle in
corridor B3. Monitoring coverage captures them aiming down the hall.

Shocting [3] Muzzle flashes visible from weapon during rapid discharge; spent casings eject rightward onto tiled
floor within camera’s field of view before rolling out of sight behind lockers due to perspective limitation.
[4] Subject seen dropping firearm—a dark-colored rifle with a i flecing
castward beyond monitoring range at 14:34, leaving the weapon stationary on surveillance video.
[1] CCTV dome camera captures subject entering pharmacy aisle during dusk lighting conditions.
Monitoring system tracks movement near high-theft skincare display.
[2] Security footage shows suspect selecting multiple fragrance items under low-light visibility. Dome
Shoplif camera's wide-angle view records as products.
[3] Surveillance monitoring detects theft as subject Iment sequence and

ng

moves toward exit without approaching checkout lanes.
[4] Security cameras document suspect bypassing POS stations through perimeter aisles while
monitoring system maintains complete visual documentation of unauthorized departure.

[1] CCTV detects figure approaching unattended beach bag near shoreline at 23:47, visible within corner

surveillance unit's coverage but partially obscured by darkness beyond floodlight range.

[2] Subject kneels beside bag while scanning perimeter, manipulating zipper under pretense of adjusting
- ﬂ x footwear as monitoring system records movement in overlapping camera views.

[3] Security footage shows subject removing wallet from bag during peak theft action, face angled away
from primary camera but captured by secondary night-vision unit.
[4] Public monitoring system tracks suspect departing eastward along beach promenade with stolen item
concealed in jacket before exiting fixed camera coverage at pier entrance.

[1] CCTV monitoring system detects two figures approaching storefront perimeter after hours; camera
view adjusts to track movement within 20-meter sccurity coverage zone under streetlight illumination.
[2] Security footage shows subjects deploying spray paint cans and crowbars against glass entrance; pan-
Vandaliom 25 tilt-zoom maintains focus despite partial obstruction from decorative shrubbery in camera angle.
[3] Surveillance captures climax as primary window shatters under repeated tool impacts; infrared mode
activates automatically due to reduced visibility from displaced exterior lighting fixtures.
[4] Monitoring system documents perpetrators fleeing scene, leaving visible property damage including
graffiti and broken glass before automated alert triggers remote security response protocol.

Figure 7. Examples of generated text descriptions via LLM in the UCF-Crime dataset.
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