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Abstract
Research on the expressive power of transformers
shows that transformers are equivariant to per-
mutations and can approximate all permutation-
equivariant continuous functions on a compact
domain. However, these results assume real pa-
rameters and exact operations, whereas real-world
implementations on computers can only use a fi-
nite set of numbers and inexact machine opera-
tions with round-off errors. In this work, we inves-
tigate the representability of floating-point trans-
formers that use floating-point parameters and
floating-point operations. Unlike existing results
under exact arithmetic, we first show that floating-
point transformers can represent non-permutation-
equivariant functions even without positional en-
coding. Furthermore, we prove that floating-
point transformers can represent all permutation-
equivariant functions when the sequence length
is bounded, but they cannot when the sequence
length is sufficiently large. We also identify the
minimal equivariance property in floating-point
transformers, and show that all non-trivial ad-
ditive positional encoding can harm the repre-
sentability of floating-point transformers.

1. Introduction
Self-attention-based transformers are among the most popu-
lar neural network architectures for sequence-to-sequence
learning. Starting with natural language processing
(Vaswani et al., 2017), they have achieved state-of-the-art
performance in various fields, including computer vision
(Dosovitskiy et al., 2021), graph representation learning
(Ying et al., 2021), and time-series forecasting (Zhou et al.,
2021). Due to the architectural symmetry, it is well-known
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that transformers are permutation-equivariant: if input to-
kens are permuted, then the outputs are also permuted cor-
respondingly. While such a symmetry has been appreciated
when the output is independent of input order (e.g., Lee et al.
(2019)), it is often intentionally broken by using positional
encoding if the input order matters.

Several works have investigated the expressive power of
transformers. For example, it is known that transformers are
dense in the Lp space of permutation-equivariant sequence-
to-sequence functions on a compact domain, where the
permutation-equivariance constraint can be removed by in-
troducing positional encoding (Yun et al., 2020a). Similar
results have also been shown for the space of continuous
functions equipped with the uniform norm (Alberti et al.,
2023), for shallow architectures and probabilistic setups
(Furuya et al., 2025), for sparse architectures (Yun et al.,
2020b), and for approximating shift-equivariant functions
(Takakura & Suzuki, 2023). Furthermore, transformers can
fit a finite number of input–output sequence pairs (Kim et al.,
2023; Mahdavi et al., 2024; Dana et al., 2025).

However, existing theoretical results cannot be directly ap-
plied to real-world transformers implemented on computers
since they assume real parameters and exact arithmetic. In
practice, transformers use a finite set of numbers and in-
exact machine operations such as floating-point arithmetic.
Only a few recent works have studied the expressive power
of neural networks under floating-point arithmetic. Park
et al. (2024) showed that fully-connected floating-point net-
works using ReLU or the binary step function can represent
all floating-point functions from floating-point vectors to
floating-point numbers. This result was later extended to a
general class of activation functions (Hwang et al., 2025b)
and interval arithmetic (Hwang et al., 2025a). A notable ob-
servation is that floating-point networks may not inherit im-
portant properties of neural networks analyzed under exact
arithmetic, e.g., floating-point networks using the identity
activation function can represent all floating-point functions.
Floating-point transformers and state-space models have
also been studied from a computational-complexity view-
point: constant-precision transformers lie in AC0 ⊊ TC0

(Li et al., 2024) and log-precision state-space models are
confined to TC0 (Merrill et al., 2024).

Prior works mainly consider sequential reduction orders
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in floating-point summations. In practice, however, GPU
reductions may use runtime-dependent parallel reduction
orders, and some hardware performs high-precision accu-
mulation before converting the result back to the target
precision. To the best of our knowledge, the only prior work
considering arbitrary reduction orders is Park et al. (2026),
which extended Hwang et al. (2025b). In addition, none of
the prior works considered high-precision accumulation.

1.1. Contributions

In this work, we study the expressive power of floating-point
transformers that use floating-point parameters and floating-
point operations (e.g., addition and multiplication). Unlike
prior works that mainly focus on sequential reduction orders,
we additionally investigate arbitrary deterministic reduction
orders and high-precision accumulation. Specifically, we
study whether floating-point transformers inherit the well-
known properties of transformers under exact arithmetic by
addressing the following questions:

• Are floating-point transformers permutation-equivariant?

• Can floating-point transformers represent all permutation-
equivariant sequence-to-sequence functions?

Surprisingly, we prove that the answers to both questions
are no: floating-point transformers may not satisfy natural
properties of transformers analyzed under exact arithmetic.

We first show that floating-point transformers can express
non-permutation-equivariant functions. By exploiting the
non-associativity of floating-point addition, we show that an
attention layer can identify partial input-order information
even without positional encoding. Using this construction,
we prove that floating-point transformers can represent a
class of non-permutation-equivariant functions (Theorem 2).
This result holds under arbitrary deterministic reduction
orders and high-precision accumulation, including deter-
ministic parallel reductions in multi-thread CPUs and GPUs.
We next show that floating-point transformers cannot rep-
resent some permutation-equivariant sequence-to-sequence
functions when the sequence length n is sufficiently large
(Theorem 3), under the left-to-right summation order, corre-
sponding to deterministic single-thread CPU computations
without parallel reduction.

On the other hand, when the sequence length n is prop-
erly bounded, we prove that floating-point transformers can
represent all permutation-equivariant sequence-to-sequence
functions. In particular, we first prove this result under
the left-to-right summation order without high-precision
accumulation (Theorem 4). We then prove an analogous
result for arbitrary deterministic reduction orders and high-
precision accumulation (Theorem 5). These results con-
trast with exact-arithmetic universal approximation results,
where approximation is possible regardless of the sequence

length (Yun et al., 2020a). We also investigate various prop-
erties of floating-point transformers and clarify the limita-
tions of our computation model in Section 4.

2. Preliminaries
2.1. Notations

We often use lowercase letters (a, b, c, . . . ) to denote scalar
values, bold lowercase letters (a,b, c, . . . ) to denote vec-
tors, uppercase letters (A,B,C, . . . ) to denote matrices, and
calligraphic uppercase letters (A,B, C, . . . ) to denote sets.
We use N and R to denote the set of positive integers and
the set of real numbers, respectively. For n ∈ N, we use
[n] := {1, 2, . . . , n}. For a, b ∈ R ∪ {±∞} and a set C,
(a, b) := {x ∈ R : a < x < b}, [a, b] := {x ∈ R : a ≤
x ≤ b}, (a, b)C := (a, b) ∩ C, and [a, b]C := [a, b] ∩ C. We
similarly define [a, b), (a, b], [a, b)C , and (a, b]C .

For n ∈ N and x1, . . . , xn ∈ R, we use (x1, . . . , xn) ∈ Rn

to denote the vector whose i-th coordinate is xi. Through-
out this paper, we treat all vectors as column vectors (i.e.,
Rn = Rn×1). For n,m ∈ N and x1, . . . ,xm ∈ Rn, we use
[x1, . . . ,xm] ∈ Rn×m to denote the n ×m matrix whose
i-th column is xi. For n,m ∈ N, x ∈ Rn, and M ∈ Rn×m,
we use xi to denote the i-th coordinate of x, Mi to denote
the i-th row of M , and Mij to denote the element at the i-th
row and the j-th column of M . We also use Mi:j to denote
the submatrix of M induced by Mi,Mi+1, . . . ,Mj . When
i = 1 or j = n, we use M:j or Mi: to denote Mi:j , respec-
tively. We use 0n and 1n to represent (0, . . . , 0) ∈ Rn and
(1, . . . , 1) ∈ Rn, respectively. Likewise, we use 0n×m and
1n×m to denote the n×m matrix consisting of zeros and
the n×m matrix consisting of ones, respectively.

For a set X , ρ : X → X , σ : Xn → Xn, we often apply ρ
and σ to a matrix M = [m1, . . . ,mm] ∈ Xn×m as follows:
ρ(M), σ(M) ∈ Xn×m are matrices satisfying

ρ(M)ij = ρ(Mij), σ(M) =
[
σ(m1), . . . , σ(mm)

]
. (1)

Sn denotes the permutation group on [n], i.e., Sn = {π :
[n]→ [n] : π([n]) = [n]}. For any set X , we define a right
group action of Sn on Xm×n as follows: for π ∈ Sn and
X = [x1, . . . ,xn] ∈ Xm×n, πX := [xπ(1), . . . ,xπ(n)].
Form,m′, n ∈ N, T ⊂ Sn, setsX ,Y , a subsetD ⊂ Xm×n

closed under the action of T , and f : D → Ym′×n, we say
“f is T -equivariant” if f(πX) = πf(X) for all X ∈ D and
π ∈ T . We say f is “permutation-equivariant” if f is Sn-
equivariant. For a singleton set {π}, we use “π-equivariant”
instead of “{π}-equivariant”.

2.2. Floating-point arithmetic

Floating-point numbers. Throughout this paper, we con-
sider the IEEE-754 standard for floating-point arithmetic
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(IEEE, 2019). For p, q ∈ N, we define Fp,q as the set of
finite floating-point numbers as follows:

Fp,q :=
{
±(1.m1 · · ·mp)× 2e,±(0.m1 · · ·mp)× 2emin :

m1, . . . ,mp ∈ {0, 1}, e ∈ [emin, emax]Z
}

(2)

where 1.m1 · · ·mp and 0.m1 · · ·mp are written in the bi-
nary representation, emin := −2q−1 + 2, and emax :=
2q−1 − 1. Each floating-point number is represented by the
sign s, mantissa m1, . . . ,mp, and exponent e, i.e., p+ q+1
bits suffice to represent all elements in Fp,q .

There are three additional (non-finite) floating-point num-
bers: positive infinity∞, negative infinity −∞, and not-a-
number NaN. In floating-point operations,∞ and −∞ may
appear when the output exceeds the range of Fp,q. NaN
may appear when the output cannot be approximated by an
element of Fp,q ∪ {−∞,∞}, e.g., when we add∞ to −∞.
We assume that −∞,∞ follow the conventional order, i.e.,
−∞ < x < ∞ for all x ∈ R. We denote the set of all
floating-point numbers by Fp,q := Fp,q ∪ {−∞,∞,NaN}.
Here, Fp,q can also be represented by using p+ q + 1 bits
since we are not using all 2q representations for the exponent
in Fp,q. We use ω := 2emin−p and Ω := (2− 2−p)× 2emax

to denote the smallest and largest positive floating-point
numbers, respectively. For x ∈ Fp,q, we use x− to de-
note the largest element of Fp,q ∪ {−∞,∞} that is strictly
smaller than x, and we use x+ to denote the smallest ele-
ment of Fp,q ∪ {−∞,∞} that is strictly larger than x (e.g.,
Ω+ =∞, (−Ω)− = −∞). We often use F (and F) to rep-
resent Fp,q (and Fp,q) when p, q are clear from the context.

Rounding to floating-point numbers. We define floating-
point rounding ⌈·⌋F : R ∪ {−∞,∞,NaN} → F:

⌈x⌋F :=


argminy∈F |x− y| if |x| < Ω+ 2emax−p−1,

∞ if x ≥ Ω+ 2emax−p−1,

−∞ if x ≤ −Ω− 2emax−p−1,

NaN if x = NaN.

When there are two (finite) floating-point numbers that are
equidistant to x ∈ R, we break ties using the ties-to-even
rule (IEEE, 2019): ⌈x⌋F is the unique float whose last man-
tissa bit mp is zero (see Eq. (2)). When F is clear from the
context, we use ⌈·⌋ to denote ⌈·⌋F.

We define the correctly rounded version of ReLU and exp:
for ρ ∈ {ReLU, exp} and x ∈ F, ⌈ρ⌋F (x) is ⌈ρ(x)⌋F if x ∈
F, 0 if x = −∞,∞ if x = ∞, and NaN if x = NaN. We
note that the function values at ±∞ follow the convention
induced by limx→−∞ ρ(x) = 0 and limx→∞ ρ(x) =∞.

Floating-point operations. We now define floating-point
addition, subtraction, multiplication, and division. For
x, y ∈ F, x ⊕F y := ⌈x+ y⌋, x ⊖F y := ⌈x− y⌋, and
x ⊗F y := ⌈x× y⌋. For x, y ∈ F with y ̸= 0, x ⊘F y :=

⌈x/y⌋. We also define these operations for x, y ∈ F
in Appendix A.1, following IEEE (2019). We note that,
unlike conventional addition and multiplication, floating-
point addition and multiplication are non-associative: for
⊙ ∈ {⊕F,⊗F}, (x⊙y)⊙z ̸= x⊙(y⊙z) in general. Hence,
we need to be careful about the ordering of operations. As
in the conventional operations, we first perform floating-
point multiplications and divisions (first priority), and we
next perform floating-point additions (second priority). For
operations with the same priority, we perform operations in
the left-associative way, i.e., from left to right.

Order of floating-point summation. When we add n
floating-point numbers, the order of summation can be spec-
ified by a (rooted) full binary tree Tn of n leaves indexed by
[n]. Given x1, . . . , xn, we define

⊕Tn

i∈[n];F xi as the value of
the root node of Tn computed by the following procedure:

• Each leaf node i has a value xi.

• Each internal node’s value is the floating-point sum ⊕F
of its children’s values.

By choosing a proper Tn and leaf indices,
⊕Tn

i∈[n];F xi can
represent an arbitrary summation order of n values. We note
that there can be multiple trees corresponding to a single
summation order. When we introduce Tn in this paper, we
implicitly assume that its leaves are indexed by [n] as well.

Given Tn, we also define a group G(Tn) generated by the
following procedure, starting from Π = ∅:

• Iterate over all internal nodes v such that TvL and TvR
are isomorphic. Here, vL and vR denote the children of
v and Tu denotes the subtree of Tn with the root u.

◦ For the sets L(TvL) and L(TvR) of leaf nodes of TvL
and TvR , let g : L(TvL) → L(TvR) be a bijection
induced by an isomorphism between them.
◦ Add πv ∈ Sn to Π where πv(i) = i if i /∈ L(TvL) ∪
L(TvR), πv(i) = g(i) if i ∈ L(TvL), and πv(i) =
g−1(i) if i ∈ L(TvR).

• Set G(Tn) as the group generated by Π.

Then, the summation of n inputs whose order is specified
by Tn is G(Tn)-invariant as stated in the following lemma.
The proof of Lemma 1 is in Appendix C.1.

Lemma 1. Let Tn be a full binary tree with n leaves indexed
by [n]. Then, for any g ∈ G(Tn) and for any x1, . . . , xn ∈
Fp,q ,

⊕Tn

i∈[n];Fp,q
xi =

⊕Tn

i∈[n];Fp,q
xg(i).

For n ∈ N and x1, . . . , xn ∈ F, we also define
n⊕

i=1;F
xi := (· · · ((x1 ⊕F x2)⊕F x3)⊕F · · · )⊕F xn (3)
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and call this summation order the left-to-right order. We
also set

⊕0
i=1;F xi := 0, and likewise for the empty tree

sum. We also use ⊕ and
⊕

in the left-associative manner:

n⊕
i=1;F

xi ⊕
m⊕

j=1;F
yj = x1 ⊕F · · · ⊕F xn ⊕F y1 ⊕F · · · ⊕F ym.

Floating-point matrix operations. For floating-point matri-
ces M,N ∈ Fm×n

, we define (M ⊕F N)ij =Mij ⊕F Nij .
We also define matrix product under F. For M ∈ Fm×n

and N ∈ Fn×l
, M ⊗F N ∈ Fm×l

satisfies (M ⊗F N)ij =⊕Tn

k∈[n];F(Mik ⊗F Nkj). Here, to consider a more realis-
tic setup, we consider the high-precision accumulation in
GPUs (Wang et al., 2018). Given the target precision p, q
and a higher precision p′ ≥ p, q′ ≥ q used to accumulate
intermediate values, we define ⊗̂Fp,q,Fp′,q′ as follows:

(M⊗̂Fp,q,Fp′,q′N)ij =


Tn⊕

k∈[n];Fp′,q′

(Mik ⊗Fp′,q′ Nkj)


Fp,q

.

Throughout this paper, we use F and F′ to denote Fp,q and
Fp′,q′ , respectively. In addition, we use ⊕,

⊕
,⊗,⊖, and ⊘

to denote ⊕F,
⊕

F,⊗F,⊖F, and ⊘F; we explicitly write the
subscript F′ when the computation is under F′. Likewise, we
use ⊗̂ instead of ⊗̂Fp,q,Fp′,q′ . The priority of ⊗̂ is identical
to that of ⊗, and that of ⊖ is identical to that of ⊕.

Condition on F and F′. In this paper, we assume Condi-
tion 1. Note that most practical floating-point formats satisfy
this condition, including double/single/half-precision for-
mats (IEEE, 2019), bfloat16 (Google), and FP8 (E5M2,
E4M3, Micikevicius et al. (2022)); see Table 1.

Condition 1. 2 ≤ p ≤ 2q−1 − 3 and 2 ≤ p′ ≤ 2q
′−1 − 3.

2.3. Floating-point transformer

As in transformers under exact arithmetic (Vaswani et al.,
2017), we consider a floating-point transformer consisting
of feed-forward networks and multi-head self-attention lay-
ers with target precision p, q and higher precision param-
eters p′, q′ for ⊗̂ and the softmax σ. Specifically, given
the hidden dimensions d, r, and the input sequence length
n, the feed-forward networks have the following form: for
ρ = ⌈ReLU⌋, W1 ∈ Fr×d,W2 ∈ Fd×r, b1 ∈ Fr,b2 ∈ Fd,
and X ∈ Fd×n

,

FFr,d,n
θ (X) :=X⊕(W2⊗̂ρ(W1⊗̂X⊕(b11

⊤
n ))⊕(b21

⊤
n ))

where θ ∈ F2dr+r+d is the vectorization of W1,W2,b1,b2

and ρ is applied element-wise (see Eq. (1)). We note that
the multiplications in b11

⊤
n and b21

⊤
n are exact. To de-

fine the self-attention layer, we first define the (floating-
point) softmax function σ : Fn → Fn

as follows: for

x = (x1, . . . , xn) ∈ Fn
and x∗ = maxi∈[n] xi,1

σ(x)i :=

⌈exp⌋(xi⊖x∗)⊘
 Tn⊕

j∈[n]

⌈exp⌋(xj⊖x∗)


F

.

(4)

Here, all rounding, ⊖, ⊘, and
⊕

inside ⌈·⌋F are under F′.
We subtract x∗ in the exponent following standard imple-
mentations of the softmax function in PyTorch (Paszke et al.,
2019) and TensorFlow (Abadi et al., 2016); they subtract x∗
for better numerical stability.

Given the number of heads h ∈ N and the key/query/value
dimension m ∈ N, the attention layer has the following
form: for WK

i ,WQ
i ,W

V
i ∈ Fm×d and WO

i ∈ Fd×m for

all i ∈ [h], for X ∈ Fd×n
,

ATh,m,d,n
ϕ (X):=X⊕

(
h⊕

i=1

WO
i ⊗̂

(
Vi⊗̂σ(K⊤

i ⊗̂Qi)
))

(5)

where ϕ ∈ F4hdm is the vectorization of allWK
i ,WQ

i ,WV
i ,

and WO
i , Ki = WK

i ⊗̂X , Qi = WQ
i ⊗̂X , Vi = WV

i ⊗̂X ,
and σ is applied column-wise (see Eq. (1)).

Each transformer block consists of a composition of an atten-
tion layer and a feed-forward network. Given h,m, r, d, n ∈
N, we use Bh,m,r,d,n to denote all possible compositions of
transformer blocks defined as follows:

Bh,m,r,d,n :={FFr,d,n
θL
◦ ATh,m,d,n

ϕL
◦ · · · ◦ FFr,d,n

θ1
◦ ATh,m,d,n

ϕ1
:

L ∈ N, θl ∈ F2dr+r+d, ϕl ∈ F4hdm, ∀l ∈ [L]}.

Given the input dimension din, the output dimension dout,
a function f : Fdin×n → Fdout×n

is a floating-point trans-
former if there exist d, h,m, r ∈ N,Win ∈ Fd×din , bin ∈ Fd,
Wout ∈ Fdout×d, bout ∈ Fdout , and g ∈ Bh,m,r,d,n such that

f(X) =Wout⊗̂g(Win⊗̂X ⊕ (bin1
⊤
n ))⊕(bout1

⊤
n ). (6)

We use “transformers under exact arithmetic” to denote
functions in Eq. (6) where all parameters are real, and all
operations are replaced by their exact counterparts.

3. Main results
We investigate whether floating-point transformers inherit
the properties of transformers under exact arithmetic. Specif-
ically, we study the following questions: for any input/out-
put dimensions din, dout and sequence length n,

• Are floating-point transformers permutation-equivariant?

• Can floating-point transformers represent all floating-
point permutation-equivariant functions?

1x∗ = NaN if xi = NaN for some i.
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As introduced in Section 1.1, the answers to both ques-
tions are no. In Section 3.1, we answer the first question
by proving that floating-point transformers can represent
a class of non-permutation-equivariant functions. In Sec-
tion 3.2, we answer the second question by showing that
there exists a permutation-equivariant function that cannot
be represented by floating-point transformers when the se-
quence length n is large under the left-to-right summation
order. Furthermore, we show that floating-point transform-
ers can represent all permutation-equivariant functions when
n is properly bounded. Unless otherwise noted, results in
this section are stated under summation orders specified by
T1, T2, . . . and high-precision accumulation.

3.1. Floating-point transformers are not Sn-equivariant

We first show that floating-point transformers can represent
a class of non-permutation-equivariant functions.

Theorem 2. Suppose 2q − 4 ≥ p′ − p and q′ ≤ 2q−1. Let
din, dout, n ∈ N such that n ≥ 4, and

∆n := {[x1, . . . ,xn] ∈ Fdin×n : xi ̸= xj ∀i ̸= j}.

Then, for any G(Tn)-equivariant f∗ : ∆n → Fdout×n, there
exists a floating-point transformer f : Fdin×n → Fdout×n

such that f = f∗ on ∆n.

Theorem 2 implies that floating-point transformers can
represent all G(Tn)-equivariant functions f∗ from ∆n to
Fdout×n. Note that f∗ may not be permutation-equivariant
since for any non-trivial permutation π /∈ G(Tn), it holds
that πf∗(X) ̸= f∗(πX) in general. In addition, by
augmenting each token with positional information (e.g.,
1, . . . , n), floating-point transformers can represent arbitrary
functions from Fdin×n to Fdout×n when [n] ⊂ F (see Sec-
tion 4.2). Furthermore, if the input is padded with distinct
dummy tokens so that no two sibling leaves of Tm both carry
real tokens, then the identity is the only element of G(Tm)
fixing all dummy positions. Hence, any f∗ : ∆n → Fdout×n

extends G(Tm)-equivariantly to ∆m, and the transformer
from Theorem 2 outputs f∗(X) at the real positions.

To prove Theorem 2, we exploit the non-associativity of
floating-point addition. For example, consider two matrices
V ∈ Fm×n, Σ ∈ Fn×n and a non-trivial permutation π ∈
Sn. Let Z = V × Σ and Ẑ = V ⊗̂Σ, i.e., Z is computed
by using exact arithmetic, whereas Ẑ is computed using
floating-point matrix multiplication. Let Σπ = π(π(Σ⊤))⊤

be the row- and column-permuted version of Σ, i.e., Σπ
ij =

Σπ(i)π(j). Then, we have πZ = (πV )× Σπ . However, this
does not hold for Ẑ since

(πẐ)ij =


Tn⊕

k∈[n];F′

Vik ⊗F′ Σkπ(j)


F

̸=


Tn⊕

k∈[n];F′

(Viπ(k) ⊗F′ Σπ(k)π(j))


F

= ((πV )⊗̂Σπ)ij

in general, due to the non-associativity of ⊕F′ .

The proof of Theorem 2 is based on this observation. By
exploiting the Vi⊗̂σ(K⊤

i ⊗̂Qi) part in Eq. (5) (consider
V ← Vi and Σ ← σ(K⊤

i ⊗̂Qi)), we first construct non-
permutation-equivariant floating-point attention layers that
extract partial information about the input order induced
by the reduction tree. We then use this information to
identify the input up to the action of G(Tn). Finally, we
adapt the universal approximator construction of Hwang
et al. (2025b) to obtain a token-wise universal approximator,
which allows us to generate the target output f∗(X) for any
G(Tn)-equivariant function f∗ : ∆n → Fdout×n. Here, we
note that G(Tn)-equivariance in our construction is neces-
sary; see Section 4.1 for more discussions. We present the
full proof of Theorem 2 in Section 5.1 and Appendix D.

3.2. Floating-point transformers cannot represent all
Sn-equivariant functions

In Section 3.1, we observed that floating-point transformers
can represent a class of non-permutation-equivariant func-
tions, i.e., they are not permutation-equivariant in general.
In this section, we first show that even some permutation-
equivariant floating-point functions cannot be represented
by floating-point transformers when the sequence length
is large under the left-to-right summation order. This is in
contrast to the setting of transformers under exact arithmetic,
which can universally approximate permutation-equivariant
Ls functions, regardless of the sequence length (Yun et al.,
2020a). We then show that floating-point transformers can
represent all permutation-equivariant floating-point func-
tions when the sequence length is properly bounded.

To describe our results, we first define (α, β)-similarity.

Definition 1. Let d, n, α, β ∈ N such that α < β ≤ n. We
say that X = [x1, . . . ,xn], Y = [y1, . . . ,yn] ∈ Fd×n

are
“(α, β)-similar” if there exist z1, z2 ∈ Fd

such that

xi =

{
z1 if 1 ≤ i ≤ α,
z2 if α < i ≤ β,

yi =

{
z1 if 1 ≤ i < α,

z2 if α ≤ i ≤ β,

and xj = yj for all j ∈ {β + 1, . . . , n}.

Note that ifX and Y are (α, β)-similar, then they only differ
at the α-th column.

We now introduce the following theorem, which shows the
existence of permutation-equivariant floating-point func-
tions that cannot be represented by floating-point transform-
ers, when the left-to-right summation order is assumed (see
Eq. (3)). The proof of Theorem 3 is presented in Section 5.3.
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Theorem 3. Consider the left-to-right summation order. Let
din, dout, n, α, β ∈ N such that α ≥ 3×2p′

, β−α ≥ 6×2p′
,

and n ≥ β. Then, for any (α, β)-similarX,Y ∈ Fdin×n and
for any floating-point transformer f : Fdin×n → Fdout×n

,
f(X) and f(Y ) are also (α, β)-similar.

Theorem 3 implies that if inputs X,Y are (α, β)-similar,
then the corresponding outputs f(X), f(Y ) are also (α, β)-
similar for all floating-point transformers f under the left-to-
right summation order when α ≥ 3× 2p

′
, β −α ≥ 6× 2p

′
,

and n ≥ β. That is, floating-point transformers cannot rep-
resent all permutation-equivariant floating-point functions
when n ≥ 9× 2p

′
since they cannot represent a non-empty

class of permutation-equivariant floating-point functions f∗

such that f∗(X) and f∗(Y ) are not (α, β)-similar for some
(α, β)-similar inputs X,Y . This also implies that to repre-
sent all permutation-equivariant functions, p′ = Ω(log n)
is necessary. We note that without the high-precision accu-
mulation (i.e., p′ = p and q′ = q), 9 × 2p

′
can be small,

especially for low-precision formats, e.g., E5M2 and E4M3.

We prove Theorem 3 using the following observation
(Lemmas 16 and 17): for any a, b ∈ F′

,
⊕α

i=1;F′ a ⊕F′⊕β
i=α+1;F′ b =

⊕α−1
i=1;F′ a ⊕F′

⊕β
i=α;F′ b when α, β are

large. That is, for any a, b ∈ F′
,even if we sequentially add

different counts of a and b under floating-point arithmetic,
the resulting outputs can be identical due to round-off errors.
This property arises from the round-off error in floating-
point addition: if we repeatedly add the same number, it can
saturate to some finite number. Using this property, we show
that if two inputs to the attention layers are (α, β)-similar,
then the corresponding outputs should also be (α, β)-similar.
Hence, Theorem 3 naturally follows.

The result in Theorem 3 only holds when n and α, β are
large. By contrast, under the left-to-right summation order,
when n ≤ 6 × 2p − 2, p = p′, and q = q′ (i.e., no high-
precision accumulation), floating-point transformers can
represent all permutation-equivariant floating-point func-
tions. We note that while one can hard-code all permutation-
equivariant functions when n is bounded, it is not obvious
whether they can be represented by floating-point transform-
ers. The proof of Theorem 4 is in Section 5.2.

Theorem 4. Consider the left-to-right summation order,
p = p′, and q = q′. Let din, dout, n ∈ N such that n ≤ 6×
2p − 2. Then, for any permutation-equivariant function f∗ :
Fdin×n → Fdout×n, there exists a floating-point transformer
f : Fdin×n → Fdout×n such that f = f∗ on Fdin×n.

We lastly show that floating-point transformers can also
represent all permutation-equivariant functions under high-
precision accumulation and general reduction orders if p′ ≥
2p and n ≤ 2p+1 − 2. The condition p′ ≥ 2p is satisfied
for popular floating-point formats, when the high-precision

format uses twice as many bits as the low-precision format
(see Table 1). The proof of Theorem 5 is in Appendix C.2.

Theorem 5. Suppose that p′ ≥ 2p and let din, dout, n ∈
N such that n ≤ 2p+1 − 2. Then, for any permutation-
equivariant function f∗ : Fdin×n → Fdout×n, there exists a
floating-point transformer f : Fdin×n → Fdout×n

such that
f = f∗ on Fdin×n.

4. Discussions
4.1. Properties of floating-point transformers

In this section, we discuss additional properties of floating-
point transformers that arise from the definition. We
first show that floating-point transformers must be G(Tn)-
equivariant. The proof of Theorem 6 is presented in Ap-
pendix C.3, which uses Lemma 1 to show the G(Tn)-
equivariance of attention layers.

Theorem 6. Let din, dout, n ∈ N such that n ≥ 2. Then, for
any floating-point transformer f : Fdin×n → Fdout×n

, f is
G(Tn)-equivariant.

We note that G(Tn)-equivariance is the minimal equivari-
ance property in floating-point transformers. Specifically,
for any n ≥ 4 and any permutation π ∈ Sn \ G(Tn), there
exists a floating-point transformer that is not π-equivariant.
The existence of such a floating-point transformer follows
from Theorem 2, under its hypotheses.

We next show that if some input columns are identical, then
the corresponding output columns should also be the same
for floating-point transformers. We note that such a property
also exists in transformers under exact arithmetic. The proof
of Theorem 7 is in Appendix C.4.

Definition 2. Let din, dout, n ∈ N, X ,Y be sets, and f :
X din×n → Ydout×n. We say “f preserves equality” if for any
X = [x1, . . . ,xn] ∈ X din×n and for f(X) = [y1, . . . ,yn],
yi = yj whenever xi = xj for all i, j ∈ [n].

Theorem 7. Floating-point transformers preserve equality.

4.2. Effects of positional encoding

In this section, we discuss the effect of positional encod-
ing on the expressive power of floating-point transformers.
Given the sequence length n, let p1, . . . ,pn ∈ Fdin be the
positional encoding vectors. A typical strategy to encode
positional information in the input X is to add the position
vectors to the corresponding position as X ⊕ [p1, . . . ,pn]
(Vaswani et al., 2017). However, for any non-trivial choice
of p1, . . . ,pn ∈ Fdin , some information in X will be lost
during encoding as shown in the following lemma. We
present the proof of Lemma 8 in Appendix C.5.

Lemma 8. For any z ∈ F \ {0}, x 7→ x⊕ z is not injective
on F.
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By Lemma 8, one can observe that X 7→ X ⊕ [p1, . . . ,pn]
is not injective unless pi = (0, . . . , 0) for all i ∈ [n]. In
other words, floating-point transformers cannot distinguish
[x1, . . . ,xn] and [y1, . . . ,yn] if xi⊕pi = yi⊕pi for all i ∈
[n]. This contrasts with transformers under exact arithmetic,
where positional encoding can increase the expressive power
(Yun et al., 2020a). Here, let x ∈ F be an input value
and v ∈ F be the corresponding positional-encoding value.
Such a collapse can occur for a wide range of inputs unless
|v| ≪ |x| so that x⊕v = x, i.e., v may not deliver positional
information. For example, consider v = 1+, x1 = 2, and
x2 = 2−. Then, x1 ⊕ v = 3 = x2 ⊕ v. Likewise, for
|x1|, |x2| ≪ |v|, x1 ⊕ v = v = x2 ⊕ v.

We can also encode positional information by introduc-
ing an additional dimension to an input X , e.g., consider
the positional encoding vector ppos = (1, . . . , n) ∈ Fn×1

and a new input [X⊤,ppos]⊤= [x′
1, . . . ,x

′
n]. In this case,

x′
1, . . . ,x

′
n are always distinct when [n] ⊂ F. Hence,

floating-point transformers can represent all functions of
X ∈ Fdin×n on this augmented input, with values in Fdout×n,
by Theorem 2, under its hypotheses.

4.3. On GPU computations

Our analysis assumes deterministic reduction orders spec-
ified by full binary trees T1, T2, . . . . This setting is most
closely related to deterministic reduction implementations,
such as fixed-order CPU reductions and deterministic GPU
execution modes. In contrast, practical GPU implementa-
tions often employ runtime-determined reduction orders that
may vary across executions due to parallel execution, thread
scheduling, memory access patterns, and hardware-level op-
timization strategies. Consequently, the same floating-point
computation may produce slightly different outputs across
executions, even when the inputs and model are identical.

5. Proofs
In this section, we present the proofs of Theorems 3 and 4
and of Theorem 2 for p′ ≥ p + 2 (the case p′ ≤ p + 1 is
in Appendix D). For clarity, we prove Theorems 2 and 4 in
Sections 5.1 and 5.2, and prove Theorem 3 in Section 5.3.

5.1. Proof of Theorem 2 when p′ ≥ p+ 2

In this proof, we explicitly construct a floating-point trans-
former f that represents a target G(Tn)-equivariant function
f∗ : ∆n → Fdout×n when p′ ≥ p + 2. In particular, our
floating-point transformer f can be represented as

f(X) =Wout⊗̂(ψ ◦ ϕ(Win⊗̂X)) (7)

for X = [x1, . . . ,xn] ∈ Fdin×n and some transformer
blocks ϕ, ψ. To this end, for some d > din, dout, we choose
Win ∈ Fd×din such that (Win)ii = 1 for all i ∈ [din] and all

other entries are zero. That is, Win⊗̂X preserves the input
information in the first din dimensions and pads zeros for
the remaining d− din dimensions. We will specify d at the
end of this proof. Here, the i-th column of the output matrix
of ϕ will hold the corresponding input xi together with in-
formation identifying the orbit G(Tn)X of the input. Given
this, as stated in the following lemma, the information in
each column is sufficient to generate the i-th column of the
target output. The proof of Lemma 9 is in Appendix C.6.

Lemma 9. Let f∗ : ∆n → Fdout×n be a G(Tn)-equivariant
function. Then, there exists f̃ : Fdin × Fdin×n → Fdout such
that for each X = [x1, . . . ,xn] ∈ ∆n and π ∈ G(Tn),

f∗(X) = [f̃(x1, X), . . . , f̃(xn, X)]

= [f̃(x1, πX), . . . , f̃(xn, πX)].

In ψ, we use the information in each column of ϕ(Z) to
produce the corresponding column of the target output; we
store it in the first dout dimensions of ψ(Z). Lastly, we
choose Wout ∈ Fdout×d such that (Wout)ii = 1 for all i ∈
[dout] and all other entries are zero so that Wout⊗̂Z = Z:dout .

To recover the input sequence up to the action of G(Tn),
we encode how different groups of input positions are com-
bined during the floating-point reduction specified by Tn.
Since floating-point addition is not associative, the output
of a floating-point reduction may depend on the reduction
order. The following construction assigns a value to each
quadruple of positions that reflects how the corresponding
leaves interact in the reduction tree.

For each quadruple of distinct indices I = (ι1, ι2, ι3, ι4) in
[n] and each pair of distinct elements (j, k) in [4], we define
τI,(j,k) =

⌈⊕Tn

i∈[n];F′ δI,(j,k),i

⌋
F

where

δI,(j,k),i =


2e

∗
if i = ιj ,

2e
∗−p−1 if i = ιk,

2e
∗−p′−1 if i ∈ {ι1, ι2, ι3, ι4} \ {ιj , ιk},

0 otherwise,

and e∗ = 2q−1 − 3. Intuitively, the value of τI,(j,k)
depends on how the four nonzero values are grouped
during the reduction specified by Tn. Thus, τI,(j,k) en-
codes local reduction-order information among the positions
ι1, ι2, ι3, ι4. See Lemma 28 in Appendix for more details.

We then define q(π) = (τ(π(ι1),...,π(ι4)),(j,k))I,(j,k), for π ∈
S4 where I = (ι1, ι2, ι3, ι4) ranges over all quadruples of
distinct indices in [n] and (j, k) ranges over all ordered pairs
of distinct elements in [4].

The following lemma shows that q(π) uniquely determines
the permutation π up to G(Tn)π, i.e., the reduction-order in-
formation encoded by q(π) is sufficient to identify G(Tn)π.
The proof of Lemma 10 is in Appendix C.7.
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Lemma 10. Let p′ ≥ p+ 2, n ≥ 4, and Tn be a full binary
tree of n leaves indexed by [n]. Then, for each π ∈ Sn,
q−1(q(π)) = G(Tn)π.

Lemma 10 implies that given q(π), we can recover the per-
mutation π up to its G(Tn)-equivalent counterpart. Suppose
that an input X = [x1, . . . ,xn] ∈ ∆n to a floating-point
transformer is given. If we identify the set of input tokens
X = {x1, . . . ,xn} together with the relative reduction-
order information among every quadruple of distinct tokens
in X given by q, then we can recover the input sequence
up to the action of G(Tn). By Lemma 9, this information is
sufficient to generate the target G(Tn)-equivariant output.

Based on this, we design an attention layer in the following
lemma that collects the input information and saves it in
each column. In Lemma 11, we use γ =

(|F|din

4

)
, Z1 =

{z1,1, z1,2, z1,3, z1,4}, . . . ,Zγ = {zγ,1, zγ,2, zγ,3, zγ,4} to
denote all quadruples of distinct elements in Fdin , and
{(α1, β1), . . . , (α12, β12)} = {(i, j) : i, j ∈ [4], i ̸= j}.
The proof of Lemma 11 is in Appendix C.9.

Lemma 11. Suppose p′ ≥ p + 2, 2q − 4 ≥ p′ − p, and
q′ ≤ 2q−1. Let din, n ∈ N with n ≥ 4, and e = din + 12γ.
There exist h, td, tm, tr ∈ N such that for any d ≥ td, m ≥
tm, and r ≥ tr, there exists ϕ ∈ Bh,m,r,d,n satisfying the
following. For each Z ∈ Fd×n with Z:din = [x1, . . . ,xn] ∈
∆n and Zdin+1: = 0(d−din)×n, j ∈ [γ], and k ∈ [12],

• ϕ(Z):din = [x1, . . . ,xn] and ϕ(Z)e+1: = 0(d−e)×n,

• ϕ(Z)din+12(j−1)+k =
⌈⊕Tn

i∈[n];F′ εj ⊗F′ ζi,j,k

⌋
F
× 1⊤

n ,

εj :=

{⌈
1⊘F′

(⊕Tn

i∈[n];F′ 1
)⌋

F
if xi /∈ Zj ∀i,

⌈1⊘F′ |{i ∈ [n] : xi ∈ Zj}|⌋F otherwise,

ζi,j,k :=


2e

∗+2 if xi = zj,αk
,

2e
∗−p+1 if xi = zj,βk

,

2e
∗−p′+1 if xi ∈ Zj\{zj,αk

, zj,βk
},

0 otherwise.

For d ≥ td, m ≥ tm, and r ≥ tr, let ϕd,m,r ∈ Bh,m,r,d,n

be the transformer block in Lemma 11. Then, the i-th
column of the output of ϕd,m,r contains xi in the first din
coordinates. For the next e − din coordinates, the output
stores the information about the set {x1, . . . ,xn} and the
relative reduction-order information among quadruples of
distinct input tokens encoded through Lemma 10.

By Lemmas 9 and 10, it follows that there exists a
column-wise function ψ̃ : Fe → Fdout such that
ψ̃
(
ϕd,m,r(Win⊗̂X):e

)
= f∗(X). Note that the value

ϕd,m,r(Win⊗̂X):e is independent of d,m, r. We now con-
struct the target output using the following lemma. We
present the proof of Lemma 12 in Appendix C.8.

Lemma 12. Let d1, d2,m, h, n ∈ N. There exist t′d, t
′
r ∈ N

such that for any d ≥ t′d, r ≥ t′r, and ψ∗ : Fd1 → Fd2 ,
there exists ψ ∈ Bh,m,r,d,n satisfying the following prop-
erties. For each Z ∈ Fd×n with Z:d1

= [x1, . . . ,xn] and
Zd1+1: = 0(d−d1)×n, ψ(Z):d2

= [ψ∗(x1), . . . , ψ
∗(xn)]

and ψ(Z)d2+1: = 0(d−d2)×n.

By Lemma 12, for any large enough d, r and any m ≥ tm,
there exists a transformer block ψd,m,r ∈ Bh,m,r,d,n such
that Wout⊗̂(ψd,m,r ◦ ϕd,m,r(Win⊗̂X)) = f∗(X). Choose
d ≥ max{td, t′d}, m ≥ tm, and r ≥ max{tr, t′r} where
td, tm, tr are from Lemma 11 and t′d, t

′
r are from Lemma 12,

and choose ϕ = ϕd,m,r and ψ = ψd,m,r. As we mentioned
at the beginning of this proof, we construct f as in Eq. (7).
This completes the proof.

5.2. Proof of Theorem 4

We construct a floating-point transformer f that implements
a permutation-equivariant function f∗ : Fdin×n → Fdout×n

when n ≤ 6× 2p − 2. Our construction is given by

f(X) =Wout⊗̂(ψ ◦ ϕ(Win⊗̂X)) (8)

for some transformer blocks ϕ and ψ. As in the proof of The-
orem 2, we also choose Win ∈ Fd×din and Wout ∈ Fdout×d

so that Win⊗̂(x1, . . . , xdin) = (x1, . . . , xdin , 0, . . . , 0) and
Wout⊗̂(x1, . . . , xd) = (x1, . . . , xdout) where d will be spec-
ified at the end of this proof. To describe the functions
of ϕ and ψ, we introduce the following lemma where
z1, . . . , z|F|din denote all vectors in Fdin . The proof of
Lemma 13 is in Appendix C.10.

Lemma 13. For any permutation-equivariant function f∗ :

Fdin×n → Fdout×n, there exists f̃ : Fdin × (N ∪ {0})|F|din →
Fdout such that for each X = [x1, . . . ,xn] ∈ Fdin×n,

f∗(X) = [f̃(x1, cX), . . . , f̃(xn, cX)]

where cX ∈ (N ∪ {0})|F|din is a vector whose i-th coordi-
nate is the number of columns of X equal to zi.

Lemma 13 states that for any permutation-equivariant func-
tion f∗, if we know the i-th input token and the input distri-
bution, then we can generate the i-th column of the output.
Using the following lemmas, we design a transformer block
ϕ in which the i-th column of the output of ϕ contains
the distribution of inputs and the i-th input token. This in-
formation will be used in ψ to generate the target output.
The proofs of Lemmas 14 and 15 are in Appendices C.11
and C.12, respectively.

Lemma 14. Assume the left-to-right summation order, p =
p′, and q = q′. Let din, n ∈ N, h = 1, and e = din +
|F|din . Then, there exist td, tm, tr ∈ N such that for any
d ≥ td,m ≥ tm, and r ≥ tr, there exists ϕ ∈ Bh,m,r,d,n

satisfying the following. For each Z ∈ Fd×n satisfying
Z:din = [x1, . . . ,xn] ∈ Fdin×n and Zdin+1: = 0(d−din)×n,
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• ϕ(Z):din = [x1, . . . ,xn] and ϕ(Z)e+1: = 0(d−e)×n,

• for each j ∈ [e] \ [din], ϕ(Z)j = (
⊕kj

i=1 1
+)× 1⊤

n where
kj denotes the number of i ∈ [n] such that xi = zj−din .

Lemma 15. The values
⊕k

i=1 1
+ for all k ∈ [3 × 2p −

1] ∪ {0} are distinct and
⊕3×2p−1+n

i=1 1+ = 2p+2 for all
n ∈ N ∪ {0}.

Lemmas 14 and 15 imply that for each d ≥ td,m ≥ tm,
and r ≥ tr, there exists ϕd,m,r ∈ B1,m,r,d,n such that each
column of the output of ϕd,m,r encodes the input distribu-
tion and the corresponding input token. Here, the input
distribution can be recovered from

⊕kj

i=1 1
+ for all j by

using Lemma 15. If
⊕kj

i=1 1
+ < 2p+2 for all j, then each

output column of ϕd,m,r contains the exact distribution of
inputs. If

⊕kj

i=1 1
+ = 2p+2 for two indices j (say j1, j2),

then we can conclude that X = [x1, . . . ,xn] contains ex-
actly 3× 2p − 1 columns of zj1 and 3× 2p − 1 columns of
zj2 . If

⊕kj

i=1 1
+ = 2p+2 for a single j (say j3), then we can

recover the number of columns in X that are equal to zj3
since we have the exact count of columns inX that are equal
to zj for all j ̸= j3. Hence, there exists ψ̃ : Fe → Fdout

such that ψ̃
(
ϕd,m,r(Win⊗̂X):e

)
= f∗(X). Here, the value

of ϕd,m,r(Win⊗̂X):e is independent of d,m, r.

We then apply Lemma 12 with ψ∗ ← ψ̃. This im-
plies that for any d ≥ max{td, t′d}, r ≥ max{tr, t′r},
m ≥ tm (t′d, t

′
r are from Lemma 12 and td, tm, tr are from

Lemma 14), there exists ψd,m,r such that Wout⊗̂(ψd,m,r ◦
ϕd,m,r(Win⊗̂X)) = f∗(X). Then, choosing ϕ = ϕd,m,r

and ψ = ψd,m,r for d ≥ max{td, t′d}, r ≥ max{tr, t′r},
m ≥ tm completes the proof.

5.3. Proof of Theorem 3

For simplicity, we write the proof for p′ = p and q′ = q so
that ⊗F′ ,⊕F′ coincide with ⊗,⊕, and ⊗̂. For p′ > p and/or
q′ > q, replace ⊗,⊕ by ⊗F′ ,⊕F′ inside ⊗̂ and σ, and apply
Lemmas 16 and 17 to F′ (see the remark after Lemma 17).

Let α, β ∈ N such that α ≥ 3 × 2p
′
, β − α ≥ 6 × 2p

′
,

and n ≥ β. Since the feed-forward networks in a floating-
point transformer are applied column-wise, they preserve
the (α, β)-similarity of inputs: if their inputs are (α, β)-
similar, then the corresponding outputs are also (α, β)-
similar. Likewise, for any ψ′ that preserves the (α, β)-
similarity of the inputs and for any floating-point matrix
W , functions Z 7→ W ⊗ Z and Z 7→ Z ⊕ ψ′(Z) also pre-
serve the (α, β)-similarity. Hence, to prove Theorem 3, it
suffices to show that for any WV ,WK ,WQ ∈ Fm×d, the
function g : Z 7→ (WV ⊗Z)⊗σ((WK⊗Z)⊤⊗(WQ⊗Z))
preserves the (α, β)-similarity of the inputs.

For (α, β)-similar Z,Z ′ ∈ Fd×n
, let S = [s1, . . . , sn] =

σ((WK ⊗ Z)⊤ ⊗ (WQ ⊗ Z)) and V = [v1, . . . ,vn] =

WV ⊗Z, i.e., g(Z) = V ⊗S. We also define S′, s′j , V
′,v′

j

analogously. By the definition of the floating-point softmax
σ (Eq. (4)), one can observe that s⊤j , (s

′
j)

⊤ are also (α, β)-
similar for all j ∈ [n] \ {α}. Furthermore, we have

g(Z)i =

 n⊕
j=1

(Vij ⊗ s1,j), . . . ,
n⊕

j=1

(Vij ⊗ sn,j)


where (sk,1, . . . , sk,n) = sk. A similar expression holds
for g(Z ′)i. Since V, V ′ are (α, β)-similar and s⊤j , (s

′
j)

⊤

are (α, β)-similar for all j ̸= α, each coordinate j ̸= α of
g(Z)i and g(Z ′)i can be written as

g(Z)ij =

α⊕
k=1

ai,j ⊕
β⊕

k=α+1

bi,j ⊕
n⊕

k=β+1

(Vik ⊗ sj,k),

g(Z ′)ij =

α−1⊕
k=1

ai,j ⊕
β⊕

k=α

bi,j ⊕
n⊕

k=β+1

(Vik ⊗ sj,k), (9)

where ai,j = Vik ⊗ sj,k = V ′
ik′ ⊗ s′j,k′ for all k ∈ [α], k′ ∈

[α − 1] and bi,j = Vik ⊗ sj,k = V ′
ik′ ⊗ s′j,k′ for all k ∈

[β] \ [α], k′ ∈ [β] \ [α− 1].

If all operations are exact (i.e., not based on floating-point
arithmetic), then g(Z)i and g(Z ′)i are not (α, β)-similar
in general since the counts of ai,j and bi,j are different in
Eq. (9) for g(Z)ij and g(Z ′)ij . However, this does not hold
for floating-point addition, because repeated addition of the
same number will saturate due to the round-off error. Hence,
for large enough α, β, we have

⊕α
k=1 ai,j⊕

⊕β
k=α+1 bi,j =⊕α−1

k=1 ai,j ⊕
⊕β

k=α bi,j . We formally prove this intuition
in the following lemmas. The proofs of Lemmas 16 and 17
are in Appendices C.13 and C.14.
Lemma 16. For any x ∈ F and n,m ∈ N ∪ {0}, it
holds that

⊕3×2p−1+n
i=1 x =

⊕3×2p−1+m
i=1 x. Furthermore,⊕3×2p−1

i=1 x ∈ {0,±∞,NaN} ∪ ({±2e : e ∈ Z} ∩ F).
Lemma 17. For any x ∈ F, z ∈ {0,±∞,NaN} ∪ ({±2e :
e ∈ Z} ∩ F), and n,m ∈ N ∪ {0}, it holds that z ⊕⊕6×2p+n

i=1 x = z ⊕
⊕6×2p+m

i=1 x.

We note that Lemmas 16 and 17, and Lemmas 15 and 18 and
Lemma 1 used in their proofs, refer to a single floating-point
format and rely only on Condition 1. Hence, they also hold
for numbers and operations F′.

By Lemmas 16 and 17 and our choices of α, β, the two
expressions in Eq. (9) coincide, i.e., g(Z)j = g(Z ′)j for all
j ̸= α. We now consider the remaining column j = α: if
two columns of Z coincide, then so do the corresponding
columns of WQ ⊗ Z, hence those of S, and of g(Z) =
V ⊗ S, and likewise for Z ′. Thus, g(Z) is constant on the
columns 1, . . . , α and on the columns α+ 1, . . . , β, while
g(Z ′) is constant on the columns 1, . . . , α − 1 and on the
columns α, . . . , β, i.e., g(Z) and g(Z ′) are (α, β)-similar.
This completes the proof.
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A. Additional preliminaries
For a logical proposition P , we define 1P = 1 if P is true and 1P = 0 if P is false. We use ρ to denote ⌈ReLU⌋. We use
F− and F+ to denote the set of negative finite floats and the set of positive finite floats, respectively.

Definition 3. Let d, d′ ∈ N and f : Fd → Fd′

. We say f is a “floating-point affine transformation” if there exist W ∈ Fd′×d

and b ∈ Fd′
such that f(x) = (W ⊗ x)⊕ b for all x ∈ Fd

.

A.1. Floating-point operations

In this section, we extend floating-point addition, subtraction, multiplication, and division to F× F. For ⊘, we specify the
extension only for 0 ≤ x ≤ y < ∞ with y > 0, for 0 ≤ x < ∞ with y = ∞, or y = NaN, since the other cases do not
appear in this paper (on the remaining pairs of {(x, y) ∈ F2 : y ̸= 0}, x⊘ y = ⌈x/y⌋ as in Section 2.2). This is because the
division only arises during the computation of the floating-point softmax function. Recall the definition of the floating-point
softmax function σ : Fn → Fn

in Eq. (4): for x = (x1, . . . , xn) ∈ Fn
and x∗ = maxi∈[n] xi,

σ(x)i :=

⌈exp⌋F′(xi⊖F′ x∗)⊘F′

 Tn⊕
j∈[n];F′

⌈exp⌋F′(xj⊖F′ x∗)


F

.

Here, if xi ∈ {NaN,∞} for some i ∈ [n], then xi − x∗ = NaN, i.e., division by NaN occurs. Likewise, if xi = −∞ for
all i ∈ [n], then the division by NaN occurs. If xi ∈ F ∪ {−∞} for all i ∈ [n] and xj ̸= −∞ for some j ∈ [n], then
the denominator in the computation of the floating-point softmax is non-zero, and the numerator is not larger than the
denominator. Indeed, each summand ⌈exp⌋F′ (xk ⊖F′ x∗) lies in [0, 1] (as xk ⊖F′ x∗ ≤ 0) and at least one of them equals
1; since a⊕F′ b ≥ max{a, b} for all a, b ≥ 0 by the monotonicity of rounding, the tree sum is at least 1 and at least each
summand. For large n the tree sum may be∞, in which case σ(x) is the all-zero vector by the definition of ⊘ below. Under
this observation, we now define floating-point addition, subtraction, and multiplication on F× F, and division on the pairs
listed below, as follows:

x⊕ y = y ⊕ x :=


⌈x+ y⌋ if (x, y) ∈ F2,

∞ if (x, y) ∈ (F ∪ {∞})× {∞},
−∞ if (x, y) ∈ (F ∪ {−∞})× {−∞},
NaN otherwise,

x⊗ y = y ⊗ x :=


⌈x× y⌋ if (x, y) ∈ F2,

∞ if (x, y) ∈
(
(F− ∪ {−∞})× {−∞}

)
∪
(
(F+ ∪ {∞})× {∞}

)
,

−∞ if (x, y) ∈
(
(F− ∪ {−∞})× {∞}

)
∪
(
(F+ ∪ {∞})× {−∞}

)
,

NaN otherwise,

x⊖ y := x⊕ (−1⊗ y),

x⊘ y :=


⌈x/y⌋ if 0 ≤ x ≤ y <∞ and y > 0,

0 if 0 ≤ x <∞ and y =∞,
NaN if y = NaN.

A.2. Values of p and q in practical floating-point formats
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Table 1. Values of p and q in practical floating-point formats.

Floating-point format (p, q)

64-bit double-precision (IEEE, 2019) (52, 11)
32-bit single-precision (IEEE, 2019) (23, 8)
16-bit half-precision (IEEE, 2019) (10, 5)
bfloat16 (Google) (7, 8)
8-bit E5M2 (Micikevicius et al., 2022) (2, 5)
8-bit E4M3 (Micikevicius et al., 2022) (3, 4)

B. Technical lemmas
Lemma 18. For any x ∈ F and z ∈ F∪{∞} with x, z ≥ 0, and for any n,m ∈ N∪{0}, it holds that z⊕

⊕3×2p−1+n
i=1 x =

z ⊕
⊕3×2p−1+m

i=1 x. Furthermore, z ⊕
⊕3×2p−1

i=1 x ∈ {0, z, z+,±∞,NaN} ∪ ({2e : e ∈ Z} ∩ F) and
⊕3×2p−1

i=1 x ∈
{0,±∞,NaN} ∪ ({2e : e ∈ Z} ∩ F).

Proof. Without loss of generality, suppose that z <∞ and x ̸= 0. Choose e ∈ Z such that 2e ≤ x < 2e+1. We consider all
possible cases.

Case e ≥ emax − p− 1 and x > 2emax−p−1.
In this case, it holds that

z ⊕
3×2p−1⊕

i=1

x ≥
3×2p−1⊕

i=1

x ≥
3×2p−1⊕

i=1

(2emax−p−1)+ =∞,

where the last equality is from Lemma 15. This implies that z ⊕
⊕3×2p−1+n

i=1 x = ∞ for all n ∈ N ∪ {0} and the result
follows.

Case e ≥ emax − p− 1 and x = 2emax−p−1.
Since

z ⊕
2p+1⊕
i=1

x ≥
2p+1⊕
i=1

x = 2emax ,

and (2emax)+ − 2emax = 2emax−p = 2x, one can observe that z ⊕
⊕2p+1+n

i=1 x is either z, z+ (when z ≥ 2emax) or 2emax

(when z < 2emax ) for all n ∈ N ∪ {0}. Hence, the result follows.

Case e ≤ emax − p− 2 and z ≥ 2e+p+2.
In this case, since 2e ≤ x < 2e+1 and z+ − z ≥ (2e+p+2)+ − 2e+p+2 = 2e+2, one can observe that z ⊕

⊕k
i=1 x = z for

all k ∈ N. Hence, the result follows.

Case e ≤ emax − p− 2, z < 2e+p+2, and x = 2e.
If z ≥ 2e+p+1, then z ⊕

⊕k
i=1 x = z (or z+) for all k ∈ N and the result follows. For z < 2e+p+1, it holds that

z ⊕
2p+1⊕
i=1

x ≥
2p+1⊕
i=1

x =

2p+1⊕
i=1

2e = 2e+p+1 and z ⊕
k⊕

i=1

x ≤ 2e+p+1

for all k ∈ N. Hence, one can observe that z ⊕
⊕2p+1+n

i=1 x = 2e+p+1 for all n ∈ N ∪ {0} and the result follows.

Case e ≤ emax − p− 2, z < 2e+p+2, and x > 2e.
Since 2e < x < 2e+1 and (2e+p+2)+ − 2e+p+2 = 2e+2, one can observe that

z ⊕
k⊕

i=1

x ≤ 2e+p+2 (10)
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for all k ∈ N. Furthermore, for e ≥ emin, by Lemma 15,

z ⊕
3×2p−1⊕

i=1

x ≥
3×2p−1⊕

i=1

x ≥
3×2p−1⊕

i=1

(2e)+ = 2e+p+2. (11)

Here, the last equality of Eq. (11) follows from Lemma 15 rescaled by 2e. From Eqs. (10) and (11), the result follows.

For e < emin, x is subnormal and 2e < (2e)+ < 2e+1 since we excluded the case that x = 2emin−p. Write (2e)+ =

2e +2e−k, i.e., 2e−k = ω and k ∈ {2, . . . , p− 1}, and let Sj =
⊕j

i=1(2
e)+. Since every integer multiple of ω smaller than

2emin+1 is in F and j × (2e + 2e−k) ≤ 2p−k × 2e + 2p−k × 2e−k < 2emin+1 for all j ≤ 2p−k, the first 2p−k additions are
exact. In particular, S2p−k = 2p−k × 2e + 2p−k × 2e−k > 2p−k × 2e. We now show Sj > j × 2e for all j ∈ [2p−k, 2p]Z
by induction, the above being the base case. Note that j × 2e ∈ F for all j ≤ 2p, as it is a multiple of 2e smaller than
2e+p+1. Hence, Sj > j × 2e implies Sj ≥ (j × 2e)+, so that the exact value of Sj + (2e)+ exceeds (j + 1)× 2e by more
than half the spacing of F at (j + 1)× 2e, and therefore Sj+1 = ⌈Sj + (2e)+⌋ > (j + 1)× 2e. In particular, S2p > 2e+p.
Furthermore, for every z ∈ [2e+p, 2e+p+2)F, we have z ⊕ (2e)+ ≥ z+, since the exact value of z + (2e)+ is larger than
z+. As [2e+p, 2e+p+2)F consists of 2p+1 elements and S2p > 2e+p, at most 2p+1 − 1 further additions are required, i.e.,
S3×2p−1 ≥ 2e+p+2 since 2p + 2p+1 − 1 = 3× 2p − 1. Consequently,

z ⊕
3×2p−1⊕

i=1

x ≥
3×2p−1⊕

i=1

x ≥
3×2p−1⊕

i=1

(2e)+ ≥ 2e+p+2. (12)

From Eqs. (10) and (12), the result follows. This completes the proof.

Lemma 19. For any x ∈ (1, 2]F, there exist y ∈ (2−1, 1]F and z ∈ (2−1, 1+]F such that x⊗ y = 1+ and x⊗ z = 1++.

Proof. We first show the existence of y. We assume x ∈ (1+, 2)F since we can choose y = 1 for x = 1+ and y = (2−1)+

for x = 2. For x ∈ (1+, 2)F, let αx be the smallest number in [2−1, 1]F such that x × αx > 1 (the exact multiplication
here). Then, αx ∈ (2−1, 1)F for all x ∈ (1+, 2)F since 2− × 2−1 < 1 and 1− × 1++ > 1. Furthermore, since x ∈ (1+, 2)F,
αx − α−

x = 2−p−1, and x× α−
x ≤ 1 (note that αx > 2−1 but αx is chosen from [2−1, 1]F), it holds that

x× αx = x× α−
x + x× (αx − α−

x ) = x× α−
x + x× 2−p−1 ∈ [1, 1+],

i.e., x⊗ αx ∈ {1, 1+}.

If x⊗αx = 1+, then choose y = αx. Hence, we now assume x⊗αx = 1, i.e., x×αx ∈ (1, 1+ 2−p−1]. In this case, since
αx < 1 and x ∈ (1+, 2)F, we have

x× α+
x = x× αx + x× (α+

x − αx) = x× αx + x× 2−p−1 ∈ (1 + 2−p−1, 1 + 3× 2−p−1).

This implies x⊗ α+
x = 1+, and choosing y = α+

x shows the existence of the desired y for all x ∈ (1, 2]F.

We now show the existence of z. Again, without loss of generality, we assume x ∈ (1++, 2]F; we can choose z = 1+ for
x = 1+ and z = 1 for x = 1++. For each x ∈ (1++, 2]F, choose yx ∈ (2−1, 1]F such that x⊗ yx = 1+. Here, the existence
of such yx is given by the first part of the proof. Then, one can observe that yx ∈ (2−1, 1−)F since 1+++ ⊗ 1− = 1++.
Furthermore, since x ⊗ yx = 1+, it holds that x × yx ∈ (1 + 2−p−1, 1 + 3 × 2−p−1). Since x ∈ (1++, 2]F and
y+x − yx = y++

x − y+x = 2−p−1 by yx ∈ (2−1, 1−)F, one can observe that

x× y+x ∈ [1 + 3× 2−p−1, 1 + 5× 2−p−1] or x× y++
x ∈ [1 + 3× 2−p−1, 1 + 5× 2−p−1].

This implies that x⊗ y+x = 1++ or x⊗ y++
x = 1++. Since y+x , y

++
x ∈ (2−1, 1]F, choosing z corresponding to y+x or y++

x

completes the proof.

Lemma 20. Consider the left-to-right summation orders, p = p′, and q = q′, i.e., no high-precision accumulation. For any
z ∈ F and s ∈ {−1, 1}, there exist w, b ∈ F with w ∈ {0,±2−1,±1} such that for all x ∈ F,

ρ(w ⊗ x⊕ b) = 0 if s× x ≥ s× z, ρ(w ⊗ x⊕ b) ∈ [ω,Ω]F otherwise.
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Proof. It suffices to treat s = 1; for s = −1 one replaces (w, b) by (−w,−b). If s× z = −Ω, then s× x ≥ s× z for all
x ∈ F, so the second case is vacuous and w = b = 0 works. Otherwise, we choose

(w, b) = (−1, z) if |z| < 1, (w, b) = (−2−1, z ⊗ 2−1) if |z| ≥ 1.

If |z| ≥ 1, the exponent of z is at least 0, so z/2 ∈ F and b = z/2 exactly; in both cases ⌈w × z⌋ = −b.

If x ≥ z, then w × x ≤ w × z as w < 0, so ⌈w × x⌋ ≤ ⌈w × z⌋ = −b by the monotonicity of ⌈·⌋, which implies
w ⊗ x⊕ b ≤ 0 and ρ(w ⊗ x⊕ b) = 0. If x < z, then x ≤ z− and, again by monotonicity, w ⊗ x⊕ b ≥ ⌈⌈w × z−⌋+ b⌋.
For |z| < 1 this lower bound is z − z− ≥ ω. For |z| ≥ 1 the exponent of z− is at least −1, so z−/2 ∈ F and the bound
is (z − z−)/2 ≥ 2−p−2 ≥ ω, where the last inequality uses emin ≤ −2. Finally, no overflow occurs: for |z| < 1 we have
|−x+ b| < Ω+1 ≤ Ω+2emax−p−1 since p ≤ emax− 1 by Condition 1, and for |z| ≥ 1 both | ⌈−x/2⌋ | and |b| are at most
Ω/2.

Lemma 21. Consider the left-to-right summation orders, p = p′, and q = q′, i.e., no high-precision accumulation. Let
N = 2(p− emin) and, for each k ∈ [emin − p,−1]Z and l = k − emin + p, let

α2l+1 = (2k+p+1)+, α2l+2 = −(2k+p+1)+.

Then, α1, . . . , αN ∈ F, and for every v ∈ [−2emin+1, ω]F, all the values v ⊕
⊕j

i=1 αi, j ∈ [N ], are finite and

v ⊕
N⊕
i=1

αi = 1 if v = ω, v ⊕
N⊕
i=1

αi ≤ 0 if v ≤ 0.

Proof. Fix k and write α = (2k+p+1)+ = 2k+p+1 + 2k+1, which lies in F as k + p+ 1 ≤ p ≤ emax by Condition 1. For
u = 2k, the exact value u+ α = 2k+p+1(1 + 2−p + 2−p−1) lies exactly halfway between the consecutive floats (2k+p+1)+

and (2k+p+1)++ = 2k+p+1 + 2k+2, whose last mantissa bits are 1 and 0. Hence, u⊕ α = (2k+p+1)++ by the ties-to-even
rule, and (u ⊕ α) ⊕ (−α) = 2k+1 exactly. Applying this successively for k = emin − p, . . . ,−1 carries ω = 2emin−p to
20 = 1, which proves the first claim.

For the second claim, let v ≤ 0. By the monotonicity of⊕, v⊕α ≤ 0⊕α = α and therefore (v⊕α)⊕(−α) ≤ α⊕(−α) = 0;
thus each consecutive pair (α,−α) maps a nonpositive value to a nonpositive value, and the claim follows by induction. For
finiteness, monotonicity also gives v ≤ v⊕α ≤ α at every stage, and since |v| ≤ 2emin+1 and α ≤ 2p+1, every intermediate
value is bounded in absolute value by 2p+2 ≤ 2emax ≤ Ω, again by Condition 1.

Lemma 22. Consider the left-to-right summation orders, p = p′, and q = q′, i.e., no high-precision accumulation.
Let d0 ∈ N and z ∈ Fd0 . Then, there exist d1, d2 ∈ N and floating-point affine transformations ϕ1 : Fd0 → Fd1 ,
ϕ2 : Fd1 → Fd2 , and ϕ3 : Fd2 → F such that for any x ∈ Fd0 ,

ρ ◦ ϕ3 ◦ ρ ◦ ϕ2 ◦ ρ ◦ ϕ1(x) = 1x=z.

Furthermore, all values that appear during the intermediate computation are finite, d1, d2 depend only on d0, and ϕ1, ϕ2, ϕ3
can be chosen so that in their evaluation, every product w ⊗ v satisfies w ∈ {0,±2−1,±1}.

Proof. For each j ∈ [d0] and s ∈ {−1, 1}, let wj,s, bj,s ∈ F be given by Lemma 20 applied to zj and s, and let α1, . . . , αN

be as in Lemma 21. By Definition 3, a row of a floating-point affine transformation evaluates
⊕

k wk ⊗ vk over all input
coordinates k in increasing order, followed by the addition of the bias. Since 0⊗ v = 0 for every finite v and u⊕ 0 = u, the
coordinates carrying weight 0 contribute exact zeros and leave the running value unchanged. Hence such a row evaluates to
the left-to-right sum of its nonzero-weight terms, taken in increasing coordinate order. We therefore lay out the coordinates
below so that this order is the one displayed.

Set d1 = 2d0 + 1 and let ϕ1 be the affine transformation with

(ϕ1(x))1 = ω, (ϕ1(x))2j = wj,1 ⊗ xj ⊕ bj,1, (ϕ1(x))2j+1 = wj,−1 ⊗ xj ⊕ bj,−1

for j ∈ [d0], i.e., the first row has all weights 0 and bias ω, and each of the remaining 2d0 rows has a single nonzero weight.
Writing a = ρ(ϕ1(x)), Lemma 20 gives a1 = ω and, for each j ∈ [d0], a2j = a2j+1 = 0 if xj = zj , while otherwise
exactly one of a2j , a2j+1 is 0 and the other lies in [ω,Ω]F.
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Set d2 = 2d0 +N + 1 and let ϕ2 be given, for j ∈ [d0], by

(ϕ2(a))2j = a1 ⊖ a2j ⊖ a2j+1,

i.e., the row of index 2j has weight 1 at coordinate 1 and weight −1 at coordinates 2j and 2j + 1; every other row of ϕ2 has
all weights 0, with bias ω for the rows of index 1, 3, . . . , 2d0 + 1 and bias |αi| for the row of index 2d0 + 1+ i, i ∈ [N ]. By
the convention above, the reduction of the row 2j is evaluated as displayed, and since at most one of a2j , a2j+1 is nonzero,
each of its intermediate values lies in [−Ω, ω]F and is finite. Hence y = ρ(ϕ2(a)) satisfies y2j = ω if xj = zj and y2j = 0
otherwise, while yl = ω for all l ∈ {1, 3, . . . , 2d0 + 1} and y2d0+1+i = |αi| for all i ∈ [N ].

Finally, let ϕ3 be the single row with weight 1 at coordinate 1, weight 1 at each coordinate 2j, weight −1 at each coordinate
2j + 1 for j ∈ [d0], weight 1 at coordinate 2d0 + 1 + i for odd i ∈ [N ] and weight −1 for even i ∈ [N ], and bias 0, so that

ϕ3(y) = y1 ⊕ y2 ⊖ y3 ⊕ · · · ⊕ y2d0
⊖ y2d0+1 ⊕

N⊕
i=1

(±1)⊗ y2d0+1+i.

Here, the i-th of the last N summands equals αi, since αi = |αi| for odd i and αi = −|αi| for even i by Lemma 21, and
multiplication by ±1 is exact. Each pair y2j ⊖ y2j+1 adds 0 if xj = zj and −ω otherwise, so the value after the first 2d0 +1
summands equals ω if x = z and is nonpositive otherwise. That value is also at least −2emin+1: adding −ω repeatedly
to ω produces ω, 0,−ω, . . . and saturates at −2emin+1, because −2emin+1 ⊕ (−ω) = −2emin+1 by the ties-to-even rule.
Lemma 21 therefore applies and yields ϕ3(y) = 1 if x = z and ϕ3(y) ≤ 0 otherwise, so that ρ(ϕ3(y)) = 1x=z, with all
intermediate values finite.

The dimensions d1 = 2d0 + 1 and d2 = 2d0 +N + 1 depend only on d0, as N depends only on p, q. For the weight bound,
the weights of ϕ1 lie in {0,±2−1,±1} by Lemma 20, and all weights of ϕ2 and ϕ3 lie in {0,±1}, since every quantity
other than a weight is carried by a bias. This completes the proof.

Lemma 23. Consider the left-to-right summation orders, p = p′, and q = q′, i.e., no high-precision accumulation. Let
d0, d4 ∈ N and f∗ : Fd0 → Fd4 . Then, there exist d1, d2, d3 ∈ N and floating-point affine transformations ϕi : F

di−1 → Fdi

for all i ∈ [4] such that
f(x) = ϕ4 ◦ ρ ◦ ϕ3 ◦ ρ ◦ ϕ2 ◦ ρ ◦ ϕ1(x) = f∗(x)

for all x ∈ Fd0 . Furthermore, all values that appear during the intermediate computation are finite, d1, d2, d3 depend only
on d0, and ϕ1, . . . , ϕ4 can be chosen so that every product w⊗ z arising in the evaluation of f satisfies w ∈ {0,±2−1,±1}
or z ∈ {0, 1}.

Proof. Let d3 = |F|d0 and z1, . . . , zd3 be all elements in Fd0 . Then, by Lemma 22 applied to each zi separately, there exist
d1, d2 ∈ N and floating-point affine transformations ϕj : F

dj−1 → Fdj for all j ∈ [3] such that(
ρ ◦ ϕ3 ◦ ρ ◦ ϕ2 ◦ ρ ◦ ϕ1(x)

)
i
= 1x=zi ,

for all i ∈ [d3]. Here, ϕ1, ϕ2, ϕ3 are obtained by stacking the d3 three-layer networks of Lemma 22 on the common
input x, letting them share a single row of constant value 1 in ϕ1. Since stacking only copies rows of the individual
weight matrices, padded with zeros outside the corresponding block, it preserves the weight bound of Lemma 22, and
d1 = 2d0d3 + 1 and d2 = (2d0 +N + 1)d3 depend only on d0, where N is as in Lemma 21. Choose ϕ4(y) = W ⊗ y
where W = [w1, . . . ,wd3

] ∈ Fd4×d3 satisfies wi = f∗(zi) for all i ∈ [d3]. Then, one can observe that

ϕ4
(
ρ ◦ ϕ3 ◦ ρ ◦ ϕ2 ◦ ρ ◦ ϕ1(x)

)
= f∗(x)

for all x ∈ Fd0 . The last claim of the lemma follows since the weights of Lemma 22 lie in {0,±2−1,±1}, and ϕ4(y) =
W ⊗y multiplies only the indicator values in {0, 1}. Furthermore, the dimensions d1, d2, d3 produced by Lemma 22 depend
only on d0. This completes the proof.

Lemma 24. Suppose p ≥ 3. Then, it holds that

(1+ ⊕ 1++)⊕ 1++ = (1++ ⊕ 1+)⊕ 1++ = 3+++,

(1++ ⊕ 1++)⊕ 1+ = 3++.
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Proof. We have

(1+ ⊕ 1++)⊕ 1++ =
⌈
2 + 3× 2−p

⌋
F ⊕ (1 + 21−p) = (2 + 22−p)⊕ (1 + 21−p) = 3 + 3× 21−p = 3+++.

(1++ ⊕ 1++)⊕ 1+ = (2 + 22−p)⊕ (1 + 2−p) =
⌈
3 + 5× 2−p

⌋
F = 3 + 22−p = 3++.

Lemma 25. Suppose p = 2. Then, it holds that

(1+ ⊕ 1)⊕ 1+ = (1⊕ 1+)⊕ 1+ = 3,

(1+ ⊕ 1+)⊕ 1 = 3+.

Proof. We have

(1+ ⊕ 1)⊕ 1+ = (1⊕ 1+)⊕ 1+ =
⌈
2 + 2−2

⌋
⊕ (1 + 2−2) = 2⊕ (1 + 2−2) = 3,

(1+ ⊕ 1+)⊕ 1 =
⌈
2 + 2−1

⌋
⊕ 1 = (2 + 2−1)⊕ 1 = 3+.

This completes the proof.

Lemma 26. For any x ∈ (1, 2]F, there exists y ∈ (2−1, 1]F such that 1 ≤ ⌈x× y⌋F′ ≤ 1 + 2−p.

Proof. Let 1+ = 1 + 2−p. We assume x ∈ (1+, 2)F since we can choose y = 1 for x = 1+ and y = (2−1)+ for
x = 2. For x ∈ (1+, 2)F, let y be the smallest number in [2−1, 1]F such that x × y > 1 (the exact multiplication here).
Then, y ∈ (2−1, 1)F for all x ∈ (1+, 2)F since 2− × 2−1 < 1 and 1− × 1++ > 1. Furthermore, since x ∈ (1+, 2)F,
y − y− = 2−p−1, and x× y− ≤ 1 (note that y > 2−1 but y is chosen from [2−1, 1]F), it holds that

x× y = x× y− + x× (y − y−) = x× y− + x× 2−p−1 ∈ [1, 1+],

i.e., ⌈x× y⌋F′ ∈ [1, 1+].

Lemma 27. Let p+ 1 = p′. For a = 1, b = 2−p−1, and c = 2−p′−1, it holds that

⌈(a⊕F′ b)⊕F′ c⌋F = 1+, ⌈(a⊕F′ c)⊕F′ b⌋F = 1, ⌈(b⊕F′ c)⊕F′ a⌋F = 1+.

Proof. Since p′ = p + 1, we have c = 2−p−2. For the first identity, a ⊕F′ b = 1 + 2−p−1 exactly, and adding c gives
1 + 3× 2−p−2, the midpoint of the adjacent values 1 + 2−p−1 and 1 + 2−p of F′; the tie is resolved to the even significand,
i.e., to 1 + 2−p = 1+, which lies in F and hence is unchanged by ⌈·⌋F. For the second identity, a + c = 1 + 2−p−2 is
the midpoint of the adjacent values 1 and 1 + 2−p−1 of F′, so a ⊕F′ c = 1 by the ties-to-even rule. Adding b then gives
1 + 2−p−1 exactly, which is the midpoint of the adjacent values 1 and 1+ of F and hence rounds to 1. For the third identity,
b⊕F′ c = 3× 2−p−2 exactly, and adding a gives 1 + 3× 2−p−2, which rounds to 1+ as in the first identity.

Lemma 28. Let p′ ≥ p+ 2. For a = 1, b = 2−p−1, and c = d = 2−p′−1, it holds that

⌈(a⊕F′ b)⊕F′ (c⊕F′ d)⌋F = 1+, ⌈(a⊕F′ c)⊕F′ (b⊕F′ d)⌋F = 1, ⌈(a⊕F′ d)⊕F′ (b⊕F′ c)⌋F = 1,

⌈((a⊕F′ b)⊕F′ c)⊕F′ d⌋F = 1, ⌈((a⊕F′ b)⊕F′ d)⊕F′ c⌋F = 1, ⌈((a⊕F′ c)⊕F′ b)⊕F′ d⌋F = 1,

⌈((a⊕F′ c)⊕F′ d)⊕F′ b⌋F = 1, ⌈((a⊕F′ d)⊕F′ b)⊕F′ c⌋F = 1, ⌈((a⊕F′ d)⊕F′ c)⊕F′ b⌋F = 1,

⌈((b⊕F′ c)⊕F′ a)⊕F′ d⌋F = 1, ⌈((b⊕F′ c)⊕F′ d)⊕F′ a⌋F = 1+, ⌈((b⊕F′ d)⊕F′ a)⊕F′ c⌋F = 1,

⌈((b⊕F′ d)⊕F′ c)⊕F′ a⌋F = 1+, ⌈((c⊕F′ d)⊕F′ a)⊕F′ b⌋F = 1+, ⌈((c⊕F′ d)⊕F′ b)⊕F′ a⌋F = 1+.

Proof. The statement follows from the direct computation.
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C. Proofs
C.1. Proof of Lemma 1

It suffices to prove the claim for each generator of G(Tn), i.e., an element of Π in the definition of G(Tn) in Section 2.2.
Let v be an internal node such that TvL and TvR are isomorphic, and let πv be the corresponding permutation swapping the
leaves of the two subtrees via the induced bijection. Let yi = xπv(i). By construction, the restriction of πv maps TvL to TvR
along the tree isomorphism. Hence the value computed at the root of TvL under input y equals the value computed at the
root of TvR under input x, and vice versa. Therefore, if the two child values at v under input x are a and b, then under input
y they are b and a.

Since floating-point addition is commutative,
a⊕ b = b⊕ a,

the value at node v is unchanged. All other nodes either lie outside the subtree of v or depend only on the value at v, so the
value at the root is unchanged. Thus,

Tn⊕
i∈[n]

xi =

Tn⊕
i∈[n]

xπv(i).

Since G(Tn) is generated by such permutations, the claim follows for all g ∈ G(Tn).

C.2. Proof of Theorem 5

The proof of Theorem 5 follows that of Theorem 4, using Lemma 30 in place of Lemma 14, where the hypothesis n ≤ 2p+1

of Lemma 30 is satisfied here since n ≤ 2p+1 − 2 by the assumption of Theorem 5. Here, the count-recovery step differs,
which is given below. In Lemma 30, z1, . . . , z|F|din denote all vectors in Fdin .

As in the proof of Theorem 4, we recover the input distribution by reading, for each token zj present in the input, its count

kj from the aggregated value
⌈⊕Tn

i∈[n];F′ wi

⌋
F

(which we call the encoding), where wi = x at the kj positions holding zj

and wi = 0 otherwise, and x ∈ [1, 1 + 2−p] is the value produced by Lemma 30. Since 0 is an additive identity, this equals⌈⊕T
i∈[kj ];F′ x

⌋
F
, the sum of kj copies of x over the sub-tree T of Tn induced by the positions of zj . In particular, this

encoding depends on those positions, not only on kj , unlike the target-precision sums
⊕

1+ of Lemma 15. Recovery instead
uses Lemma 29 below: over any induced trees, the encodings of counts 0, . . . , 2p−1 are distinct, and any cross-tree collision⌈⊕T

i∈[a];F′ x
⌋
F
=
⌈⊕T ′

i∈[b];F′ x
⌋
F
(a < b) has a+ b ≥ 2p+1 − 1 > n (as n ≤ 2p+1 − 2) for all full binary trees T and T ′

with a and b leaves, respectively. This gives injectivity of the count-to-encoding map: if two length-n inputs had the same
encoding but distinct count vectors c ̸= c′, whose entries are the numbers of occurrences of the tokens z ∈ Fdin , then on the
set D of tokens where they differ each (cj , c

′
j) is such a colliding pair, so cj + c′j > n, while

∑
j∈D cj =

∑
j∈D c

′
j ≤ n;

hence 2n ≥
∑

j∈D(cj + c′j) > |D|n, forcing |D| < 2, a contradiction. Thus the input distribution is recovered, and the
target output is generated as in the proof of Theorem 4 via Lemmas 12 and 13.

Lemma 29. Suppose p′ ≥ 2p and x ∈ [1, 1 + 2−p]F′ . For a full binary tree T on k leaves, write zTk =
⌈⊕T

i∈[k];F′ x
⌋
F

(zT0 = 0). Then, for any counts a < b with b ≤ 2p+1 − 2 and any full binary trees T , T ′ (with a, b leaves, respectively), a
collision zTa = zT

′

b implies a ≥ 2p−1 and a+b ≥ 2p+1−1. Consequently zTa ̸= zT
′

b for all distinct a, b ∈ {0, 1, . . . , 2p−1}
and all full binary trees T , T ′.

Proof. Fix x ∈ [1, 1 + 2−p]F′ and a full binary tree T on k leaves. For an internal node v, let mv be the number of leaves
below v and val(v) the value it computes; the root computes the F′ tree-sum yTk :=

⊕T
i∈[k];F′ x, whose rounding is the

encoding zTk =
⌈
yTk
⌋
F. We first bound the accumulated rounding error for k ≤ 2p (Steps 1–3), then prove distinctness

(Step 4).

Step 1 (error bound when k ≤ 2p). Since each internal node performs one rounded addition in F′, we have yTk = kx+
∑

v δv ,
summed over the k − 1 internal nodes, where |δv| ≤ 1

2 ulpF′(val(v)). Here, for u ≥ 2emin , ulpF′(u) := 2⌊log2 u⌋−p′
and

ulpF(u) := 2⌊log2 u⌋−p denote the unit in the last place of u, i.e. the spacing of adjacent representable values around u in
F′ and F respectively. Note that rounding incurs error at most 1

2 ulp. By monotonicity of floating-point addition in the
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summand, val(v) lies in [mv, mv(1 + 2−p)] since
⊕

F′ of mv copies of 1 is mv and of 1 + 2−p is mv(1 + 2−p) (each
partial sum has at most 2p significant bits and p′ ≥ 2p). As mv ≤ 2p, this interval is contained in [mv,mv + 1], so
⌊log2 val(v)⌋ = ⌊log2mv⌋ and 1

2 ulpF′(val(v)) = 2⌊log2 mv⌋−p′−1. Hence

|yTk − k × x| ≤ 2−p′−1 Φ(T ), Φ(T ) :=
∑

v internal

2⌊log2 mv⌋.

Step 2 (Φ is maximized by the left-to-right tree). Writing ϕ(k) := maxT Φ(T ) over trees on k leaves, the recursion Φ(T ) =
2⌊log2 k⌋+Φ(TL)+Φ(TR) (with TL, TR the subtrees of sizes i, k− i) gives ϕ(k) = 2⌊log2 k⌋+max1≤i<k[ϕ(i)+ϕ(k− i)].
We claim ϕ(k) = g(k) :=

∑k
m=2 2

⌊log2 m⌋, the value of the left-to-right (caterpillar) tree, and that the maximum is attained
at i = 1. Indeed, assuming ϕ(j) = g(j) for j < k, and taking 1 ≤ i ≤ k − i, the two sums g(i) + g(k − i) and
g(k − 1) = g(i) +

∑k−1
m=i+1 2

⌊log2 m⌋ have the same number of terms beyond g(i), namely g(k − i) =
∑k−i

m=2 2
⌊log2 m⌋

versus
∑k−1

m=i+1 2
⌊log2 m⌋; matching the j-th terms, 2⌊log2(1+j)⌋ ≤ 2⌊log2(i+j)⌋ because i ≥ 1 and m 7→ 2⌊log2 m⌋ is

nondecreasing. Thus g(i) + g(k − i) ≤ g(k − 1) and ϕ(k) = 2⌊log2 k⌋ + g(k − 1) = g(k). For k ≤ 2p, summing 2⌊log2 m⌋

over m = 2, . . . , 2p in dyadic blocks gives Φ(T ) ≤ g(2p) = 1
3 (4

p − 4) + 2p.

Step 3 (E < 1
4 ). Let E := maxT |yTk − k × x| over trees with k ≤ 2p leaves. By Steps 1–2 and p′ ≥ 2p,

E ≤ 2−2p−1
(

1
3 (4

p − 4) + 2p
)
< 1

4 ⇐⇒ (2p − 2)(2p − 4) > 0,

which holds for all p ≥ 3. For p = 2 the strict bound E ≤ 2−p′−1Φ ≤ 22−p′
< 1

4 already covers p′ > 4, and at the
boundary p′ = 2p = 4 one can directly check that E ≤ 2−4 < 1

4 (the 2p
′−p + 1 = 5 admissible values of x, k ≤ 4). Thus

E < 1
4 in all cases.

Step 4 (distinctness). We use two bounds on the F′ tree-sums: by monotonicity, any tree-sum of k ≤ 2p+1 copies satisfies
yTk ≥ k (the sum of k ones equals the integer k, exact in F′), and by Steps 1–3, any tree-sum of k ≤ 2p copies lies in
(kx − E, kx + E). We also use the following consequence of round-to-nearest: since ⌈y⌋F differs from y by at most
1
2 ulpF(y), if u < w both lie in an interval on which ulpF(v) ≤ δ for every v and w − u > δ, then ⌈u⌋F < ⌈w⌋F.

For contradiction, suppose that zTa = zT
′

b for some a < b with a ≤ 2p − 2 and b ≤ 2p+1 − 2, i.e.,
⌈
yTa
⌋
F =

⌈
yT

′

b

⌋
F
. We

contradict this by showing
⌈
yTa
⌋
F <

⌈
yT

′

b

⌋
F
.

Case b > 2p. Since a ≤ 2p − 2, we have yTa < ax+ E < 2p, i.e.,
⌈
yTa
⌋
F ≤ 2p. Furthermore, since yT

′

b ≥ b ≥ 2p + 1, we

have
⌈
yT

′

b

⌋
F
≥ 2p + 1 (the integers 2p and 2p + 1 are exactly representable in F). Hence

⌈
yTa
⌋
F <

⌈
yT

′

b

⌋
F
.

Case b ≤ 2p. Since yTa ∈ (ax− E, ax+ E) and yT
′

b ∈ (bx− E, bx+ E),

yT
′

b − yTa > (bx− E)− (ax+ E) = (b− a)x− 2E ≥ x− 2E > 1
2 ,

using x ≥ 1 and E < 1
4 . We bound the magnitudes of yTa , y

T ′

b and apply the rounding fact above.

• If b = a+1, then by monotonicity yTa , y
T ′

b ≤ b(1+2−p) ≤ (2p−1)(1+2−p) = 2p−2−p < 2p, i.e., yTa , y
T ′

b ∈ [0, 2p)F′ .

Since yT
′

b − yTa > 1
2 , we obtain

⌈
yTa
⌋
F <

⌈
yT

′

b

⌋
F
.

• If b ≥ a + 2, then yT
′

b − yTa ≥ 2x − 2E > 3
2 , and yTa , y

T ′

b ≤ b(1 + 2−p) ≤ 2p(1 + 2−p) = 2p + 1 < 2p+1, i.e.,

yTa , y
T ′

b ∈ [0, 2p+1)F′ . Since yT
′

b − yTa > 3
2 > 1, we obtain

⌈
yTa
⌋
F <

⌈
yT

′

b

⌋
F
.

In every case
⌈
yTa
⌋
F <

⌈
yT

′

b

⌋
F
, contradicting zTa = zT

′

b . Hence, every collision zTa = zT
′

b (a < b) has a ≥ 2p − 1 and

hence, since b > a, a+ b ≥ (2p − 1) + 2p = 2p+1 − 1. In particular, zTa ̸= zT
′

b for all distinct a, b ∈ {0, . . . , 2p − 1} and
all trees.
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Lemma 30. Let din, n ∈ N. Let h = 1 and e = din + |F|din , and suppose n ≤ 2p+1. Then, there exist td, tm, tr ∈ N and
x ∈ [1, 1 + 2−p]F′ such that for any d ≥ td,m ≥ tm, and r ≥ tr, there exists ϕ ∈ Bh,m,r,d,n satisfying the following
properties. For each Z ∈ Fd×n satisfying Z:din = [x1, . . . ,xn] ∈ Fdin×n and Zdin+1: = 0(d−din)×n,

• ϕ(Z):din = [x1, . . . ,xn] and ϕ(Z)e+1: = 0(d−e)×n,

• for each j ∈ [e] \ [din], ϕ(Z)j =
⌈⊕Tn

i∈[n];F′ wji

⌋
F
× 1⊤

n where wji = x if xi = zj−din and wji = 0 otherwise.

Proof of Lemma 30. Let γ = |F|din and α :=
⌈
1⊘F′

(⊕Tn

i∈[n];F′ 1
)⌋

F
, i.e., the common value of the entries of σ applied to

an all-zero column (see Eq. (4)). Since n ≤ 2p+1 ≤ 2p
′+1, every partial sum of the denominator is an integer at most n

and is therefore exact in F′, so the denominator equals n under any reduction order and α = ⌈⌈1/n⌋F′⌋F ≥ 2−p−1 by the
monotonicity of rounding. Here, Condition 1 supplies the two facts used: all integers up to 2p

′+1 are exactly representable
in F′ (as p′ + 1 ≤ 2q

′−1 − 2), and 2−p−1 is a normal float of F (as −p− 1 ≥ emin), so that it is a valid lower bound after
rounding and the scaling by powers of two used below is exact. Let β ∈ F be such that ⌈β × α⌋F′ ∈ [1, 1 + 2−p]. Such β
exists by Lemma 26: write α = a×2−s with a ∈ (1, 2]F and s ∈ {1, . . . , p+2} (this scaling is exact since it is by a power of
two, and s ≤ p+2 since α ≥ 2−p−1 and a ≤ 2), take y ∈ (2−1, 1]F from Lemma 26 with ⌈a× y⌋F′ ∈ [1, 1+2−p], and set
β := y× 2s, which lies in F since β ≤ 2p+2 ≤ Ω by Condition 1. Then β ×α = a× y, and hence, ⌈β × α⌋F′ = ⌈a× y⌋F′ .
(The resulting value x = ⌈β × α⌋F′ ∈ [1, 1 + 2−p] is exactly the value to which Lemma 29 is applied in Appendix C.2.)
Without loss of generality, we assume that d = td,m = tm, and r = tr; otherwise, we can add unused dimensions. We set
tm = γ, and we will choose the explicit values of td ≥ din +2γ, tr later. We construct ϕ as a composition of two transformer
blocks g1, g2 ∈ B1,tm,tr,td,n. Here, g1 maps Z ∈ Ftd×n with Z:din = [x1, . . . ,xn] ∈ Fdin×n and Zdin+1: = 0(td−din)×n to
Y = [y1, . . . ,yn] ∈ Ftd×n such that

(yi)l =


(xi)l if l ≤ din,

β if l = din + γ + j and xi = zj for some j ∈ [γ],

0 otherwise,

for all i ∈ [n] and l ∈ [td]. Note that these row positions do not depend on td. By Lemma 12 applied with d1 = din,
d2 = din + 2γ, and the present m = tm, h = 1, and n, there exist t′d, t

′
r ∈ N (which do not depend on td or tr) such that

the desired g1 ∈ B1,tm,r′,d′,n exists for all d′ ≥ t′d and r′ ≥ t′r. Choose td = max{t′d, din + 2γ}, tr = max{t′r, γ}, and
g1 ∈ B1,tm,tr,td,n.

We now construct g2. Define an attention layer f1 : Ftd×n → Ftd×n
as

f1(Z) = Z ⊕
(
WO⊗̂((WV ⊗̂Z)⊗̂σ((0tm×td⊗̂Z)⊤⊗̂(0tm×td⊗̂Z)))

)
= Z ⊕

(
WO⊗̂((WV ⊗̂Z)⊗̂(α1n×n))

)
for some WV ∈ Ftm×td and WO ∈ Ftd×tm . Specifically, we choose WV ,WO so that WV ⊗̂Z = Zdin+γ+1:din+2γ ,
(WO⊗̂Y )din+1:din+γ = Y , and all other rows of WO⊗̂Y are zero for all Y ∈ Ftm×n. Then, by the definitions of g1, f1, it
holds that for each Z ∈ Ftd×n with Z:din = [x1, . . . ,xn] ∈ Fdin×n and Zdin+1: = 0(td−din)×n, for each j ∈ [γ],

• (f1 ◦ g1(Z)):din = [x1, . . . ,xn],

• (f1 ◦ g1(Z))din+j =
⌈⊕Tn

i∈[n];F′ wdin+j,i

⌋
F
× 1⊤

n ,

• (f1 ◦ g1(Z))din+2γ+1: = 0(td−2γ−din)×n, and the rows din + γ + 1, . . . , din + 2γ of f1 ◦ g1(Z) coincide with the
corresponding rows of g1(Z). In particular, they are non-negative.

Choose a feed-forward network f2 : Ftd×n → Ftd×n as f2(Z) = Z ⊕ (W2⊗̂ρ(W1⊗̂Z)) where W1 ∈ Ftr×td and
W2 ∈ Ftd×tr are matrices satisfying that for z = (z1, . . . , ztd) ∈ Ftd and y = (y1, . . . , ytr ) ∈ Ftr ,

W1 ⊗ z = (zdin+γ+1, . . . , zdin+2γ , 0, . . . , 0), W2 ⊗ y = (0, . . . , 0,−y1, . . . ,−yγ , 0, . . . , 0),

where the nonzero block of W2 ⊗ y occupies the coordinates din + γ + 1, . . . , din + 2γ. Namely, f2 erases the coordinates
din + γ + 1, . . . , din + 2γ of each column, which are finite and non-negative by the third property above. Let g2 = f2 ◦ f1
and ϕ = g2 ◦ g1 ∈ B1,tm,tr,td,n. Then, by the definitions of g1, g2, ϕ satisfies the desired properties. This completes the
proof.
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C.3. Proof of Theorem 6

Since the feed-forward networks are column-wise applications, they are permutation-equivariant, i.e., G(Tn)-equivariant.

Furthermore, one can observe that for d′,m′ ∈ N, W ∈ Fd′×m′
, and G(Tn)-equivariant ψ′

1, . . . , ψ
′
h : Fd×n → Fm′×n

, the
maps Z 7→W ⊗̂ψ′

1(Z) and Z 7→
⊕h

i=1 ψ
′
i(Z) are G(Tn)-equivariant, and so is Z 7→ Z ⊕ ψ′

1(Z) when m′ = d. Hence, it
suffices to show that g(Z) = (WV ⊗̂Z)⊗̂σ((WK⊗̂Z)⊤⊗̂(WQ⊗̂Z)) is G(Tn)-equivariant for all WV ,WK ,WQ ∈ Fm×d.

Let Z ∈ Fd×n
and Z ′ = πZ for some π ∈ G(Tn). Let V = [v1, . . . ,vn] = WV ⊗̂Z, V ′ = WV ⊗̂Z ′,

S = σ((WK⊗̂Z)⊤⊗̂(WQ⊗̂Z)), and S′ = σ((WK⊗̂Z ′)⊤⊗̂(WQ⊗̂Z ′)). Then, V ′ = πV . Furthermore, by the defi-
nition of the floating-point softmax σ, we have

S′ =


Sπ(1)π(1) Sπ(1)π(2) Sπ(1)π(3) . . . Sπ(1)π(n)

Sπ(2)π(1) Sπ(2)π(2) Sπ(2)π(3) . . . Sπ(2)π(n)

Sπ(3)π(1) Sπ(3)π(2) Sπ(3)π(3) . . . Sπ(3)π(n)

...
...

...
. . .

...
Sπ(n)π(1) Sπ(n)π(2) Sπ(n)π(3) . . . Sπ(n)π(n)

 where S =


S11 S12 S13 . . . S1n

S21 S22 S23 . . . S2n

S31 S32 S33 . . . S3n

...
...

...
. . .

...
Sn1 Sn2 Sn3 . . . Snn

 .

Here, the identity S′
ij = Sπ(i)π(j) holds because the softmax denominator is summed in the Tn order (Eq. (4)). Let M be

the score matrix (WK⊗̂Z)⊤⊗̂(WQ⊗̂Z). Then, we have M ′ = (WK⊗̂Z ′)⊤⊗̂(WQ⊗̂Z ′) with M ′
ij =Mπ(i)π(j), the shift

x∗ = maxkMkπ(j) is permutation-invariant, and for π ∈ G(Tn),

Tn⊕
k∈[n];F′

⌈exp⌋F′ (Mπ(k)π(j) ⊖F′ x∗) =

Tn⊕
k∈[n];F′

⌈exp⌋F′ (Mkπ(j) ⊖F′ x∗)

by Lemma 1. Hence, the j-th softmax column of M ′ is equal to the π(j)-th softmax column of M up to the row permutation
π.

By the definition of g, it holds that g(Z)ij =
⌈⊕Tn

k∈[n];F′(Vik ⊗F′ Skj)
⌋
F
, and g(Z ′)ij =

⌈⊕Tn

k∈[n];F′(V ′
ik ⊗F′ S′

kj)
⌋
F
.

Furthermore, by Lemma 1, we have

g(Z ′)ij =


Tn⊕

k∈[n];F′

(Viπ(k) ⊗F′ Sπ(k)π(j))


F

= g(Z)iπ(j)

for all i ∈ [m] and j ∈ [n]. Hence, g(Z ′) = πg(Z). This completes the proof.

C.4. Proof of Theorem 7

Since feed-forward networks are token-wise applications in floating-point transformers, they preserve equality. Fur-
thermore, for W ∈ Fm×d, Z ∈ Fd×n

, and equality preserving ψ′ : Fd×n → Fd×n
, ϕ(Z) = W ⊗̂Z and ψ(Z) =

Z ⊕ ψ′(Z) also preserve equality. Lastly, one can observe that for WK ,WQ ∈ Fm×d and Z = [z1, . . . , zn] ∈ Fd×n
,

σ((WK⊗̂Z)⊤⊗̂(WQ⊗̂Z)) = [s1, . . . , sn] satisfies si = sj when zi = zj , i.e., σ((WK⊗̂Z)⊤⊗̂(WQ⊗̂Z)) preserves
equality. Hence, all floating-point transformers preserve equality. This completes the proof.

C.5. Proof of Lemma 8

Since the proof is trivial if z ∈ {±∞,NaN}, without loss of generality, suppose z > 0. If 2emin+1 ≤ z < Ω, then
ulpF(z) ≥ 2ω, so the three exact sums 0 + z, ω + z, and 2ω + z all lie in the closed interval [z, z+] between z and the next
float z+ above z. Since round-to-nearest maps this interval into the two-element set {z, z+}, two of the three distinct floats
0, ω, 2ω have the same image under x 7→ x⊕ z. If z = Ω, then Ω+ =∞, but the three sums Ω, Ω+ ω, and Ω+ 2ω still all
round to Ω because 2ω = 2emin−p+1 < 2emax−p−1 by Condition 1, so again two (indeed all three) of the images coincide.
For z < 2emin+1, let x0 be the smallest positive float such that x0 ⊕ z = x0; then, x0 ≤ 2emin+p+2 ≤ Ω by Condition 1,
which gives emin + p+ 2 ≤ emax. Since 0⊕ z = z > 0, by the pigeonhole principle, there must be two distinct floats (say
a, b) between zero and x0 such that a⊕ z = b⊕ z. Hence, x 7→ x⊕ z is not injective for all z ∈ F \ {0}.
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C.6. Proof of Lemma 9

For each X = [x1, . . . ,xn] ∈ ∆n, let [yX,1, . . . ,yX,n] = f∗(X) and choose f̃ : Fdin × Fdin×n → Fdout such that
f̃(xi, X) = yX,i. Then, f̃ is well-defined since X ∈ ∆n, i.e., for each x ∈ {x1, . . . ,xn}, there exists a unique i
such that xi = x. We choose arbitrary values for f̃(x, X) for all pairs (x, X) not covered above, i.e., for X /∈ ∆n or
x /∈ {x1, . . . ,xn}; these values are not used in the statement. Furthermore, since f∗ is G(Tn)-equivariant, for π ∈ G(Tn), it
holds that

[f̃(x1, X), . . . , f̃(xn, X)] = f∗(X) = π−1f∗(πX) = π−1[yπX,1, . . . ,yπX,n]

= π−1[f̃(xπ(1), πX), . . . , f̃(xπ(n), πX)]

= [f̃(x1, πX), . . . , f̃(xn, πX)]

for all X = [x1, . . . ,xn] ∈ ∆n. This completes the proof.

C.7. Proof of Lemma 10

Let fTn
(x1, . . . , xn) =

⊕Tn

i∈[n];F′ xi. We first show G(Tn)π ⊂ q−1(q(π)). Let g ∈ G(Tn). By Lemma 1,

fTn
(x1, . . . , xn) = fTn

(xg(1), . . . , xg(n)) for all x ∈ (F′
)n.

Fix an ordered quadruple I = (ι1, . . . , ι4) of distinct indices and (j, k) with j ̸= k, and define yi = δ(π(ι1),...,π(ι4)),(j,k),i.
Then, it holds that

τ(π(ι1),...,π(ι4)),(j,k) = fTn
(y1, . . . , yn).

In addition, by the definition,
δ(gπ(ι1),...,gπ(ι4)),(j,k),i = yg−1(i).

Therefore,
τ(gπ(ι1),...,gπ(ι4)),(j,k) = fTn

(yg−1(1), . . . , yg−1(n)) = fTn
(y1, . . . , yn),

where the last equality uses g−1 ∈ G(Tn). Hence q(gπ) = q(π), and so G(Tn)π ⊂ q−1(q(π)).

Conversely, let π′ ∈ q−1(q(π)) and set θ = π′π−1. Then q(θπ) = q(π). Hence, for any ordered quadruple I = (ι1, . . . , ι4)
of distinct elements and for any (j, k) with j ̸= k,

τ(θ(π(ι1)),...,θ(π(ι4))),(j,k) = τ(π(ι1),...,π(ι4)),(j,k).

Let I ′ = (π(ι1), . . . , π(ι4)). Since π is a bijection, I ′ ranges over all ordered quadruples of distinct elements. Thus

τ(θ(ι′1),...,θ(ι′4)),(j,k) = τ(ι′1,...,ι′4),(j,k)

for all ordered quadruples ι′ and all (j, k) with j ̸= k. This implies that q(θ) = q(id), where id ∈ Sn denotes the identity
function.

We claim that θ preserves every induced four-leaf tree. Indeed, for an ordered quadruple I = (ι1, . . . , ι4), all coordinates
outside {ι1, . . . , ι4} are assigned value 0 in the definition of τI,(j,k). Hence, τI,(j,k) depends only on the induced four-leaf
tree Tn|I (induced by I). By Lemma 28, the vector (τI,(j,k))j ̸=k uniquely determines which of the fifteen rooted full binary
trees is realized on the ordered leaves (ι1, . . . , ι4). This is the only place where the hypothesis p′ ≥ p+ 2 of Lemma 10
is used. Here, Lemma 28 is stated at unit scale and is applied to the values δI,(j,k),i, which are exactly its values a, b, c, d
scaled by the power of two 2e

∗
. By Condition 1, this rescaling is exact and causes neither overflow nor underflow, so all

fifteen identities transfer verbatim. Since q(θ) = q(id), the induced four-leaf tree on (ι1, . . . , ι4) is isomorphic to that on
(θ(ι1), . . . , θ(ι4)) for every I.

We now prove that this implies θ ∈ G(Tn). For distinct leaves a, b, c, write ab|c if the lowest common ancestor of a and
b is a strict descendant of the lowest common ancestor of a, b, c. Since n ≥ 4, for any distinct a, b, c we may choose
d /∈ {a, b, c}. The rooted triple relation among a, b, c is determined by the induced four-leaf tree on (a, b, c, d). Therefore,
since θ preserves all induced four-leaf trees, we have

ab|c ⇐⇒ θ(a)θ(b)|θ(c)
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for all distinct a, b, c.

For each node v of Tn, let Cv be the set of leaves below v. We use the following characterization: for any subset C ⊂ [n]
with |C| ≥ 2, C = Cv for some node v if and only if for every distinct a, b ∈ C and every c /∈ C, one has ab|c. The forward
direction is immediate. For the converse, let v be the lowest common ancestor of the leaves in C. If C ≠ Cv, choose
c ∈ Cv \ C. Since v is the lowest common ancestor of C, there exist distinct a, b ∈ C lying in different child subtrees of v.
Then the rooted triple on a, b, c does not satisfy ab|c, a contradiction. Hence C = Cv .

Now fix a node v with |Cv| ≥ 2. Applying the triple-preservation property to the cluster Cv , we obtain that for every distinct
a, b ∈ Cv and every c /∈ Cv ,

θ(a)θ(b)|θ(c).

Thus, the set θ(Cv) = {θ(a) : a ∈ Cv} satisfies the characterization above, so θ(Cv) = Cw for some node w. Singleton
clusters are trivially preserved since θ is a permutation on leaves. Therefore, θ maps clusters of Tn to clusters of Tn.

Since θ is bijective, the same argument applied to θ−1 shows that θ maps the collection of all clusters bijectively onto itself.
Moreover, for any nodes u, v,

Cu ⊂ Cv ⇐⇒ θ(Cu) ⊂ θ(Cv).

The rooted tree structure of Tn is completely determined by its cluster family together with the inclusion relations among
clusters: for each non-root cluster Cu, its parent is the minimal cluster strictly containing Cu. Therefore, the bijection induced
by θ on the cluster family preserves the parent-child relations of the tree. Hence, θ induces an automorphism of the rooted
tree Tn.

Finally, the automorphism group of a rooted full binary tree is exactly G(Tn), since every automorphism is generated by
swaps of isomorphic left and right subtrees at internal nodes. Thus θ ∈ G(Tn). Since π′ = θπ, we have π′ ∈ G(Tn)π,
proving

q−1(q(π)) ⊂ G(Tn)π.

Combining the two inclusions gives q−1(q(π)) = G(Tn)π and completes the proof.

C.8. Proof of Lemma 12

For notational simplicity, we use td and tr to denote t′d and t′r. Since all attention layers can represent the identity map
for all m, d, h ∈ N by choosing zero weights, we only consider feed-forward networks in this proof. By Lemma 23, there
exist d1 = e0, e1, e2, e3, e4 = d2 ∈ N and affine transformations ϕi : F

ei−1 → Fei for all i ∈ [4], computed under the
left-to-right summation order, such that for each x ∈ Fe0 ,

ϕ4 ◦ ρ ◦ ϕ3 ◦ ρ ◦ ϕ2 ◦ ρ ◦ ϕ1(x) = ψ∗(x)

where

ϕi(z1, . . . , zei−1)j =

(
ei−1⊕
k=1

wjk ⊗ zk

)
⊕ bj

for some wjk, bj ∈ F for all k ∈ [ei−1] and j ∈ [ei]. Here, e1, e2, e3 depend only on e0 and every product wjk ⊗ zk arising
in the evaluation satisfies wjk ∈ {0,±2−1,±1} or zk ∈ {0, 1}.

Choose td =
∑4

i=0 ei + e4 and tr = max{2
∑4

i=0 ei, 4e4}; these depend only on d1 and d2. Then, it suffices to show that
there exist N ∈ N and ψ1, . . . , ψN : Ftd → Ftd such that

ψi(z) = z⊕ (gi,2 ◦ ρ ◦ gi,1(z))

for some floating-point affine transformations gi,1 : Ftd → Ftr and gi,2 : Ftr → Ftd for all i ∈ [N ], and such that ψ defined
by

ψ([x1, . . . ,xn]) = [ψN ◦ · · · ◦ ψ1(x1), . . . , ψN ◦ · · · ◦ ψ1(xn)]

satisfies the desired property of ψ. Here, we assume d = td and r = tr. For d > td or r > tr, we pad unused
dimensions/neurons.

Let αi =
∑i−2

j=0 ej for i ∈ [6] and β = 4 +
∑3

i=0 ei. Under this choice, td = α6 + e4; we use the coordinates
αi+1 + 1, . . . , αi+2 to store the output of ϕi for each i ∈ [4], and the coordinates α6 + 1, . . . , α6 + e4 as an auxiliary block
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(disjoint from the former). We construct ψl for all l ∈ [β] as follows, where the parameters wi,jk, bi,j below are those of ϕi,
sgn(w) ∈ {1,−1} denotes the sign of w (with sgn(0) := 1). Specifically, let l = (αi + i − 1) + k for some i ∈ [4] and
k ∈ [ei−1 + 1]. If i = 1 and k ≤ e0, we add the k-th linear term of ϕ1, whose input is not rectified:

gl,1(z1, . . . , ztd)j =


w1,jk ⊗ zk if j ≤ e1,
(−w1,(j−e1)k)⊗ zk if e1 < j ≤ 2e1,

0 otherwise,

gl,2(y1, . . . , ytr )j =

{
yj−α2

− yj−α2+e1 if α2 < j ≤ α3,

0 otherwise.

If i ≥ 2 and k ≤ ei−1, we add the k-th linear term of ϕi, applied to the rectified output of ϕi−1:

gl,1(z1, . . . , ztd)j =

{
zαi+k if j = 1,

0 otherwise,

gl,2(y1, . . . , ytr )j =

{
wi,(j−αi+1)k ⊗ y1 if αi+1 < j ≤ αi+2,

0 otherwise.

If k = ei−1 + 1, we add the bias of ϕi:

gl,1(z1, . . . , ztd) = 0tr , gl,2(y1, . . . , ytr )j =

{
bi,j−αi+1 if αi+1 < j ≤ αi+2,

0 otherwise.

For i = 1, since one of ρ(v), ρ(−v) is 0 and (−w)⊗ z = −(w ⊗ z), the l-th block adds wjk ⊗ zk exactly to the coordinate
α2 + j of z. For i ≥ 2, the l-th block adds wi,jk ⊗ ρ(zαi+k) exactly to the coordinate αi+1 + j. Since the blocks of phase
i write only to the coordinates αi+1 + 1, . . . , αi+2 and read only the coordinates of the previous phase, the coordinate
αi+1 + j accumulates in the left-to-right order to output ϕi(ρ(z(i)))j where z(i) denotes the content of the coordinates
αi + 1, . . . , αi+1 (for i = 1, ϕ1(z1, . . . , ze0)j with no rectification). This coincides with the left-to-right computation of ϕi
in Lemma 23.

We also define ψβ+1, ψβ+2, and ψβ+3 so that

gβ+1,2 ◦ ρ ◦ gβ+1,1(z1, . . . , ztd)j =

{
1⊗ ρ(1⊗ zα5+k)⊕ (−1)⊗ ρ((−1)⊗ zα5+k) if j = (td − e4) + k for some k ∈ [e4],

0 otherwise,

gβ+2,2 ◦ ρ ◦ gβ+2,1(z1, . . . , ztd)j =

{
(−1)⊗ ρ(1⊗ zj)⊕ 1⊗ ρ((−1)⊗ zj) if j ≤ α6,

0 otherwise,

gβ+3,2 ◦ ρ ◦ gβ+3,1(z1, . . . , ztd)j =


1⊗ ρ(1⊗ z(td−e4)+j)⊕ (−1)⊗ ρ((−1)⊗ z(td−e4)+j) if j ∈ [e4],

(−1)⊗ ρ(1⊗ zj)⊕ 1⊗ ρ((−1)⊗ zj) if j > td − e4,
0 otherwise.

That is, ψβ+1 copies the output of ϕ4 (i.e., ψ∗) from the coordinates α5 + 1, . . . , α6 to the auxiliary block, ψβ+2 erases the
coordinates 1, . . . , α6, and ψβ+3 copies the auxiliary block to the coordinates 1, . . . , e4 (which are zero after ψβ+2) and
erases the auxiliary block. Here, each transfer is exact since one of ρ(v), ρ(−v) is 0. The required numbers of hidden neurons
are 2e1 and 1 for the blocks of phases 1 and i ≥ 2, and 2e4, 2α6, and 4e4 for ψβ+1, ψβ+2, and ψβ+3, respectively, all of
which are at most tr = max{2α6, 4e4}. Hence, for each j ∈ [e4] and each (z1, . . . , ztd) ∈ Ftd with ze0+1 = · · · = ztd = 0
(which holds for every column of the input of ψ by the hypothesis Zd1+1: = 0(d−d1)×n),

ψβ ◦ · · · ◦ ψ1(z1, . . . , ztd)α5+j = ψ∗(z1, . . . , ze0)j .

Then, for ψ = ψβ+3 ◦ · · · ◦ ψ1 and each (z1, . . . , ztd) ∈ Ftd with ze0+1 = · · · = ztd = 0, it holds that

ψ(z1, . . . , ztd)j =

{
ψ∗(z1, . . . , ze0)j if j ≤ e4,
0 if j > e4.
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It remains to verify that the arithmetic of these blocks agrees with the left-to-right F-arithmetic of Lemma 23. First, for
every block constructed in this proof, i.e., for all l ∈ [β + 3], each row of gl,1 has at most one nonzero entry, and each row
of gl,2 has at most two nonzero entries, and when it has two, one of the two corresponding inputs is always zero. Hence,
every reduction occurring in gl,1 and gl,2 involves at most one nonzero summand and is therefore exact and independent of
the reduction order. The attention layer of each ψl uses zero weights, so its output is exactly 0 and the residual connection
leaves z unchanged.

Second, for the products w ⊗ z arising in Lemma 23, the high-precision product coincides with the ⊗ = ⊗F used there, i.e.,
⌈w ⊗F′ z⌋F = w ⊗ z. This is immediate if w = 0, z ∈ {0, 1}, or (p′, q′) = (p, q). Otherwise (p′ ≥ p and q′ ≥ q with at
least one of them strict) w ∈ {±2−1,±1}, so w × z has the mantissa of z with the exponent lowered by at most one and is
thus exact in F′. In addition, overflow cannot occur: otherwise |w × z| ≥ 2emax+1 and the product under F would round to
±∞, contradicting the finiteness guarantee of Lemma 23. Hence ⌈w ⊗F′ z⌋F = ⌈w × z⌋F = w ⊗ z.

Finally, every coordinate of z that the blocks read is finite: it is either 0 (a coordinate whose phase has not been executed yet,
the auxiliary block before ψβ+1, or a coordinate erased by ψβ+2) or a value arising in the left-to-right evaluation of ψ∗,
including its intermediate partial sums, which are finite by Lemma 23. Hence every product formed with a zero weight is
exactly zero, and every product whose weight lies in {0,±1} is exact; this covers all products of gl,1 in the blocks of phase
i ≥ 2, all products in ψβ+1, ψβ+2, ψβ+3, and all products of gl,2 in the blocks of phase 1. Two families remain: in gl,1 of
the blocks of phase 1, the weight is ±w1,jk and the operand is the input coordinate zk, and in gl,2 of the blocks of phase
i ≥ 2 the weight is wi,(j−αi+1)k and the operand is ρ(zαi+k). In both cases, the operand is the corresponding factor in the
evaluation of ψ∗, so the identity above applies. Therefore, every value that the construction feeds forward agrees with the
corresponding value in the evaluation of ψ∗. This completes the proof.

C.9. Proof of Lemma 11

Throughout this proof, γ =
(|F|din

4

)
(not the quantity denoted by γ in the proofs of Lemmas 14 and 30), and Z1, . . . ,Zγ ,

(αk, βk)k∈[12], εj , ζi,j,k, and e∗ are as defined in Lemma 11 and Section 5.1. Let F = Fp,q and h = γ. Without loss of
generality, we assume that d = td,m = tm, and r = tr; otherwise, we can add unused dimensions. We set tm = 12, and we
will choose the explicit values of td, tr later with td ≥ din + 25γ + 1. We construct ϕ as a composition of two transformer
blocks g1, g2 ∈ Bγ,tm,tr,td,n. Here, g1 maps Z ∈ Ftd×n with Z:din = [x1, . . . ,xn] ∈ ∆n and Zdin+1: = 0(td−din)×n to
Y = [y1, . . . ,yn] ∈ Ftd×n such that

(yi)l =



(xi)l if l ≤ din,

2e
∗+2 if l = din + 12γ + 12(j − 1) + k and xi = zj,αk

for some j ∈ [γ], k ∈ [12],

2e
∗−p+1 if l = din + 12γ + 12(j − 1) + k and xi = zj,βk

for some j ∈ [γ], k ∈ [12],

2e
∗−p′+1 if l = din + 12γ + 12(j − 1) + k and xi ∈ Zj \ {zj,αk

, zj,βk
} for some j ∈ [γ], k ∈ [12],

0 if l = din + 24γ + j and xi ∈ Zj for some j ∈ [γ],

−Ω/2 if l = din + 24γ + j and xi /∈ Zj for some j ∈ [γ],

2 if l = din + 25γ + 1,

0 otherwise,

for all i ∈ [n] and l ∈ [td] where Ω denotes the largest positive float in F. That is, the values ζi,j,k are stored in the rows
din +12γ +1, . . . , din +24γ, the row din +24γ + j indicates (for each quadruple j ∈ [γ] separately) whether xi ∈ Zj , and
the row din +25γ +1 holds the constant 2. Here, the rows din +1, . . . , din +12γ and all rows above din +25γ +1 are zero.
Note that these row positions do not depend on td.

We also note that ⌈exp⌋ (−Ω) = 0, where ⌈exp⌋ is computed under F′ as in Eq. (4): since Ω = (2 − 2−p) · 22q−1−1 ≥
7
4 · 2

2q−1−1 and log2 e ≥ 10
7 , we have Ω log2 e ≥ 5

2 · 2
2q−1−1 = 22

q−1−1 + 3
2 · 2

2q−1−1 ≥ 2q
′−1 + p′, where the last

inequality uses q′ ≤ 2q−1 and p′ ≤ p + 2q − 4 ≤ 3 · 2q−1 − 7 ≤ 3
2 · 2

2q−1−1 (as 2q−1 ≥ p + 3 ≥ 5 by Condition 1).

Hence, e−Ω ≤ 2−2q
′−1−p′

, which is smaller than 21−2q
′−1−p′

, i.e., half of the smallest positive value of F′, so e−Ω rounds
to 0 under F′. Note that 2e

∗+2, 2e
∗−p+1, and 2e

∗−p′+1 are in F under 2q − 4 ≥ p′ − p. By Lemma 12 applied with
d1 = din, d2 = din + 25γ + 1, and the present m = tm, h = γ, and n, there exist t′d, t

′
r ∈ N (which do not depend on td

or tr) such that the desired g1 ∈ Bγ,tm,r′,d′,n exists for all d′ ≥ t′d and r′ ≥ t′r. Choose td = max{t′d, din + 25γ + 1},
tr = max{t′r, 26γ + 2}, and g1 ∈ Bγ,tm,tr,td,n.
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We now construct g2. Define an attention layer f1 : Ftd×n → Ftd×n
as

f1(Z) = Z ⊕

 h⊕
j=1

(
WO

i ⊗̂((WV
j ⊗̂Z)⊗̂σ((WK

j ⊗̂Z)⊤⊗̂(W
Q
j ⊗̂Z)))

)
for some WK

j ,WQ
j ,W

V
j ∈ Ftm×td and WO

j ∈ Ftd×tm . Specifically, for all j ∈ [h], we choose WK
j and WQ

j so that
(WK

j )1,din+24γ+j = 1 = (WQ
j )1,din+25γ+1 and all other entries are zero. Since each row of WK

j and WQ
j has at most

one nonzero entry, the products WK
j ⊗̂Y and WQ

j ⊗̂Y are exact for the output Y of g1. Hence, the (i, ι)-th entry of
Mj := (WK

j ⊗̂Y )⊤⊗̂(WQ
j ⊗̂Y ) equals (yi)din+24γ+j ⊗ 2, which is 0 if xi ∈ Zj and (−Ω/2)⊗ 2 = −Ω otherwise (exact,

as −Ω ∈ F). In particular, all columns of Mj are identical.

We now compute σ(Mj) column-wise via Eq. (4). Let kj = |{i ∈ [n] : xi ∈ Zj}|, and note that kj ≤ 4 since x1, . . . ,xn are
distinct. If kj ≥ 1, the column maximum is x∗ = 0, and the numerators are ⌈exp⌋ (0⊖ 0) = exp(0) = 1 for the kj indices
i with xi ∈ Zj and ⌈exp⌋ (−Ω⊖ 0) = ⌈exp⌋ (−Ω) = 0 for the remaining indices, as shown above. Since v ⊕F′ 0 = v for
all v ∈ F′, the denominator equals the exact integer kj under any reduction order. Hence, the i-th entry of each column
of σ(Mj) is ⌈1⊘F′ kj⌋F = εj if xi ∈ Zj and ⌈0⊘F′ kj⌋F = 0 otherwise. If kj = 0, all scores are −Ω, so x∗ = −Ω, all

numerators are ⌈exp⌋ (−Ω⊖ (−Ω)) = exp(0) = 1, and every entry of σ(Mj) is
⌈
1⊘F′ (

⊕Tn

i∈[n];F′ 1)
⌋
F
= εj . We will not

use this value is ; it will be multiplied only by ζi,j,k = 0.

We also choose WV
j ,W

O
j so that

WV
j ⊗̂Z = Zdin+12γ+12(j−1)+1:din+12γ+12(j−1)+12,

(WO
j ⊗̂Y )din+12(j−1)+1:din+12(j−1)+12 = Y,

and all other rows ofWO
j ⊗̂Y are zero for all Y ∈ Ftm×n. Then, by the definitions of g1, f1, it holds that for each Z ∈ Ftd×n

with Z:din = [x1, . . . ,xn] ∈ ∆n and Zdin+1: = 0(td−din)×n, for each j ∈ [γ] and k ∈ [12],

• (f1 ◦ g1(Z)):din = [x1, . . . ,xn],

• (f1 ◦ g1(Z))din+12(j−1)+k =
⌈⊕Tn

i∈[n];F′ εj ⊗F′ ζi,j,k

⌋
F
× 1⊤

n ,

• (f1 ◦ g1(Z))din+25γ+2: = 0(td−din−25γ−1)×n, and the rows din + 12γ + 1, . . . , din + 25γ + 1 of f1 ◦ g1(Z) coincide
with the corresponding rows of g1(Z). In particular, all their entries are finite.

Here, the second property holds since the i-th summand of ((WV
j ⊗̂Y )⊗̂σ(Mj))k,ι =

⌈⊕Tn

i∈[n];F′ ζi,j,k ⊗F′ σ(Mj)iι

⌋
F

equals εj ⊗F′ ζi,j,k for every i: if xi ∈ Zj then σ(Mj)iι = εj , and otherwise ζi,j,k = 0 so both are 0. Furthermore, the
routing by WO

j is exact (one nonzero entry per row), the heads write to disjoint rows so their sum
⊕h

j=1 is exact, and the
residual connection adds these values to entries of g1(Z) that are zero, which is also exact.

Choose a feed-forward network f2 : Ftd×n → Ftd×n as f2(Z) = Z ⊕ (W2⊗̂ρ(W1⊗̂Z)) where W1 ∈ Ftr×td and
W2 ∈ Ftd×tr are matrices satisfying that for z = (z1, . . . , ztd) ∈ Ftd and y = (y1, . . . , ytr ) ∈ Ftr ,

W1 ⊗ z = (zdin+12γ+1, . . . , zdin+25γ+1,−zdin+12γ+1, . . . ,−zdin+25γ+1, 0, . . . , 0),

W2 ⊗ y = (0, . . . , 0, y13γ+2 − y1, . . . , y26γ+2 − y13γ+1, 0, . . . , 0),

where the nonzero block of W2 ⊗ y occupies the coordinates din + 12γ + 1, . . . , din + 25γ + 1. Each row of W1 has at
most one nonzero entry (which is ±1), so every reduction in W1⊗̂Z has at most one nonzero summand and is therefore
exact under any reduction order. For each l ∈ {din + 12γ + 1, . . . , din + 25γ + 1}, the l-th coordinate of each column of
W2⊗̂ρ(W1⊗̂Z) is ⌈(−ρ(v))⊕F′ ρ(−v)⌋F where v is the l-th coordinate of the corresponding column of Z: since one of
ρ(v), ρ(−v) is 0, this equals −v exactly for every finite v of either sign, and the residual connection yields v ⊕ (−v) = 0.
Namely, f2 erases the coordinates din + 12γ + 1, . . . , din + 25γ + 1 of each column, whose entries are finite by the third
property above; this requires tr ≥ 26γ+2, consistent with our choice of tr. Let g2 = f2◦f1 and ϕ = g2◦g1 ∈ Bγ,tm,tr,td,n.
Then, by the definitions of g1 and g2, ϕ satisfies the desired properties. This completes the proof.
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C.10. Proof of Lemma 13

For each X = [x1, . . . ,xn] ∈ Fdin×n and X = {x1, . . . ,xn}, define fX : X → Fdout as fX(x) = yi for i ∈ [n] satisfying
xi = x where [y1, . . . ,yn] = f∗(X). Since f∗ is permutation-equivariant, fX is well-defined.

Since f∗ is permutation-equivariant, for any π ∈ Sn, f∗([xπ(1), . . . ,xπ(n)]) = [yπ(1), . . . ,yπ(n)], i.e., fX = fπX for all
π ∈ Sn. Furthermore, since cX = cZ if and only if X = πZ for some π ∈ Sn, we can define f̃(xi, cX) := fX(xi) for all
X ∈ Fdin×n; note that this is well-defined as fX = fπX for all π ∈ Sn. Choose arbitrary values to f̃(x, c) for all x, c that
we did not consider yet. This completes the proof.

C.11. Proof of Lemma 14

Let γ = |F|din , 1⊘ (
⊕n

i=1 1) = α ≥ 2−p−1, and β ∈ F such that β ⊗ α = 1+. Such β always exists by Lemma 19: write
α = a × 2−s with a ∈ (1, 2]F and s ∈ {1, . . . , p + 2} (this scaling is exact since it is by a power of two, and s ≤ p + 2
since α ≥ 2−p−1 and a ≤ 2), take y ∈ (2−1, 1]F from Lemma 19 with a⊗ y = 1+, and set β := y × 2s, which lies in F
since β ≤ 2p+2 ≤ Ω by Condition 1. Then β ×α = a× y, and hence, β ⊗α = a⊗ y = 1+. Without loss of generality, we
assume that d = td ≥ din +2γ,m = tm, and r = tr; otherwise, we can add unused dimensions. We set tm = γ, and we will
choose the explicit values of td, tr later. We construct ϕ as a composition of two transformer blocks g1, g2 ∈ B1,tm,tr,td,n.
Here, g1 maps Z ∈ Ftd×n with Z:din = [x1, . . . ,xn] ∈ Fdin×n and Zdin+1: = 0(td−din)×n to Y = [y1, . . . ,yn] ∈ Ftd×n

such that

(yi)l =


(xi)l if l ≤ din,

β if l = din + γ + j and xi = zj for some j ∈ [γ],

0 otherwise,

for all i ∈ [n] and l ∈ [td]. Note that these row positions do not depend on td. By Lemma 12 applied with d1 = din,
d2 = din + 2γ, and the present m = tm, h = 1, and n, there exist t′d, t

′
r ∈ N (which do not depend on td or tr) such that the

desired g1 ∈ B1,tm,r′,d′,n exists for all d′ ≥ t′d and r′ ≥ t′r. Choose td = max{t′d, din + 2γ}, tr = max{t′r, γ}, and the
desired g1 ∈ B1,tm,tr,td,n.

We now construct g2. Define an attention layer f1 : Ftd×n → Ftd×n
as

f1(Z) = Z ⊕
(
WO ⊗ ((WV ⊗ Z)⊗ σ((0tm×td ⊗ Z)⊤ ⊗ (0tm×td ⊗ Z)))

)
= Z ⊕

(
WO ⊗ ((WV ⊗ Z)⊗ (α1n×n))

)
for some WV ∈ Ftm×td and WO ∈ Ftd×tm . Specifically, we choose WV ,WO so that WV ⊗ Z = Zdin+γ+1:din+2γ ,
(WO ⊗ Y )din+1:din+γ = Y , and all other rows of WO ⊗ Y are zero for all Y ∈ Ftm×n. Then, by the definitions of g1, f1, it
holds that for each Z ∈ Ftd×n with Z:din = [x1, . . . ,xn] ∈ Fdin×n and Zdin+1: = 0(td−din)×n, for each j ∈ [γ],

• (f1 ◦ g1(Z)):din = [x1, . . . ,xn],

• (f1 ◦ g1(Z))din+j = (
⊕kj

i=1 1
+)× 1⊤

n where kj denotes the number of i ∈ [n] such that xi = zj ,

• (f1 ◦ g1(Z))din+2γ+1: = 0(td−2γ−din)×n, and the rows din + γ + 1, . . . , din + 2γ of f1 ◦ g1(Z) coincide with the
corresponding rows of g1(Z). In particular, they are non-negative.

Choose a feed-forward network f2 : Ftd×n → Ftd×n as f2(Z) = Z ⊕ (W2 ⊗ ρ(W1 ⊗ Z)) where W1 ∈ Ftr×td and
W2 ∈ Ftd×tr are matrices satisfying that for z = (z1, . . . , ztd) ∈ Ftd and y = (y1, . . . , ytr ) ∈ Ftr ,

W1 ⊗ z = (zdin+γ+1, . . . , zdin+2γ , 0, . . . , 0), W2 ⊗ y = (0, . . . , 0,−y1, . . . ,−yγ , 0, . . . , 0),

where the nonzero block of W2 ⊗ y occupies the coordinates din + γ + 1, . . . , din + 2γ. Namely, f2 erases the coordinates
din + γ + 1, . . . , din + 2γ of each column, which are finite and non-negative by the third property above. Let g2 = f2 ◦ f1
and ϕ = g2 ◦ g1 ∈ B1,tm,tr,td,n. Then, by the definitions of g1, g2, ϕ satisfies the desired properties. This completes the
proof.
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C.12. Proof of Lemma 15

Let xk =
⊕k

i=1 1
+ for all k ∈ [3× 2p − 1] ∪ {0}. By direct computation, we have x0 = 0, x1 = 1+, x2 = 2+, x3 = 3++,

x4 = 4+. Furthermore, for k ∈ {4, . . . , 2p}, xk = k+. This can be shown via mathematical induction. The base case k = 4
holds by our direct computation. Suppose that xk−1 = (k − 1)+ for some k ∈ {5, . . . , 2p} and a natural number e with
2e < k ≤ 2e+1; here, e ≥ 2. If k ̸= 2e+1, then xk−1 + 1+ = k + 2e−p + 2−p, i.e., xk = xk−1 ⊕ 1+ = k+. If k = 2e+1,
then xk−1 + 1+ = 2e+1 + 2e−p + 2−p, i.e., xk = xk−1 ⊕ 1+ = (2e+1)+ = k+.

Since x2p = 2p + 1, for k ∈ {2p + 1, . . . , 2p+1 − 1}, one can observe that xk = k + 1. Furthermore, for k ∈
{2p+1, . . . , 3× 2p− 1}, we have xk = 2p+1+(k− 2p+1+1)× 2 due to the rounding. Hence, xk can be written as follows:

xk =



0 if k = 0,

1+ if k = 1,

2+ if k = 2,

3++ if k = 3,

k+ if k ∈ {4, . . . , 2p},
k + 1 if k ∈ {2p + 1, . . . , 2p+1 − 1},
2p+1 + (k − 2p+1 + 1)× 2 if k ∈ {2p+1, . . . , 3× 2p − 1}.

This implies that the values xk, k ∈ [3× 2p − 1] ∪ {0}, are all distinct, and x3×2p−1 = 2p+2. Finally, for v = 2p+2, the
spacing of F on [2p+2, 2p+3) is 22, and 1+ = 1+2−p < 2 is smaller than half of this spacing; hence v⊕1+ = v. Therefore,⊕3×2p−1+n

i=1 1+ = 2p+2 for all n ∈ N ∪ {0}, i.e., the sum is constant from this point.

C.13. Proof of Lemma 16

The proof is trivial when x ∈ {±∞,NaN}. For x ∈ F, we may assume x ≥ 0 since ⌈·⌋F is odd and hence
⊕k

i=1(−x) =
−
⊕k

i=1 x for all k. The result then follows from Lemma 18 with z = 0.

C.14. Proof of Lemma 17

Without loss of generality, we assume that z, x are finite and x > 0; if x ∈ {0,±∞,NaN} or z ∈ {±∞,NaN}, then the
result directly follows. We further assume that z < 0 since if z ≥ 0, the result reduces to Lemma 18. Choose ez ∈ Z such
that z = −2ez . We now consider all possible cases.

Case ez ≤ emin + 1. There exists k ≤ 2p+1 such that z ⊕
⊕k

i=1 x ≥ 0 since x ≥ 2emin−p = ω. By Lemma 18, the result
follows.

Case ez > emin + 1 and x ≤ 2ez−p−2. In this case, x ≤ 2ez−p−2 = 1
2 (z

+ − z). Since z = −2ez , this implies that
z ⊕

⊕k
i=1 x = z for all k ∈ N and the result follows.

Case ez > emin+1 and x > 2ez−p−2. Since x > 2ez−p−2 = 1
2 (z

+−z), it holds that z⊕
⊕2p

i=1 x ≥ −2ez−1. Furthermore,
it holds that

z ⊕
3×2p⊕
i=1

x ≥ −2ez−1 ⊕
2p+1⊕
i=1

x ≥ −2ez−1 ⊕
2p+1⊕
i=1

2ez−p−2 = 0.

Hence, by Lemma 18, the result follows. This completes the proof.
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D. Proof of Theorem 2 when p′ ≤ p+ 1

The proof outline is identical to that for the p′ ≥ p+ 2 case; we choose the same Win, Wout, and construct similar ϕ, ψ. One
major difference is that we identify the reduction order of each triple of inputs here, instead of quadruples. For each triple of
distinct indices I = (ι1, ι2, ι3) in [n] and each triple of distinct elements (j, k, l) in [3], we define (throughout this section,
the symbols τ and δ are redefined for triples)

τI,(j,k,l) =

Tn⊕
i∈[n];F′

δI,(j,k,l),i, δI,(j,k,l),i =


ap,p′ if i = ιj ,

bp,p′ if i = ιk,

cp,p′ if i = ιl,

0 otherwise,

ap,p′ =


1 if p′ = p+ 1,

1 + 2−p if p′ = p, p ≥ 3,

1 if p′ = p, p = 2,

bp,p′ =


2−p−1 if p′ = p+ 1,

1 + 2−p+1 if p′ = p, p ≥ 3,

1 + 2−p if p′ = p, p = 2,

cp,p′ =


2−p′−1 if p′ = p+ 1,

1 + 2−p+1 if p′ = p, p ≥ 3,

1 + 2−p if p′ = p, p = 2.

We then define
t(π) = (τ(π(ι1),π(ι2),π(ι3)),(j,k,l))I,(j,k,l)

where I = (ι1, ι2, ι3) ranges over all triples of distinct indices in [n] and (j, k, l) ranges over all ordered triples of distinct
elements in [3]. We then introduce the following lemma. The proof of Lemma 31 is in Appendix D.1.

Lemma 31. Suppose p′ ≤ p + 1. Let n ≥ 4 and Tn be a full binary tree with n leaves indexed by [n]. Then, for each
π ∈ Sn,

t−1(t(π)) = G(Tn)π.

Lemma 31 implies that given t(π), we can recover the permutation π up to its G(Tn)-equivalent counterpart. Using this, we
introduce Lemma 32, similar to Lemma 11 for the p′ ≥ p+2 case. Here, we let γ0 = |F|din , z̄1, . . . , z̄γ0 denote all elements
of Fdin , γ = 24

(|F|din

4

)
, Z1 = (z1,1, z1,2, z1,3, z1,4), . . . ,Zγ = (zγ,1, zγ,2, zγ,3, zγ,4) denote all ordered quadruples of

distinct elements in Fdin , and write x ∈ Zj if x ∈ {zj,1, zj,2, zj,3, zj,4}. The proof of Lemma 32 is in Appendix D.2.

Lemma 32. Suppose p′ ≤ p + 1 and q′ ≤ 2q−1. Let din, n ∈ N with n ≥ 4, and e = din + γ0 + γ. There exist
h, td, tm, tr ∈ N such that for any d ≥ td, m ≥ tm, and r ≥ tr, there exists ϕ ∈ Bh,m,r,d,n satisfying the following
properties. For each Z ∈ Fd×n with Z:din = [x1, . . . ,xn] ∈ ∆n and Zdin+1: = 0(d−din)×n, j0 ∈ [γ0], and j ∈ [γ],

• ϕ(Z):din = [x1, . . . ,xn] and ϕ(Z)e+1: = 0(d−e)×n,

• ϕ(Z)din+j0 = 1⊤
n if z̄j0 ∈ {x1, . . . ,xn} and ϕ(Z)din+j0 = 0⊤

n otherwise,

• ϕ(Z)din+γ0+j =
⌈⊕Tn

i∈[n];F′ εj ⊗F′ ζi,j

⌋
F
× 1⊤

n where

εj =

{⌈
1⊘F′

(⊕Tn

i∈[n];F′ 1
)⌋

F
if xi /∈ Zj ∀i,

⌈1⊘F′ |{i ∈ [n] : xi ∈ Zj}|⌋F otherwise,
ζi,j =


4ap,p′ if xi = zj,1,

4bp,p′ if xi = zj,2,

4cp,p′ if xi = zj,3,

0 otherwise.

We now explain how the outputs of Lemma 32 identify the input up to the action of G(Tn). By the second property,
the coordinates din + 1, . . . , din + γ0 of each column identify the token set X = {x1, . . . ,xn}, and hence the ordered
quadruples Zj whose four entries all lie in X . For each such Zj , the tokens being distinct gives εj = ⌈1⊘F′ 4⌋F = 2−2

and εj ⊗F′ ζi,j ∈ {ap,p′ , bp,p′ , cp,p′ , 0}, both exact as they scale by a power of two. Hence the coordinate din + γ0 + j
stores

⌈
τI,(1,2,3)

⌋
F, where I is the triple of positions of zj,1, zj,2, zj,3 and all remaining positions contribute exact zeros.

Since n ≥ 4, every ordered triple of distinct tokens in X arises this way under every role assignment (j, k, l), so the
outputs determine

⌈
τI,(j,k,l)

⌋
F for all triples I of distinct positions and all (j, k, l). By Lemmas 24, 25, and 27, these values

determine the induced three-leaf topology of each triple; this identifies the input up to G(Tn) as in the proof of Lemma 31.
As in the case p′ ≥ p+ 2, combining Lemmas 9, 12, 31, and 32 completes the proof.
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D.1. Proof of Lemma 31

The proof of Lemma 31 is almost identical to that of Lemma 10. The only difference arises in the converse part (i.e.,
t−1(t(π)) ⊂ G(Tn)π), where we use Lemmas 24, 25, and 27 to identify the reduction order of each triple instead of
Lemma 28. In particular, the hypothesis p′ ≥ p + 2 of Lemma 10 is used in its proof only through Lemma 28, which
is exactly the step replaced here. Hence, there is no conflict with the hypothesis p′ ≤ p + 1 of Lemma 31. Here, while
Lemmas 24 and 25 are stated for ⊕ under F, the same identities hold for ⊕F′ followed by rounding to F when p′ = p: the
two formats have the same mantissa precision and F′ has a wider exponent range (q′ ≥ q), so every intermediate value and
every rounding in these computations, which involve only values in [1, 4], coincides in the two formats.

D.2. Proof of Lemma 32

Throughout this proof, γ0, γ, z̄j0 ,Zj , εj , and ζi,j are defined before Lemma 32; in particular, γ is not the quantity denoted
by γ in the proofs of Lemmas 14 and 30. Let F = Fp,q and h = γ0 + γ. Without loss of generality, we assume
that d = td,m = tm, and r = tr; otherwise, we can add unused dimensions. We set tm = 1, and we will choose
the explicit values of td, tr later with td ≥ din + 3γ0 + 3γ + 1. We construct ϕ as a composition of two transformer
blocks g1, g2 ∈ Bh,tm,tr,td,n. Here, g1 maps Z ∈ Ftd×n with Z:din = [x1, . . . ,xn] ∈ ∆n and Zdin+1: = 0(td−din)×n to
Y = [y1, . . . ,yn] ∈ Ftd×n such that

(yi)l =



(xi)l if l ≤ din,

1 if l = din + γ0 + γ + j0 and xi = z̄j0 for some j0 ∈ [γ0],

0 if l = din + 2γ0 + γ + j0 and xi = z̄j0 for some j0 ∈ [γ0],

−Ω/2 if l = din + 2γ0 + γ + j0 and xi ̸= z̄j0 for some j0 ∈ [γ0],

4ap,p′ if l = din + 3γ0 + γ + j and xi = zj,1 for some j ∈ [γ],

4bp,p′ if l = din + 3γ0 + γ + j and xi = zj,2 for some j ∈ [γ],

4cp,p′ if l = din + 3γ0 + γ + j and xi = zj,3 for some j ∈ [γ],

0 if l = din + 3γ0 + 2γ + j and xi ∈ Zj for some j ∈ [γ],

−Ω/2 if l = din + 3γ0 + 2γ + j and xi /∈ Zj for some j ∈ [γ],

2 if l = din + 3γ0 + 3γ + 1,

0 otherwise,

for all i ∈ [n] and l ∈ [td] where Ω denotes the largest positive float in F. That is, the row din + γ0 + γ + j0 indicates
whether xi = z̄j0 , the values ζi,j are stored in the rows din + 3γ0 + γ + 1, . . . , din + 3γ0 + 2γ (4ap,p′ , 4bp,p′ , 4cp,p′ ∈ F
since each of them is either a power of two with exponent at least 1 − p′ ≥ −p ≥ emin or a power of two times a value
of the form 1 + 2−t with t ≤ p). The rows din + 2γ0 + γ + j0 and din + 3γ0 + 2γ + j indicate (for each j0 ∈ [γ0] and
each j ∈ [γ] separately) whether xi = z̄j0 and whether xi ∈ Zj , respectively, and the row din + 3γ0 + 3γ + 1 holds the
constant 2. Here, the rows din + 1, . . . , din + γ0 + γ and all rows above din + 3γ0 + 3γ + 1 are zero. Note that these row
positions do not depend on td. As in the proof of Lemma 11, Condition 1 and q′ ≤ 2q−1 imply ⌈exp⌋ (−Ω) = 0 under F′

(here, p′ ≤ p+ 1 ≤ 3 · 2q−1 − 7). By Lemma 12 applied with d1 = din, d2 = din + 3γ0 + 3γ + 1, and the present m = tm,
h = γ0+γ, and n, there exist t′d, t

′
r ∈ N (which do not depend on td or tr) such that the desired g1 ∈ Bh,tm,r′,d′,n exists for

all d′ ≥ t′d and r′ ≥ t′r. Choose td = max{t′d, din + 3γ0 + 3γ + 1}, tr = max{t′r, 4γ0 + 4γ + 2}, and g1 ∈ Bh,tm,tr,td,n.

We now construct g2. Define an attention layer f1 : Ftd×n → Ftd×n
as

f1(Z) = Z ⊕

 h⊕
j=1

(
WO

j ⊗̂((WV
j ⊗̂Z)⊗̂σ((WK

j ⊗̂Z)⊤⊗̂(W
Q
j ⊗̂Z)))

)
for some WK

j ,WQ
j ,W

V
j ∈ Ftm×td and WO

j ∈ Ftd×tm . Specifically, for the heads j0 ∈ [γ0], we choose WK
j0

and WQ
j0

so
that (WK

j0
)1,din+2γ0+γ+j0 = 1 = (WQ

j0
)1,din+3γ0+3γ+1, and for the heads γ0+ j with j ∈ [γ], we choose WK

γ0+j and WQ
γ0+j

so that (WK
γ0+j)1,din+3γ0+2γ+j = 1 = (WQ

γ0+j)1,din+3γ0+3γ+1, with all other entries zero. Since each row of these matrices
has at most one nonzero entry, their products with the output Y of g1 are exact. Hence, for the token set K marked by each
head (K = {z̄j0} for head j0 ∈ [γ0] and K = {zj,1, . . . , zj,4} for head γ0 + j with j ∈ [γ]), the (i, ι)-th entry of the score
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matrix MK := (WK⊗̂Y )⊤⊗̂(WQ⊗̂Y ) of the head equals the corresponding indicator entry times 2, which is 0 if xi ∈ K
and (−Ω/2)⊗ 2 = −Ω otherwise (exact, as −Ω ∈ F). In particular, all columns of MK are identical.

We now compute σ(MK) column-wise via Eq. (4). Let kK = |{i ∈ [n] : xi ∈ K}|, and note that kK ≤ |K| ≤ 4 since
x1, . . . ,xn are distinct. In particular, kK ≤ 1 for the heads j0 ∈ [γ0]. If kK ≥ 1, the column maximum is x∗ = 0, and the
numerators are ⌈exp⌋ (0 ⊖ 0) = exp(0) = 1 for the kK indices i with xi ∈ S and ⌈exp⌋ (−Ω ⊖ 0) = ⌈exp⌋ (−Ω) = 0
for the remaining indices, as shown above. Since v ⊕F′ 0 = v for all v ∈ F′, the denominator equals the exact integer kK
under any reduction order. Hence, the i-th entry of each column of σ(MK) is ⌈1⊘F′ kK⌋F if xi ∈ K and ⌈0⊘F′ kK⌋F = 0
otherwise. For the heads j0 ∈ [γ0] with kK = 1, the former value is ⌈1⊘F′ 1⌋F = 1, and for the heads γ0 + j, it is εj . If
kK = 0, all scores are −Ω, so x∗ = −Ω, all numerators are ⌈exp⌋ (−Ω⊖ (−Ω)) = exp(0) = 1, and every entry of σ(MK)

is
⌈
1⊘F′ (

⊕Tn

i∈[n];F′ 1)
⌋
F
; we do not use this value since it will be multiplied only by zero entries.

Given m = tm = 1, we also choose WV
j0
⊗̂Z = Zdin+γ0+γ+j0 and (WO

j0
⊗̂Y )din+j0 = Y for the heads j0 ∈ [γ0], and

WV
γ0+j⊗̂Z = Zdin+3γ0+γ+j and (WO

γ0+j⊗̂Y )din+γ0+j = Y for the heads γ0+j with j ∈ [γ], with all other rows ofWO⊗̂Y
zero for all Y ∈ Ftm×n. Then, by the definitions of g1, f1, it holds that for each Z ∈ Ftd×n with Z:din = [x1, . . . ,xn] ∈ ∆n

and Zdin+1: = 0(td−din)×n, for each j0 ∈ [γ0] and j ∈ [γ],

• (f1 ◦ g1(Z)):din = [x1, . . . ,xn],

• (f1 ◦ g1(Z))din+j0 = 1⊤
n if z̄j0 ∈ {x1, . . . ,xn} and (f1 ◦ g1(Z))din+j0 = 01×n otherwise,

• (f1 ◦ g1(Z))din+γ0+j =
⌈⊕Tn

i∈[n];F′ εj ⊗F′ ζi,j

⌋
F
× 1⊤

n ,

• (f1◦g1(Z))din+3γ0+3γ+2: = 0(td−din−3γ0−3γ−1)×n, and the rows din+γ0+γ+1, . . . , din+3γ0+3γ+1 of f1◦g1(Z)
coincide with the corresponding rows of g1(Z). In particular, all their entries are finite.

Here, the second property holds since the value row of head j0 contains 1 at the (unique) index i with xi = z̄j0 (if it exists)
and 0 elsewhere, so the summand at that index is 1 ⊗F′ 1 = 1, and the summands elsewhere are 0 ⊗F′ σ(MK)iι = 0,
yielding the exact value 1 if z̄j0 ∈ {x1, . . . ,xn} and 0 otherwise. The third property holds since the i-th summand of

((WV
γ0+j⊗̂Y )⊗̂σ(MK))1,ι =

⌈⊕Tn

i∈[n];F′ ζi,j ⊗F′ σ(MK)iι

⌋
F

equals εj ⊗F′ ζi,j for all i: if xi ∈ Zj then σ(MK)iι = εj ,

and otherwise ζi,j = 0 so both are 0. Furthermore, the routing by WO is exact (one nonzero entry per row), the heads write
to disjoint rows so their sum

⊕
over heads is exact, and the residual connection adds these values to entries of g1(Z) that

are zero, which is also exact.

Choose a feed-forward network f2 : Ftd×n → Ftd×n as f2(Z) = Z ⊕ (W2⊗̂ρ(W1⊗̂Z)) where W1 ∈ Ftr×td and
W2 ∈ Ftd×tr are matrices satisfying that for z = (z1, . . . , ztd) ∈ Ftd and y = (y1, . . . , ytr ) ∈ Ftr ,

W1 ⊗ z = (zdin+γ0+γ+1, . . . , zdin+3γ0+3γ+1,−zdin+γ0+γ+1, . . . ,−zdin+3γ0+3γ+1, 0, . . . , 0),

W2 ⊗ y = (0, . . . , 0, y2γ0+2γ+2 − y1, . . . , y4γ0+4γ+2 − y2γ0+2γ+1, 0, . . . , 0),

where the nonzero block of W2 ⊗ y occupies the coordinates din + γ0 + γ + 1, . . . , din + 3γ0 + 3γ + 1. Exactly as in the
proof of Lemma 11, f2 erases these coordinates of each column, whose entries are finite by the last property above; this
requires tr ≥ 4γ0 + 4γ + 2, consistent with our choice of tr. Let g2 = f2 ◦ f1 and ϕ = g2 ◦ g1 ∈ Bh,tm,tr,td,n. Then, by
the definitions of g1 and g2, ϕ satisfies the desired properties. This completes the proof.
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