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Abstract

Point forecasting for graph-structured multivari-
ate time series is a fundamental problem, but
rigorous uncertainty quantification for such pre-
dictions is still underexplored. Conformal pre-
diction (CP) offers uncertainty estimation with
a solid coverage guarantee under the exchange-
ability assumption, which requires the joint data
distribution to be unchanged under permutation.
However, in graph-structured time series, inher-
ent cross-node coupling can violate the exchange-
ability condition, making direct application of
CP unreliable. Inspired by the spectral graph
theory, such coupling resides in global trends
and can be characterized by the low-frequency
components, while high-frequency components
are nearly exchangeable. Therefore, we pro-
pose a novel concept named Spectral Graph
Conditional Exchangeability (SGCE), which con-
ditions exchangeable high-frequency components
on low-frequency ones to preserve global trends
and enable effective CP in the spectral domain.
Based on SGCE, we further propose Spectral
Conformal prediction via wAveLEt transform
(SCALE). SCALE uses graph wavelets to decom-
pose low/high-frequency components and con-
formalizes high-frequency residuals via adaptive
gating over a low-frequency embedding. Experi-
mental results on real-world traffic datasets show
that SCALE not only achieves valid coverage but
also consistently improves the coverage-efficiency
trade-off over the state-of-the-art CP methods.
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1. Introduction
Spatio-temporal forecasting of time series is ubiquitous in
critical infrastructure, ranging from intelligent transporta-
tion systems to power grid load balancing (Capone et al.,
2025; Dong et al., 2025). It aims to predict the future evo-
lution of a dynamic system observed over time and space.
In practice, since the number of series can be very large
and they may have complex interactions, observations are
typically organized as a graph-structured multivariate time
series (Jin et al., 2024; Wu et al., 2020). To forecast such
coupled time series, Spatio-temporal graph neural networks
(STGNNs) are proposed (Capone et al., 2025). They have
become the dominant approaches in time series forecasting
due to their superior performance on point forecasting.

However, point forecasting alone is often insufficient in
some high-stakes scenarios, where stakeholders may need
uncertainty quantification (UQ) to support risk-sensitive
planning. Regrettably, existing STGNNs often fall short of
rigorous uncertainty quantification, rendering their predic-
tions unreliable in some complex scenarios (Mallick et al.,
2024). To derive reliable predictions, Conformal prediction
(CP) has been proposed, which provides a model-agnostic
framework for UQ. The common practice of CP is to trans-
form the output of a specific forecaster into a prediction set
that covers the ground-truth with high probability. To this
end, conformal prediction commonly assumes exchangeabil-
ity, which means that the joint distribution of examples in a
held-out calibration set is invariant under the permutation
of their indices (Angelopoulos & Bates, 2021).

Although exchangeability may hold in some static scenarios,
this assumption is often violated in time series forecasting
due to serial (temporal) dependence and potential distri-
bution shift over time (Barber et al., 2023). To address
the non-exchangeability problem, recent CP methods, such
as Conformal Prediction for Time Series (CPTS) (Xu &
Xie, 2023a) and Sequential Predictive Conformal Inference
(SPCI) (Xu & Xie, 2023b), propose to design sequential or
adaptive calibration techniques. These procedures typically
rely on the identification of (approximate) exchangeability,
which is further leveraged to recover prediction errors or
nonconformity scores (Wu et al., 2025).
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The non-exchangeability challenge becomes even more se-
vere for graph-structured multivariate time series (MTS),
where observations at each time step form a coupled random
vector and cross-node interactions can induce system-level
dependence. Such coupling can violate the exchangeabil-
ity condition even when each coordinate sequence appears
separately exchangeable, making a direct application of CP
unreliable. In view of this point, most existing MTS fore-
casting approaches either apply CP independently per series
(yielding only marginal guarantees) or attempt to enforce ex-
changeability through restrictive assumptions on inter-series
relations (e.g., sparsity) (Wang et al., 2025). Nevertheless,
these assumptions may not hold in practice, and learning
with joint non-exchangeability still remains challenging.

In this paper, we observe that the breakdown of joint ex-
changeability in graph-structured multivariate time series is
closely tied to strong coupling. Inspired by the theoretical
works in spectral graph learning and graph signal process-
ing (Chen et al., 2023; Isufi et al., 2024), we find that such
coupling is mainly reflected by global trends, which are
characterized by low-frequency components in the graph
spectrum (Dabush & Routtenberg, 2024). Meanwhile, the
high-frequency components are verified to have weaker
cross-node interaction and are more likely to be exchange-
able. This discovery is shown in Figure 1, which illustrates
a clear structure of exchangeability. Therefore, to ensure ef-
fective conformal prediction, instead of directly calibrating
the original non-exchangeable MTS, we can apply confor-
mal prediction in the spectral domain.

Based on this insight, we introduce the concept of Spectral
Graph Conditional Exchangeability (SGCE), which formal-
izes that the high-frequency components can be approxi-
mately exchangeable when conditioned on low-frequency
ones. Here, the conditioning preserves the global trend in
the evolution of time series, promoting a more precise pre-
diction for each individual series. Building upon SGCE, we
propose a practical implementation named Spectral Confor-
mal prediction via wAveLEt transform (SCALE). SCALE
adopts graph wavelets to decompose the original MTS into
low-/high-frequency components. It then conformalizes
high-frequency residual scores via adaptive gating on low-
frequency components to produce prediction intervals. Com-
pared with prior CP approaches (Cini et al., 2025) that pur-
sue exchangeability via cross-variable encoding under the
assumption of sparse dependence, our approach models joint
exchangeability through spectral conditioning, providing a
new paradigm for CP in graph-structured MTS.

Our main contributions are threefold:

• Algorithmically, we develop SCALE, a graph-wavelet
conformal prediction framework that adapts conformal
quantiles to calibrate high-frequency components condi-
tioned on low-frequency ones.
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Figure 1. The discovery in our study. The left panel displays graph-
structured MTS. At each time step, the corresponding snapshot is
decomposed into multiple frequency bands (right panel), where
components with higher frequencies tend to be more exchangeable
due to weaker cross-node interactions.

• Theoretically, we formalize Spectral Graph Conditional
Exchangeability (SGCE) and establish coverage guaran-
tees for conformal prediction on graph-structured MTS.

• Empirically, we demonstrate an improved coverage–
efficiency trade-off on real-world traffic datasets when
compared with state-of-the-art baseline methods for con-
formal prediction in graph-structured MTS forecasting.

2. Related Work
In this section, we review some prior works closely related
to our study, i.e., spatio-temporal graph forecasting and
conformal prediction.

Spatio-temporal graph forecasting. Spatio-temporal
graph neural networks (STGNNs) are standard paradigms
for traffic and sensor-network forecasting, which combine
temporal dynamics with graph-based spatial aggregation (Li
et al., 2018; Yu et al., 2018; Wu et al., 2019). Prior
work on STGNNs explores heterogeneous and time-varying
dependencies via adaptive/dynamic adjacency, attention-
based spatial mixing, and multi-component spatio-temporal
blocks (Guo et al., 2019; Zheng et al., 2020; Wu et al.,
2020). Benchmarking studies further document substan-
tial heterogeneity across tasks and datasets for multivariate
forecasting, motivating robust and interpretable uncertainty
quantification (Shao et al., 2025). These modeling choices
complicate UQ: global regime shifts can drive coherent
residual changes across nodes, which makes the joint ex-
changeability assumption in conformal calibration hard to
satisfy in multivariate time series forecasting.

Conformal prediction. Conformal prediction (CP) pro-
vides distribution-free uncertainty quantification by calibrat-
ing a nonconformity score and converting it into prediction
sets. It has finite-sample coverage under the exchangeabil-
ity assumption (Vovk et al., 2005; Shafer & Vovk, 2008).
A large body of work develops practical variants for re-
gression and quantile-based prediction sets, including split
conformal and conformalized quantile regression (Lei et al.,
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2018; Romano et al., 2019). These works also clarify what
guarantees remain when exchangeability is violated (Barber
et al., 2023; Angelopoulos & Bates, 2021). Recent stud-
ies further examine conformal selection, calibration, and
robustness in deep models (Huang et al., 2024a; Xi et al.,
2025a;b). In particular, for time series, due to temporal de-
pendence and cross-series couplings, exchangeability may
not hold in general. This motivates sequential, online, and
adaptive conformal procedures (Xu & Xie, 2023a;b; Wu
et al., 2025; Li & Rodrı́guez, 2025). Closely related are
conformal approaches for correlated data (Cini et al., 2025)
and recent work on temporal graphs (Wang et al., 2025). In
our study, instead of directly applying CP to the original
series, we argue that exchangeability is more likely to hold
for high-frequency components in the spectral domain.

3. Preliminaries
This section introduces the problem formulation and the
foundational concepts utilized in our framework.

3.1. Problem Formulation

In this paper, we focus on the problem of uncertainty
quantification for multivariate time series (MTS) forecast-
ing on graphs. We use the set {x1, . . . ,xN} to denote
a sample of N correlated time series and Xt:t+T :=
[x1

t:t+T , . . . ,x
N
t:t+T ]

⊤ ∈ RN×T to denote the multivariate
observation. Here, xi

t:t+T := [xi
t, . . . , x

i
t+T−1]

⊤ ∈ RT is
the i-th series observed over the discrete time indices from
t to t+ T − 1. In addition, we denote the multivariate ob-
servation at time t by the snapshot Xt := [x1

t , . . . , x
N
t ]⊤ ∈

RN×1. Due to severe inter-series coupling, such MTS is
modeled in a graph structure G = (V, E), where V de-
notes the set of N nodes and E encodes pairwise corre-
lations. Here, we represent E using an adjacency matrix
A ∈ RN×N . Unlike approaches that treat correlations as
auxiliary exogenous covariates (Cini et al., 2025), we as-
sume that the data-generating process is conditioned on the
graph topology. Specifically, each observation is generated
according to a spatio-temporal conditional distribution

xi
t ∼ p

(
xi
t | X<t,NG(i)

)
, (1)

where X<t denotes historical observations prior to time t,
and NG(i) denotes the neighborhood of node i on graph G.

Point forecasting. Point forecasting aims to learn a predic-
tor Fθ, parameterized by θ, that maps past observations to
future values. Given a look-back window of length W and
a prediction horizon K, the predictor produces

X̂t+1:t+K = Fθ (Xt−W+1:t,A) . (2)

Here, Fθ can be any graph-based forecasting model, such
as spatio-temporal graph neural networks (STGNNs) (Yu

et al., 2018; Li et al., 2018; Wu et al., 2019). The model Fθ

is typically trained to minimize a deterministic loss function
ℓ(Xt:t+T , X̂t:t+T ), e.g., the mean squared error (MSE) loss
or mean absolute error (MAE) loss (Lim & Zohren, 2021).

Given a pre-trained predictor Fθ, our goal is to perform
post-hoc uncertainty quantification. Specifically, for a mis-
coverage rate α ∈ (0, 1), we aim to construct a prediction
interval Cα

t+1:t+K , which is required to satisfy the finite-
sample coverage guarantee (Vovk et al., 2005), namely

P
(
Xt+1:t+K ∈ Cα

t+1:t+K

)
≥ 1− α. (3)

To derive the prediction interval Cα
t+1:t+K , we briefly intro-

duce the split conformal prediction method in the following.

3.2. Split Conformal Prediction

Split Conformal Prediction (SCP) (Xu & Xie, 2023b) uses
quantiles of prediction error to construct prediction inter-
vals because these quantiles directly characterize the tails
of the error distribution. In detail, SCP adopts an auxiliary
calibration set Tcal for quantile estimation, and xi,cal

t is de-
noted as the i-th calibration example for time step t. At time
step t, SCP computes the residual error rit = xi,cal

t − x̂i,cal
t ,

where x̂i,cal
t is the output of the predictor Fθ. These resid-

ual errors are then aggregated into residual snapshot Rt =
[r1t , . . . , r

N
t ]⊤ ∈ RN×1. In this way, we obtain the residual

matrix Rt−W+1:t = [Rt−W+1, . . . ,Rt] ∈ RN×W . Let the
α/2- and 1−α/2-quantiles of Rt−W+1:t be Qα/2

t+1:t+K and

Q
1−α/2
t+1:t+K . The prediction interval Cα

t+1:t+K is given by

Cα
t+1:t+K =

[
X̂t+1:t+K +Q

α/2
t+1:t+K , X̂t+1:t+K +Q

1−α/2
t+1:t+K

]
.

(4)
Furthermore, instead of directly using the quantiles of
Rt−W+1:t to construct Cα

t+1:t+K , we can employ a network
Hϕ (parameterized by ϕ) to adaptively learn such quantiles.
Formally, given the residual Rt−W+1:t and the adjacency
matrix A, network Hϕ outputs the estimated lower and
upper quantiles Q̂α/2

t+1:t+K and Q̂
1−α/2
t+1:t+K , namely

Q̂ᾱ
t+1:t+K = Hϕ (Rt−W+1:t,A, ᾱ) , (5)

where ᾱ ∈ {α/2, 1−α/2}. The coverage guarantee of SCP
fundamentally relies on the assumption that the joint distri-
bution of data is invariant under permutation (Angelopoulos
& Bates, 2021). However, this assumption is frequently
violated in graph-structured MTS forecasting due to strong
coupling. In view of this, we resort to spectral graph theory
to address this limitation, and the critical techniques used in
our method are introduced in the next section.

3.3. Spectral Graph Wavelet Transform

In this section, we introduce the Spectral Graph Wavelet
Transform (SGWT) (Hammond et al., 2011; Shuman et al.,
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2013), which will be used later to perform spectral decom-
position. SGWT is designed to filter graph signals in the
spectral domain. Such filtering relies on the normalized
Laplacian matrix ∆ = I − D− 1

2AD− 1
2 , where A is the

adjacency matrix and D is the degree matrix. In spectral
graph theory, the eigendecomposition of ∆ is defined as
∆ = UΛU⊤, where the columns of U are the orthonormal
eigenvectors and Λ is the diagonal matrix of eigenvalues.
These eigenvalues are typically interpreted as frequencies
in the graph spectral domain. In SGWT, by employing a
set of band-pass kernels {gs}Ss=1 and a low-pass kernel h,
the wavelet coefficients for a signal snapshot Xt ∈ RN×1

at scale s can be computed via spectral convolution

Ws,t = Ugs(Λ)U⊤Xt, (6)

where the diagonal matrix gs(Λ) acts as a band-pass fil-
ter. Moreover, the low-pass kernel h(Λ) extracts the global
trends, yielding Vt = Uh(Λ)U⊤Xt. Formally, let Φ de-
note the spectral operator representing this multi-scale trans-
formation, and then the input signal Xt can be decomposed
into global trends and multi-scale details, namely

ΦXt = Vt +

S∑
s=1

Ws,t. (7)

Based on Eq. (7), the estimated low-frequency and high-
frequency components are typically denoted as L̂t and Ĥt,
respectively. Given a cutoff scale k (with 1 ≤ k ≤ S),
the estimation L̂t is constructed by combining the low-pass
output with wavelet coefficients at scales s ≥ k, i.e., L̂t =
Vt +

∑S
s=k Ws,t. The high-frequency component Ĥt is

obtained from the remaining wavelet coefficients at scales
s < k, namely Ĥt =

∑k−1
s=1 Ws,t.

4. Methodology
In this section, we present the motivation for our study and
describe the proposed SCALE method in detail.

4.1. Motivation: Exchangeability in Spectral Domain

In the previous section, we have presented the general pro-
cedure to derive prediction intervals via SCP. The success
of SCP mainly relies on the assumption that the data dis-
tribution remains fixed under permutation. Formally, for a
calibration set of variables {x1, . . . ,xn} and any permuta-
tion σ, the joint distribution must satisfy

p(x1, . . . ,xn) = p(xσ(1), . . . ,xσ(n)). (8)

This strict exchangeability in data distribution also implies
that the joint distribution of the variables remains invariant
regardless of the ordering, which makes SCP satisfy the
coverage guarantee in Eq. (3). However, such an assump-
tion is often infeasible for graph-structured MTS, which
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Figure 2. Distributions of the correlation intensity for the origi-
nal MTS, the low-frequency components, and the high-frequency
components on the METR-LA dataset.

have complex spatial couplings and temporal dependen-
cies. Even more seriously, node-wise exchangeability of
individual time series xi

t does not imply the system-wide
exchangeability of the snapshots Xt. Formally, even if ev-
ery time series satisfies exchangeability, the sequence of
system-wide snapshots may not, namely

p(xi
1, . . . ,x

i
n) = p(xi

σ(1), . . . ,x
i
σ(n)), ∀ i ∈ {1, · · · , N}

̸⇒ p(X1, . . . ,Xn) = p(Xσ(1), . . . ,Xσ(n)).
(9)

Therefore, directly applying the standard conformal pre-
diction method, such as SCP, to the forecasting of graph-
structured MTS can lead to unreliable prediction intervals.

Inspired by the theoretical works in spectral graph learning
and graph signal processing (Hammond et al., 2011; Shen
et al., 2021), we find that although exchangeability can
hardly hold for original graph-structured MTS, it can be
easily satisfied in the spectral domain. Specifically, the
spectral graph theory demonstrates that the main factors for
non-exchangeability, namely the cross-node coupling and
global trends, are essentially characterized as low-frequency
components in the graph spectrum. Meanwhile, the high-
frequency components typically encode local variations.
Such local variations are more nearly exchangeable when
compared with the low-frequency ones.

To justify this point, we perform the correlation analysis on
MTS from the METR-LA dataset (Li et al., 2018). For time
series {x1, . . . ,xN}, we compute the Pearson correlation
coefficients ρi,j for xi and xj , ∀ i, j ∈ {1, · · · , N}. For
each time series xi, we further define its correlation inten-
sity ci as the average correlation with other series, namely
ci =

∑
j ̸=i ρi,j

N−1 . The calculation of intensity ci for low- and
high-frequency components is analogous. We present in
Figure 2 the distributions of intensity ci for the original
time series, the low-frequency components, and the high-
frequency components, respectively. As shown in Figure 2,
although the low- and high-frequency components exhibit
comparable energy levels, their correlation intensities are
significantly different. Particularly, the high-frequency com-
ponents tend to have weaker correlations or couplings when
compared with low-frequency ones, which means the high-
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Figure 3. The framework of Spectral Conformal prediction via wAveLEt transform (SCALE). (a) Workflow: SCALE integrates into
the standard split conformal prediction pipeline, serving as an estimator for the prediction intervals. (b) Spectral Decoupling: Input
residuals are decomposed via SGWT into low- and high-frequency components to recover exchangeability while encoding global trends.
(c) Low-Frequency Channel: A lightweight learnable encoder maps the low-frequency trends into a structural conditioning embedding
Ct. (d) High-Frequency Channel: A parameter-free extractor computes temporal statistics Mt, avoiding the reintroduction of spatial
couplings. Finally, the two representations are fused via an adaptive gated mechanism to output the calibrated prediction interval.

frequency components are approximately exchangeable.

Based on the above observations, we can decompose the
original MTS in the spectral domain to ensure exchangeabil-
ity for conformal prediction. However, only using exchange-
able high-frequency components for prediction may not be
sufficient, as low-frequency components are also essential
in capturing global trend information. Such information
serves as guidance to promote accurate prediction for each
individual series. Therefore, the low-frequency components
are considered as conditions while the high-frequency com-
ponents are adopted for reliable conformal calibration.

As introduced in Section 3.2, we denote the low- and high-
frequency components of residual Rt as Lt and Ht, re-
spectively. Moreover, we also denote the windowed low-
and high-frequency components by Lt ≜ Lt−W+1:t and
Ht ≜ Ht−W+1:t, respectively. Based on these definitions,
we propose an important concept termed Spectral Graph
Conditional Exchangeability in Definition 4.1.
Definition 4.1 (Spectral Graph Conditional Exchangeability,
SGCE). The residual process satisfies Spectral Graph Con-
ditional Exchangeability if the high-frequency sequences
{Ht}t are exchangeable conditional on respective compo-
nents {Lt}t. Formally, for any sequence of time indices
{t1, . . . , tn} and any permutation σ, it holds that

p(Ht1 , . . . ,Htn | Lt1 , . . . ,Ltn)

= p(Htσ(1)
, . . . ,Htσ(n)

| Ltσ(1)
, . . . ,Ltσ(n)

).
(10)

This definition is subsequently adopted to design practical
algorithms for reliable conformal prediction.

4.2. Implementation: Spectral Conformal Prediction via
Wavelet Transform

Based on the concept of SGCE in Definition 4.1, we fur-
ther provide a practical implementation termed Spectral
Conformal prediction via wAveLEt transform (SCALE).
The overall framework is illustrated in Figure 3. In detail,
we apply SGWT to the residuals and derive the low/high-
frequency components L̂t and Ĥt. The calculation of them
are provided in Section 3.3. Moreover, the cutoff scale can
be auto-selected by a lightweight SGWT diagnostic, and
the pseudocode is provided in Appendix A. The frequency
components subsequently serve as inputs in our method.

Following Definition 4.1, we operationalize SGCE in the
wavelet domain with two lightweight pathways: a learnable
low-frequency encoder that maps L̂t−W+1:t to the condi-
tioning embedding Ct, and a parameter-free high-frequency
statistics extractor that maps Ĥt−W+1:t to the feature sum-
mary Mt (Liu et al., 2025).

Processing of low/high-frequency components. The
decomposition above yields two streams with distinct roles.
On the low-frequency side, we adopt an STID-style encoder
to obtain the conditioning embedding (Shao et al., 2022):

Ct = MLP
(
Ex(L̂t−W+1:t)

∥∥Es(v)
∥∥Ep(t)

)
, (11)

where ∥ denotes concatenation, L̂t−W+1:t is the low-
frequency history, v is node identity, and Ex, Es, Ep are
the low-frequency, spatial, and periodic-time embeddings,
respectively (with Ep concatenating time-of-day and day-
of-week) (Zheng et al., 2020; Huang et al., 2024b).

5
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On the high-frequency side, Ĥt mainly captures localized
transient fluctuations with weak cross-node dependence as
illustrated in Figure 2. Therefore, introducing an additional
learnable spatio-temporal backbone on Ĥt is unnecessary
and may even reintroduce spatial coupling into the residual
representation, degrading calibration robustness. Accord-
ingly, we summarize Ĥt−W+1:t using lightweight per-node
temporal statistics as the high-frequency representation for
subsequent conditional quantile modulation:

STD(Ĥt−W+1:t) =

√√√√ 1

W

t∑
τ=t−W+1

(Ĥτ − H̄)2, (12a)

RMS(Ĥt−W+1:t) =

√√√√ 1

W

t∑
τ=t−W+1

Ĥ2
τ , (12b)

Mt = STD(Ĥt−W+1:t) ∥ RMS(Ĥt−W+1:t), (12c)

where H̄ = 1
W

∑t
τ=t−W+1 Ĥτ is the temporal mean. Here,

the standard deviation STD over the look-back window cap-
tures fluctuations, and RMS characterizes residual energy
via the square-and-average magnitude.

Building upon these representations, SCALE introduces a
low-frequency conditioned quantile predictor. As shown in
Figure 3, the low-frequency branch outputs an embedding
Ct, which is then projected to a quantile-channel feature
map ZL

t+1:t+K . Moreover, a high-frequency branch maps
Mt to a parallel feature map ZH

t+1:t+K . Conditioning is
implemented via an adaptive gate where the low-frequency
embedding generates a gating map (Xiong et al., 2024):

Gt+1:t+K = SIGMOID
(
PROJgate(Ct)

)
, (13a)

Q̂α
t+1:t+K = ZL

t+1:t+K +Gt+1:t+K ⊙ ZH
t+1:t+K . (13b)

Here, Q̂α
t+1:t+K denotes the predicted quantile sequence

conditioned on (Mt;Ct). The entire network is trained
end-to-end to minimize the pinball loss, i.e., the quantile
regression loss (Koenker & Bassett Jr., 1978) ℓα(y, q̂) =
max{α(y − q̂), (α − 1)(y − q̂)}, which asymmetrically
penalizes under- and over-estimation at miscoverage rate α.

5. Theoretical Analyses
In this section, we provide theoretical analyses for the pro-
posed SCALE method, including finite-sample coverage
guarantees for prediction intervals under perfect and imper-
fect approximation of wavelet transform.

Based on SGCE (Definition 4.1), we derive the following
validity guarantee for the proposed SCALE method.

Theorem 5.1 (Finite-Sample Coverage under SGCE).
Suppose that the frequency components of the residual
Rt−W+1:t satisfy SGCE (Definition 4.1). For ∀ α ∈ (0, 1),

let ĈX,α
t+1:t+K denote the prediction interval of our SCALE

method, and then it holds that

P
(
Xt+1:t+K ∈ ĈX,α

t+1:t+K

)
≥ 1− α. (14)

Theorem 5.1 guarantees that our framework maintains finite-
sample validity regardless of the distribution shifts in the
low-frequency trends Lt, provided that the high-frequency
components Ht remain conditionally exchangeable. The
formal statement and proof are provided in Appendix B.

Robustness to wavelet approximation. In practice, the
components L̂t and Ĥt obtained via SGWT are empirical
estimates. To bridge the gap between ideal spectral decou-
pling and practical implementation, we provide a robust
validity guarantee that explicitly accounts for wavelet ap-
proximation error and high-frequency couplings.

Theorem 5.2 (Informal: Approximate Coverage under Im-
perfect Spectral Decomposition). Suppose that the spec-
tral decomposition admits bounded reconstruction error
and high-frequency components exhibit bounded deviation
from exchangeability. For ∀α ∈ (0, 1), let Ĉsgwt,α

t+1:t+K be
the prediction interval constructed via graph wavelet trans-
form and spectral-domain conformal calibration. Then,
Ĉsgwt,α
t+1:t+K satisfies the approximate coverage guarantee

P
(
Xt+1:t+K ∈ Ĉsgwt,α

t+1:t+K

)
≥ 1− α− δ, (15)

where the coverage gap δ decomposes as δ = δleak + δdep.
Here, δleak and δdep capture spectral leakage effects and
spatial couplings, respectively.

Remark. The formal statement of Theorem 5.2 is provided
in Appendix C, which formalizes the trade-off between im-
plementation constraints and theoretical validity. It demon-
strates that the coverage gap is controllable: as the spectral
filter approaches an ideal band-pass (δleak → 0) and the
high-frequency couplings vanish (δdep → 0), the total gap
disappears (δ → 0). This implies that our framework asymp-
totically recovers the finite-sample coverage guarantee.

6. Experimental Results
In this section, we show experimental results on various
traffic datasets to show the effectiveness of our SCALE and
the validity of the prediction intervals.

6.1. Experimental Settings

Experimental Setup. Our experimental pipeline consists of
two stages. In the first stage, residual sequences are obtained
as the difference between the predictions of a backbone fore-
caster and the ground truth. In the second stage, prediction
intervals are evaluated post hoc on these residuals. We adopt
the common 40%/40%/20% splits for training, calibration,
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Table 1. Residual-interval results using a GRU + DiffConv template backbone on METR-LA, PEMS07, PEMS08, and PEMS04 at
α ∈ {0.05, 0.1, 0.2}. Coverage, PI-Width, and Winkler are reported as mean±std across seeds for trainable methods.

Method METR-LA PEMS07 PEMS08 PEMS04

Coverage ↑ PI-Width ↓ Winkler ↓ Coverage ↑ PI-Width ↓ Winkler ↓ Coverage ↑ PI-Width ↓ Winkler ↓ Coverage ↑ PI-Width ↓ Winkler ↓

α = 0.05
SCP (Vovk et al., 2005) 0.9470± 0.0000 ✓ 13.62± 0.00 21.98± 0.00 0.9459± 0.0000 ✓ 95.52± 0.00 139.31± 0.00 0.9493± 0.0000 ✓ 72.59± 0.00 102.42± 0.00 0.9533± 0.0000 ✓ 101.38± 0.00 135.44± 0.00
SeqCP (Xu & Xie, 2023b) 0.9097± 0.0000 ✗ 12.02± 0.00 22.24± 0.00 0.9195± 0.0000 ✗ 88.21± 0.00 139.82± 0.00 0.9202± 0.0000 ✗ 66.15± 0.00 104.98± 0.00 0.9067± 0.0000 ✗ 86.36± 0.00 141.68± 0.00
CoREL (Cini et al., 2025) 0.9509± 0.0041 ✓ 12.19± 0.44 18.10± 0.24 0.9497± 0.0009 ✓ 86.08± 0.91 115.58± 0.93 0.9504± 0.0012 ✓ 64.55± 0.73 84.58± 0.48 0.9538± 0.0028 ✓ 84.22± 1.12 108.33± 0.23
NexCP (Barber et al., 2023) 0.9433± 0.0000 ✓ 13.33± 0.00 21.20± 0.00 0.9452± 0.0000 ✓ 94.63± 0.00 132.92± 0.00 0.9458± 0.0000 ✓ 70.98± 0.00 99.02± 0.00 0.9438± 0.0000 ✓ 95.35± 0.00 132.17± 0.00
EnbPI (Xu & Xie, 2023a) 0.9488± 0.0000 ✓ 13.65± 0.00 21.90± 0.00 0.9485± 0.0000 ✓ 95.19± 0.00 136.59± 0.00 0.9501± 0.0000 ✓ 72.02± 0.02 101.08± 0.01 0.9509± 0.0000 ✓ 98.98± 0.01 134.52± 0.01
HopCPT (Auer et al., 2023) 0.9349± 0.0025 ✓ 13.16± 0.35 21.32± 0.60 0.9301± 0.0254 ✓ 97.46± 3.57 144.38± 19.38 0.9432± 0.0012 ✓ 70.76± 2.24 99.95± 1.49 0.9425± 0.0012 ✓ 94.18± 1.20 131.32± 2.45
ConForME (Galvão Lopes et al., 2024) 0.9471± 0.0000 ✓ 13.84± 0.00 22.61± 0.00 0.9463± 0.0000 ✓ 95.89± 0.00 139.56± 0.00 0.9496± 0.0000 ✓ 72.89± 0.00 102.92± 0.00 0.9529± 0.0000 ✓ 101.48± 0.00 136.33± 0.00

SCALE w/o LF 0.9473± 0.0010 ✓ 13.22± 0.07 20.14± 0.01 0.9370± 0.0010 ✓ 96.15± 0.55 151.31± 0.19 0.9207± 0.0027 ✗ 60.15± 0.75 105.46± 0.56 0.8995± 0.0049 ✗ 70.15± 1.44 152.71± 2.04
SCALE w/o SGWT 0.9448± 0.0061 ✓ 11.99± 0.43 18.76± 0.06 0.9514± 0.0063 ✓ 88.63± 3.21 118.84± 0.36 0.9497± 0.0087 ✓ 64.84± 2.85 86.20± 0.20 0.9579± 0.0041 ✓ 89.73± 2.25 113.23± 0.47
SCALE 0.9436± 0.0030 ✓ 11.69± 0.23 17.92± 0.07 0.9481± 0.0023 ✓ 81.64± 0.92 115.09± 0.11 0.9551± 0.0023 ✓ 61.16± 0.90 81.63± 0.14 0.9486± 0.0023 ✓ 82.80± 0.92 109.66± 0.10

α = 0.10
SCP (Vovk et al., 2005) 0.8950± 0.0000 ✓ 9.46± 0.00 16.79± 0.00 0.8947± 0.0000 ✓ 73.88± 0.00 111.84± 0.00 0.9003± 0.0000 ✓ 56.27± 0.00 82.50± 0.00 0.9055± 0.0000 ✓ 78.82± 0.00 110.69± 0.00
SeqCP (Xu & Xie, 2023b) 0.8554± 0.0000 ✗ 8.79± 0.00 16.65± 0.00 0.8677± 0.0000 ✗ 70.16± 0.00 111.52± 0.00 0.8682± 0.0000 ✗ 52.77± 0.00 83.68± 0.00 0.8524± 0.0000 ✗ 69.23± 0.00 113.52± 0.00
CoREL (Cini et al., 2025) 0.9031± 0.0084 ✓ 9.15± 0.34 14.30± 0.14 0.8990± 0.0034 ✓ 69.64± 0.78 96.29± 0.67 0.8987± 0.0038 ✓ 52.25± 0.61 71.02± 0.37 0.9056± 0.0039 ✓ 68.91± 0.70 91.50± 0.10
NexCP (Barber et al., 2023) 0.8934± 0.0000 ✓ 9.33± 0.00 16.07± 0.00 0.8953± 0.0000 ✓ 73.49± 0.00 107.59± 0.00 0.8966± 0.0000 ✓ 55.35± 0.00 80.32± 0.00 0.8935± 0.0000 ✓ 74.37± 0.00 107.96± 0.00
EnbPI (Xu & Xie, 2023a) 0.8986± 0.0000 ✓ 9.45± 0.00 16.67± 0.00 0.8978± 0.0000 ✓ 73.75± 0.00 110.25± 0.00 0.9004± 0.0000 ✓ 55.90± 0.01 81.77± 0.01 0.9021± 0.0000 ✓ 77.08± 0.01 110.01± 0.00
HopCPT (Auer et al., 2023) 0.8832± 0.0040 ✓ 9.84± 0.13 16.52± 0.40 0.8822± 0.0245 ✓ 78.22± 5.18 115.98± 13.61 0.8937± 0.0010 ✓ 56.04± 2.22 81.27± 1.72 0.8925± 0.0015 ✓ 74.48± 1.31 107.51± 0.98
ConForME (Galvão Lopes et al., 2024) 0.8955± 0.0000 ✓ 9.34± 0.00 17.09± 0.00 0.8951± 0.0000 ✓ 74.30± 0.00 112.08± 0.00 0.9002± 0.0000 ✓ 56.50± 0.00 82.85± 0.00 0.9049± 0.0000 ✓ 78.83± 0.00 111.31± 0.00

SCALE w/o LF 0.8968± 0.0019 ✓ 9.56± 0.07 15.72± 0.00 0.8988± 0.0003 ✓ 78.38± 0.11 119.84± 0.06 0.8968± 0.0013 ✓ 53.95± 0.27 82.56± 0.07 0.8829± 0.0033 ✓ 65.32± 0.83 112.39± 0.40
SCALE w/o SGWT 0.8939± 0.0106 ✓ 8.88± 0.37 14.66± 0.02 0.9029± 0.0105 ✓ 71.21± 2.51 98.34± 0.25 0.8990± 0.0137 ✓ 52.27± 2.34 72.11± 0.12 0.9144± 0.0074 ✓ 72.71± 1.80 94.88± 0.35
SCALE 0.8913± 0.0039 ✓ 8.89± 0.16 14.27± 0.03 0.9015± 0.0038 ✓ 66.25± 0.76 94.47± 0.08 0.9098± 0.0048 ✓ 49.41± 0.77 67.92± 0.11 0.9005± 0.0036 ✓ 67.63± 0.76 91.97± 0.07

α = 0.20
SCP (Vovk et al., 2005) 0.7933± 0.0000 ✓ 5.86± 0.00 12.18± 0.00 0.7941± 0.0000 ✓ 53.13± 0.00 87.30± 0.00 0.8017± 0.0000 ✓ 40.38± 0.00 64.65± 0.00 0.8076± 0.0000 ✓ 55.74± 0.00 87.27± 0.00
SeqCP (Xu & Xie, 2023b) 0.7573± 0.0000 ✗ 5.87± 0.00 11.99± 0.00 0.7726± 0.0000 ✗ 51.84± 0.00 86.78± 0.00 0.7741± 0.0000 ✗ 39.11± 0.00 65.13± 0.00 0.7572± 0.0000 ✗ 51.08± 0.00 88.27± 0.00
CoREL (Cini et al., 2025) 0.8061± 0.0054 ✓ 6.57± 0.11 10.96± 0.06 0.7982± 0.0064 ✓ 52.63± 0.68 78.26± 0.49 0.7978± 0.0041 ✓ 39.71± 0.41 58.20± 0.30 0.8080± 0.0053 ✓ 52.66± 0.56 75.37± 0.06
NexCP (Barber et al., 2023) 0.7930± 0.0000 ✓ 5.95± 0.00 11.67± 0.00 0.7961± 0.0000 ✓ 53.18± 0.00 84.81± 0.00 0.7974± 0.0000 ✓ 40.07± 0.00 63.50± 0.00 0.7935± 0.0000 ✓ 53.10± 0.00 85.40± 0.00
EnbPI (Xu & Xie, 2023a) 0.7986± 0.0000 ✓ 5.87± 0.00 12.05± 0.00 0.7973± 0.0000 ✓ 52.94± 0.00 86.38± 0.00 0.8008± 0.0001 ✓ 40.02± 0.00 64.25± 0.00 0.8029± 0.0000 ✓ 54.62± 0.00 86.83± 0.00
HopCPT (Auer et al., 2023) 0.7796± 0.0067 ✗ 6.88± 0.05 12.46± 0.25 0.7857± 0.0219 ✓ 58.16± 5.11 91.46± 9.77 0.7937± 0.0010 ✓ 40.98± 2.37 64.54± 1.99 0.7916± 0.0021 ✓ 54.02± 2.24 85.60± 0.75
ConForME (Galvão Lopes et al., 2024) 0.7939± 0.0000 ✓ 5.80± 0.00 12.28± 0.00 0.7947± 0.0000 ✓ 53.53± 0.00 87.55± 0.00 0.8017± 0.0000 ✓ 40.55± 0.00 64.92± 0.00 0.8065± 0.0000 ✓ 55.71± 0.00 87.70± 0.00

SCALE w/o LF 0.7973± 0.0031 ✓ 6.54± 0.06 11.83± 0.00 0.8009± 0.0003 ✓ 54.02± 0.04 92.20± 0.03 0.8159± 0.0006 ✓ 40.68± 0.07 64.79± 0.03 0.8243± 0.0009 ✗ 52.76± 0.15 86.23± 0.10
SCALE w/o SGWT 0.7928± 0.0173 ✓ 6.30± 0.29 11.15± 0.01 0.8035± 0.0147 ✓ 53.36± 1.86 79.39± 0.14 0.7974± 0.0211 ✓ 39.23± 1.94 58.79± 0.10 0.8214± 0.0124 ✗ 54.85± 1.45 77.40± 0.28
SCALE 0.7877± 0.0045 ✓ 6.37± 0.13 10.99± 0.02 0.8077± 0.0059 ✓ 50.19± 0.59 76.07± 0.07 0.8157± 0.0065 ✓ 37.35± 0.60 55.19± 0.09 0.8028± 0.0055 ✓ 51.54± 0.62 75.31± 0.06

and testing, respectively. All baseline methods operate on
the same residual tensors produced by an identical backbone
run, with all other settings held fixed for fairness. In the
first stage, we adopt STGNN (Cini et al., 2025) for align-
ment, and we report results with the alternative backbones in
Appendix E.1 to demonstrate the generality of our method.
Across datasets, we keep the backbone forecasting settings
unchanged, e.g., W = 12 and K = 1. For SGWT, we fix
the kernel family and use the common scale count S = 4
and select the cutoff k following Appendix A.

Baseline methods. We compare SCALE against the follow-
ing baselines: 1) SCP (Vovk et al., 2005), the standard
split conformal predictor using empirical residual quan-
tiles; 2) SeqCP (Xu & Xie, 2023b), which computes em-
pirical quantiles using only the most recent K residuals
at each step; 3) NexCP (Barber et al., 2023), which as-
signs exponentially decaying weights to past residuals; 4)
EnbPI (Xu & Xie, 2023a), which builds prediction intervals
from bootstrap ensembles and an online residual buffer; 5)
HopCPT (Auer et al., 2023), which reweights past resid-
uals using a Hopfield-style memory; and 6) CoREL (Cini
et al., 2025), which models cross-series dependence via a
relational quantile predictor. For the multi-step analysis,
we additionally include ConForME (Galvão Lopes et al.,
2024), a multi-horizon conditional conformal method.

Datasets. We evaluate on widely used traffic datasets:
METR-LA (Li et al., 2018), PEMS04, PEMS07, and
PEMS08 (Yu et al., 2018). These datasets are standard
benchmarks in spatio-temporal graph forecasting and cover
diverse graph sizes and traffic dynamics, which makes them

a reasonable test bed for assessing both coverage validity
and sharpness across settings.

Evaluation Metrics. We report three metrics at α ∈
{0.05, 0.1, 0.2}: empirical Coverage, PI-Width and Win-
kler. PI-Width measures interval sharpness (lower is bet-
ter) (Gneiting & Raftery, 2007), while Winkler balances
coverage and width (lower is better) (Winkler, 1972). Cov-
erage entries include a check or cross depending on whether
the absolute coverage error is within 0.02. For clarity, we
focus on these four representative datasets in the main text.

6.2. Comparison Experimental Results

Table 1 shows that SCALE maintains near-nominal cover-
age, empirically supporting the finite-sample guarantee in
Theorem 5.1. Simultaneously, it achieves the strongest effi-
ciency; notably, on METR-LA (α = 0.05), SCALE reduces
PI width by ≈14.4% compared to EnbPI. This gain validates
our motivation (Section 4.1) that spectral decomposition ef-
fectively decouples spatial correlations, enabling tighter cal-
ibration on high-frequency components compared to conser-
vative baselines. Furthermore, the superiority over CoREL
highlights the advantage of our SGCE framework: explic-
itly conditioning on low-frequency trends ensures sharper
intervals compared to implicit dependency modeling. This
suggests that addressing non-exchangeability in the spectral
domain offers a novel perspective for reliable uncertainty
quantification beyond purely time-domain adaptations.

Ablation studies. Table 1 also reports SCALE w/o SGWT
and SCALE w/o LF. Removing LF conditioning introduces
clear coverage violations, while removing SGWT weak-
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(a) Dense Spatial Couplings. (b) Sparse Spatial Couplings.
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Figure 4. Spectral decoupling of spatial correlations on METR-
LA. Node color shows mean correlation while edge density re-
flects spatial coupling. (a) Low-frequency components form dense
dependencies. (b) High-frequency components exhibit sparse con-
nectivity, approaching weak spatial coupling for valid calibration.

ens efficiency and stability across settings, which can be
attributed to losing the spectral separation that underpins
SGCE. Since our method jointly performs SGWT decom-
position and low-frequency gating, it maintains reliable
coverage while avoiding overly conservative intervals.

Spectral Decoupling Analysis. The success of SCALE
can be interpreted through a spectral decoupling perspec-
tive. Following the definition of correlation intensity ci
in Section 4.1, we separately visualize ci of the low- and
high-frequency components. Figure 4 presents the chord
diagrams, where node color indicates mean correlation inten-
sity and edge density reflects the degree of spatial coupling.
Low-frequency components exhibit consistently stronger
correlations and significantly denser topological connectiv-
ity than high-frequency components. This empirical obser-
vation supports the rationale behind Definition 4.1 and pro-
vides mechanistic insight into the performance of SCALE.

6.3. Performance on Multi-step Forecasting

We evaluate horizon-wise interval quality on METR-LA at
α = 0.1 using SCALE, CoREL, and ConForME in Figure 5.
These methods output full-horizon quantiles in one model,
enabling a clean per-horizon comparison, and single-step
baselines are omitted to avoid extra design choices. Con-
ForME exhibits pronounced oscillations in both coverage
and width, whereas SCALE and CoREL are stable across
horizons. CoREL is especially flat because it relies on a
single latent state that is taken from the last encoder step and
uses a shared linear readout for all horizons, which homoge-
nizes per-step behavior. SCALE is stronger at short horizons
and remains slightly better than CoREL at longer horizons
with smaller widths, yielding the effectiveness of SCALE
in delivering reliable long-horizon prediction intervals.

6.4. Parameter Sensitivity Analysis

We study the sensitivity of SCALE to the number of SGWT
wavelet scales S, which controls the granularity of the spec-
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Figure 5. Multi-step interval diagnostics on METR-LA (α = 0.1).
We report marginal coverage and prediction interval width across
horizons for SCALE, CoREL, and ConForME.
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Figure 6. Parameter sensitivity. This figure shows the effect of the
SGWT scale count S on SCALE for METR-LA at α = 0.1.

tral decomposition. On METR-LA with α = 0.1, we sweep
S ∈ {2, 4, 6, 8, 12, 16, 24, 32, 48, 64, 96, 128, 160, 200}
while keeping all other settings fixed. Figure 6 shows that
coverage remains close to the nominal level across a wide
range of S (mean coverage in [0.887, 0.900]), and efficiency
metrics vary only mildly (mean PI width in [8.72, 9.22] and
mean Winkler in [14.15, 14.46]). This suggests that SCALE
is not overly sensitive to this hyperparameter. In practice, a
small-to-moderate value already provides a stable trade-off
between validity and sharpness, while avoiding unnecessary
computation from very large decompositions.

7. Conclusion
In this paper, we introduce a novel concept termed Spec-
tral Graph Conditional Exchangeability (SGCE) for reliable
conformal prediction on graph-structured multivariate time
series. SGCE ensures exchangeability in the high-frequency
components while conditioning on the low-frequency com-
ponents to preserve the global trend. Building on SGCE,
we propose a method named Spectral Conformal prediction
via wAveLEt transform (SCALE). It leverages the spectral
graph wavelet transform to derive frequency components
and uses adaptive gating to encode the low-frequency com-
ponents. Extensive experiments on traffic forecasting bench-
marks demonstrate that SCALE achieves near-nominal cov-
erage with competitive efficiency. We hope our study can in-
spire future work on exchangeability in the spectral domain,
more sophisticated instantiations of SGCE, and stronger
coverage guarantees for time series with complex couplings.
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Appendix

A. SGWT Cutoff Auto-Selection
Algorithm 1 SGWT cutoff auto-selection

Require: adjacency matrix A, signal samples X, max scales S, kernel type, max samples Tmax, optional correlation
threshold τ

Ensure: suggested high-frequency scale count k
1: Flatten X to (T,N) and subsample to at most Tmax rows.
2: Initialize SGWT with A; obtain kernels g(·), scale list {si}S−1

i=0 , and eigenvectors U.
3: Transform to the spectral domain: X̂ = XU.
4: for each scale si do
5: Ŵi = X̂⊙ g(si,λ).
6: Wi = ŴiU

⊤.
7: Record (i) spatial correlation (mean absolute off-diagonal), (ii) distribution discrepancy (mean KS over random

node pairs), (iii) energy (mean square).
8: end for
9: Smooth the correlation curve with a short kernel.

10: if τ is given then
11: Set k to the first index with smoothed correlation > τ .
12: else
13: Compute candidate cut points: first index where cumulative energy ≥ 0.9, steepest correlation increase, and maximal

negative curvature.
14: Set k to the median of candidates.
15: end if
16: Clamp k to [0, S] and return.

B. Theoretical Analysis of Theorem 5.1
In this section, we provide the formal statement and proof for the validity of the SGCE framework. We proceed by first
establishing the exchangeability of the non-conformity scores in the spectral domain and subsequently proving that the
coverage guarantee is preserved during the reconstruction of the original graph signals.

B.1. Formal Statement

Theorem B.1 (Finite-Sample Coverage under SGCE). Suppose the frequency components of the residual Rt−W+1:t satisfy
SGCE (Definition 4.1). For a target miscoverage rate α ∈ (0, 1), let ĈH,α

t+1:t+K be the prediction set constructed via split
conformal prediction on the high-frequency components. Then, the marginal coverage satisfies

P
(
Ht+1:t+K ∈ ĈH,α

t+1:t+K

)
≥ 1− α. (B.1)

Moreover, let the final prediction set for the original signal be constructed via the deterministic mapping ĈX,α
t+1:t+K ≜

{X̂t+1:t+K + L̂t+1:t+K + h | h ∈ CH,α
t+1:t+K}. Given the base prediction X̂ and the low-frequency components L̂ derived

from the calibration procedure, this set satisfies the equivalent validity guarantee

P
(
Xt+1:t+K ∈ ĈX,α

t+1:t+K

)
≥ 1− α. (B.2)

B.2. Proof of Theorem 5.1

Proof. The proof relies on the property that conformal validity is preserved under deterministic transformations. We
structure the argument in three steps: (1) establishing exchangeability in the residual high-frequency subspace, (2) invoking
the conformal lemma, and (3) demonstrating the invertibility of the spectral reconstruction.

Step 1: Conditional Exchangeability of Scores. Let Dcal = {(Hi,Li)}Mi=1 be a calibration set of size M . We define a
permutation-invariant non-conformity scoring function S : RN×K → R. Let rH

i = S(Hi) denote the score computed for
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the i-th calibration unit. By SGCE (Definition 4.1), the test high-frequency Htest and the calibration residuals {Hi}Mi=1

are exchangeable conditional on respective low-frequency components Li. Consequently, the sequence of non-conformity
scores R = {rH

1 , . . . , r
H
M , rH

test} is also exchangeable.

Step 2: Validity in the High-Frequency Domain. Given the exchangeability of R, we apply the standard lemma of split
conformal prediction (Vovk et al., 2005). Let q̂1−α be the ⌈(M + 1)(1− α)⌉/M -th empirical quantile of the calibration
scores {rH

1 , . . . , r
H
M}. The probability that the test score stest falls within this quantile is lower-bounded by:

P(rH
test ≤ q̂1−α) ≥ 1− α. (B.3)

Defining the high-frequency prediction set as ĈH,α
t+1:t+K = {h | S(h) ≤ q̂1−α}, this directly implies Eq. (B.1).

Step 3: Preservation via Deterministic Reconstruction. To recover the prediction set for the original target Xt+1:t+K , we
utilize the additive composition of the signal

Xt+1:t+K = X̂t+1:t+K + L̂t+1:t+K +Ht+1:t+K . (B.4)

In the inference phase, both the base prediction X̂t+1:t+K and the estimated low-frequency trend L̂t+1:t+K are fixed
deterministic terms (conditioned on the training/calibration data). Let Ψ̂t+1:t+K = X̂t+1:t+K + L̂t+1:t+K . The final set is
constructed as the Minkowski sum ĈX,α

t+1:t+K = {Ψ̂t+1:t+K} ⊕ ĈH,α
t+1:t+K . Crucially, the event of the true signal falling into

the prediction set is logically equivalent to the high-frequency residual falling into its corresponding set:

Xt+1:t+K ∈ ĈX,α
t+1:t+K ⇐⇒ Ψ̂t+1:t+K +Ht+1:t+K ∈ {Ψ̂t+1:t+K + h | h ∈ ĈH,α

t+1:t+K}
⇐⇒ Ht+1:t+K ∈ ĈH,α

t+1:t+K .
(B.5)

Since the events are identical, their probabilities are equal. Substituting the bound from Step 2 yields the final guarantee:

P
(
Xt+1:t+K ∈ ĈX,α

t+1:t+K

)
= P

(
Ht+1:t+K ∈ ĈH,α

t+1:t+K

)
≥ 1− α. (B.6)

This concludes the proof.

C. Theoretical Analysis of Theorem 5.2
In this section, we provide the formal statement and detailed derivation of the robust coverage guarantee presented in
Theorem 5.2. We explicitly quantify the finite-sample validity deviations arising from the spectral graph wavelet transform,
characterizing them in terms of wavelet approximation errors and residual spatial dependencies.

C.1. Formal Statement

We first provide the rigorous version of Theorem 5.2, which explicitly characterizes the coverage gap δ.

Theorem C.1 (Robust Finite-Sample Coverage). Consider the setup of Theorem 5.2. Let L̂t be the estimated low-frequency
sequences and Lt be the ground truth. Assume the non-conformity scoring function S̃(·, ·) is Cs-Lipschitz continuous with
respect to both arguments. The prediction set Ĉsgwt,α

t+1:t+K satisfies the following robust marginal coverage bound

P(Xt+1:t+K ∈ Ĉsgwt,α
t+1:t+K) ≥ 1− α−

(
CeCs · E[∥Lt − L̂t∥] + δdep

)
, (C.7)

where:

• E[∥Lt − L̂t∥] represents the expected spectral approximation error, e.g., due to polynomial wavelet truncation.

• Ce denotes the Lipschitz constant of the cumulative distribution function (CDF) on the score distribution.

• δdep quantifies the deviation from exchangeability caused by residual spatial coupling, measured by the Total Variation
distance between the true residual process and an idealized exchangeable process.
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C.2. Proof of Theorem C.1

Proof. Let Dcal = {(Hi,Li)}Mi=1 be a calibration set of size M . Let ΠP (r) denote the distribution of the observed scores
(computed using estimated components) under the true data distribution P . Let ΠQ(r̃) denote the distribution of the ideal
scores (computed using true components) under the idealized reference distribution Q where residuals are exchangeable.
We aim to bound the coverage gap by analyzing the Total Variation (TV) distance between these two laws:

δ ≜ dTV(ΠP (r),ΠQ(r̃)). (C.8)

By the triangle inequality for the TV metric, we can decompose this distance into a stability term and a dependence term:

dTV(ΠP (r),ΠQ(r̃)) ≤ dTV(ΠP (r),ΠP (r̃))︸ ︷︷ ︸
Spectral Leakage Gap (δleak)

+ dTV(ΠP (r̃),ΠQ(r̃))︸ ︷︷ ︸
Dependence Gap (δdep)

. (C.9)

Step 1: The Ideal Reference Case. Consider the ideal non-conformity scores derived from the true spectral components

r̃i = S̃(Hi,Li), ∀i ∈ Dcal ∪ {test}. (C.10)

Under the ideal distribution Q, Theorem 5.1 ensures that the sequence of scores is exchangeable. Consequently, standard
conformal prediction guarantees hold

Q(r̃test ≤ q̂1−α) ≥ 1− α, (C.11)

where q̂1−α is the empirical quantile of the calibration scores.

Step 2: Stability under Spectral Approximation. In practice, we compute scores using the estimated high-frequency
components Ĥt = Xt − L̂t = Ht + Lt − L̂t and low-frequency components L̂t. The observed score is

ri = S̃(Ĥi, L̂i) = S̃(Hi + (Li − L̂i), L̂i). (C.12)

Given the Cs-Lipschitz continuity of S̃(·, ·), the pointwise error is bounded by

|ri − r̃i| ≤ Cs

(
∥Ĥi −Hi∥+ ∥L̂i − Li∥

)
≤ 2Cs∥Li − L̂i∥. (C.13)

(Note: We absorb the factor of 2 into Cs for notational simplicity in the final bound).

To map this value perturbation to a probability shift, we assume the CDF of the scores is Ce-Lipschitz. Denoting the laws of
r, r̃ as ΠP (r),ΠP (r̃), the Wasserstein distance between these laws is bounded by the Total Variation (TV) distance

δleak ≜ dTV(ΠP (r),ΠP (r̃)) ≤ CeCs · E[∥Lt − L̂t∥]. (C.14)

Step 3: Bounding Spatial Dependence. Even with perfect filters, the true high-frequency residuals may exhibit weak
residual dependencies. We define δdep as the TV distance between the joint distribution of the actual residuals ΠP (r̃) and
the closest exchangeable product measure ΠQ(r̃), namely

δdep ≜ dTV(ΠP (r̃),ΠQ(r̃)). (C.15)

Step 4: Synthesis via Triangle Inequality. We seek to lower bound the coverage under the true distribution P . Using the
triangle inequality on the TV distances derived in (C.9). Since Q(r̃test ≤ q̂1−α) ≥ 1− α in (C.11), we have:

P(rtest ≤ q̂1−α) ≥ Q(r̃test ≤ q̂1−α)− dTV(ΠP (r),ΠQ(r̃))

≥ (1− α)− (δleak + δdep)

≥ 1− α−
(
CeCsE[∥Lt − L̂t∥] + δdep

)
.

(C.16)

This completes the proof.

D. Experimental Setup and Hyperparameters
This section reports the experimental setup in an appendix style consistent with related forecasting and conformal works.
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Dataset Region Time span Interval #Nodes #Edges Graph construction

METR-LA Los Angeles County 2012-03–2012-06 5-min 207 674 Distance-based adjacency (Gaussian kernel)
PEMS04 District 4, CA 2018-01–2018-02 5-min 307 104 Distance-based adjacency (Gaussian kernel)
PEMS07 District 7, CA 2017-05–2017-08 5-min 883 395 Distance-based adjacency (Gaussian kernel)
PEMS08 District 8, CA 2016-07–2016-08 5-min 170 68 Distance-based adjacency (Gaussian kernel)

Table 2. Traffic datasets used in this work. Edges are computed from distance matrices with a thresholded Gaussian kernel (θ = 0.1),
without self-loops, and reported as undirected nonzero weights.

D.1. Hardware and Software

All experiments are implemented in Python (Python Software Foundation, 2026) using standard scientific and deep-learning
libraries, including NumPy (Harris et al., 2020), PyTorch (Paszke et al., 2019), PyTorch Lightning (Falcon & The PyTorch
Lightning Team, 2025), and PyTorch Geometric (Fey & Lenssen, 2019). We use Torch Spatio-temporal for spatio-temporal
data handling (Cini & Marisca, 2022). Baseline reference implementations are publicly available, including HopCPT1,
CoREL2, ConForME3, and EnbPI4.

D.2. Datasets and Splits

We evaluate on four standard traffic benchmarks: METR-LA, PEMS04, PEMS07, and PEMS08. We adopt a temporal split
with train/calibration/test ratios of 0.4/0.4/0.2. All interval methods operate on the same residual tensors produced by the
first stage backbone and share the same calibration/test split. For trainable interval predictors, we further reserve a small
validation subset (10% of the calibration portion) for early stopping.

D.3. Dataset Details

We summarize dataset statistics following the Torch Spatiotemporal dataset documentation5. Graph edges are computed
from the provided distance matrices using a thresholded Gaussian kernel with θ = 0.1 and no self-loops (matching the
distance-based connectivity used in our configs); edges are reported as undirected nonzero weights.

D.4. The first stage Backbone and Residual Generation

Backbone architecture. The point forecaster uses a GRU + DiffConv template with one GRU-based temporal layer and
two graph message-passing layers, using hidden size 32 and node embedding size 16 with elu activation. This backbone
is directly adopted from CoREL for aligned comparison, and Appendix E.1 reports results with alternative backbones
(Transformer, GWNet, DCRNN). The architecture consists of a linear input encoder, a GRU temporal encoder, stacked
DiffConv layers, and a linear readout. The adjacency is constructed from distance-based connectivity with threshold 0.1 and
without self-loops.

Input/output protocol. Unless otherwise stated, we use an input window of W = 12 and single-step forecasting horizon
H = 1 with stride 1. For the multi-step analysis, we set H = 96 on METR-LA.

Optimization. The backbone is trained with Adam (learning rate 3× 10−3, weight decay 0) for up to 200 epochs, batch size
32, and gradient clipping 5. Inputs are standardized (graph-level standard scaling) and exogenous time features (time-of-day
and day-of-week) are included when available.

D.5. Evaluation Protocol

We evaluate coverage and efficiency at α ∈ {0.05, 0.1, 0.2}. We report empirical Coverage, PI-Width and Winkler (lower
is better for efficiency metrics). In the main table, a coverage checkmark indicates an absolute coverage error no larger than
0.02.

1https://github.com/ml-jku/HopCPT
2https://github.com/andreacini/corel
3https://github.com/aloysiogl/conforme
4https://github.com/hamrel-cxu/EnbPI
5https://torch-spatiotemporal.readthedocs.io/en/latest/modules/datasets.html
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Item Setting

Split temporal 0.4/0.4/0.2 (train/calibration/test)
Window / horizon W = 12, H = 1 (main); H = 96 (multi-step on METR-LA)
Backbone GRU + DiffConv template (2 message-passing layers)
Hidden / embedding 32 / 16
Optimizer Adam (3× 10−3, weight decay 0)
Training 200 epochs, batch size 32, 100 train batches per epoch
Early stopping patience 50 on the validation portion of the temporal split
Scaling standard scaling across nodes (graph axis)

Table 3. The first stage backbone configuration used to generate residuals.

Trainable interval predictors are run with five random seeds (0–4) and we report mean±std. Non-trainable baselines are
deterministic given residuals and are run once.

D.6. Hyperparameters and Experimental Setup

Hyperparameters are either taken from the corresponding reference implementations or tuned on a validation subset of
the calibration data, following common appendix styles in conformal time-series works. All interval baselines are applied
to the same residual tensors produced by the first stage point forecaster and share the same temporal calibration/test split.
For trainable interval predictors, we further reserve a validation subset from the calibration portion for early stopping
(method-specific choices are stated below).

SCP. SCP (Vovk et al., 2005) is the standard split-conformal baseline: it calibrates empirical quantiles of residual-
based nonconformity scores on the calibration split and forms two-sided prediction intervals by adding the corresponding
lower/upper residual quantiles to the point forecasting, for each α ∈ {0.05, 0.1, 0.2}.

SeqCP. SeqCP (Xu & Xie, 2023b) is a sequential conformal variant that adapts to temporal dependence and drift by
recalibrating on a recent window of residuals. We use a sliding-window procedure with window length K = 100, i.e., the
interval quantiles are computed from the most recent K residuals in the calibration stream.

NexCP. NexCP (Barber et al., 2023) performs conformal calibration using exponentially decaying weights over past
residuals, which emphasizes recent observations while still leveraging a longer history. We use decay parameter ρ = 0.99
when computing the (weighted) residual quantiles.

EnbPI. EnbPI (Xu & Xie, 2023a) constructs prediction intervals from an ensemble of bootstrap predictors and an online
residual buffer that is updated over time; at each step, intervals are formed by combining the ensemble prediction with
empirical quantiles of the residual buffer. We follow the official implementation and use the default protocol throughout all
datasets: B = 30 bootstrap models, stride 1, lag 20, and RidgeCV as the base regressor. We evaluate EnbPI in the oracle
online-update setting (i.e., using true residuals for online updates), and do not introduce any dataset-specific changes beyond
the original implementation.

HopCPT. HopCPT (Auer et al., 2023) employs a Hopfield-style associative memory to calibrate node-wise quantiles
over time. We follow the reference configuration in the original implementation: original mode with batch size 4 time
series, trained for nepochs = 3000 using AdamW with learning rate 0.01, weight decay 0.001, (β1, β2) = (0.9, 0.999), and
ϵ = 0.01. We validate every 5 epochs and use early-stopping patience 10000 (effectively disabling early stopping) to match
the reference training protocol.

ConForME. ConForME (Galvão Lopes et al., 2024) constructs multi-horizon prediction intervals by conformalizing a
learned interval predictor via conditional calibration. We use the conforme variant with approximate partition size 5 and
train for 100 epochs with learning rate 10−6. We enable the quantile-offset optimization with binary-search tolerance 0.01
(as in the reference implementation) to reduce interval width while targeting the same nominal coverage.

CoREL. CoREL (Cini et al., 2025) fits a relational quantile predictor that models cross-series dependence via a latent
graph and estimates a discrete grid of conditional residual quantiles; two-sided prediction intervals are obtained by selecting
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the appropriate lower/upper quantiles from this grid. We follow the original paper exactly and use the same training and
model-selection procedure (including tuning the GRU + DiffConv template width on 10% of the calibration data). For
real-world datasets, the model is trained on the calibration set for a maximum of 100 epochs, where each epoch consists of at
most 50 mini-batches of size 64. We use Adam with initial learning rate 0.003 and a stepwise decay that reduces the learning
rate by 75% every 20 epochs, and we set the graph neighborhood size to K = 20. Following the reference implementation,
the readout predicts 39 equally spaced quantiles and we use the first 25% of the calibration split as a validation set for early
stopping.

SCALE. We use SGWT with S = 4 wavelet scales and mexican-hat kernels, together with the adaptive gated conditioning
mechanism. Training uses learning rate 8× 10−4, weight decay 10−4, and MultiStepLR with gamma 0.5 and milestones at
epochs 5 and 8. We train for 30 epochs on datasets with batch size 128. The crossing penalty is set to 15 on all datasets.

E. Additional Results
This section provides complementary results supporting the main claims.

E.1. Robustness to the first stage Backbone

To highlight the model-free nature of our conformal layer, we additionally repeat the main interval evaluation by replacing
the first stage point forecaster with standard spatio-temporal forecasting backbones implemented in the Torch Spatiotemporal
library (tsl). We include Transformer, GWNet, and DCRNN in this robustness study. All conformal methods operate on the
resulting residual tensors and use the same calibration/test split and evaluation protocol. Table 7 summarizes the results for
different backbones.

Backbone architecture. We summarize the first stage backbones used to generate residuals in Table 4. For non-template
backbones (e.g., Transformer/GWNet/DCRNN), we use the default tsl implementations and their standard hyperparameters.

Table 4. The first stage backbone configuration used to generate residuals.

Backbone Source Key configuration

GRU + DiffConv template Our default See Appendix D
Transformer tsl Default settings from tsl
DCRNN tsl Default settings from tsl
GWNet tsl Default settings from tsl

Table 5. Interval results on METR-LA, PEMS07, PEMS08, PEMS04 at α ∈ {0.05, 0.1, 0.2} for the first stage point forecasting backbone
(Transformer). We report Coverage, PI-Width, and Winkler (mean±std over seeds for trainable methods); non-parametric residual-quantile
baselines (SCP/SeqCP/NexCP) are deterministic given residuals.

Method METR-LA PEMS07 PEMS08 PEMS04

Coverage ↑ PI-Width ↓ Winkler ↓ Coverage ↑ PI-Width ↓ Winkler ↓ Coverage ↑ PI-Width ↓ Winkler ↓ Coverage ↑ PI-Width ↓ Winkler ↓

α = 0.05
SCP 0.9484± 0.0000 ✓ 14.97± 0.00 25.00± 0.00 0.9456± 0.0000 ✓ 101.49± 0.00 146.60± 0.00 0.9517± 0.0000 ✓ 76.93± 0.00 106.78± 0.00 0.9537± 0.0000 ✓ 107.74± 0.00 142.83± 0.00
SeqCP 0.9144± 0.0000 ✗ 13.29± 0.00 25.36± 0.00 0.9202± 0.0000 ✗ 93.76± 0.00 147.59± 0.00 0.9206± 0.0000 ✗ 69.83± 0.00 110.03± 0.00 0.9105± 0.0000 ✗ 92.33± 0.00 150.05± 0.00
CoREL 0.9491± 0.0009 ✓ 13.09± 0.17 19.07± 0.03 0.9479± 0.0023 ✓ 88.02± 0.58 118.97± 0.01 0.9524± 0.0030 ✓ 65.60± 1.43 85.80± 0.07 0.9529± 0.0024 ✓ 87.30± 1.13 112.07± 0.26
NexCP 0.9438± 0.0000 ✓ 14.68± 0.00 24.18± 0.00 0.9463± 0.0000 ✓ 100.51± 0.00 140.29± 0.00 0.9461± 0.0000 ✓ 74.60± 0.00 103.79± 0.00 0.9441± 0.0000 ✓ 101.52± 0.00 139.94± 0.00
EnbPI 0.9491± 0.0000 ✓ 14.97± 0.00 24.77± 0.00 0.9484± 0.0000 ✓ 100.03± 0.01 143.18± 0.00 0.9505± 0.0000 ✓ 75.46± 0.02 105.40± 0.00 0.9510± 0.0000 ✓ 104.44± 0.01 141.23± 0.00
ConForME 0.9488± 0.0000 ✓ 15.26± 0.00 25.41± 0.00 0.9461± 0.0000 ✓ 103.90± 0.00 148.21± 0.00 0.9518± 0.0000 ✓ 77.11± 0.00 106.92± 0.00 0.9543± 0.0000 ✓ 109.28± 0.00 144.27± 0.00

SCALE 0.9449± 0.0020 ✓ 12.57± 0.11 19.22± 0.05 0.9499± 0.0028 ✓ 84.15± 0.87 118.41± 0.04 0.9573± 0.0016 ✓ 63.57± 0.12 83.97± 0.28 0.9442± 0.0025 ✓ 83.79± 0.87 113.53± 0.16

α = 0.10
SCP 0.8994± 0.0000 ✓ 10.15± 0.00 18.70± 0.00 0.8945± 0.0000 ✓ 78.66± 0.00 118.08± 0.00 0.9043± 0.0000 ✓ 59.50± 0.00 86.05± 0.00 0.9065± 0.0000 ✓ 84.19± 0.00 117.13± 0.00
SeqCP 0.8618± 0.0000 ✗ 9.53± 0.00 18.67± 0.00 0.8678± 0.0000 ✗ 74.73± 0.00 118.08± 0.00 0.8698± 0.0000 ✗ 55.66± 0.00 87.97± 0.00 0.8572± 0.0000 ✗ 74.16± 0.00 120.62± 0.00
CoREL 0.9009± 0.0023 ✓ 9.99± 0.24 15.24± 0.01 0.8979± 0.0037 ✓ 71.45± 0.43 99.31± 0.04 0.9049± 0.0052 ✓ 53.72± 1.09 72.10± 0.06 0.9041± 0.0029 ✓ 71.59± 0.72 94.79± 0.15
NexCP 0.8945± 0.0000 ✓ 10.01± 0.00 18.00± 0.00 0.8966± 0.0000 ✓ 78.30± 0.00 113.86± 0.00 0.8972± 0.0000 ✓ 58.10± 0.00 84.25± 0.00 0.8943± 0.0000 ✓ 79.45± 0.00 114.71± 0.00
EnbPI 0.8999± 0.0000 ✓ 10.17± 0.00 18.56± 0.00 0.8974± 0.0000 ✓ 77.58± 0.01 115.75± 0.00 0.9016± 0.0000 ✓ 58.58± 0.01 85.31± 0.00 0.9020± 0.0000 ✓ 81.53± 0.01 115.85± 0.00
ConForME 0.8997± 0.0000 ✓ 10.13± 0.00 18.94± 0.00 0.8948± 0.0000 ✓ 81.34± 0.00 120.10± 0.00 0.9048± 0.0000 ✓ 59.67± 0.00 86.20± 0.00 0.9067± 0.0000 ✓ 85.53± 0.00 118.45± 0.00

SCALE 0.8927± 0.0031 ✓ 9.61± 0.14 15.34± 0.02 0.9058± 0.0050 ✓ 68.23± 0.65 97.14± 0.09 0.9138± 0.0022 ✓ 51.19± 0.09 69.69± 0.25 0.8937± 0.0045 ✓ 68.30± 0.62 95.22± 0.09

α = 0.20
SCP 0.8031± 0.0000 ✓ 6.17± 0.00 13.25± 0.00 0.7944± 0.0000 ✓ 56.53± 0.00 92.41± 0.00 0.8070± 0.0000 ✓ 42.71± 0.00 67.48± 0.00 0.8094± 0.0000 ✓ 59.81± 0.00 92.66± 0.00
SeqCP 0.7662± 0.0000 ✗ 6.21± 0.00 13.18± 0.00 0.7714± 0.0000 ✗ 55.35± 0.00 92.22± 0.00 0.7733± 0.0000 ✗ 41.16± 0.00 68.43± 0.00 0.7622± 0.0000 ✗ 54.70± 0.00 94.01± 0.00
CoREL 0.8016± 0.0049 ✓ 7.20± 0.18 11.83± 0.00 0.7974± 0.0024 ✓ 54.08± 0.05 80.81± 0.07 0.8029± 0.0051 ✓ 40.59± 0.58 59.07± 0.05 0.8085± 0.0031 ✓ 54.97± 0.43 78.11± 0.10
NexCP 0.7946± 0.0000 ✓ 6.18± 0.00 12.83± 0.00 0.7974± 0.0000 ✓ 56.78± 0.00 90.00± 0.00 0.7979± 0.0000 ✓ 42.08± 0.00 66.61± 0.00 0.7947± 0.0000 ✓ 56.85± 0.00 90.99± 0.00
EnbPI 0.8021± 0.0000 ✓ 6.22± 0.00 13.21± 0.00 0.7969± 0.0000 ✓ 55.80± 0.00 90.82± 0.00 0.8028± 0.0000 ✓ 42.01± 0.01 67.03± 0.00 0.8035± 0.0000 ✓ 57.96± 0.01 91.61± 0.00
ConForME 0.8033± 0.0000 ✓ 6.12± 0.00 13.35± 0.00 0.7948± 0.0000 ✓ 59.16± 0.00 94.69± 0.00 0.8073± 0.0000 ✓ 42.76± 0.00 67.57± 0.00 0.8100± 0.0000 ✓ 60.89± 0.00 93.87± 0.00

SCALE 0.7895± 0.0071 ✓ 6.91± 0.15 11.87± 0.02 0.8158± 0.0075 ✓ 51.57± 0.51 78.13± 0.12 0.8232± 0.0057 ✗ 38.60± 0.08 56.48± 0.21 0.7940± 0.0065 ✓ 51.95± 0.50 77.92± 0.05
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Table 6. Interval results on METR-LA, PEMS07, PEMS08, PEMS04 at α ∈ {0.05, 0.1, 0.2} for the first stage point forecasting backbone
(GWNet). We report Coverage, PI-Width, and Winkler (mean±std over seeds for trainable methods); non-parametric residual-quantile
baselines (SCP/SeqCP/NexCP) are deterministic given residuals.

Method METR-LA PEMS07 PEMS08 PEMS04

Coverage ↑ PI-Width ↓ Winkler ↓ Coverage ↑ PI-Width ↓ Winkler ↓ Coverage ↑ PI-Width ↓ Winkler ↓ Coverage ↑ PI-Width ↓ Winkler ↓

α = 0.05
SCP 0.9471± 0.0000 ✓ 13.27± 0.00 21.95± 0.00 0.9443± 0.0000 ✓ 89.04± 0.00 131.04± 0.00 0.9491± 0.0000 ✓ 69.59± 0.00 98.61± 0.00 0.9534± 0.0000 ✓ 99.22± 0.00 134.41± 0.00
SeqCP 0.9093± 0.0000 ✗ 11.82± 0.00 21.98± 0.00 0.9181± 0.0000 ✗ 82.54± 0.00 131.06± 0.00 0.9194± 0.0000 ✗ 63.37± 0.00 100.99± 0.00 0.9088± 0.0000 ✗ 84.43± 0.00 140.18± 0.00
CoREL 0.9462± 0.0006 ✓ 11.62± 0.05 17.92± 0.09 0.9502± 0.0023 ✓ 81.69± 1.36 110.10± 0.20 0.9473± 0.0007 ✓ 61.33± 1.05 81.77± 0.34 0.9533± 0.0024 ✓ 83.11± 0.79 106.90± 0.05
NexCP 0.9437± 0.0000 ✓ 13.11± 0.00 20.94± 0.00 0.9449± 0.0000 ✓ 88.68± 0.00 124.65± 0.00 0.9452± 0.0000 ✓ 68.09± 0.00 95.49± 0.00 0.9442± 0.0000 ✓ 93.24± 0.00 131.07± 0.00
EnbPI 0.9484± 0.0000 ✓ 13.36± 0.00 21.73± 0.00 0.9478± 0.0000 ✓ 88.91± 0.00 128.29± 0.00 0.9489± 0.0000 ✓ 68.97± 0.02 97.63± 0.01 0.9511± 0.0000 ✓ 97.11± 0.01 133.58± 0.01
ConForME 0.9473± 0.0000 ✓ 13.57± 0.00 22.67± 0.00 0.9447± 0.0000 ✓ 89.86± 0.00 132.09± 0.00 0.9488± 0.0000 ✓ 70.38± 0.00 99.34± 0.00 0.9538± 0.0000 ✓ 99.55± 0.00 135.10± 0.00

SCALE 0.9457± 0.0023 ✓ 11.77± 0.13 17.81± 0.05 0.9482± 0.0025 ✓ 78.57± 1.46 110.39± 0.27 0.9467± 0.0046 ✓ 59.04± 1.30 80.33± 0.11 0.9476± 0.0040 ✓ 82.10± 1.46 108.82± 0.11

α = 0.10
SCP 0.8972± 0.0000 ✓ 9.21± 0.00 16.61± 0.00 0.8928± 0.0000 ✓ 69.12± 0.00 105.16± 0.00 0.8998± 0.0000 ✓ 53.96± 0.00 79.26± 0.00 0.9059± 0.0000 ✓ 76.89± 0.00 109.11± 0.00
SeqCP 0.8552± 0.0000 ✗ 8.59± 0.00 16.40± 0.00 0.8649± 0.0000 ✗ 65.75± 0.00 104.52± 0.00 0.8689± 0.0000 ✗ 50.58± 0.00 80.33± 0.00 0.8553± 0.0000 ✗ 67.58± 0.00 111.75± 0.00
CoREL 0.8962± 0.0022 ✓ 8.67± 0.14 14.08± 0.04 0.9004± 0.0031 ✓ 66.03± 0.91 91.58± 0.05 0.8949± 0.0022 ✓ 49.80± 0.77 68.64± 0.27 0.9053± 0.0020 ✓ 68.10± 0.39 90.19± 0.05
NexCP 0.8934± 0.0000 ✓ 9.11± 0.00 15.83± 0.00 0.8950± 0.0000 ✓ 69.02± 0.00 100.89± 0.00 0.8962± 0.0000 ✓ 53.00± 0.00 77.30± 0.00 0.8936± 0.0000 ✓ 72.48± 0.00 106.44± 0.00
EnbPI 0.8987± 0.0000 ✓ 9.23± 0.00 16.47± 0.00 0.8967± 0.0000 ✓ 68.92± 0.00 103.53± 0.00 0.8990± 0.0001 ✓ 53.48± 0.00 78.80± 0.00 0.9025± 0.0000 ✓ 75.46± 0.01 108.64± 0.00
ConForME 0.8972± 0.0000 ✓ 9.06± 0.00 16.96± 0.00 0.8940± 0.0000 ✓ 70.28± 0.00 106.10± 0.00 0.8998± 0.0000 ✓ 54.57± 0.00 80.03± 0.00 0.9063± 0.0000 ✓ 77.11± 0.00 109.54± 0.00

SCALE 0.8943± 0.0030 ✓ 8.87± 0.06 14.15± 0.03 0.9013± 0.0032 ✓ 63.78± 1.15 90.47± 0.12 0.8960± 0.0083 ✓ 47.72± 1.14 66.69± 0.08 0.8995± 0.0050 ✓ 67.07± 1.15 91.03± 0.11

α = 0.20
SCP 0.7962± 0.0000 ✓ 5.69± 0.00 11.94± 0.00 0.7926± 0.0000 ✓ 49.90± 0.00 82.14± 0.00 0.8002± 0.0000 ✓ 38.76± 0.00 62.03± 0.00 0.8080± 0.0000 ✓ 54.20± 0.00 85.58± 0.00
SeqCP 0.7568± 0.0000 ✗ 5.70± 0.00 11.75± 0.00 0.7663± 0.0000 ✗ 48.74± 0.00 81.48± 0.00 0.7740± 0.0000 ✗ 37.59± 0.00 62.51± 0.00 0.7609± 0.0000 ✗ 49.69± 0.00 86.45± 0.00
CoREL 0.7993± 0.0049 ✓ 6.29± 0.11 10.78± 0.01 0.8028± 0.0037 ✓ 49.99± 0.43 74.29± 0.02 0.7907± 0.0045 ✓ 37.74± 0.41 56.16± 0.21 0.8089± 0.0024 ✓ 52.18± 0.38 74.22± 0.04
NexCP 0.7923± 0.0000 ✓ 5.77± 0.00 11.45± 0.00 0.7957± 0.0000 ✓ 50.13± 0.00 79.64± 0.00 0.7974± 0.0000 ✓ 38.47± 0.00 61.00± 0.00 0.7936± 0.0000 ✓ 51.56± 0.00 83.76± 0.00
EnbPI 0.7985± 0.0000 ✓ 5.69± 0.00 11.85± 0.00 0.7957± 0.0000 ✓ 49.56± 0.00 81.11± 0.00 0.7987± 0.0001 ✓ 38.42± 0.00 61.82± 0.00 0.8032± 0.0000 ✓ 53.24± 0.01 85.36± 0.00
ConForME 0.7967± 0.0000 ✓ 5.59± 0.00 12.05± 0.00 0.7946± 0.0000 ✓ 51.21± 0.00 83.10± 0.00 0.8001± 0.0000 ✓ 39.22± 0.00 62.72± 0.00 0.8084± 0.0000 ✓ 54.40± 0.00 85.86± 0.00

SCALE 0.7928± 0.0041 ✓ 6.28± 0.04 10.85± 0.01 0.8062± 0.0045 ✓ 48.32± 0.81 72.75± 0.05 0.7948± 0.0125 ✓ 36.01± 0.89 54.11± 0.07 0.8006± 0.0095 ✓ 51.13± 0.96 74.39± 0.12

Table 7. Interval results on METR-LA, PEMS07, PEMS08, PEMS04 at α ∈ {0.05, 0.1, 0.2} for the first stage point forecasting backbone
(DCRNN). We report Coverage, PI-Width, and Winkler (mean±std over seeds for trainable methods); non-parametric residual-quantile
baselines (SCP/SeqCP/NexCP) are deterministic given residuals.

Method METR-LA PEMS07 PEMS08 PEMS04

Coverage ↑ PI-Width ↓ Winkler ↓ Coverage ↑ PI-Width ↓ Winkler ↓ Coverage ↑ PI-Width ↓ Winkler ↓ Coverage ↑ PI-Width ↓ Winkler ↓

α = 0.05
SCP 0.9480± 0.0000 ✓ 13.81± 0.00 22.41± 0.00 0.9459± 0.0000 ✓ 95.91± 0.00 139.18± 0.00 0.9493± 0.0000 ✓ 75.15± 0.00 106.37± 0.00 0.9531± 0.0000 ✓ 103.49± 0.00 138.70± 0.00
SeqCP 0.9129± 0.0000 ✗ 12.28± 0.00 22.72± 0.00 0.9209± 0.0000 ✗ 88.75± 0.00 139.98± 0.00 0.9183± 0.0000 ✗ 68.58± 0.00 108.90± 0.00 0.9097± 0.0000 ✗ 88.67± 0.00 145.17± 0.00
CoREL 0.9503± 0.0035 ✓ 12.29± 0.15 18.24± 0.03 0.9475± 0.0038 ✓ 85.87± 0.12 115.41± 0.19 0.9482± 0.0037 ✓ 65.12± 1.28 86.17± 0.29 0.9537± 0.0020 ✓ 86.22± 0.82 110.53± 0.20
NexCP 0.9440± 0.0000 ✓ 13.58± 0.00 21.66± 0.00 0.9457± 0.0000 ✓ 95.04± 0.00 133.20± 0.00 0.9459± 0.0000 ✓ 73.70± 0.00 102.36± 0.00 0.9441± 0.0000 ✓ 97.72± 0.00 135.43± 0.00
EnbPI 0.9487± 0.0000 ✓ 13.88± 0.00 22.32± 0.00 0.9485± 0.0000 ✓ 95.60± 0.01 136.66± 0.00 0.9501± 0.0001 ✓ 73.89± 0.03 104.24± 0.01 0.9508± 0.0001 ✓ 100.96± 0.01 137.58± 0.00
ConForME 0.9485± 0.0000 ✓ 14.07± 0.00 22.98± 0.00 0.9461± 0.0000 ✓ 96.14± 0.00 139.67± 0.00 0.9496± 0.0000 ✓ 76.25± 0.00 107.66± 0.00 0.9535± 0.0000 ✓ 104.01± 0.00 139.48± 0.00

SCALE 0.9444± 0.0030 ✓ 12.09± 0.25 18.32± 0.08 0.9443± 0.0043 ✓ 81.68± 0.87 115.79± 0.30 0.9543± 0.0018 ✓ 63.28± 0.46 83.77± 0.17 0.9425± 0.0047 ✓ 83.06± 1.81 111.89± 0.13

α = 0.10
SCP 0.8984± 0.0000 ✓ 9.57± 0.00 17.01± 0.00 0.8948± 0.0000 ✓ 74.28± 0.00 111.87± 0.00 0.9010± 0.0000 ✓ 58.16± 0.00 85.47± 0.00 0.9057± 0.0000 ✓ 80.70± 0.00 113.34± 0.00
SeqCP 0.8590± 0.0000 ✗ 8.96± 0.00 16.98± 0.00 0.8692± 0.0000 ✗ 70.66± 0.00 111.77± 0.00 0.8679± 0.0000 ✗ 54.80± 0.00 87.09± 0.00 0.8562± 0.0000 ✗ 71.12± 0.00 116.35± 0.00
CoREL 0.9034± 0.0044 ✓ 9.31± 0.08 14.45± 0.02 0.8967± 0.0053 ✓ 69.56± 0.10 96.32± 0.13 0.8961± 0.0048 ✓ 52.68± 0.82 72.45± 0.23 0.9055± 0.0042 ✓ 70.68± 0.83 93.40± 0.13
NexCP 0.8945± 0.0000 ✓ 9.46± 0.00 16.39± 0.00 0.8963± 0.0000 ✓ 73.89± 0.00 107.88± 0.00 0.8969± 0.0000 ✓ 57.34± 0.00 83.17± 0.00 0.8938± 0.0000 ✓ 76.25± 0.00 110.65± 0.00
EnbPI 0.8991± 0.0000 ✓ 9.60± 0.00 16.96± 0.00 0.8978± 0.0000 ✓ 74.12± 0.00 110.43± 0.00 0.9007± 0.0000 ✓ 57.24± 0.01 84.10± 0.01 0.9018± 0.0001 ✓ 78.82± 0.01 112.54± 0.01
ConForME 0.8985± 0.0000 ✓ 9.46± 0.00 17.30± 0.00 0.8951± 0.0000 ✓ 74.53± 0.00 112.20± 0.00 0.9007± 0.0000 ✓ 59.25± 0.00 86.69± 0.00 0.9061± 0.0000 ✓ 81.09± 0.00 113.90± 0.00

SCALE 0.8923± 0.0030 ✓ 9.16± 0.15 14.58± 0.02 0.8958± 0.0067 ✓ 66.32± 0.76 95.19± 0.19 0.9076± 0.0029 ✓ 51.21± 0.32 69.91± 0.10 0.8908± 0.0060 ✓ 67.70± 1.39 93.89± 0.07

α = 0.20
SCP 0.7989± 0.0000 ✓ 5.94± 0.00 12.27± 0.00 0.7943± 0.0000 ✓ 53.43± 0.00 87.43± 0.00 0.8021± 0.0000 ✓ 41.68± 0.00 66.88± 0.00 0.8080± 0.0000 ✓ 57.07± 0.00 89.35± 0.00
SeqCP 0.7621± 0.0000 ✗ 5.96± 0.00 12.19± 0.00 0.7736± 0.0000 ✗ 52.23± 0.00 87.07± 0.00 0.7730± 0.0000 ✗ 40.49± 0.00 67.68± 0.00 0.7617± 0.0000 ✗ 52.46± 0.00 90.51± 0.00
CoREL 0.8099± 0.0050 ✓ 6.79± 0.04 11.14± 0.01 0.7967± 0.0083 ✓ 52.77± 0.13 78.38± 0.07 0.7944± 0.0024 ✓ 40.06± 0.25 59.40± 0.18 0.8106± 0.0050 ✓ 54.21± 0.48 76.95± 0.07
NexCP 0.7938± 0.0000 ✓ 6.00± 0.00 11.87± 0.00 0.7970± 0.0000 ✓ 53.51± 0.00 85.12± 0.00 0.7982± 0.0000 ✓ 41.48± 0.00 65.71± 0.00 0.7937± 0.0000 ✓ 54.44± 0.00 87.55± 0.00
EnbPI 0.7993± 0.0000 ✓ 5.97± 0.00 12.25± 0.00 0.7973± 0.0000 ✓ 53.29± 0.00 86.63± 0.00 0.8014± 0.0000 ✓ 41.06± 0.01 65.97± 0.01 0.8028± 0.0000 ✓ 55.81± 0.00 88.82± 0.00
ConForME 0.7993± 0.0000 ✓ 5.85± 0.00 12.36± 0.00 0.7948± 0.0000 ✓ 53.59± 0.00 87.63± 0.00 0.8018± 0.0000 ✓ 42.80± 0.00 68.07± 0.00 0.8080± 0.0000 ✓ 57.32± 0.00 89.78± 0.00

SCALE 0.7905± 0.0026 ✓ 6.53± 0.08 11.23± 0.01 0.7989± 0.0109 ✓ 50.20± 0.58 76.66± 0.12 0.8116± 0.0043 ✓ 38.59± 0.30 56.84± 0.10 0.7901± 0.0090 ✓ 51.69± 1.09 76.87± 0.01
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