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Abstract

Generative models that transport a simple source
distribution to a complex data distribution—such
as diffusion and flow-based models—are central
to high-fidelity data generation. Test-time guid-
ance can further steer pretrained models toward
user-specified high-reward regions without costly
retraining. However, existing guidance meth-
ods face critical limitations: they struggle with
non-differentiable rewards, fail to navigate com-
plex landscapes, and often lack theoretical guar-
antees on generation performance. We propose
Source Parallel Tempering (SPT), a gradient-free
test-time guidance framework that operates en-
tirely in source space, leveraging its simpler ge-
ometry to avoid the complexities of the data man-
ifold. SPT couples a local exploration kernel
with parallel tempering, enabling efficient bar-
rier crossing and robust discovery of high-reward
modes. Theoretically, we provide a new error
bound linking training-time approximation error
to test-time guidance performance. Empirically,
SPT significantly improves over state-of-the-art
methods on benchmark tasks in conditional image
synthesis and dynamical system trajectory sam-
pling. Code is available at https://github.
com/Utah-Math-Data-Science/SPT.

1. Introduction

Generative models (GMs) that transport a simple source
distribution to a complex data distribution—such as diffu-
sion models (DMs) [41; 21; 44] and flow-based models
[30; 2; 31]—have become the cornerstone of high-fidelity
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data synthesis. Despite their success, practical deployment
often necessitates guided generation, where outputs must
adhere to strict semantic or physical constraints [20; 40].
While training-time guidance (e.g., classifier-free guidance
[20]) offers good performance, it lacks flexibility, as any
new constraint necessitates model retraining. This limitation
has motivated the development of test-time guidance, which
seeks to directly sample from a reward-tilted distribution:

p(x) x p(x) exp(SR(x)) 1

using a fixed pretrained GM [28] that was originally trained
to produce samples from data distribution p(x). Here, R(x)
represents a task-specific reward function that encodes the
desired properties, and 5 > 0 is the inverse temperature
parameter that controls the strength of conditioning.

However, developing effective test-time guidance methods
remains an open challenge. Gradient-based steering meth-
ods [44; 4] fail when R(x) is non-differentiable, such as
binary success or failure signals in control tasks, or when
gradients are computationally intractable. To address this,
recent works have introduced gradient-free steering meth-
ods, including Feynman-Kac (FK) Steering [40], CREPE
[19], ESS-Flow [25], and Source Guidance [48]. While
promising, these approaches face two significant and un-
resolved challenges. First, these methods often struggle
to balance high reward and high probability. For example,
approaches such as FK Steering fail to identify high-reward
regions when they reside in low-density areas. As illustrated
by our numerical results in Fig. 1, this limitation becomes
acute as the reward width parameter w? decreases, creating
an increasingly sharp global optimum in a low-density re-
gion. Specifically, as the peak narrows, FK Steering remains
trapped in the local optima corresponding to the original data
mass, leading to a significant increase in the Wasserstein
distance [46] between the sampled and target distributions.

Second, there is a lack of end-to-end theoretical guarantees
on how approximation or training errors in the underlying
GM propagate to the quality of the guided samples. Ex-
isting analyses often assume exact flows [40] or unrealis-
tic L, error bounds [48], leaving open how the standard
L, training objectives—used in e.g., flow matching (FM)
[30; 2; 31; 24]—translate to the generation quality of guided
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frameworks.

1.1. Our Contribution

To address these limitations, we propose Source Parallel
Tempering (SPT), a gradient-free guidance framework de-
signed to sample effectively from highly multimodal reward
landscapes (see Section 4.1). By steering candidates in
the source space, SPT circumvents treating the complex
data distribution, enabling it to utilize two complementary
mechanisms to ensure high-dimensional scalability: paral-
lel tempering (PT) [12] coupled with the preconditioned
Crank—Nicolson (pCN) operator [5]. The pCN operator acts
as a gradient-free local kernel with dimension-independent
convergence rates. Simultaneously, PT facilitates global
exploration by maintaining a ladder of Markov chains at
varying inverse temperatures from 0 to 3. By periodically
swapping states between these chains, SPT allows samples
to traverse low-probability barriers and escape local traps,
leading to the discovery of diverse high-reward modes [33].

Theoretically, we provide a new analysis bridging training-
time approximation error and test-time generation perfor-
mance. In particular, we establish a novel end-to-end error
bound for test-time guidance, showing that the standard
Ly approximation error of a pretrained GM directly con-
trols the 2-Wasserstein distance between the distribution of
samples generated by SPT and the reward-tilted distribu-
tion p (Corollary 4.4). This result justifies the use of PT
with source steering in test-time guidance and clarifies how
model training quality governs guidance performance.

We validate the effectiveness of SPT across diverse bench-
mark tasks, including image synthesis and dynamical system
trajectory sampling (see Section 5). Notably, the dynami-
cal system task in 5.3 employs a non-differentiable binary
reward, serving as a critical stress test for the gradient-free
capabilities of our method. Empirically, SPT achieves sub-
stantial improvements over baseline methods, with gains
of up to 50% in both reward and standard sample quality
metrics, highlighting its ability to navigate complex, multi-
modal reward landscapes and generate high-reward samples
without compromising sample quality across domains.

1.2. Additional Related Works

While PT has been explored in GMs—e.g., CREPE [19]
and Markovian Flow Matching [9]—these approaches typ-
ically rely on time-based tempering and gradient-based
Langevin dynamics. Our method, SPT, differs fundamen-
tally by applying reward-based tempering within the source
space, enabling compatibility with fast ODE solvers. We
also distinguish our work from recent source steering meth-
ods [48]. While Wang et al. [48] introduce a source steering
framework, their proposed sampling algorithms are either
restricted to gradient-based settings or limited to low dimen-

sions. Furthermore, as detailed in Section 3, their theoretical
guarantees rely on impractical L., norm assumptions. In
contrast, we establish a new end-to-end performance guar-
antee that holds for FMs and DMs.

1.3. Organization

We organize this paper as follows: Section 2 reviews
background on flow-based generative models and existing
test-time guidance methods. Sections 3 and 4 introduces
the SPT framework, its algorithmic components, and its
performance guarantees. Section 5 reports empirical results
for image generation and dynamical system benchmarks.
This paper concludes with limitations and future directions.

2. Background: Flow-based GMs

Flow-based GMs stand out as a class of efficient and flexible
models for generative modeling. These models define a flow
induced by an ODE dx; = v;(x;) dt, transporting a simple
source distribution ¢(z) (e.g. N'(0,I)) at ¢ = 0 to a target
data distribution p(x) at ¢ = 1. Below, we discuss several
prominent formulations.

In score-based GMs [42; 44], the velocity is given by
(@) = f(@,1) — g2 (1)V, log py(), where py() de-
notes the intermediate marginal density. In training, the
score Vg logp:(x) is approximated by a neural network
sy(t, x), yielding an estimated velocity vy (¢, x).

Flow matching [30; 2; 31] instead directly parameterizes v
as a neural network vy (¢, ) and learns it via minimizing
the following simulation-free regression objective:

ﬁ(@) = Et,wo,m1 ||/l79(t7 It) - 8tIt||2, (2)

where I, represents an interpolation between xy ~ ¢ and
x1 ~ p. Crucially, the unique global minimizer of this
objective satisfies v () = Eqy o, [0 | I = ] .

In both frameworks, the velocity field v (x) induces a de-
terministic transport map 7' defined by the integral:

1
T(xp) = xo —|—/ ve(xy), dt. 3)
0

The approximate transport map 7y is obtained by substitut-
ing the true velocity field v; with its approximation vy.

It has been shown in [2] that the gap between 1" and T} is
upper-bounded by the training loss in learning the vector
field. In particular, we have:

Eanq[IT(2) — To(2)]?]
<elt2lwg . Et 2oz, HUO (t, It) — Ut <It)’

5 “

)

where L,,, denotes the Lipschitz constant of the approxi-
mated velocity field vg (¢, ). This result ensures that mini-
mizing £(0) in equation 2 controls the generation error.
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(a) FK Steering: Wy = 2.98

(b) SPT (Ours): W5 = 0.09

(c) W distance vs. w?

Figure 1. Panel (a) shows a sample where FK Steering fails to capture the high-reward mode of the tilted distribution () in equation 14
for w? = 0.01, missing the spiky region near & = 1.5. Panel (b) shows a separate sample from our method, which successfully captures
the correct mode, illustrating its effectiveness on sharp distributions. Panel (c) quantifies this behavior over 50 independent trials: the
2-Wasserstein distance between the FK-sampled and exact distributions spikes as w? decreases. In contrast, our method remains stable,
yielding smooth and accurate approximations regardless of the peak width. See Section 5.1 for experimental details.

Instead of learning vy (¢, x), another popular paradigm in-
volves directly learning the transport map 7y to enable
single-step generation. Prominent examples include consis-
tency models (CM) [45; 43], consistency trajectory models
(CTM) [26], MeanFlow [16], and flow maps [8; 7]. The-
oretical guarantees similar to equation 4 for these direct
mapping methods have been established in [8].

3. Source Distribution Steering

Before detailing our algorithm, we first establish the the-
oretical foundations of source-space guidance. We begin
by reviewing the fundamental duality principle that enables
steering samples in the source space. Importantly, we pro-
vide a novel analysis connecting the GM’s training objec-
tive—measured as an Lo approximation error—to test-time
generation quality (Theorem 3.3). This addresses a key lim-
itation of prior work [48], which relied on L., pointwise
error bounds that are not directly controlled by standard
training objectives.

3.1. Equivalence of Source and Data Steering

Consider a GM that defines a transport map 7' pushing a
simple source distribution ¢(z) to a complex data distribu-
tion p(x). Recent work [48] introduces a test-time guidance
framework that operates entirely within the source space,
distinct from methods that steer in data or intermediate
spaces. This approach is grounded in a fundamental duality
principle: instead of steering the complex data distribution
p(x) toward regions of high reward R(x), one can equiva-
lently steer the source distribution ¢(z) toward high-reward
regions R(7T'(z)) induced by the map 7.

Formally, let 7" : Z — X be a transport map that pushes
q(2) to p(x), denoted by p = [T]yq. By the change of
variables formula [27], the densities satisfy

p(x) = q(2)|det V,T(2)| ™", wherex = T(z). (5)

We aim to sample from the tilted target distribution in equa-
tion 1, leveraging the tilted source distribution:

i(2) x q(z)e?HT=). (6)

The following proposition shows that generating samples
by transporting ¢ is equivalent to sampling directly from p.

Proposition 3.1 (Wang et al. [48, Theorem 1]). The push-
forward of the tilted source distribution ¢ under the map T
is exactly the tilted target distribution p. That is, p = [T']4q.

3.2. Robustness to Transport Map Approximation

In practice, the true transport map 7' is unknown; GMs
instead learn an approximation Ty by minimizing a training
objective summarized in Section 2. This training procedure
ensures that Ty is close to T in the Lo sense, yielding a
bound on the approximation error €2 = E..,|[[|T(z) —
Ty(z)||*]. However, this naturally raises a fundamental
question regarding the reliability of source steering:

Is the generation error between the true tilted target p and
the tilted target distribution induced by the approximate
map Ty bounded by the approximation error €?

Answering this question is essential for connecting opti-
mization at training time to guarantees on test-time guided
generation quality, effectively justifying the use of approxi-
mate transport maps for source steering.

The authors of [48] investigated this question by assuming
a uniform bound on the vector field approximation error:

Theorem 3.2 (Wang et al. [48, Theorem 2]). Assume that
[vi(@) — o] (@)]| _ <e,

and the learned velocity field v? (x) is L.,-Lipschitz continu-
ous in x. Suppose that the sampling method returns samples
of distribution {sample. Then, we have

W2 (ﬁa [Te]ﬁ QSample) < eLU W2 (q, QSample) + eeLv . (7)
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A fundamental limitation of this result is its reliance on the
L, (worst-case) error bound. In practice, standard train-
ing objectives for FMs and DMs minimize an Lo-averaged
error between vector fields, which does not guarantee the
pointwise uniformity assumed by Theorem 3.2. This cre-
ates a gap between theory and practice: existing bounds fail
to justify the high-quality guidance observed from models
trained with standard Lo losses.

To bridge this gap, we establish a theoretical characteriza-
tion based directly on the Ly norm, yielding bounds that are
both practically relevant and theoretically consistent with
standard training objectives. Specifically, the following the-
orem demonstrates that the 2-Wasserstein generation error
[46] scales linearly with the map approximation error.
Theorem 3.3 (Informal). Ler Gp(z) o q(z)elf(To(2))
be the approximate tilted source distribution. Let €2 =
E.qll|T(2) — Ty(2)||?] denote the expected squared error
of the learned map, which is upper bounded by the training
loss used to fit Ty (see equation 4 in Section 2). Under mild
regularity conditions, the generated distribution [Ty|yqo re-
mains close to the true tilted target p, in particular, there is
a constant C > 0 s.t.

Wa (P, [Tol3Gs) < C - €. (®)

We provide the formal version together with the proof of this
theorem, including detailed assumptions—standard in the
literature or satisfied in practice—in Appendix A. Crucially,
this result guarantees that as ¢ — 0, sampling via source
steering asymptotically recovers the target tilted distribution.

4. Source Parallel Tempering
4.1. Algorithm

Building on the theory established above, we introduce SPT
(see Algorithm 1)—a principled adaptation of the classical
PT framework for test-time guidance. Crucially, SPT oper-
ates by steering a Gaussian source distribution ¢ = A(0, I),
which we assume throughout, to sample from the com-
plex target distribution gy. It maintains parallel Markov
chains at different temperatures of the reward constraint,
exploiting the simple geometry of the source space to cross
low-probability energy barriers and efficiently discover and
refine high-reward modes. Now, we lay out SPT in detail.

1. Temperature Ladder. We construct a sequence of target
distributions {7}, that interpolate between the original
source ¢ = N(0, I) and the tilted source Gy. Defining a
ladder of inverse temperatures 0 = By < /1 < -+ < Bg =
B, the density for the k-th chain is:

mi(2) o< q(2) exp(BrR(Ty(2))) - ©)

This stratification bridges the easily explorable prior (g =
q) and the complex, highly constrained target (7x = Gp).

Algorithm 1 Source Parallel Tempering (SPT)

1: Input: Pre-trained transport map Ty, Reward R(x),
Ladder sizes K, Steps tmax-

2: Initialize: Inverse temperatures 0 = 3y < -+ - < Bg =
B. Step sizes 6y > - - - > 0. Particles z(()k) ~ N(0,1)
fork=0,..., K.

3: fort = 1t0 tax do

4 # 1. Local Exploration

5 for k =0to K do

6: Sample noise & ~ N(0, I).

7 Propose z = cos(@k)zt(i)l + sin(6x ) €.

8 Compute AE = Bi[R(Tp(2)) — R(Tp(2")))].

9 Calculate acceptance a = min (1, exp(AE)).

10: Sample u ~ Uniform[0, 1].
11: if u < o then

12: zt(k) + z {Accept}

13: se

14: zgk) — zt(f)l {Reject}
15: end if

16:  end for

17 #2. Replica Exchange
18: fork=0to K —1do

19: Compute A FEgyap = (Brt+1 — Br) [R(Tg(zt(k))) —
k+1
R(Ty(z{""))].
20: Qgwap = min(1, exp(AFEgyap))-
21: if © < Qigyqp then
22: Swap states: z,gk) ~ zikﬂ).
23: end if
24:  end for
25: end for

26: Output: The final data sample zgpT = Tg(zgfi)x).

2. Local Exploration. We use the pCN operator [5], which
yields dimension-independent acceptance rates under a
Gaussian prior. We assign a decreasing sequence of step
sizes § ~ fp > --- > 0 > 0, enabling a transition from
global exploration to fine-grained refinement. At iteration ¢,

the proposal z for chain k is generated via:

E~N(©O,I). (10

Z = cos by, zf@l + sin 6y &,

Rationale: A key property of the pCN operator is that its
transition kernel satisfies detailed balance with respect to
the prior ¢(z). Consequently, the prior terms cancel in
the Metropolis—Hastings ratio, simplifying the acceptance
probability to depend solely on the reward improvement:

a = min (1,exp(ﬂk [R(Ty(2)) — R(T(’(Zt(ﬁ)l))})>'

Crucially, the rotation angle 6y, is explicitly calibrated to
the chain index k to balance exploration and acceptance.
For lower chains (small 1), we select a larger 0 to en-
courage aggressive, global jumps across the source space.
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Conversely, for higher chains (large ) where the distribu-
tion is highly peaked, we employ a smaller 6y, to facilitate
the fine-grained local refinement of high-reward modes.

3. Replica Exchange. To escape local modes, we peri-
odically propose swapping states zt(k) z,gkﬂ) between

adjacent chains. The swap is accepted with probability:
Qswap = min{l,

exp((Bra1 — Br) [R(To(2™)) — R(Tp (2" )] 1.

Rationale: This mechanism creates a bidirectional flow:
high-reward particles found by permissive lower chains are
promoted up the ladder (“tunneling” to the target), while par-
ticles stuck in low-reward modes in the target chain are de-
moted to lower temperatures for aggressive re-exploration.

4. Final Transport. After ¢, iterations, the samples
{ zt(Ka)x} from the final chain approximately follow the target
distribution gp. We obtain the final samples in the data space
by pushing these particles using the learned transport map:

Y

Remark 4.1. (Choice of Source Distribution.) In this work,
we focus on settings where the source distribution q is a stan-
dard Gaussian (0, I), consistent with the vast majority
of FMs and DMs. This choice is critical for algorithmic
efficiency in high-dimensional spaces with guarantees for
the use of the pCN operator. Extending this framework
to non-Gaussian or empirical source distributions (as in
Schrodinger Bridge Matching [39]) would require design-
ing complex, geometry-aware proposal kernels to maintain
reasonable acceptance rates on arbitrary data manifolds—an
open challenge in the Markov chain Monte Carlo (MCMC)
literature. We leave this generalization for future work.

2P = Ty ( (K) ).

o\ =

tmax max

4.2. Theoretical Analysis of SPT

We derive an explicit error bound for SPT in terms of the
number of sampling iterations and the transport map ap-
proximation error by decomposing the total error into two
components: (i) the approximation error of the learned trans-
port map (Theorem 3.3), and (ii) the sampling error induced
by the finite-time mixing of PT. We first establish the con-
vergence properties of PT under our setting in Theorem 4.2,
and then combine both error terms in Corollary 4.4 to ob-
tain the final end-to-end bound. The formal statements of
Theorem 4.2 and Corollary 4.4, along with their proofs, are
provided in Appendix A.

Let (jtSPT denote the probability density of zlfK), the sam-

ples in the chain at temperature S = (3 after ¢ iterations.
The convergence of the PT algorithm in our setting can be
summarized as follows:

Theorem 4.2 (Informal). Let G>* T denote the probability

density of the random variable zt(K). Then, there exists a

contraction rate p € (0,1) and a constant C' > 0 such that
forallt > 0:

Wa(@"",ge) < C"- pt. (12)
Remark 4.3. Our derivation builds upon the Ls-spectral
gap analysis of PT in [29] and related results for the pCN
operator [18; 38]. The convergence rate p corresponds to
the spectral gap of the PT transition kernel [49; 33] and
is governed by the swapping mechanism, which enables
the chain to bypass low-probability barriers. Its efficiency,
characterized by p, depends critically on the temperature
schedule {/3;} and the degree of overlap between adjacent
distributions 7y, and 7. In this work, we adopt a standard
grid for {8);} and leave the empirical study of alternative
schedules to future work.

We now establish the total error bound for our SPT frame-
work by combining the sampling convergence with the trans-
port approximation error.

Corollary 4.4 (Informal). Let z5PT = Ty(2\")) denote

the output of the SPT algorithm at iteration t, and let
PPT = [Ty)3GPFT be its induced probability density. Then
the 2-Wasserstein distance between p;Y" and the target
distribution p satisfies

Wa (5,5;"7)) <C-e+ L-C'p, (13)
where L > 0 is a constant, C,C’, p are the constants ap-
pearing in Theorems 3.3 and 4.2, respectively, and ¢ =
VE:[|IT(z) — Ty(2)[|?] represents the approximation
error of the learned transport map.

The bound in Corollary 4.4 decouples the total generation
error into two distinct sources: map approximation and
algorithmic convergence. It explicitly characterizes how the
model approximation error € and the sampling iterations
t jointly control the final generation quality. Specifically,
as € — 0 (i.e., the transport map becomes exact) and ¢ —
00, the upper bound converges to zero, guaranteeing exact
recovery of the target tilted distribution.

5. Numerical Experiments

In this section, we validate the effectiveness of SPT for
test-time steering. We consider a synthetic task and several
representative benchmark generative tasks, including con-
ditional image synthesis and dynamical system trajectory
sampling. See Appendix B for the full experimental details.

5.1. Analytic Examples

To solidify the challenge of existing test-time guidance meth-
ods in sampling high-reward but low probability samples,
we consider sampling the following one-dimensional (1D)
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tilted distribution using state-of-the-art (SOTA) FK Steering
(see Appendix B.1 for experimental details):

p(x) o p(z) exp(R(z)), (14)
where
p(z) = 0.9N (x| — 1.5, (.02)2) + 0.1N (z]1.5, (.02)?),

_ (z+1.5)2 _ (z—1.5)2
3 + 2e PR

R(x) = 1.5e

The majority of the mass of p(z) is supplied by 0.9N (x| —
1.5, (.02)%), while 0.1A (x|1.5, (.02)?) contains little mass.
However, R(x) assigns a larger reward to the low-mass
(right) mode, making it the global optimum of the reward
tilted distribution, while the high-mass (left) mode becomes
a local optimum. This setup makes it crucial to effectively
generate low-probability samples to achieve a high reward.
Moreover, the parameter w? in the reward function R(x)
controls the sharpness of p(z)—smaller values of w? pro-
duce a more sharply peaked distribution near 1.5.

In contrast to FK Steering (see Fig. 1(a)), SPT can effec-
tively cover the high-reward mode of p(x) at z = 1.5 for
w? = 0.01 (see Fig. 1(b)). Quantitatively, SPT outperforms
FK Steering across different w? values in terms of Wasser-
stein distance to the true reward-adjusted distribution. As
shown in Figure 1(c), SPT maintains low Wasserstein error
as a function of w?, whereas FK Steering degrades rapidly
as w? decreases, highlighting its limited ability to locate
narrow, high-reward modes. In contrast, SPT maintains a
very small error for different w?.

The experimental setup is provided in Appendix B.1.1.
We extend the analysis to a 2D four-component Gaus-
sian mixture to assess robustness under higher dimension-
ality and more complex multimodal structure, with full
model, training, and sampling configurations available in
Appendix B.1.3. Additionally, we perform an ablation over
guidance strength f to study its effect on the trade-off be-
tween exploration and exploitation in Appendix B.1.2.

5.2. Text to Image Guidance

We compare SPT against FK Steering and other SOTA
training-based alignment methods for DMs, including direct
preference optimization (DPO) and diffusion-DPO (DDPO)
[47; 6], on the task of steering pretrained text-to-image
DMs toward more aesthetically pleasing samples. We fol-
low the ImageReward benchmark [50] for aesthetic align-
ment, testing on their benchmark prompts and steering with
their Human Preference Model. We find that SPT consis-
tently produces samples with higher aesthetic preference
alignment than FK Steering, the unsteered Stable Diffusion
baseline [37], and fine-tuned DPO/DDPO models. In addi-
tion, when comparing the diversity of generated samples,
SPT outperforms FK Steering and the base Stable Diffusion

models, highlighting its ability to improve both preference
alignment and diversity of generated samples.

Following the experimental design used in [40], Table 1
reports the average ImageReward score of the highest-
quality sample generated per prompt. SPT consistently
achieves the highest generation quality across all model
variants. Most notably, SPT achieves a 57% relative im-
provement over FK Steering on Stable Diffusion v1.5 (1.411
vs 0.898), and delivers substantial gains on Stable Diffu-
sion 1.4 (52% improvement) and Stable Diffusion XL (14%
improvement). These results suggest that SPT’s sampling
mechanism more effectively explores the reward landscape
to identify high-quality generations compared to existing
steering approaches.

Model Method ImageReward 1
Base [37] 0.234
DDPO [6] 0.263
Stable Diffusion 1.4  Best-of-K [47] 0.800
FK Steering [40] 0.927
SPT (ours) 1.409
Base [37] 0.187
DPO[47] 0.343
Stable Diffusion 1.5 Best-of-K [47] 0.737
FK Steering [40] 0.898
SPT (ours) 1411
Base [37] 0.871
DPO [47] 0.859
Stable Diffusion XL  Best-of-K [47] 1.236
FK Steering 1.298
SPT (ours) 1.479

Table 1. Comparison of the highest quality generated sample
ImageReward between SPT, FK Steering, and various baselines.
Base, DDPO, DPO, and FK Steering results are from [40].

Under the same experimental setting, we further compare
the diversity of samples generated by SPT, FK Steering, and
the unsteered (base) model using a CLIP-based diversity
metric [36]. Following [40], we define CLIP diversity as
the average pairwise squared /- distance between CLIP im-
age embeddings (see details in Appendix B.3). Table 2
reports CLIP diversity scores for samples generated by FK
Steering, an unsteered Stable Diffusion baseline, and SPT.
Across all evaluated Stable Diffusion variants, FK Steering
exhibits the lowest diversity. This is consistent with its re-
sampling scheme, which tends to collapse toward a narrow
set of high-reward samples. While the unsteered baseline
maintains a natural variety due to unconstrained sampling,
it lacks a mechanism to actively navigate the semantic land-
scape. Notably, SPT achieves significantly higher diversity
than both FK Steering and the base model. This suggests
that SPT allows exploration over disjoint modes of the dis-
tribution, allowing for the discovery of a more diverse set of
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(a) FK Steering

(b) Base Stable Diffusion

(c) SPT (ours)

Figure 2. Comparison of samples generated with Stable Diffusion v1.4 using three methods: Base Stable Diffusion (no steering), FK
Steering, and SPT. Prompt (first row): Portrait of an old sea captain, male, detailed face, fantasy, highly detailed, cinematic, art painting
by greg rutkowski. Prompt (second row): extremely detailed stunning beautiful futuristic smooth curvilinear museum interior, colorful,

hyper, real.

high-quality samples that standard sampling fails to reach.

Model Method CLIP Div 1
FK Steering [40] 0.193

Stable Diffusion 1.4  Base [37] 0.316
SPT (ours) 0.346
FK Steering [40] 0.123

Stable Diffusion XI.  Base [37] 0.286
SPT (ours) 0.351

Table 2. Comparison of the generated sample diversity between
the base Stable Diffusion model (no steering), FK Steering, and
SPT. For FK Steering, we report the strongest results from [40] for
Stable Diffusion 1.4 and Stable Diffusion XL; results for Stable
Diffusion 1.5 were not available in their work.

Additionally, we demonstrate the superior efficiency of SPT
compared to FK Steering by evaluating the generation qual-
ity under a strictly controlled budget of 5,250 vector field
evaluations (NFE). Matching the NFE allows us to com-
pare each method’s ability to optimize reward given equal
computational budget. As shown in Fig. 3, SPT achieves a
substantially higher median ImageReward than FK Steering
across the ImageReward benchmark [50]. To rigorously
confirm this improvement, we conducted a Welch’s one-
sided two-sample t-test (unequal variances) on 400 gener-
ated images per method (a = 0.05). The analysis yields a
p-value of 1.3 x 10~!!, providing overwhelming statistical
evidence that SPT significantly outperforms FK Steering in
generating high-reward samples. Full experimental hyper-
parameters are detailed in Appendix B.3.1.

5.3. Sampling dynamical system trajectories

We consider the task of steering a GM to sample dynam-
ical system trajectories that are representative of a user-
defined event E [14]. Trajectories are a discrete time se-
ries of M dynamical system states of dimension d concate-
nated such that ¢ = [z(7,,)]M_, € RM<. The trajectories
of E conform to some constraint (e.g., C'(x) > 0). We

Il FK Steering = SPT (ours)

oG oo

S -
Y — T

-1 0 1 2
ImageReward

Figure 3. Efficiency comparison on the ImageReward benchmark.
We report the distribution of ImageReward scores for FK Steering
and SPT under a fixed budget of 5,250 evaluations. SPT demon-
strates a statistically significant improvement over the baseline,
with a Welch’s t-test p-value of 1.3 x 1071,

want to steer a GM to sample  ~ p(x|E). We assume
p(z|E) x p(x)p(E|x) = p(x) exp(BR(x)). Inclusion in
F is a binary condition, so we choose a discontinuous R;
specifically, R(x) = sign(C(x)).

Following [14], we consider two dynamical systems and
events—Lorenz 63 [32], whose event is when x is on one
arm of the chaotic attractor, and FitzZHugh-Nagumo [15; 34],
whose event is neuron spiking. Precise characterizations are
given in Appendix B.2. The GM is a flow matching model
[30] with a variance-exploding probability path [44] with
Euler-Maruyama used for FK Steering and Heun for SPT.

We compare FK Steering and SPT by their steering success
rate, the fraction of trajectories x generated such that x € FE.
The parameters of FK Steering and SPT are found using
grid search to maximize success rate (see Appendix B.2),
and we report the best results in Table 3. Lorenz *63 and
FitzHugh-Nagumo have an empirical event probability of
p(F) ~ 0.20 and p(E) ~ 1/30, respectively [14; 23]. SPT
increases the odds of generating € E to near 100% for
Lorenz *63 and to 81% for FitzHugh-Nagumo. In contrast,
while FK Steering increases the odds to 94% for Lorenz 63,
it is less effective for FitzHugh-Nagumo, only increasing the
odds to 35%. SPT more successfully steers compared to FK
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[ Dormand-Prince

(a) Lorenz 63

Il FK Steering

[0 SPT (ours)

10°

1072

IIII = 1am |
100

102

il i
-2 -1 0 1 2
(b) FitzHugh-Nagumo

Figure 4. Distribution of C'(x) where @ is sampled using Dormand-Prince [11], FK Steering, or SPT. Parameters used for FK Steering

and SPT are in Table 3.

Steering with this discontinuous reward function, especially
when the events have low probability.

Lorenz ’63 (8 = 8.29)

Method SR() TV({)
Best-of-N 0.19 0.81
FK Steering(S = 8,P = Diff.) 0.94 0.13
SPT(K = 4,tna.x = 8) (ours) 0.99 0.14
FitzHugh-Nagumo (8 = 10.27)
Best-of-N 0.04 0.98
FK Steering(S = 8, P = Diff.) 0.35 0.80
SPT(K = 8, tmax = 8) (ours) 0.81 0.64

Table 3. The success rate (SR) of SPT and FK (with ensemble size
S and potential function P), and the total variation (TV) distance
between the distributions of Fig. 4.

Steering samples should follow p(z|E); otherwise, sam-
pling the same event trajectory gives a 100% success rate.
Figure 4 shows the distributions of C'(x) from = sampled
using FK Steering or SPT, with the total variation (TV)
distance given in Table 3. SPT more closely approximates
p(x|E) than FK Steering when F has low probability.

6. Concluding Remarks

We have introduced Source Parallel Tempering (SPT), a
gradient-free test-time guidance framework that effectively
steers flow-based models by performing parallel tempering
in the source space. By coupling dimension-independent

local exploration with global replica exchange, SPT effec-
tively navigates multimodal and non-differentiable reward
landscapes. Moreover, we provide an end-to-end theoretical
analysis that rigorously links the model’s Lo training error
to test-time guided generation quality.

Looking ahead, several avenues remain for investigation.
While SPT currently uses a gradient-free exploration kernel,
incorporating gradient-informed strategies (e.g., Langevin
dynamics) or adaptive MCMC could further accelerate con-
vergence when differentiable rewards are available. Fi-
nally, extending source-space tempering to discrete do-
mains—such as discrete diffusion models or large language
models—presents a promising path for controllable text
generation without reinforcement learning.
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A. Proofs and Theoretical Analysis.

In this section, we provide the detailed proofs for the theoretical results presented in the main text. We begin by establishing
the necessary mathematical preliminaries and assumptions.

A.1. Preliminaries and Assumptions

We first state the standard definitions for the functional inequalities used in our analysis.

Definition A.1 (Log-Sobolev Inequality). We say a probability density u satisfies the Log-Sobolev Inequality with constant
CLst > 0 if for all densities p absolutely continuous w.r.t j:

KL(pl|4) Z(pllp), (15)

S -
2CLst

where KL(p||u) = [ log 2425 p(2)dz is the Kullback-Leibler divergence and Z(p||u) := [ ||V log 22} |[2p(z)dz is the

relative Fisher Information.

Definition A.2 (Talagrand’s Inequality (7%)). We say a probability measure y satisfies Talagrand’s transport inequality 75
with constant C, > 0 if for all densities p absolutely continuous w.r.t y:

Wi(p, ) < —— KL(p||n), (16)

2
Cr,
Definition A.3 (Poincaré Inequality). We say a probability measure p satisfies the Poincaré inequality with constant Cp > 0

if for all bounded smooth functions f : R¢ — R:
Var,(f) < CpE, [V ], (17)
where Var,(f) := E,[f?] — (E,[f])? is the variance of f under .

Next, we restate our core assumptions regarding the target geometry and the learned map.

Assumption A.4. The measure of the source probability density ¢ is absolutely continuous with respect to the Lebesgue
measure and g satisfies the Poincaré inequality with constant C.

Remark A.5. Assumption A.4 is naturally satisfied by the standard Gaussian prior ¢ = N(0, I) used in continuous GMs
(e.g., DM, FM). The Gaussian measure satisfies the Poincaré inequality with a constant C; = 1 [3].

Assumption A.6. The learned transport map 7} is Lp-Lipschitz. The reward function R is L z-Lipschitz and bounded by a
constant Mg (i.e., |R(z)| < Mg, for all 2).

The assumption that the transport map 7} is Lipschitz continuous is a direct consequence of standard regularity conditions
imposed on the learned vector fields or score functions. In the theoretical analysis of FM [30; 2; 31] and DMs [10], it is
standard to assume that the learned vector field vy (¢, ) or score sq(¢, ) is Lipschitz continuous. By the classical theory of
Ordinary Differential Equations (specifically Gronwall’s inequality), a Lipschitz drift implies that the induced flow map Tp
is also Lipschitz continuous, with a constant depending exponentially on the time horizon [48].

The Lipschitz continuity of R is a necessary condition to control error propagation; specifically, it ensures that the
approximation error between the transport maps, ||7(z) — Ty(z)||, does not result in an unbounded divergence between the
reward values R(7T'(z)) and R(Ty(z)). Furthermore, the boundedness assumption is mild and typically satisfied in practice,
as most utility functions operate within a finite range (e.g., ImageReward scores fall within [—2, 2]).

A.2. Formal version of Theorem 3.3:

We are now ready to state the formal version of Theorem 3.3:
Theorem A.7. Let
€ = E.ng[|IT(2) — To(2)|%]
be the expected squared error of the learned map, which is upper bounded by the training loss used to fit Ty (see Sec. 2).
Under Assumptions A.4 and A.6, the 2-Wasserstein distance between the tilted target distribution p and its approximation
[Th4qo satisfies:
Wa (B, [Tolsdo) < (1 + BLrLRCy - M) Mn e (18)

where Cy is the Poincaré constant of the prior q.
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Before proving Theorem A.7, we establish a lemma bounding the importance weights along an interpolation path between ¢
and gy:

Lemma A.8. Ler pi(z) = Z%q(z) exp(Vi(z)) where Vi(z) = (1 — t)BR(T(z)) + tBR(Ty(z)) and Z; =
J a(z)exp (Vi(2)). If |[R(2)| < Mg, then the importance weights w;(z) = % are bounded by e**M* for all t € [0, 1].
Proof of Lemma A.8. Since |R| < M, the potential V; is uniformly bounded:

—BMp < Vi(z) < BME.
First, we bound the normalization constant Z, = E, . [exp(V;(2))]:

exp(—BMg) < Zy < exp(BMg).

Now we bound the ratio:
pe(z) _ exp(Vi(z)) _ exp(BMg)

= < = exp(28MRg).
(2) Z, S oxp(—BMpz) p(26Mkg)
O
Proof of Theorem A.7. By Proposition 3.1, p = [T']3¢, and the triangle inequality, we decompose the error as
Wa (P, [To]:q) = W2 ([T5q, [To]sq) < Wa ([T [T6]sq) + W ([Tb]3q, [Tv]:ds) (19)
By the definition of Wasserstein distance, we have
W3 ([T):q, [Tol:0) < Eang [IT(2) = To(2)|]
(=) 2]
=E.., | —=%|T(z) —Th(z
|2 - mo)
. (20)
Q(z) _ 2 " , . .
< sup  ——= | ‘Eong [IT(2) — To(2)||?] (Apply Hélder’s inequality)
z€supp(q) Q(z)
< e2PMr . 2 (Apply Lemma A.8)
On the other hand, we first notice that,
Wa ([T55d, [To]3ds) < L1 - W2 (q, o) - 21

To bound W5 (§, Gg), we construct a path between ¢ and Gy. Let Vi(z) = (1 — t)SR(T(2)) + tBR(Ty(z)). We define the
path of measures:

p(z) = Zitqcz) exp (Vi(2)), te0,1], 22)

such that po = G and p; = g where Z;, = [ q(z) exp (V;(2)).

Under Assumption A.4, we can apply the Benamou-Brenier formula:

1
Wald, do) < / 0ell L2y, 23)
0

where v, is a vector field satisfying the continuity equation d;p; + V - (psv¢) = 0.

Since ¢ satisfies a Poincaré inequality with constant Cy and |R(z)| < Mp for all z, the Holley-Stroock perturbation lemma
[22] ensures that p; also satisfies a Poincaré inequality with a constant C,,, < C - e2BMnr

Consider the solution v, to the weighted Poisson equation:
V- (peVipy) = =0ipr = —pi(0, Ve — B, [0:V]). (24)
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Without loss of generality, we can assume E,, [1;] = 0 (by considering the solution ¢, — E,, [¢;]). Multiplying by ¢, and
integrating by parts yields the identity:

oo = [ T 0700 = [0l (V0 = [ @) < Wl - 0Villngoy 25)

The Poincaré inequality implies that:

[9tll L2 o) = 190 = Bl]ll2(0) < Co - VWil 2(0r) = Copr - 02l 2200 (26)

‘We then have:
[vell 2o,y < Cq - €PMP0 Vil L2, (27)

The time derivative of the potential is:

O Vi(z) = BR(Th(2)) — BR(T(2)). (28)

Using the Lipschitz property of R, we have the pointwise bound |V;(z)| < BLg|Ty(2) — T(2)|. Substituting this into the
integral:

1
Wi, o) < Cy - 2PMR 8L, / IT(2) — To(2)| 2 dt
0 (29)

< BLRCy - M7 sup (B, [IT(2) — To(2) ]2,
te[0,1]

pe(z)

Finally, according to Lemma A8, the importance weights are uniformly bounded by e?*%_ This allows us to relate

q(2)
the error under p; to the error under g:
sup. VE=nn[IT(2) = To(2)[2) < M0 [ [IT(2) — To(2)[2] < #Mne, (30)
tefo,1
Substituting this back into the earlier bound:
Wa(G,ds) < BLRCye* M Re. (31
The total bound becomes:
Wy (B, [Tolsde) < (M7 + BLrLRC, - **MrePMr)e = (1 + BLrLRC, - *PMr)ePMr . ¢, (32)

This completes the proof.

A.3. Formal version of Theorem 4.2 and Corollary 4.4

Throughout this subsection, we assume that ¢ ~ A(0, I'), consistent with the assumption adopted in the formulation of our
framework. We now state the formal version of Theorem 4.2.

Theorem A.9. Under Assumption A.6, let GSFT denote the probability density of the random variable zt(K). Then, there
exists a contraction rate p € (0, 1) such that for all t > 0:

Wo(gTT, Gp) < V2e2PMr . pt, (33)

To prove Theorem A.9, we first establish the link between the Wasserstein distance and the y2-divergence.

Lemma A.10. If the reward function is bounded such that |R(-)| < Mg, then for any probability density p absolutely
continuous w.r.t to gp, we have
W3 (p, o) < 26”7 X (p|ds), (34)

2
where x*(p|lp) = [ (% - 1) w(z)dz is the chi-squared divergence.
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Proof of Lemma A.10. First, a classical result by Gross [17] (see also [1]) establishes that the standard Gaussian distribution
q ~ N(0, I satisfies the LSI with constant Crsi(q) = 1.

Due to the boundedness of the reward function R, we invoke the perturbation lemma by Holley & Stroock [22]. This result
ensures that since gy is a bounded perturbation of ¢, it retains the LSI property. Specifically, the new LSI constant satisfies:

Cusi(do) = Cusi(q) - e M = e72PMn,
Next, by the result in [35], we derive that gy satisfies Talagrand’s inequality 75 with constant C';, determined by its LSI

constant. Specifically, since LSI implies 75 with C1, = Crs1, we have for any probability density p, the 2-Wasserstein
distance is bounded by the KL divergence:

W3 (p, o) < 2¢*°M KL(pl|o)- (35)
Finally, we use the standard inequality KL(p||v) < x?(p||v) to loosen the bound to the x2-divergence:
W5 (p, o) < 2¢7M7x3(pl|Go)-

O

Proof of Theorem A.9. First, we observe that the preconditioned Crank-Nicolson (pCN) proposal admits an Lo spectral gap
[18]. Consequently, as established by [29], the full parallel tempering algorithm inherits this property, possessing a strictly
positive spectral gap A > 0. This implies geometric ergodicity in the y2-divergence:

X (pelldo) < e 22X (polldo) = e x> (qlldo)- (36)

Combining the spectral decay in equation 36 with the transport-variance bound from Lemma A.10, we obtain:

W3 (pe, o) < 2*PMr (7232 (q]|Gp)) - (37)

Furthermore, using the boundedness of R, we have x?(q||Gs) < e??Mr — 1 < ¢?8Mz_ Substituting this and taking the
square root of both sides in equation 37 yields the final bound:

Wa(pt, o) < V2e*PMr ~e:’\t.
p

Defining the contraction rate p = e~* € (0, 1), we recover the stated result:
Walpe, o) < V2e2PMR - gt

O
Corollary A.11 (Formal Version of Corollary 4.4). Let 2SPT = T,(2!")) denote the output of the SPT algorithm at
iteration t, and let p3*" be its induced probability density. Under Assumptions A.6 and q is Gaussian, the 2-Wasserstein
distance to the target is bounded by:
W2 (ﬁ,ﬁ?PT) S (1 + BLTLR X eQﬁ]\/fR)eﬁ]\/fR e+ LT . \/EGZBJWR 3 pt7 (38)
where € represents the approximation error of the learned transport map.

Proof of Corollary A.11. We apply the triangle inequality to bound the total error via the intermediate distribution [Ty Gp:

Wa (5,577 ") < Wa (5, [Tolsde) + W ([Tolsdo. 557 ) - (39)

From Theorem A.7, we have:
W (B, [Ty)zdo) < (1 + BLyLp - e*Mm)efMr . ¢, (40)
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where we use Cy = 1 for a Gaussian distribution.

Note that ;7T = [Ty]3¢7F" and the intermediate target is [Ty]3do. Since the map Ty is Lp-Lipschitz, we can bound the
distance in the data space by the distance in the source space:

Wa ([Tolsde. [To):q;"") < Lr - Wa (G0, @) - (1)

Using the geometric convergence result from Theorem A.9:
W2 (do, ;") < V2e*Mrpt, (42)
Combining these yields the final bound. O

A.4. Duality Result and Proof

In this subsection, we provide a concise proof of Proposition 3.1 from [48].

Proposition 3.1 (Wang et al. [48, Theorem 1]). The pushforward of the tilted source distribution § under the map T is
exactly the tilted target distribution p. That is, p = [T']4q.

Proof of Proposition 3.1. By equation 5, we have
1 —
p(x) = Zq(z) |det V,T'(2)| "t ePRT(=)
1 —
= —-0(2) |det V2T(2)| ™ 43)
1

= [T}zq(=).

B. Experimental Details
B.1. Toy Example: Experimental Setup
B.1.1. PRIMARY TOY SETTING: ONE-DIMENSIONAL MIXTURE

Experimental Settings. We evaluate the behavior of our sampling methods on a simple 1D Gaussian mixture, focusing
on how they handle sharp and low-probability minima. The following hyperparameters define the training and sampling
procedures used in Section 5.1.

Data Distribution. We train a score model on a two-component Gaussian mixture in R:
p(z) = 0.9N(—1.5,0.02%) + 0.1 NV (1.5,0.02%), (44)
forming an imbalanced bimodal distribution with a dominant local mode and a low-mass secondary mode.
Diffusion Formulation. We use a variance-exploding SDE with noise scale o = 4.0, forward dynamics
dr = g(t)dW;, g(t) =o', (45)

and the perturbation kernel

zr=x+0o(t)z, z~N(0I), ot)= . (46)
The score network sy(x, t) is trained using denoising score matching:
£(6) = Bz | lso (w0, hr(t) + 2[3] - 47)
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Sampling Dynamics.

* Stochastic reverse SDE (FK Steering): dx = —g(t)%V, log p;(z) dt + g(t) dW;
¢ Deterministic probability flow ODE (SPT): dz = — % g(t)>V, log p,(z) dt

Both dynamics share identical marginal distributions p;(z); the SDE produces stochastic trajectories, while the ODE defines
a deterministic transport map.

Reward-Guided Distribution. Sampling targets the tilted distribution

x+1.5)2 z—1.5)2
ps(@) o p(a)exp(BR(z)), R(x) =156~ "5 420 28, (48)
where w? controls the sharpness of the global reward minimum.
Training and Sampling Hyperparameters. Given in Table 4
Property Value
Model Model type MLP
Number of layers 3
Hidden dimension 512
Activation ReLU
Training  Training iterations 16,000 epochs
Batch size 1024
Optimizer AdamW
Learning rate 1x 1074
Noise scale o 4.0
Diffusion coefficient g(t) = ot
SDE type Variance-Exploding (VE)
Sampling SPT chains 30
SPT integration steps 50
SPT batch size 1024
Resampling interval (FK) 10 steps
FK time steps 50
FK Steering particles 1024
Guidance strength g 20
Spike widths w? .01 (sharp), .1 (wide)

Table 4. Training, model, and sampling configuration for the 1D Gaussian mixture toy example. Both SPT and FK Steering use the same
trained model.

B.1.2. ABLATION STUDY: GUIDANCE STRENGTH

Experimental Settings. We use the primary 1D toy setting (Appendix B.1.1) and vary the guidance strength S to study
the trade-off between exploration and exploitation.

Guidance Regimes.

* Exploratory: 5 =5
* Exploitative: 5 = 100

Sampling Configuration. All other hyperparameters remain identical to Appendix B.1.1. The global minimum sharpness
is fixed at w? = 0.01.
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Figure 5. Comparison of sampling strategies on the mixture-of-Gaussians toy problem. Each panel shows 1024 samples generated by: (a)
FK-Steering with low guidance strength (exploratory), (b) high guidance strength (exploitative), (¢c) SPT with low guidance strength
(exploratory), and (d) SPT with high guidance strength (exploitative). FK Steering is dominated by the high-mass local minimum and
assigns minimal probability to the global optimum, whereas our method can either explore multiple minima or concentrate on the global
optimum, depending on the guidance strength. Note here we plot against the reward function for clarity.

Reward-Adjusted Distribution.
pa(x) o p(x) exp(BR(x)), (49)
with p(x) and R(z) defined in Appendix B.1.1.

Purpose. Varying 8 emphasizes reward over likelihood, controlling the transition from broad multimodal exploration to
concentrated sampling at the global reward optimum. Results are shown in Figure 5.

B.1.3. EXTENDED TOY SETTING: TWO-DIMENSIONAL MULTIMODAL DISTRIBUTION

Experimental Settings. We extend the analysis to a 2D four-component Gaussian mixture to assess the robustness of
our methods under increased dimensionality and more complex multimodal structure. The hyperparameters below govern
model training and sampling.

Data Distribution. We extend the 1D mixture to a 2D four-component Gaussian mixture:

x ~0.45 N'((—1.5,0),0.22T) 4 0.05 N((1.5,0),0.2%T) (50)
+0.25 N((0, —1.5),0.221) 4+ 0.25 N'((0, 1.5),0.2%1) (51)

Model, training, and sampling configuration. Given in Table 5

Reward Function.

R($) = Rglobal(x) + Rlocal(x)a (52)
—1.5)% + 23

Rgiobai(x) = —ReLU (— exp (—W) -100 + 1.9) , (53)
1. 2 2

Riocal(z) = —ReLU (— exp (—W) <2+ 1.8) (54)

The global optimum is sharp and high-reward but lies on a low-probability mode, while the local optimum is broader and
aligns with the dominant data mode. The ReLU is used to flatten the tops of the peaks, preventing the reward from being
dominated by a single point with extremely high strength. This is done to effectively sample from a single Gaussian for
visualization purposes.
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Property Value
Model Model type MLP
Input/output dimension 2
Number of layers 3
Hidden dimension 512
Activation ReLU
Training  Training iterations 16,000 epochs
Batch size 1024
Optimizer AdamW
Learning rate 1x1074
Noise scale o 4.0
Diffusion coefficient g(t) = ot
SDE type Variance-Exploding (VE)
Sampling SPT chains 30
SPT integration steps 50
SPT batch size 4096
Resampling interval (FK) 10 steps
FK time steps 50
FK Steering particles 4096
Guidance strengths £ 10 (exploration), 100 (exploitation)
Spike width w? .01

Table 5. Training, model, and sampling configuration for the 2D Gaussian mixture toy example. Both SPT and FK Steering use the same
trained model.

Purpose. The 2D toy experiment evaluates the robustness of our flow-based sampling methods under increased dimension-
ality and modal complexity. Results are shown in Figure 6.

B.2. Dynamical System Trajectory Sampling

We follow the experimental details from [14; 23]. Notably, FK Steering requires a nondeterministic sampler, and SPT
requires a deterministic sampler. Given the equivalence between diffusion and flow matching models, we train one flow
matching model [30] with the variance-exploding probability path [44] and then use an Euler-Maruyama sampler for FK
Steering and a Heun sampler for SPT. To reduce computational cost, we discretize the sampling interval [0, 1] into 100
points, rather than 1,000 as done by Finzi et al. [14]. Figure 7 shows that the flow matching model still satisfactorily samples
p(x).

Across all experiments, we fix § = 8.29 for Lorenz 63, and S = 10.27 for FitzHugh-Nagumo. The other parameters of FK
Steering and SPT are tuned for each dynamical system using grid search to maximize the success rate, the fraction of 32,000
sampled trajectories that are in the event E. The parameters of FK Steering we consider are the ensemble size (number of
particles used) in the sequential Monte-Carlo process, and the potential (difference, max, or sum); the intermediate reward
function is always evaluated at E[x; |x;] where x; is a denoised trajectory. Figure 8 plots a heatmap of the grid search
results.

Lorenz ’63. The chaotic dynamical system introduced in [32] is defined as

jfl 0'(332 — xl)
&= |ia| = Fx)= |z1(p — 23) — 22
T3 r122 — B3

for o,p,8 € R. Following Finzi et al. [14], we choose ¢ = 10, p = 28, and 8 = 8/3, and use a scaled system
F(x) = F(202)/20 such that z:;(7) € [—3, 3] for all dynamics time 7 and i € {1, 2, 3}. The event of when the trajectory
stays on one arm of the chaotic attractor is characterized by C(x) = 0.6 — || F[x — Z]||s > 0 where F is the Fourier
transform over 7, || - ||; is the 1-norm over frequency magnitudes and system dimension, and & is the mean of x(7) over 7.
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Figure 6. Comparison of sampling strategies on the mixture-of-Gaussians toy problem. Each panel shows 1024 samples generated
by: (a) unconditional source-guided diffusion, (b) FK Steering with high guidance strength (exploitative), (c) SPT with low guidance
strength (exploratory), and (d) SPT with high guidance strength (exploitative). The reward function is plotted as a contour. FK Steering
is dominated by the high-mass local minimum and assigns minimal probability to the global optimum, whereas our method can either
explore multiple minima or concentrate on the global optimum, depending on the guidance strength. Note for FK Steering only 8 = 100.0
is shown for clarity, as both values produced qualitatively similar results.
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Figure 7. Distribution of C'(a) where « is sampled using Dormand-Prince and a flow matching model with 100 sampling time steps
without steering.

FitzZHugh-Nagumo. The dynamical system introduced in [15; 34] that models an excitable neuron is defined as

d
Ui = biw; — iy

for i € {1,2}. We use the parameters used in [13; 14; 23]: a3 = as = —0.025794, by = 0.0065, bo = 0.0135,
c1=c2=02,k=0.128,and A;; = 1 — 6;; where 6;; is the Kronecker delta. The event of neuron spiking is characterized
by C(x) = max,[z1(7) + z2(7)]/2 — 2.5 > 0.

Training Dataset. We use the Dormand-Prince ODE solver [11] to generate trajectories of each dynamical system for
training with 1.4 x 1078 and 1 x 10~ for the absolute and relative tolerances, respectively. The initial conditions of the
trajectories are sampled from Gaussian distributions and then are evolved by the ODE solver for some number of “burn-in”
time steps. For Lorenz *63, we sample A/(0, I) and use 30 “burn-in” time steps, and for FitzHugh-Nagumo, we sample
N (0, (0.2)2I) with 250 time steps for “burn-in.” The trajectories saved to the training dataset begin from the burned-in
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Figure 8. Success rates from grid searches over the parameters of FK Steering (top row) and SPT (bottom row) for each dataset.

initial condition and are 60 time steps long, with a time step size of 0.1 for Lorenz 63 and 6.0 for FitzZHugh-Nagumo.

Model hyperparameters and training. The generative model uses the UNet architecture used by [14], and is trained
with the flow matching loss [30] with the variance-exploding probability path [44]. The flow matching loss is weighted by
1/(o}_,)? where oy is the variance-exploding noise standard deviation such that og ~ 0. We train it on a dataset of 4,000
trajectories with a batch size of 500 for 2,000 epochs using the Adam optimizer, an initial learning rate of 1 x 10~4, and an
exponential decay learning rate scheduler with a rate of 0.995. We evaluate the model using an exponential moving average
of its parameters during training with a smoothing factor of 1/400.

B.3. Text-to-Image Generation

Experimental Setting. We largely follow the experimental protocol of FK Steering. Steering experiments use pretrained
Stable Diffusion v1.4, v1.5, and XL models. Stable Diffusion v2.1 is not included because it was unavailable through
HuggingFace at the time of experimentation. Results for FK Steering, base Stable Diffusion, DPO, and DDPO baselines are
taken directly from the FK Steering paper.

Reward Model. As in FK Steering, we use the ImageReward-v1.0 human preference model as the reward function for all
text-to-image steering experiments.

Sampler Modification for SPT. To enable Source Parallel Tempering (SPT), which requires a deterministic transport
map, we modify the DDIM sampler by setting the noise parameter to 17 = 0 with 30 SPT iterations.

Shared Inference Hyperparameters. See Table 6 for details.

Diversity Metric. To quantify sample diversity, we use CLIP embedding diversity. Let fy denote the CLIP image encoder
and {x}}¥_, the k generated samples for a prompt. We define

k k 9

CLIP-DIV({z}},) = > Z mllfe(mé) — fo(zf)l3 (55)

i=1 j=i

Table 2 displays the average CLIP diversity across all generated samples for a given prompt.

SPT Step Ablation We conduct an ablation study to evaluate how the number of SPT tempering steps affects both
aesthetic quality and sample diversity. Inference-time steering is performed using the ImageReward HPS model on a subset
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Category Property Value
Base model Model Type Stable Diffusion v1.4, v1.5, SDXL
Sampling (Shared) Classifier-free guidance scale 7.5
Batch size 4
Maximum temperature 10
Sampling SPT Type DDIM, n = 0 (deterministic)
Diffusion steps 50
Chains 3
SPT Iterations 30
Sampling FK Steering  Type DDIM, n = 1 (stochastic)
Diffusion steps 100

Table 6. Shared inference and steering configuration for text-to-image experiments. All methods use identical diffusion and guidance
settings, with SPT differing by a deterministic sampler and SPT iterations.

of 30 randomly selected prompts from the ImageReward benchmark. For each prompt, we record (i) the ImageReward score
of the highest-reward sample and (ii) the CLIP embedding diversity across generated samples. All other hyperparameters
are held fixed to isolate the effect of the number of SPT steps.
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Figure 9. Average ImageReward and CLIP Diversity of generated samples when steering Stable Diffusion v1.4.

Figure 9 shows that increasing the number of SPT steps leads to consistent improvements in both reward and diversity.
This suggests that additional tempering steps allow SPT to better explore the reward-tilted distribution while maintaining
multiple diverse trajectories.

Parallel Tempering Abalation We conduct an ablation study to evaluate the impact of the parallel tempering mechanism
on generated sample quality. Inference-time steering is performed using the ImageReward HPS model on a subset of 10
randomly selected prompts from the ImageReward benchmark. To isolate the contribution of parallel tempering, we compare
the standard SPT algorithm with K = 3 chains against a variant with a single chain (X = 1), which effectively removes the
parallel tempering mechanism. For each prompt, we record the ImageReward score of the highest-reward sample and report
the average score across all prompts. All other hyperparameters are held fixed across experiments.

Table 7 displays the results of the parallel tempering experiment. Across all tested models, incorporating parallel tempering
consistently improves reward alignment, yielding higher average ImageReward scores compared to the single-chain (K = 1)
variant.
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Model Without Parallel Tempering With Parallel Tempering
Stable Diffusion v1.4 0.546406 1.39
Stable Diffusion v1.5 0.84849 1.33
Stable Diffusion XL 0.682567 1.27

Table 7. Comparison of ImageReward scores for Stable Diffusion v1.4, v1.5, and XL with and without parallel tempering.

B.3.1. EFFICIENCY COMPARISON WITH FK STEERING AND SPT

Experimental Setup. We compare the generation quality of FK Steering and Source Parallel Tempering (SPT) for steering
Stable Diffusion v1.4 using the ImageReward [50] reward function using a fixed number of function evaluations (NFE)
(Fig. 3). For each prompt in the ImageReward benchmark, we generate four images under a fixed model evaluation budget
of 5, 250 function evaluations. Matching the NFE ensures a fair comparison of the methods’ ability to optimize for reward
under equal computational cost.

FK Steering Configuration. FK Steering uses an ensemble size of 5, the maximum potential function, and 1, 000
sampling time steps. It also recomputes the ensemble’s potentials every 20 steps and resamples if the effective sample size
(ESS) falls below 2.5. The total NFE is therefore 5 - (1,000 + 1,000/20) = 5, 250. Spending the NFE on more sampling
steps provides FK Steering with more opportunities to update the ensemble based on the reward signal.

SPT Configuration. For SPT, we use K = 3 trajectories, tnax = 34 inner optimization steps, and 50 sampling steps,
giving 3 - (34 + 1) - 50 = 5, 250 NFE. Following [40], the tilt strength is set to A = 10 = 3. In contrast to FK Steering, SPT
allocates its NFE for optimizing the trajectory along the deterministic transport map rather than frequent resampling.

Fixed Budget Abalation We also conduct an ablation study to evaluate the impact of the NFE budget on generated
sample quality using Stable Diffusion v1.4. Inference-time steering is performed using the ImageReward HPS model on 10
randomly selected prompts from the ImageReward benchmark under varying NFE budgets.

To match compute budgets across methods, we adjust the ensemble size for FK Steering while keeping the inference steps and
resampling schedule fixed. Specifically, for the 4, 200 NFE setting, we use K = 4, corresponding to 4-(1,000+1,000/20) =
4200, while for the 6, 300 NFE setting we use K = 6, corresponding to 6 - (1,000 + 1,000/20) = 6, 300.

For SPT, we instead vary the number of SPT steps while keeping the number of chains fixed at X' = 3. For the 4, 200 NFE
setting, we use tmax = 27, yielding 3 - (27 + 1) - 50 = 4, 200, while for the 6, 300 NFE setting we use ¢,,,x = 41, yielding
3-(41+1)-50 = 6,300.

For each method, we compute the average reward of generated samples for each prompt and then report the average across
all prompts.

NFE Budget 4,200 5,250 6,300
FK Steering  0.157 0.535 0.449
SPT (Ours) 1.161 1.152 1.192

Table 8. Comparison of ImageReward scores for FK Steering and SPT across various compute budgets.

Table 8 shows that SPT consistently achieves higher reward alignment than FK Steering across all compute budgets.
Furthermore, increasing the NFE budget generally improves SPT performance, suggesting that additional computational
budget enables more effective exploration of high-reward regions in the reward-tilted target distribution.
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