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Abstract
Existing backdoor attacks on Reinforcement
Learning (RL) typically rely on unrealistic white-
box access to victim parameters, rewards, or ob-
servations. Inspired by real world behaviors, we
introduce the Supply-Chain Backdoor (SCAB)
attack to demonstrate that such assumptions are
unnecessary. SCAB targets the common practice
of training with third-party policies, poisoning
the dataset solely through a black-box of legiti-
mate agent-environment interactions. With only
3% data corruption, SCAB demonstrates a peak
attack success rate exceeding 90% and reduces
victim returns by 80%. These findings expose
a critical vulnerability in the modern RL supply
chain, highlighting that reliance on untrusted ex-
ternal agents constitutes a severe and practical
security risk.

1. Introduction
Backdoor attacks aim to embed deleterious behaviors during
training that are only visible when triggered at test time. On
a conceptual level, these attacks are well aligned with Rein-
forcement Learning (RL), due to the commonly employed
supply-chain (Jones et al., 2024; Hugging Face Inc., 2025;
PyTorch Foundation, 2025) of downloading agents (Bignold
et al., 2023; Towers et al., 2023; Golchha et al., 2024) or
environments (Terry et al., 2021; Byrd et al., 2019). Over
2.6 billion pre-trained models have been downloaded from
HuggingFace, oftentimes to help accelerate convergence in
sensitive RL applications such as autonomous driving (Doso-
vitskiy et al., 2017; Shalev-Shwartz et al., 2016) and auto-
mated trading (Noonan, 2017; Dempster & Leemans, 2006).

Current backdoor attacks against RL, while technically
sound, ignore the supply-chain in favor of overly permissive
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access models that often assume read and write access to
the victim, through either the rewards (Kiourti et al., 2020;
Chen et al., 2022b), observations (Wang et al., 2021c; Yang
et al., 2019), transition function (Xu et al., 2021; Yu et al.,
2022), or policies (Wang et al., 2021a; Chen et al., 2022a).
However such access implies a level of access that would
obviate the need to attack.

In contrast, our approach exploits supply chain vulnera-
bilities to embed low-access backdoor attacks against RL
systems. This threat model is not conceptual, it aligns with
prior supply chain attacks in other domains (Jiang et al.,
2022; Casey et al., 2024; Wang et al., 2025; Meiklejohn
et al., 2025). Security audits indicate that more than 40% of
these externally sourced models contain exploitable security
vulnerabilities (Kathikar et al., 2023), and vulnerabilities
in such systems can be exceedingly difficult to detect, even
under the best circumstances with human supervision (Gold-
wasser et al., 2022; Langford et al., 2024). These align with
known risks associated with code sharing and the gener-
alised software supply chain (Ohm et al., 2020; Duan et al.,
2020; Ladisa et al., 2023). We believe that supply-chain at-
tacks form an underappreciated risk to RL, especially given
that current attacks do not align with this attack vector.

Our specific exploration of the magnitude of the supply-
chain risks is built upon our new Supply-Chain Backdoor
(SCAB) attack. In contrast to prior works, SCAB injects
backdoors via the pre-trained agents that only interact with
legitimate actions, without relying upon hacking into the
user’s server to modify the victim’s observation, reward, etc.
We document the specific points of difference to prior works
in Table 1. This attacker incentivizes the victim’s execution
of sub-optimal backdoor actions in response to the presence
of specific trigger actions through an implicit rewarding
strategy. The fact that this attack requires no access to any
private training information makes it applicable across vari-
ous RL learning algorithms and model architectures. More-
over, SCAB generalizes across diverse RL settings, includ-
ing competitive and cooperative environments, multi-agent
scenarios, and both discrete and continuous action spaces.
Empirical results demonstrate that our attack matches the
performance of prior attacks (Kiourti et al., 2020; Wang
et al., 2021a), despite operating under a significantly more
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Figure 1. A pre-trained, externally sourced agent is utilized to corrupt a learning agent. The external agent employs legitimate actions
only to embed the backdoor into πvic. The attacker switches between policies πatt

rwd and πatt
std depending on if the detector d detects reacting

to the backdoor actions (or not).

restrictive threat model. SCAB achieves trigger success
rates exceeding 90%, and induces a substantial performance
drop of over 80% in the victim’s average cumulative reward,
even with a modest amount (3%) of triggers injected during
the training phase. Our broader achievements include:

• The first documentation of a realistic attack that exploits
the RL supply-chain.

• Demonstrating the exploitation of these vulnerabilities
through the proposed SCAB attack.

• Empirically demonstrating that SCAB matches the per-
formance of prior attacks while operating under a signifi-
cantly less permissive threat model.

2. Background
Adversarial Attacks Adversarial attacks are a well-
demonstrated phenomenon in machine learning, in which
motivated manipulators induce unexpected behaviors (Big-
gio et al., 2013a; Ashcraft & Karra, 2021; Cullen et al.,
2024a) at either training- or testing-time. Of these, training-
time attacks can be distinguished as being either poisoning
attacks (Barreno et al., 2006; Biggio et al., 2013b), in which
the attacker attempts to corrupt aggregate metrics of the
learned performance; or backdoor attacks (Gu et al., 2019;
Borgnia et al., 2021), where a backdoor function is embed-
ded in the model that can be later activated by a specific
trigger. While poisoning attacks are often immediately ev-
ident, backdoor attacks remain nearly undetectable until
the trigger is activated (Goldwasser et al., 2022). This in-
troduces a heightened risk, which motivates our study of
backdoor attacks within this work.

RL Framework Adversarial RL can be considered as a
multi-agent Markov Decision Process (MMDP) or Markov
Game (Littman, 1994) between an attacker (att) and vic-
tim (vic) across a state space S, action spaces Avic,Aatt,
and reward functions Rvic, Ratt : S × Avic × Aatt → R,
which are assessed in the context of the discount fac-
tor γ ∈ R. The transition dynamics is described by
T : S × Avic × Aatt → P(S) in terms of the set of
probability measures P(·). A MMDP can be formally
expressed as

(
S,

(
Avic,Aatt

)
, T,

(
Rvic, Ratt

)
, γ

)
. Each

time step i produces state observations, actions, and rewards
sxi = obsx(si), axi = πx(sxi ), rxi = Rx(si, a

vic
i , aatti ) for

x ∈ {vic, att} following policies πx ∈ Π drawn from the
permissible policy space.

Backdoor Attacks in RL RL presents significantly more
exploitable attack surfaces than other kinds of ML, due to
the complexity of the modeling framework and the sequen-
tial dependency of states, actions, and rewards.However, as
Table 1 demonstrates, prior works on RL backdoor attacks
have typically relied on read and write access to the victim
agent’s training process (Wang et al., 2021c; Yang et al.,
2019; Gong et al., 2024; Yu et al., 2022). For example,
(Kiourti et al., 2020) proposed adding a color block in the
victim’s observation svic as the trigger and directly manipu-
lating the victim’s reward rvic during training to favor the
backdoor action. While commonly assumed (Kiourti et al.,
2020; Gong et al., 2024; Yu et al., 2022; Chen et al., 2022b),
such permissive access implies a level of intervention that
is impractical for real-world attacks.
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Table 1. Comparative analysis of attacker access to victims vic and opponents att in terms of observations s, rewards r, and policies π.
Empty circles (#) denote no required access, while half-filled (G#) and solid ( ) circles respectively denote read and write access, with
crosses (✗) indicating techniques where no opponent exists.

TRAINING-TIME ACCESS TESTING-TIME ACCESS

ATTACK svic rvic πvic aatt svic aatt

TROJDRL (KIOURTI ET AL., 2020)   # ✗  ✗
BAFFLE (GONG ET AL., 2024)   # ✗  ✗
TEMPORAL-PATTERN BACKDOOR (YU ET AL., 2022)    ✗  ✗
MARNET (CHEN ET AL., 2022B)   # #  #
STOP-AND-GO (WANG ET AL., 2021B)  G#   #  
BACKDOORL (WANG ET AL., 2021A; CHEN ET AL., 2022A) G# G#   #  
SUPPLY-CHAIN BACKDOOR ATTACK (OURS) # # #  #  

Restricted Access Attacks To circumvent these limita-
tions, recent works have begun to explore backdoor attacks
under limited access assumptions (Wang et al., 2021a; Chen
et al., 2022a). However, it is crucial to emphasize that
the implementations to date have only restricted access for
activating the backdoor during testing time, without address-
ing the challenge of injecting the backdoor during training.
These methods assume that the attacker has full control over
the victim’s training to modify the victim’s policy πvic ar-
bitrarily, i.e., the user outsources the entire training job to
the attacker. As discussed further in Section A, such as-
sumptions still imply a significant level of access to embed
vulnerabilities.

3. Supply-Chain Backdoor Attack
To elucidate the risks associated with the RL supply chain,
we begin by establishing the threat model, before expanding
upon SCAB in different stages: training the attacker before
engaging with the victim (Section 3.1), launching the attack
during the victim’s training (Section 3.2), and exploiting the
embedded backdoor afterward (Section 3.3).

Threat Model We consider the RL process as an MMDP,
as outlined in Section 2. We assume that πatt is an exter-
nally sourced, pre-trained policy that has read-only access
to observations of the state satt, and that it is only able to
influence its victim through its actions aatt. This level of
access matches any benign policy.

The attacker’s objective is to implant a backdoor func-
tion into a victim policy πvic, defined as backdoor ac-
tions consisting of a sequence of g specific victim actions
Ab = (ab(1), a

b
(2), . . . , a

b
(g)) ∈

∏g
i=1 Avic, that can be re-

liably elicited by a trigger sequence embedded in the at-
tackers actions. This sequence of trigger actions takes the
form At = (at(1), a

t
(2), . . . , a

t
(h)) ∈

∏h
i=1 Aatt of length h.

The target victim policy πvic can be viewed as a partitioned
policy: when the trigger action At has been executed at

arbitrary time step i− 1, the probability of selecting action
a is defined as

πvic(a|st) =

{
πvic
std(a|st) if t < i or t ≥ i+ g

1(a, at−i+1) if i ≤ t < i+ g ,
(1)

where 1(a = at−i+1) returns the (t− i+ 1)-th element of
Ab, and πvic

std refers to a normally-trained, benign policy that
the victim follows beyond the influenced window [i, i+ g).

The attacker achieves this through the bifurcated policy πatt,
consisting of two components: πatt

std, which aims to achieve
game success; and πatt

rwd, which implicitly rewards the victim
to encourage the learning of specific backdoor behaviors.
These policies are supplemented by a detector d, which
deduces the victim’s action avic from the observation satt.
As will be described in Section 3.1, all of these components
are trained independently prior to engaging with the victim,
and remain static during the victim’s training, as detailed in
Section 3.2, to ensure the attacker’s access to the training
process is constrained.

While the proposed approach can be generalized to envi-
ronments with more than two players, cooperative environ-
ments, and continuous action spaces, for clarity this content
will be found within Appendices C–E. The main body of this
text will focus upon two-player, competitive environments
with discrete action spaces.

3.1. Attacker Training

Prior to deploying to the supply-chain, the components of
the attacker outlined within the Section 3 Threat Model are
pre-trained. Of these, πatt

std serves as a normal opponent
when playing against the victim, e.g., a policy that aims to
defeat the victim in a competitive game. This is developed
through tournament-based training, where several randomly
initialized policies compete against each other to obtain a
generally well-performed policy as detailed in Section B.3.

The rewarding policy πatt
rwd aims to implicitly reward the

victim for executing backdoor actions by deliberately expe-
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diting its own defeat. Thus πatt
rwd should consistently lose

the game quickly against any opponent policy πopp starting
from an arbitrary state. πatt

rwd is trained to maximize the op-
ponent’s expected cumulative reward from an arbitrary state
si against the worst-case opponent polices by optimizing
the following max-min objective,

πatt
rwd = argmax

π∈Π
min

πopp∈Π
Esi∈S

[ ∞∑
k=0

γkRopp
(
si+k+1,

aoppi+k+1, a
att
i+k+1

) ∣∣∣∣ aoppi+k+1 ∼ πopp, aatti+k+1 ∼ π

]
,

(2)

Note that the opponent policy πopp serves as a surrogate of
the victim policy πvic, but need not match the actual vic-
tim policy encountered during training. Instead the worst-
case setting minπopp∈Π establishes a lower bound on the
effectiveness of πatt

rwd, providing a baseline of performance
against arbitrary victim policy πvic. The training is done
by alternatively optimizing the policies πatt

rwd and πopp w.r.t.
the Equation (2). The details of the training are deferred
to Section B.4. We also stress that the +1 indexing is de-
liberately employed to maintain a causal constraint that the
attacker do not make an observation and act simultaneously.

To avoid direct access to the victim’s training process, the
attacker employs a detector d to deduce the victim’s pre-
vious conducted actions avict−1 at timestep t by observing
the changes in state from obsatt(st−1) to obsatt(st). The
deduced action avict−1 will inform the attacker’s strategic de-
cisions, as will be detailed in Section 3.2. Specifically, the
deduction is performed as d :

∏k
i=1 obs

att(S) → Avic,
which estimates the action avict−1 as ãvict−1 based on state
transitions captured through a sequence of k observations,
sattt−k+1, . . . , s

att
t . These observations may directly capture

the victim’s action, such as the agent’s movement, or reflect
the state changes resulting from the action. The detector
is trained separately as a supervised learning task utilizing
generated observations and action data. We defer the details
and results of the detector training to Section B.5.

3.2. Victim Training

We begin by introducing the learning process of the victim
policy, followed by a detailed exposition of how the attacker
can strategically manipulate the learning outcome. For the
purposes of exposition, we describe the victim as training
based on the action-value function, without loss of gen-
erality. The action-value function (Q-function) estimates
the expected discounted cumulative reward the agent can
achieve after taking action avic in state s under the policy

πvic at timestep i, denoted as:

Qπvic(s, avic) = E
πvic

[ ∞∑
k=0

γkri+k+1

∣∣∣∣∣ si = s, avici = avic

]
.

(3)
RL algorithms typically estimate the action-value function
(or value function Vπvic(s) = Eπvic [

∑∞
k=0 γ

kri+k+1|si =
s]) of states to estimate the utility of an action for an agent.
For example a Deep Q-Network (DQN) (Mnih et al., 2013)
maximizes the action-value function through the Bellman
Equation (Bellman, 1954), and Proximal Policy Optimiza-
tion (PPO) (Schulman et al., 2017) optimizes the policy by
estimating the Q(s, avic)− V (s). Therefore, we propose to
manipulate the action-value function of the victim agent, to
achieve effectiveness across a broad range of RL algorithms.

Our approach encourages the execution of backdoor ac-
tions in response to trigger actions through the backdoor-
rewarding strategy. Given the attacker initiates the trigger
actions At at timestep j and completes at timestep j+h−1,
then the attack objective for a sequence of g timesteps span-
ning from j + h to j + h+ g − 1 can thus be formulated as
the corresponding backdoor action ab(i) achieves the highest
Qπvic value within the victim policy πvic:

ab(i) = argmax
avic
j+h+i−1

Qπvic

(
sj+h+i−1, a

vic
j+h+i−1

)
= argmax

avic
j+h+i−1

E

[ ∞∑
k=0

γkRvic
(
sj+h+i+k,

avicj+h+i+k, a
att
j+h+i+k

) ∣∣∣∣ aattj+h+i+k ∼ πatt

]
.

(4)

To achieve this, the attacker must first verify whether the
victim has correctly executed the backdoor action sequence
Ab in response to trigger actions At, completing at timestep
j + h + g − 1. We define such successful instances as
completed timesteps, denoted Ccpl. A timestep i is con-
sidered completed i ∈ Ccpl if the detector determines
that the victim’s subsequent actions (ãvicj+h, · · · , ãvicj+h+g−1)

match the expected backdoor actions (ab(1), . . . , a
b
(g)). Then,

the attacker optimizes for the objectives in g timesteps si-
multaneously by maximizing the shared terms—the vic-
tim’s expected cumulative reward starting from the com-
plete timesteps, as E

[∑∞
k=0 γ

krvici+k+1

∣∣ i ∈ Ccpl
]
. This is

achieved by adhering to the rewarding policy πatt
rwd starting

from each completed timestep {si : i ∈ Ccpl}.

This manifests as a finite-state machine of the form alluded
to by Figure 1, where the attacker switches between four
distinct states: Winning, Triggering, Observing, and Re-
warding. Of these, the Winning state involves the attacker
following the standard policy πatt

std and may transition to the
Triggering state based on a random process controlled by the
attack hyperparameter Trigger Injection Probability (TIP).
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In the Triggering state, the attacker initiates the predefined
trigger actions At at timestep j and immediately transitions
to the Observing state to deduce the victim’s subsequent g
actions (ãvicj+h, . . . , ã

vic
j+h+g−1) using the detector d. If the

detected action sequence matches the backdoor actions Ab,
that means a completed timestep j + h+ g − 1 ∈ Ccpl is
identified, and the attacker moves to the Rewarding state.
Otherwise, the attacker returns to the Winning state. Finally,
the attacker in the Rewarding state follows the policy πatt

rwd

in maximizing the objectives in Equation (4), tracking its
received reward and stopping once the negation of the cumu-
lative reward −

∑
γiratti exceeds the hyperparameter Back-

door Reward Threshold (BRT). At this point, the attacker
transitions back to the Winning state. Note that both TIP and
BRT balance the trade-off between attack effectiveness and
stealthiness by regulating backdoor-rewarding frequency
and magnitude. Pseudo-code of this training algorithm is
provided in Section B.1.

3.3. Victim Testing

Once the backdoor has been embedded into the victim policy
through the procedure in Section 3.2, the victim becomes
vulnerable to exploitation by any opponent aware of the
backdoor function. We propose a strategy by which an
arbitrary opponent, equipped with policy πop, can gain a
competitive advantage by strategically selecting the timing
of backdoor activation. The opponent aims to maximize its
own reward gain by activating the backdoor function while
minimizing the proportion of timesteps spent on executing
trigger actions, referred to as the Trigger Proportion, to
avoid detection. We introduce an additional component to
the opponent, the trigger network πtrg : obsop(S) → R,
which takes the current observation and outputs a scalar indi-
cating whether or not the opponent should initiate the trigger
actions. As such, the resultant opponent policy becomes

f(si, π
op, πtrg) =

{
a ∼ πop, πtrg(si) ≤ 0

At in next h timesteps, πtrg(si) > 0 .
(5)

We formulate the task of optimizing πtrg from the space of
policies Πtrg as

πtrg = argmax
π∈Πtrg

E

[ ∞∑
i=0

γiRop(si, a
vic
i , aopi )

∣∣∣∣ aopi = f(si, π
op, π)

]
− p

∞∑
i=0

1(π(si))

(6)

where the first term represents the expected cumulative re-
ward, the second term is the penalty for trigger actions with
trade-off parameter p and binary indicator 1(πtrg(si) > 0).
The resultant trigger network can be trained independently
and embedded into any opponent during test time to choose
when to exploit the backdoor, taking actions that inflict

maximal damage. Pseudo-code of the testing-time strat-
egy, along with the details of trigger network training, is
presented in Section B.2.

4. Experiments
Our empirical assessment of SCAB involves the two-player
competitive Farama Gymnasium and PettingZoo Atari
games Pong v3, Surround v2, and Boxing v2 (Towers et al.,
2023; Terry et al., 2021), with further experiments cover-
ing multi-player, competitive, and continuous action space
environments presented within Appendices C-E. To ensure
generalisability, these games are learned through both the
representative on-policy method Proximal Policy Optimiza-
tion (PPO) (Schulman et al., 2017) and off-policy method
Deep Q Network (DQN) (Mnih et al., 2013), built upon both
Convolutional Neural Network (CNN) and Long Short-Term
Memory (LSTM) architectures in Pytorch using NVIDIA
80gb A100 GPUs. The inputs for both models were limited
to the 10 most recent frames stacked as a single input tensor.
CNN models were limited to this information, while the
LSTM captures further historical states. To show effective-
ness, the results are compared with prior works (Kiourti
et al., 2020; Wang et al., 2021a), which relied upon a sig-
nificantly more permissive threat model, that is far less
indicative of real-world risks.

Across our experiments, the trigger actions At are defined
as four consecutive time steps where the attacker takes no
action—known as a no-op. These no-op actions are well-
suited as triggers in backdoor attacks because they are both
recognizable by agents and stealthy. For the victim’s back-
door actions Ab, we crafted the desired responses to maxi-
mize the impact on the victim’s performance in each game.
Specifically, in Pong, we use four consecutive move-down
actions, while in Boxing and Surround, we use four consecu-
tive no-op actions. Additional ablation studies on trigger and
backdoor action patterns, and injection timing, are provided
in Appendices G and H.

Evaluation To assess performance, we consider two key
testing-time metrics of the victim: Average Episodic Re-
turn, which averages the victim’s episodic return over 1,000
episodes, and the Trigger Success Rate, representing the
proportion of randomly initiated triggers that successfully
activate the backdoor during gameplay averaged over 1,000
episodes. These metrics are assessed as functions of the
training-time hyperparameter Trigger Injection Probability
(TIP) and testing-time hyperparameter Trigger Proportion,
as introduced in Sections 3.1 and 3.3 respectively, in order
to consider the following concepts:

• Stealthiness During training, the victim should exhibit
performance metrics that are indistinguishable from those
exhibited in the absence of an attacker; and during testing,
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(a) (b) (c)

Figure 2. To assess stealthiness, the victim’s training statistics for
Pong LSTM PPO in clean training (red) and against SCAB with
3% TIP (blue) show minimal distinguishable differences.

it should behave normally in the absence of a trigger.
• Effectiveness In the presence of a trigger, the victim

should execute the backdoor actions with a high prob-
ability, in a fashion that degrades their own performance.

• Generalisability The attack effectiveness should be pre-
served without requiring any knowledge of the victim’s
training algorithm or underlying model architecture.

Stealthiness With or without our SCAB attack, Figure 2
(a) and (b) and Table 11 (in Section F) demonstrate that the
training-time bulk metrics, e.g., episodic return, episodic
length, and policy loss, of the victim are both qualitatively
and quantitatively consistent. This is not to say that they will
remain the same, because an attacker intentionally losing a
small proportion matches will inherently produce a higher
reward. We stress that stealthiness is a property of the
training dynamics—the victim agent is learning in a manner
that produces plausible training dynamics, that are within
the dynamic range of plausible training scenarios. Due to
this, any defender would struggle to differentiate between
the presence and absence of an attack, even if training was
repeated multiple times.

While training dynamics may be indistinguishable from the
defenders perspective, Figure 2 (c) demonstrates a steadily
increasing Trigger Success Rate over the course of train-
ing, confirming that the victim is learning to both play the
game and respond to the backdoor trigger. Moreover, Ta-
ble 2 shows the episodic return during training consistently
aligns with the return during testing against a non-triggered,
clean player (0% Trigger Proportion), suggesting that the
victim achieves high performance not only by leveraging
the backdoor-rewarding strategy but also by learning to play
the game as intended. In other words, the backdoor function
is stealthily embedded without interfering with the victim’s
ability to play the game under normal conditions.

We further examine the testing-time behavior of the vic-
tim when interacting with a normal, benign opponent. As
illustrated in Table 4, the spontaneous occurrence of back-
door actions is exceedingly rare (0.7% and 0.09% for back-
door actions pattern B1 and B2), and the action distribution
closely mirrors that of a normal player. These findings

confirm that even with the chosen context window, the back-
door action can be triggered, but otherwise remains well
concealed when the opponent is not backdoor aware. Detect-
ing the backdoor through an analysis of abnormal actions or
action distribution is challenging for the user. Furthermore,
a comparison of the low occurrence of backdoor actions
with the corresponding high Trigger Success Rate also con-
firms that the activation of backdoor actions is solely due to
trigger actions.

Effectiveness & Generalisability To demonstrate the
generalizability, we tested three environments (Pong, Sur-
round, and Boxing) that exhibit increasing levels of cou-
pling between the players’ actions. In Pong, players can
perform well without needing to know the opponent’s ac-
tions, whereas in Boxing, success is highly dependent on
this knowledge. We also investigate the influence of differ-
ent architectures and learning algorithm choices. Our attack
consistently achieves a high trigger success rate and victim
performance drop across all tested scenarios as shown in
Table 3. However, there is a notable difference in perfor-
mance between LSTM and CNN architectures, with the
former consistently achieving higher success rates. This
aligns with the nature of the proposed backdoor attack, that
the victim stands to gain implicit future rewards for execut-
ing backdoor actions. This implies that models with better
capabilities to capture long-term dependencies are more
susceptible to the attack. Additionally, games with a higher
level of inter-agent interaction, such as Boxing, are more
sensitive to the attack because these games provide an ideal
environment for the rewarding policy πatt

rwd to take effect.

When the trigger is present, Table 2 and Table 3 demonstrate
that the victim’s backdoor is activated with a high proba-
bility, heavily skewing the game towards the attacker even
under a low TIP. A 10% Trigger Proportion can degrade
the victim’s performance by as much as 50%, underscoring
the potency of SCAB in impairing the victim’s performance
against backdoor-aware opponents.

Ablation Study To explore the impact of the trig-
ger/backdoor action length on the attack performance, we
assessed the permutations of trigger and backdoor actions in
the Surround environment for PPO with LSTM at a TIP of
3%, as shown in Table 6. The trigger and backdoor actions
pair T1 and B1 consist of the default four consecutive no-op
actions, while the patterns T2 and B2 extend to eight consec-
utive no-op actions. Intuitively longer trigger actions should
be more recognizable, and thus more successful. However,
attack effectiveness is not necessarily improved, as the at-
tacker requires more time to execute longer trigger actions
during testing, potentially resulting in suboptimal actions
for the attacker. Similarly, a longer backdoor action is more
harmful, yet it is also more challenging for the victim to
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Table 2. Training- and testing-time results of the victim in the Pong CNN PPO across varying TIPs from 0% (no attack) to 5%.

TIP
TRAINING-TIME TESTING-TIME

AVG. EPISODIC RETURN TRIGGER SUCCESS RATE
AVG. EPISODIC RETURN WITH

TRIGGER PROPORTION

0% 5% 10% 20% 30%

0% 19.4 N/A 18.9 19.1 19.1 19.3 19.4
1% 19.3 33.4% 18.8 16.1 15.6 14.0 11.9
2% 18.9 34.7% 18.8 15.9 14.5 13.8 12.7
3% 15.8 34.4% 15.3 13.0 12.5 11.2 9.4
4% 17.7 51.3% 14.8 12.6 12.5 11.9 11.5
5% 12.8 55.4% 12.2 11.9 11.3 10.9 10.5

Table 3. Testing-time trigger success rates and victim’s average episodic returns (across a range of Trigger Proportions) for a TIP of 3%
across various environments, learning algorithms, and models.

ENVIRONMENT ALGORITHM MODEL TRIGGER SUCCESS RATE
AVG. EPISODIC RETURN WITH

TRIGGER PROPORTION

0% 5% 10% 20% 30%

PONG
PPO CNN 34.4% 15.3 13.0 12.5 11.2 9.4

LSTM 48.0% 14.1 9.2 7.5 6.4 3.7

DQN CNN 31.4% 13.0 11.8 10.6 9.0 8.6
LSTM 39.0% 14.0 10.1 8.7 6.6 5.5

BOXING
PPO CNN 35.0% 87.6 71.4 69.4 65.7 57.1

LSTM 91.3% 82.6 75.1 67.9 30.7 13.1

DQN CNN 33.8% 78.3 70.4 65.8 60.8 56.2
LSTM 86.5% 80.5 75.2 65.8 40.6 27.4

SURROUND
PPO CNN 67.3% 8.9 8.2 7.8 7.3 5.0

LSTM 83.2% 9.0 7.0 4.5 2.4 0.7

DQN CNN 53.4% 9.2 8.5 8.0 7.6 5.8
LSTM 84.4% 9.3 7.1 5.4 3.7 1.3

Table 4. Victim’s action distribution against both normal and
backdoor-aware opponents for backdoor action patterns B1 and B2
(occurrence rates of 0.7% and 0.09% respectively) in Surround
LSTM PPO with 3% TIP.

ACTION
NORMAL AGENT ATTACKED

(%) B1 (%) B2 (%)

a0 19 26 20
a1 16 15 12
a2 23 21 19
a3 28 25 37
a4 14 13 12

learn, resulting in a lower trigger success rate.

To assess the impact of executing trigger actions on the
attacker, we evaluated its performance against a non-
backdoored, standard opponent. As shown in Table 5, the
attacker’s episodic return decreases with an increase in the
frequency or duration of trigger actions, suggesting that the
trigger action itself slightly reduces the attacker’s perfor-
mance.

Table 5. Attacker’s testing-time average episodic returns against a
normal opponent for different Trigger Action Patterns (TAP) in the
Surround LSTM PPO. The training-time average episodic return
is 9.75 for both cases.

TAP AVG. RETURN VS. TRIGGER %

0% 5% 10% 20% 30%

T1 9.63 9.64 9.68 9.64 9.72
T2 9.59 9.60 9.62 9.68 9.83

To ensure that the attack’s effectiveness is not merely due
to the victim being biased toward the single opponent dur-
ing training, we conduct experiments where the victim is
trained against diverse opponents to develop a robust, well-
performing policy, as described in Section I and Section C.
The results illustrate that the victim maintains strong per-
formance against other benign agents while remaining vul-
nerable to the SCAB attack. Even with diverse training, the
attacker can still effectively inject and activate the backdoor
to degrade the victim’s performance.
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Table 6. Testing-time TSR and victim’s avg. episodic returns for
TAP and BAP permutations in Surround LSTM PPO (3% TIP).

TAP BAP TSR AVG. RETURN VS. TRIGGER %

(%) 0% 5% 10% 20% 30%

T1 B1 83.2 9.0 7.0 4.5 2.4 0.7
B2 67.4 9.7 7.9 6.4 3.5 -2.2

T2 B1 86.5 9.5 8.2 7.2 6.8 6.5
B2 77.1 9.7 7.5 6.2 5.5 4.9

Table 7. Avg. Return vs Trigger and Trigger Success Rate (TSR)
and access requirements for the Boxing LTSM PPO with 3% TIP,
where Train and Test refer to access at each of these times. s, r
and π represent svic, rvic, and πvic

METHOD
TRAIN TEST TSR AVG. RETURN %

s r π s (%) 0% 5% 10% 20% 30%

TROJDRL   #  99.1 85.3 63.7 49.2 21.4 6.7
BACKDOORL G# G#  # 93.6 81.3 67.3 63.6 22.5 14.3
SCAB # # # # 91.3 82.6 75.1 67.9 30.7 13.1

Comparison The SCAB method demonstrates perfor-
mance on par with other backdoor attacks, even though
it operates under more stringent threat models. We assessed
the performance of SCAB alongside prior methods, Troj-
DRL (Kiourti et al., 2020) and BACKDOORL (Wang et al.,
2021a), in the Boxing for PPO with LSTM. The trigger
action (if applicable) and backdoor action are set as four
consecutive no-op actions. Specifically, TrojDRL directly
modifies the observations svic and rewards rvic of the victim
to encourage the backdoor action, while BACKDOORL in-
volves the attacker directly constructing the victim’s policy
πvic through imitation learning from an attacker-generated
dataset. We limit the proportion of modifications in Troj-
DRL and the proportion of backdoor-related trajectories in
BACKDOOR to 3% to align with the 3% TIP. As illustrated
in Table 7, SCAB achieves both similar drops in victim per-
formance and trigger success rate to BACKDOORL (91.3%
and 93.6%) while adhering to a much stricter access model.

Defenses Our framework’s unique threat model poses par-
ticular challenges for conventional RL adversarial defenses,
as it neither modifies observations nor performs illegiti-
mate actions (Liu et al., 2017; Bharti et al., 2022). The
primary focus of this paper is on highlighting the poten-
tial for supply-chain vulnerabilities, with defense methods
not being the central emphasis. However, we evaluate a
commonly used defense strategy—fine-tuning the victim’s
policy with additional episodes against normal players (Liu
et al., 2018)—to unlearning the backdoor function. Sec-
tion I demonstrates that fine-tuning defense exhibits limited
effectiveness, with the Trigger Success Rate dropping from
83.2% to 69.5% even after 128, 000 additional steps. Fur-

thermore, the victim’s testing performance drop under attack
remains substantial, decreasing by 67% from 9.4 to 3.1. Re-
searchers have developed diverse defenses for backdoor
attacks, such as anomaly detection (Guo et al., 2022) and
policy smoothing (Kumar et al., 2021), and it may be possi-
ble to extend certified defences to guarantee performance
against these backdoor attacks (Cohen et al., 2019; Cullen
et al., 2022; Liu et al., 2025; 2023; Cullen et al., 2024b).
Future work should explore these defenses in the context of
our supply-chain-based threat model.

Limitations and Future Work Further performance im-
provements of the backdoor attack may also be possible
by exploring more intricate or dynamic backdoor patterns,
rather than our evaluated static patterns. We do note that
the attacker currently needs to be packaged in such a fash-
ion that it allows for the attacker to keep track of its cu-
mulative reward and requires switching between different
behaviors. These features extend slightly beyond what is
possible within a strict neural network architecture, and as
such future work should examine how these features could
either be removed or concealed at the architecture level.
This new attack vector should motivate the development of
new defensive and detection mechanisms to shore up risks
in the training supply-chain.

5. Conclusion
Our novel Supply-Chain Backdoor (SCAB) attack demon-
strates that high-impact backdoor attacks do not require
highly permissive access models. By limiting our attacker
to only having a level of access equivalent to a benign agent,
we demonstrate that RL is far more vulnerable to adversarial
manipulation than it had previously been thought. Through
SCAB, we can embed and activate backdoors over 90% of
the time, reducing the victim’s average episodic returns by
over 80%. This highlights the scope of the security problem
facing RL, particularly as RL is increasingly adopted in
safety-critical domains such as autonomous driving, algo-
rithmic trading, and healthcare.

While it is true that demonstrating new vulnerabilities can
lead to deleterious outcomes, we emphasise that the secu-
rity provided by ignoring these risks is illusory. Thus, we
believe it is crucially important to highlight the risk associ-
ated with the common ML practice of sourcing externally
provided models, in order to motivate users, developers, and
researchers to develop more robust practices.
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N., Laskov, P., Giacinto, G., and Roli, F. Evasion At-
tacks Against Machine Learning at Test Time. In Joint
European Conference on Machine Learning and Knowl-
edge Discovery in Databases, ECMLPKDD, pp. 387–402.
Springer, 2013a.

Biggio, B., Nelson, B., and Laskov, P. Poisoning At-
tacks against Support Vector Machines. arXiv:1206.6389
[cs, stat], March 2013b. URL http://arxiv.org/
abs/1206.6389. arXiv: 1206.6389.

Bignold, A., Cruz, F., Taylor, M. E., Brys, T., Dazeley, R.,
Vamplew, P., and Foale, C. A conceptual framework for
externally-influenced agents: An assisted reinforcement
learning review. Journal of Ambient Intelligence and
Humanized Computing, 14(4):3621–3644, 2023.

Borgnia, E., Cherepanova, V., Fowl, L., Ghiasi, A., Geiping,
J., Goldblum, M., Goldstein, T., and Gupta, A. Strong
Data Augmentation Sanitizes Poisoning and Backdoor
Attacks Without an Accuracy Tradeoff. pp. 3855–3859,
2021.

Byrd, D., Hybinette, M., and Balch, T. H. Abides: Towards
High-Fidelity Market Simulation for AI Research. arXiv
preprint arXiv:1904.12066, 2019.

Casey, B., da Silva Santos, J. C., and Mirakhorli, M. A
Large-Scale Exploit Instrumentation Study of AI/ML
Supply Chain Attacks in Hugging Face Models. arXiv
preprint arXiv:2410.04490, 2024.

Chen, S., Qiu, Y., and Zhang, J. Backdoor At-
tacks on Multiagent Collaborative Systems, Novem-
ber 2022a. URL http://arxiv.org/abs/2211.
11455. arXiv:2211.11455 [cs].

Chen, Y., Zheng, Z., and Gong, X. MARNet: Backdoor
Attacks against Cooperative Multi-Agent Reinforcement
Learning. IEEE Transactions on Dependable and Secure
Computing, 2022b.

Cohen, J., Rosenfeld, E., and Kolter, Z. Certified Adversar-
ial Robustness via Randomized Smoothing. In Interna-
tional Conference on Machine Learning, pp. 1310–1320.
PMLR, 2019.

Cullen, A., Montague, P., Liu, S., Erfani, S., and Rubinstein,
B. I. Double Bubble, Toil and Trouble: Enhancing Certi-
fied Robustness through Transitivity. Advances in Neural
Information Processing Systems, 35:19099–19112, 2022.

Cullen, A. C., Liu, S., Montague, P., Erfani, S. M., and
Rubinstein, B. I. Et Tu Certifications: Robustness Certifi-
cates Yield Better Adversarial Examples. In Forty-first
International Conference on Machine Learning, 2024a.

Cullen, A. C., Montague, P., Liu, S., Erfani, S. M., and
Rubinstein, B. I. It’s Simplex! Disaggregating Measures
to Improve Certified Robustness. In 2024 IEEE Sympo-
sium on Security and Privacy (SP), pp. 2886–2900. IEEE,
2024b.

9

https://www.rand.org/pubs/papers/P550.html
https://www.rand.org/pubs/papers/P550.html
http://arxiv.org/abs/1206.6389
http://arxiv.org/abs/1206.6389
http://arxiv.org/abs/2211.11455
http://arxiv.org/abs/2211.11455


Fox in the Henhouse: Supply-Chain Backdoor Attacks Against Reinforcement Learning

Dempster, M. A. and Leemans, V. An Automated FX Trad-
ing System using Adaptive Reinforcement Learning. Ex-
pert Systems with Applications, 30(3):543–552, 2006.

Dosovitskiy, A., Ros, G., Codevilla, F., Lopez, A., and
Koltun, V. CARLA: An Open Urban Driving Simula-
tor. In Conference on Robot Learning, pp. 1–16. PMLR,
2017.

Duan, R., Alrawi, O., Kasturi, R. P., Elder, R., Saltaformag-
gio, B., and Lee, W. Towards Measuring Supply Chain
Attacks on Package Managers for Interpreted Languages.
2020.

Golchha, H., Yerawar, S., Patel, D., Dan, S., and Murugesan,
K. Language Guided Exploration for RL Agents in Text
Environments. arXiv preprint arXiv:2403.03141, 2024.

Goldwasser, S., Kim, M. P., Vaikuntanathan, V., and Zamir,
O. Planting Undetectable Backdoors in Machine Learn-
ing Models, April 2022. URL http://arxiv.org/
abs/2204.06974. arXiv:2204.06974 [cs].

Gong, C., Yang, Z., Bai, Y., Shi, J., He, J., Li, K., Xu, B.,
Arunesh, S., Hou, X., Lo, D., et al. BAFFLE: Hiding
Backdoors in Offline Reinforcement Learning Datasets.
In 2024 IEEE Symposium on Security and Privacy (SP),
pp. 218–218. IEEE Computer Society, 2024.

Gu, T., Dolan-Gavitt, B., and Garg, S. BadNets: Iden-
tifying Vulnerabilities in the Machine Learning Model
Supply Chain. arXiv:1708.06733 [cs], March 2019. URL
http://arxiv.org/abs/1708.06733. arXiv:
1708.06733.

Guo, J., Li, A., and Liu, C. Policycleanse: Backdoor de-
tection and mitigation in reinforcement learning. arXiv
preprint arXiv:2202.03609, 2022.

Hugging Face Inc. Hugging Face Hub Documenta-
tion. https://huggingface.co/docs/hub/
index, 2025. Accessed: 2026-01-06.

Jiang, W., Synovic, N., Sethi, R., Indarapu, A., Hyatt, M.,
Schorlemmer, T. R., Thiruvathukal, G. K., and Davis, J. C.
An Empirical Study of Artifacts and Security Risks in the
Pre-trained Model Supply Chain. In Proceedings of the
2022 ACM Workshop on Software Supply Chain Offen-
sive Research and Ecosystem Defenses, SCORED’22, pp.
105–114. Association for Computing Machinery, 2022.

Jones, J., Jiang, W., Synovic, N., Thiruvathukal, G., and
Davis, J. What Do We Know About Hugging Face?
A Systematic Literature Review and Quantitative Val-
idation of Qualitative Claims. In Proceedings of the
18th ACM/IEEE International Symposium on Empirical
Software Engineering and Measurement, ESEM ’24, pp.
13–24, 2024.

Kathikar, A., Nair, A., Lazarine, B., Sachdeva, A., and Sam-
tani, S. Assessing the Vulnerabilities of the Open-Source
Artificial Intelligence (AI) Landscape: A Large-Scale
Analysis of the Hugging Face Platform. In 2023 IEEE
International Conference on Intelligence and Security
Informatics (ISI), pp. 1–6, 2023. doi: 10.1109/ISI58743.
2023.10297271.

Kiourti, P., Wardega, K., Jha, S., and Li, W. TrojDRL:
Evaluation of Backdoor Attacks on Deep Reinforcement
Learning. In 2020 57th ACM/IEEE Design Automa-
tion Conference (DAC), pp. 1–6, San Francisco, CA,
USA, July 2020. IEEE. ISBN 978-1-72811-085-1. doi:
10.1109/DAC18072.2020.9218663. URL https://
ieeexplore.ieee.org/document/9218663/.

Kumar, A., Levine, A., and Feizi, S. Policy Smoothing for
Provably Robust Reinforcement Learning. arXiv preprint
arXiv:2106.11420, 2021.

Ladisa, P., Plate, H., Martinez, M., and Barais, O. SoK:
Taxonomy of Attacks on Open-Source Software Supply
Chains . In 2023 IEEE Symposium on Security and Pri-
vacy (SP), pp. 1509–1526. IEEE Computer Society, 2023.

Langford, H., Shumailov, I., Zhao, Y., Mullins, R., and
Papernot, N. Architectural Neural Backdoors from First
Principles. arXiv preprint arXiv:2402.06957, 2024.

Littman, M. L. Markov Games as a Framework for Multi-
Agent Reinforcement Learning. In Machine learning
proceedings 1994, pp. 157–163. Elsevier, 1994.

Liu, G. and Lai, L. Provably Efficient Black-Box Action
Poisoning Attacks against Reinforcement Learning. Ad-
vances in Neural Information Processing Systems, 34:
12400–12410, 2021.

Liu, K., Dolan-Gavitt, B., and Garg, S. Fine-Pruning: De-
fending against Dackdooring Attacks on Deep Neural
Networks. In International symposium on research in
attacks, intrusions, and defenses, pp. 273–294. Springer,
2018.

Liu, S., Cullen, A. C., Montague, P., Erfani, S. M., and
Rubinstein, B. I. Enhancing the Antidote: Improved
Pointwise Certifications against Poisoning Attacks. In
Proceedings of the AAAI Conference on Artificial Intelli-
gence, number 7, pp. 8861–8869, 2023.

Liu, S., Cullen, A. C., Montague, P., Erfani, S. M., and
Rubinstein, B. I. Multi-level Certified Defense Against
Poisoning Attacks in Offline Reinforcement Learning.
In The Thirteenth International Conference on Learning
Representations, 2025.

Liu, Y., Xie, Y., and Srivastava, A. Neural Trojans. In
2017 IEEE International Conference on Computer De-
sign (ICCD), pp. 45–48. IEEE, 2017.

10

http://arxiv.org/abs/2204.06974
http://arxiv.org/abs/2204.06974
http://arxiv.org/abs/1708.06733
https://huggingface.co/docs/hub/index
https://huggingface.co/docs/hub/index
https://ieeexplore.ieee.org/document/9218663/
https://ieeexplore.ieee.org/document/9218663/


Fox in the Henhouse: Supply-Chain Backdoor Attacks Against Reinforcement Learning

Ma, Y., Zhang, X., Sun, W., and Zhu, J. Policy Poisoning in
Batch Reinforcement Learning and Control. Advances in
Neural Information Processing Systems, 32, 2019.

Meiklejohn, S., Blauzvern, H., Maruseac, M., Schrock, S.,
Simon, L., and Shumailov, I. Position: Machine Learning
Models Have a Supply Chain Problem. In Forty-second
International Conference on Machine Learning Position
Paper Track, 2025.

Mnih, V., Kavukcuoglu, K., Silver, D., Graves, A.,
Antonoglou, I., Wierstra, D., and Riedmiller, M. Play-
ing Atari with Deep Reinforcement Learning, Decem-
ber 2013. URL http://arxiv.org/abs/1312.
5602. arXiv:1312.5602 [cs].

Mohammadi, M., Nöther, J., Mandal, D., Singla, A., and
Radanovic, G. Implicit Poisoning Attacks in Two-
Agent Reinforcement Learning: Adversarial Policies for
Training-Time Attacks. In 22nd International Confer-
ence on Autonomous Agents and Multiagent Systems, pp.
1835–1844. IFAAMAS, 2023.

Noonan, L. JPMorgan Develops Robot to Execute Trades,
July 2017. URL https://www.ft.com/content/
16b8ffb6-7161-11e7-aca6-c6bd07df1a3c.

Ohm, M., Plate, H., Sykosch, A., and Meier, M. Back-
stabber’s Knife Collection: A Review of Open Source
Software Supply Chain Attacks. In Detection of Intru-
sions and Malware, and Vulnerability Assessment: 17th
International Conference, DIMVA 2020, Lisbon, Portu-
gal, June 24–26, 2020, Proceedings, pp. 23–43. Springer-
Verlag, 2020.

PyTorch Foundation. Pytorch Hub. https://pytorch.
org/hub, 2025. Accessed: 2026-01-06.

Rakhsha, A., Radanovic, G., Devidze, R., Zhu, X., and
Singla, A. Policy Teaching via Environment Poisoning:
Training-time Adversarial Attacks against Reinforcement
Learning. In Proceedings of the 37th International Con-
ference on Machine Learning, pp. 7974–7984. PMLR,
November 2020. URL https://proceedings.
mlr.press/v119/rakhsha20a.html. ISSN:
2640-3498.

Rangi, A., Xu, H., Tran-Thanh, L., and Franceschetti,
M. Understanding the Limits of Poisoning Attacks in
Episodic Reinforcement Learning. In Raedt, L. D. (ed.),
Proceedings of the Thirty-First International Joint Con-
ference on Artificial Intelligence, IJCAI-22, pp. 3394–
3400. International Joint Conferences on Artificial Intel-
ligence Organization, 7 2022. doi: 10.24963/ijcai.2022/
471. URL https://doi.org/10.24963/ijcai.
2022/471. Main Track.

Schulman, J., Wolski, F., Dhariwal, P., Radford, A., and
Klimov, O. Proximal Policy Optimization Algorithms,
August 2017. arXiv:1707.06347 [cs].

Shalev-Shwartz, S., Shammah, S., and Shashua, A. Safe,
Multi-Agent, Reinforcement Learning for Autonomous
Driving. arXiv preprint arXiv:1610.03295, 2016.

Sun, Y., Huo, D., and Huang, F. Vulnerability-Aware Poi-
soning Mechanism for Online RL with Unknown Dynam-
ics. arXiv preprint arXiv:2009.00774, 2020.

Terry, J., Black, B., Grammel, N., Jayakumar, M., Hari,
A., Sullivan, R., Santos, L. S., Dieffendahl, C., Horsch,
C., Perez-Vicente, R., et al. PettingZoo: Gym for Multi-
Agent Reinforcement Learning. Advances in Neural In-
formation Processing Systems, 34:15032–15043, 2021.

Towers, M., Terry, J. K., Kwiatkowski, A., Balis, J. U.,
Cola, G. d., Deleu, T., Goulão, M., Kallinteris, A., KG,
A., Krimmel, M., Perez-Vicente, R., Pierré, A., Schulhoff,
S., Tai, J. J., Shen, A. T. J., and Younis, O. G. Gymna-
sium, March 2023. URL https://zenodo.org/
record/8127025.

Wang, L., Javed, Z., Wu, X., Guo, W., Xing, X., and Song,
D. BACKDOORL: Backdoor Attack against Compet-
itive Reinforcement Learning. In Zhou, Z.-H. (ed.),
Proceedings of the Thirtieth International Joint Con-
ference on Artificial Intelligence, IJCAI-21, pp. 3699–
3705. International Joint Conferences on Artificial Intelli-
gence Organization, 8 2021a. doi: 10.24963/ijcai.2021/
509. URL https://doi.org/10.24963/ijcai.
2021/509. Main Track.

Wang, S., Zhao, Y., Liu, Z., Zou, Q., and Wang, H. SoK:
Understanding Vulnerabilities in the Large Language
Model Supply Chain. arXiv preprint arXiv:2502.12497,
2025.

Wang, Y., Sarkar, E., Li, W., Maniatakos, M., and Jabari,
S. E. Stop-and-Go: Exploring Backdoor Attacks on
Deep Reinforcement Learning-based Traffic Congestion
Control Systems. IEEE Transactions on Information
Forensics and Security, 16:4772–4787, 2021b.

Wang, Y., Sarkar, E., Li, W., Maniatakos, M., and Jabari,
S. E. Stop-and-Go: Exploring Backdoor Attacks on Deep
Reinforcement Learning-based Traffic Congestion Con-
trol Systems. IEEE Transactions on Information Foren-
sics and Security, 16:4772–4787, 2021c. ISSN 1556-
6013, 1556-6021. doi: 10.1109/TIFS.2021.3114024.
URL http://arxiv.org/abs/2003.07859.

Xu, H., Wang, R., Raizman, L., and Rabinovich, Z. Trans-
ferable Environment Poisoning: Training-time Attack on

11

http://arxiv.org/abs/1312.5602
http://arxiv.org/abs/1312.5602
https://www.ft.com/content/16b8ffb6-7161-11e7-aca6-c6bd07df1a3c
https://www.ft.com/content/16b8ffb6-7161-11e7-aca6-c6bd07df1a3c
https://pytorch.org/hub
https://pytorch.org/hub
https://proceedings.mlr.press/v119/rakhsha20a.html
https://proceedings.mlr.press/v119/rakhsha20a.html
https://doi.org/10.24963/ijcai.2022/471
https://doi.org/10.24963/ijcai.2022/471
https://zenodo.org/record/8127025
https://zenodo.org/record/8127025
https://doi.org/10.24963/ijcai.2021/509
https://doi.org/10.24963/ijcai.2021/509
http://arxiv.org/abs/2003.07859


Fox in the Henhouse: Supply-Chain Backdoor Attacks Against Reinforcement Learning

Reinforcement Learning. In Proceedings of the 20th In-
ternational Conference on Autonomous Agents and Mul-
tiagent Systems, pp. 1398–1406, 2021.

Yang, Z., Iyer, N., Reimann, J., and Virani, N. Design
of Intentional Backdoors in Sequential Models. arXiv
preprint arXiv:1902.09972, 2019.

Yu, Y., Liu, J., Li, S., Huang, K., and Feng, X. A Temporal-
Pattern Backdoor Attack to Deep Reinforcement Learn-
ing. In GLOBECOM 2022-2022 IEEE Global Communi-
cations Conference, pp. 2710–2715. IEEE, 2022.

12



Fox in the Henhouse: Supply-Chain Backdoor Attacks Against Reinforcement Learning

A. Extended Comparative Analysis
Figure 3 illustrates a detailed comparative analysis of var-
ied levels of access in terms of training and testing-time
demands among backdoor attack techniques.

We also mention other related work on attacks and settings
that have similar formalism. Targeted poisoning attack can
be considered as an alternative approach of achieving effects
similar to those of backdoor attacks. It has been studied
under different poisoning aims: the reward function (Ma
et al., 2019; Rakhsha et al., 2020; Rangi et al., 2022), the
transition function (Rakhsha et al., 2020), action (Liu &
Lai, 2021) or the observation-action-reward tuple (Sun et al.,
2020). In contrast to such poisoning attacks, our attack
model does not poison any of the aforementioned aims
directly or alter the training process of the learning agent.
Moreover, as shown in the work of (Mohammadi et al.,
2023), the feasibility of forcing the resulting policy as the
targeted policy without direct access to the training process
is an NP-hard problem even under a simple tabular setting
with finite state and action spaces.

B. SCAB Details
B.1. Victim Training Strategy

The algorithm in this section provides a detailed depiction
of the training process, as in Section 3.1. In essence, the
attacker agent adopts distinct strategies based on its cur-
rent state. Throughout the training process, several internal
attributes require careful tracking, including state, current
trigger action, current backdoor action, and accumulated
reward.

B.2. Testing-Time Strategy

The algorithm in this section provides a detailed depiction
of the opponent’s strategy in the testing-time in the format
of finite-state machine, as in Section 3.3. In general, the
opponent follows the policy πop and initiates the trigger ac-
tions depending on the trigger network’s prediction πtrg(s)
of the current state s.

The training of the trigger network involves optimizing the
objective function detailed in Equation (6). This process
is framed as an RL task for the trigger network, with the
reward designed as Rtrg(si) = Rop(si) − p1(πtrg(si)).
This reward comprises the opponent’s policy reward Rop

and a penalty for each timestep the trigger is injected. The
trigger network is trained for 100, 000 timesteps for each
game, and used as described in Section 4.

Algorithm 1 Victim Training
Input: πatt

std, π
att
rwd, d, (a

t
(1), · · · , a

t
(h)), (a

b
(1), · · · , a

b
(g)), π

vic

Output: πvic

1: while training is not done do
2: if state Winning then
3: if activate trigger with TIP pt then
4: enter state Triggering
5: else
6: remain state Winning
7: end if
8: execute action a ∼ πatt

std

9: else if state Triggering then
10: if last trigger action ath then
11: enter state Observing
12: else
13: remain state Triggering
14: end if
15: execute action a = next(at(1), · · · , a

t
(h))

16: else if state Observing then
17: get next backdoor action ab(i) =

next(ab(1), · · · , a
b
(g))

18: get inferred victim action ãvici = d(si)
19: if ãvici ̸= ab(i) then
20: enter state Winning
21: else
22: if ab(g) is the last backdoor actions then
23: enter state Rewarding
24: else
25: remain state Observing
26: end if
27: end if
28: execute action a ∼ πatt

std

29: else if state Rewarding then
30: keep track of

∑
γiratti

31: if −
∑

γiratti > RBRT then
32: enter state Winning
33: else
34: remain state Rewarding
35: end if
36: execute action a ∼ πatt

rwd

37: end if
38: end while

B.3. Training πatt
std

The training of πatt
std is conducted in a tournament-based

framework, utilizing 10 randomly initialized policies to
compete normally against each other with the same goal of
maximizing the cumulative reward according to the corre-
sponding RL training algorithm, DQN or PPO. The final
πatt
std is selected as the one with the highest averaged cu-

mulative reward in 1,000 evaluated runs against each other
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Algorithm 2 Victim Testing
Input: πop, πtrg, πvic

1: while testing is not done do
2: if state Winning then
3: get trigger network prediction p = πtrg(s)
4: if p > 0 then
5: enter state Triggering
6: else
7: remain state Winning
8: end if
9: execute action a ∼ πatt

std

10: else if state Triggering then
11: if last trigger actions ath then
12: enter state Winning
13: else
14: remain state Triggering
15: end if
16: execute action a = next(at(1), · · · , a

t
(h))

17: end if
18: end while

opponents.

B.4. Training πatt
rwd

The training of πatt
rwd is conducted in a tournament-based

framework, utilizing 10 randomly initialized opponent proxy
policies πopp to train the same πatt

rwd. For each πopp, a ran-
dom starting state si is sampled, and the two policies, πatt

rwd

and πopp, are alternately updated for each 1,000 steps. This
process continues for sufficient training steps until the re-
spective losses stabilize, based on the following objectives:

πatt
rwd = argmax

π∈Π
E

[ ∞∑
k=0

γkRopp(si+k+1, a
opp
i+k+1, a

att
i+k+1)∣∣∣∣∣aoppi+k+1 ∼ πopp, aatti+k+1 ∼ π

]
(7)

πopp = argminπ∈Π E

[ ∞∑
k=0

γkRopp(si+k+1, a
opp
i+k+1, a

att
i+k+1)∣∣∣∣∣aatti+k+1 ∼ πatt, aoppi+k+1 ∼ π

]
.

(8)

The empirical results show that the rewarding policy is ca-
pable of expediting its own loss in the most efficient manner.
For instance, in the game Pong, the policy intentionally
avoids the ball; in Boxing, it stops punching and moves its

head to deliberately collide with the opponent’s fist; and in
Surround, the policy directs the agent to hit the nearest wall.

B.5. Training the Detector

The detector d is a three-layer Convolutional neural network
(CNN) network trained as a supervised learning task. It
takes a stack of k observations from the attacker agent as
input and infers the victim agent’s action as output. The
training datasets are collected from gameplay data of two
agents with random policies, totaling 100, 000 pairs of
observation stacks {(sattt−k+1, ..., s

att
t )}100,000t=1 and actions

{avict−1}
100,000
t=1 for each game. The detector essentially learns

to infer the victim’s actions by analyzing changes in the at-
tacker’s observations. For instance, in the game Pong, the
detector observes the upward movement of the victim’s pad-
dle in recent frames (sattt−k+1, . . . , s

att
t ) and deduces that the

victim’s action at time t− 1 was move-up. This inference
process inherently relies on the attacker’s ability to perceive
the effects caused by the victim’s movements, which is a
scenario commonly encountered in most multi-player en-
vironments. Due to the simplicity of the task, the detector
achieves an accuracy of over 99.5% for all games tested.

C. Muti-Player Environments
The proposed supply-chain backdoor attack can be read-
ily extended to multi-agent environments involving more
than two players. The fundamental components—trigger
action, backdoor action, and backdoor-rewarding strategy—
can be extended to accommodate multi-agent scenarios, as
demonstrated in the following.

• Trigger action The trigger action comprises a se-
quence of movement patterns recognizable by the RL
agent. Thus, it can be represented either as a series
of actions (at0(1), . . . , a

t0
(h)) executed by a single at-

tacker Attacker0, or as a combination of action pairs
((at0(1), a

t1
(1)), . . . , (a

t0
(h), a

t1
(h))) executed by multiple at-

tackers Attacker0 and Attacker1.

• Backdoor action Similar to trigger action, the back-
door actions can be defined as a combination of ac-
tion series performed by multiple victim agents simul-
taneously ((ab0(1), a

b1
(1)), . . . , (a

b0
(g), a

b1
(g))) or separately

(ab0(1), . . . , a
b0
(g))∪ (ab1(1), . . . , a

b1
(g)) depending on the at-

tack objective.

To illustrate the feasibility and effectiveness of SCAB in
multi-agent environments, we conducted experiments on
a four-player game of Volleyball Pong (Terry et al., 2021)
utilizing PPO+CNN with 3% TIP as shown in Table 8. In
this game, two teams compete against each other, with each
team comprising two players. Our tests encompass two
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distinct cases:

1. We designate one attacker in Team 1 and one victim
in Team 2, while the remaining players function as
normal players. The trigger action and backdoor action
remain consistent with those outlined in Section 4.

2. We designate one attacker in Team 1, with both players
in Team 2 marked as victims, while the remaining
player acts as a normal player. The backdoor actions
are separately attributed to each victim, apart from this
remain consistent with the definition in Section 4.

The results align with the experimental outcomes observed
in two-player scenarios, demonstrating that SCAB effec-
tively injects the backdoor function into the victim agent
and downgrades its performance during testing.

D. Cooperative Environments
The proposed supply-chain backdoor attacks can be ex-
tended to cooperative environments with minor adjustments
to the backdoor-rewarding strategy. The shift from com-
petitive to cooperative dynamics alters the procedure in
Section 3.2. In a cooperative setting, the rewarding policy
πatt
rwd of the attacker is constructed in a way to penalize the

victim for not performing the backdoor action.

• Rewarding State Change Rewarding state to Penaliz-
ing state that applies the policy πatt

rwd and keeps track
of the inferred victim’s cumulative reward

∑
γiratti

and stops once it exceeds the pre-defined threshold.

• Observing State Transition to Penalizing state if back-
door action is not observed, and Transition to Winning
state if backdoor action is observed.

• Trigger network Depending on the attack objective,
the trigger network should be designed to minimize
the attacker’s reward, thereby imposing a performance
drop on the victim.

It is true that a cooperative agent that sabotages the dynam-
ics may be perceived as more detectable, than one employed
within a competitive environment, as failing to cooperate
is more notable. However, we emphasize that agents never
exhibit perfect dynamics, and as such reaching states where
the agent is unable to optimally collaborate is within the
expected set of dynamics. Thus failure states within cooper-
ative environments may still be perceived as normal.

To demonstrate the feasibility of SCAB in cooperative envi-
ronments, we present preliminary results as shown in Table 9
obtained from VolleyBall Pong using the same setup as de-
scribed in Section C. Instead of being opponents, the victim

and attacker are on the same team, creating a cooperative
environment. The other players function as normal players.
The results indicate that SCAB is effective in cooperative
environments, and it creates a larger performance gap in the
victim agent compared to competitive environments

E. Continuous Action Space
As shown in (Wang et al., 2021a; Chen et al., 2022a), a se-
ries of continuous actions can be recognized by RL agents,
which in turn suggests that our proposed supply-chain back-
door attack can be extended to continuous action space with
minor adjustments:

• Trigger action The trigger action is defined in the
same way as in discrete action space that a series of
continuous actions (at(1), . . . , a

t
(h)).

• Backdoor action Since it is difficult and unnecessary
to force the victim to precisely execute the backdoor
action series with the exact float value in continuous
action space, the backdoor action is defined as a set
of action series {Âb|Âb := (âb(1), . . . , â

b
(g)), ∥A

b −
Âb∥∞} with tolerance to the target backdoor action
Ab = (ab(1), . . . , a

b
(g)).

To demonstrate the effectiveness of our proposed attack in
continuous action space, we conduct experiments on Multi
Particle Environments with the game Simple Push (Terry
et al., 2021). This continuous environment involves two
agents competing against each other, where the action is a
five-dimensional vector with values between [0, 1] indicat-
ing the amount of movement. We define the trigger action as
four consecutive no-op actions [0.0, 0.0, 0.0, 0.0, 0.0], the
backdoor action as four no-op actions as well with toler-
ance ∥Ab − Âb∥∞ ≤ 0.01. The results utilizing PPO+CNN
across various TIP are shown in Table 10, which illustrate
the equal effectiveness of SCAB in continuous space.

F. Stealthiness Evaluation
RL training typically diagnoses changes in behaviour by
looking at bulk metrics (loss, reward, episode length, etc),
as individually scrutinising transitions is labour-intensive
and subject to significant variance due to noise. As shown in
Table 11 and Figure 2, these results underscore our measure
of stealthiness, as no noticeable differences are shown in the
metrics.

G. Ablation Study: Trigger/Backdoor Action
Pattern

The sequence of trigger and backdoor actions should be
customizable, depending on the objective of the attack and
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Table 8. Results of Multi-player environment Volleyball Pong with PPO+CNN with 3% TIP. The cases represent different settings of the
attack. The results demonstrate that SCAB is effective in multi-agent environments.

CASE VICTIM TRIGGER SUCCESS RATE AVG. EPISODIC RETURN WITH
TRIGGER PROPORTION

0% 5% 10% 20% 30%

1 SINGLE VICTIM 42.1% 12.5 10.3 9.3 8.6 6.7

2 VICTIM 1 39.3% 11.2 9.4 8.3 8.1 7.3
VICTIM 2 37.7% 12.2 11.2 9.7 8.3 7.6

Table 9. Results of cooperative environment Volleyball Pong with PPO+CNN with various TIPs. The results demonstrate that SCAB is
effective in cooperative environments.

TIP
TRAINING-TIME TESTING-TIME

AVG. EPISODIC RETURN TRIGGER SUCCESS RATE
AVG. EPISODIC RETURN WITH

TRIGGER PROPORTION

0% 5% 10% 20% 30%

0% 12.4 N/A 12.1 12.2 11.7 10.2 10.4
3% 11.9 41.7% 10.0 8.7 7.4 5.1 3.3
5% 12.1 47.6% 9.7 8.2 6.9 5.0 2.1

the characteristics of the game. Some patterns are easier for
an RL agent to recognize or learn. However, these factors
should not be the sole consideration when choosing trigger
or action patterns.

To explore the impact of trigger and backdoor action patterns
on the performance of the supply-chain backdoor attack, we
conduct experiments evaluating the Backdoor Success Rate
against various patterns using Pong with PPO+LSTM. The
effective actions in Pong are “move-up," “move-down," and
“no-op," hence we exhaust all possible 27 action patterns
with a length of 3 for the patterns. Selective results are
presented in Table 12 and Table 13.

In summary, patterns with consecutive steps yield higher
Trigger Success Rates for both trigger and backdoor actions.
On the one hand, trigger action patterns with consecutive
steps tend to produce more noticeable visual effects within
a certain time frame, such as remaining still or executing
relatively large movements. Consequently, such trigger
actions are easier for RL agents to recognize, resulting in
higher Trigger Success Rates. On the other hand, backdoor
action patterns with consecutive steps are easier for RL
agents to discern and replicate, thus yielding higher Trigger
Success Rates.

H. Ablation Study: Trigger Injection Time
To optimize the number of triggers injected during the train-
ing phase, we explore an alternative approach by framing
the trigger injection process as an RL task. Instead of uni-
formly injecting triggers throughout the training phase, we

train an RL agent to determine the optimal moments for
trigger injection. The reward function for the training-time
trigger network is designed as follows:

Rtrg(si) = Rsucc(si) + p1(πtrg(si)) , (9)

which consists of the trigger success reward Rsucc(si)
and the penalties for each timestep of trigger injection
p1(πtrg(si)).

Such an approach can achieve Trigger Success Rates gen-
erally exceeding 80% while training. However, Trigger
Success Rates drop significantly during testing without ad-
versely affecting the victim’s performance as shown in Ta-
ble 14. This is attributed to the training-time trigger network
effectively identifying moments when the victim is willing
to execute the backdoor action without harming its own
performance. This outcome contradicts the attack objective
of compelling the victim to execute the backdoor action
whenever the trigger occurs. Consequently, we consider the
problem of constructing an effective and efficient strategy
for injecting triggers during training time as an important
future direction.

I. Fine-tuning Defense
We assess the effectiveness of the fine-tuning defense
method against our proposed backdoor attacks by train-
ing the backdoored agent against normal players with addi-
tional steps aimed at unlearning the backdoor function in
gameplay. As shown in Table 15, the fine-tuning defense
demonstrates limited effectiveness. After 64, 000 steps, the
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Table 10. Training- and Testing-time results for the game Simple Push with PPO+CNN model across varying TIP from 0% (no attack) to
5%.

TIP
TRAINING-TIME TESTING-TIME

AVG. EPISODIC RETURN TRIGGER SUCCESS RATE
AVG. EPISODIC RETURN WITH

TRIGGER PROPORTION

0% 5% 10% 20% 30%

0% -24.4 N/A -24.4 -24.3 -24.1 -23.9 -24.5
3% -32.6 78.0% -42.7 -50.3 -72.6 -77.9 -93.2
5% -37.8 83.4% -47.8 -57.2 -60.3 -73.4 -92.7

Table 11. Bulk metrics comparing clean and attacked training of CNN-PPO across various environments with a TIP of 1% with 95%
confidence interval. Episodic Reward represents the Episodic Cumulative Reward.

ENV. POLICY LOSS EPISODIC LENGTH EPISODIC REWARD
CLEAN ATTACKED CLEAN ATTACKED CLEAN ATTACKED

PONG −0.037± 0.004 −0.029± 0.006 5177± 231 5241± 264 19.3± 0.2 19.5± 0.1
BOXING −0.018± 0.003 −0.010± 0.007 541± 67 527± 89 91.4± 0.8 90.1± 0.9

SURROUND −2.54× 10−4 ± 1.3× 10−5 −1.23× 10−4 ± 2.7× 10−5 1241± 77 1837± 95 9.3± 0.2 9.2± 0.2

Trigger Success Rate decreases by only 5%, while the vic-
tim’s performance against backdoor-aware agents remains
significantly compromised, dropping by 81.4% under a 30%
trigger injection. This aligns with the assumption that fine-
tuning is akin to reducing the TIP, while SCAB remains
effective even with a low TIP as demonstrated.

Given that the victim’s behavior remains consistent with
that of a normal agent during both training and testing in the
absence of the trigger as shown in experiments, detecting
such an attack is also challenging.
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Table 12. Trigger Success Rate against different backdoor action patterns in game Pong with PPO+LSTM and 3% TIP.

TRIGGER ACTION PATTERN BACKDOOR ACTION PATTERN TRIGGER SUCCESS RATE

NOOP-NOOP-NOOP-NOOP NOOP-NOOP-NOOP 65.3%
NOOP-NOOP-NOOP-NOOP NOOP-UP-DOWN 22.2%
NOOP-NOOP-NOOP-NOOP UP-UP-UP 62.0%
NOOP-NOOP-NOOP-NOOP DOWN-UP-DOWN 24.1%
NOOP-NOOP-NOOP-NOOP DOWN-DOWN-DOWN 67.3%

Table 13. Trigger Success Rate against different trigger action patterns in game Pong with PPO+LSTM and 3% TIP.

TRIGGER ACTION PATTERN BACKDOOR ACTION PATTERN TRIGGER SUCCESS RATE

NOOP-NOOP-NOOP DOWN-DOWN-DOWN-DOWN 39.7%
DOWN-NOOP-UP DOWN-DOWN-DOWN-DOWN 14.5%

UP-UP-UP DOWN-DOWN-DOWN-DOWN 65.1%
UP-UP-DOWN DOWN-DOWN-DOWN-DOWN 14.5%

DOWN-DOWN-DOWN DOWN-DOWN-DOWN-DOWN 42.3%

Table 14. Testing-time trigger success rates and average episodic returns (across a range of Trigger Proportions)

ENVIRONMENT LEARNING ALGORITHM MODEL TRIGGER SUCCESS RATE
AVG. EPISODIC RETURN WITH

TRIGGER PROPORTION
0% 5% 10% 20% 30%

PONG
PPO CNN 18.3% 14.4 14.5 13.7 14.1 13.0

LSTM 26.2% 13.2 12.2 12.7 11.8 9.4

DQN CNN 12.4% 14.0 12.8 12.9 13.1 12.7
LSTM 17.6% 14.1 14.1 12.7 13.4 12.8

Table 15. Impact of fine-tuning, where the victim is the same as the one described in Table 3 of Surround PPO LSTM.

TRAINING-TIME TESTING-TIME

ADDITIONAL FINE-TUNING STEPS AVG. EPSODIC RETURN TRIGGER SUCCESS RATE NOT TRIGGERED
AVG. EPISODIC RETURN

WITH TRIGGER
PROPORTION

5% 10% 20% 30%

64000 8.9 78.5% 9.5 7.0 4.9 2.7 1.3
76800 9.6 73.1% 9.4 8.1 5.8 3.9 1.9
89600 9.5 72.3% 9.6 8.4 5.7 3.1 2.4

102400 9.6 69.7% 9.5 8.3 5.4 3.5 2.3
115200 9.7 71.7% 9.5 8.5 6.0 4.2 3.0
128000 9.8 69.5% 9.4 8.7 6.1 4.2 3.1

18



Fox in the Henhouse: Supply-Chain Backdoor Attacks Against Reinforcement Learning

Figure 3. Comparative analysis of varied levels of access in terms of training and testing-time demands among backdoor attack techniques.
The red line indicates write access to the corresponding parts or processes. The first row represents the backdoor attacks (Kiourti et al.,
2020; Gong et al., 2024; Yu et al., 2022), the second row represents the backdoor attacks with an opponent agent (Wang et al., 2021a;
Chen et al., 2022a; Wang et al., 2021b), and the third row represents our method.
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