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Abstract

Large Language Models (LLMs) are vulnera-
ble to backdoor attacks, yet we observe that
many LLM backdoors do not survive when end
users perform supervised fine-tuning (SFT). In
this work, we provide a geometric explanation:
by probing the backdoor objective under con-
trolled weight perturbations, we find that con-
ventional poisoning often drives the backdoor
loss to a narrow and sharp basin; consequently,
even modest parameter drift induced by down-
stream SFT can push the model out of the low-
loss and high-ASR region, leading to rapid back-
door forgetting. Motivated by this insight, we
propose BAD-BOOM, a resilient backdoor at-
tack via broader smoothness minimization, which
explicitly broadens and smooths the backdoor
basin. BAD-BOOM extends sharpness-aware
minimization with a Fisher-induced ellipsoidal
constraint that allocates larger perturbation bud-
gets to backdoor-sensitive parameters, encourag-
ing solutions whose neighborhoods also main-
tain low backdoor loss. Across two threat set-
tings, three attack scenarios, three open-source
LLMs, and three trigger-free downstream SFT
tasks, BAD-BOOM consistently preserves high
ASR while maintaining competitive utility. The
code is available at https://github.com/
xingyizhao/BAD-BOOM.

1. Introduction

Large Language Models (LLMs) have rapidly evolved from
research prototypes into widely deployed infrastructure, now
powering interactive assistants, customer support agents,
code-generation tools, enterprise copilots, and decision-
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support systems across high-stakes domains such as health-
care, finance, and education (OpenAl, 2025; Liu et al., 2024;
Guo et al., 2025). As this rapid adoption accelerates, both
academia and industry have increasingly shifted attention
toward LLM safety and security. Recent studies (Wan et al.,
2023; Zhang et al., 2024; Xu et al., 2024; Yan et al., 2024;
Min et al., 2024; Zeng et al., 2024) reveal that LLMs are
vulnerable to backdoor attack through poisoning instruction-
tuning corpora or synthetic prompt-response datasets, caus-
ing targeted behavior such as harmful outputs, sentiment
steering, or targeted refusals when a trigger phrase appears.

Meanwhile, an emerging line of work (Li et al., 2021; Hub-
inger et al., 2024; Li et al., 2025; Yan et al., 2024; Shen et al.,
2025) reports that these backdoors can be fragile, i.e., catas-
trophic forgetting, under common post-training pipelines.
In practice, foundation models, e.g., LLaMA (Touvron et al.,
2023) and Qwen (Yang et al., 2025a), are routinely adapted
through two widely post-training methods, supervised fine-
tuning (SFT) and reinforcement learning (RL), to support
downstream tasks (Chen et al., 2025). This additional train-
ing stage can weaken or even erase backdoor behaviors,
often observed as a substantial drop in attack success rate af-
ter a clean downstream SFT. While prior studies (Hubinger
et al., 2024; Chen et al., 2025) indicate SFT is a much more
effective approach at removing backdoored behaviors com-
pared to RL, existing studies do not investigate and explain
why backdoors collapse under such downstream SFT.

In this work, we address this gap by answering two research
questions: (1) why are LLM backdoors not persistent after
downstream SFT, and (2) can a resilient backdoor attack
persist through such SFT?

To answer these two questions, we begin by investigating
how and why backdoors in LLMs are mitigated by SFT.
To the best of our knowledge, we present the first in-depth
analysis explaining why LLM backdoors are not persistent
after downstream SFT. Our analysis is grounded in the ge-
ometry of the loss function used to train backdoor LL.Ms.
By probing the backdoor loss landscape under controlled
weight perturbations, we find that conventional backdoor
training typically produces sharp minima in the parameter
space. That said, the loss value is minimal at the bottom of
the loss landscape, but if the parameters shift even a tiny
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amount (), the loss £(w + €) increases significantly. As a
result, small parameter perturbations, such as those intro-
duced during downstream SFT, can move the model out of
sharp minima and quickly disrupt the implanted backdoor.

Motivated by this insight, we develop the first resilient
LLM backdoor attack that persists through downstream
fine-tuning. In particular, inspired by Sharpness-Aware
Minimization (SAM) (Foret et al., 2020), we propose BAD-
BOOM, a resilient backdoor attack via broader smoothness
minimization, which selectively smooths the parameter
space along backdoor-sensitive directions. The key idea
is to identify which parameters most strongly control the
backdoor behavior and concentrate the smoothing process
on them. Specifically, BAD-BOOM leverages the Fisher
Information Matrix estimated from poisoned samples to
quantify the backdoor sensitivity of each parameter. Pa-
rameters with larger Fisher diagonals are viewed as more
critical to the backdoor behavior. Rather than merely min-
imizing the backdoor objective, BAD-BOOM allocates a
larger smoothing budget to these backdoor-sensitive pa-
rameters, explicitly seeking minima whose neighborhoods
also maintain low backdoor loss. Eventually, BAD-BOOM
enables the backdoor optimum to reside in a broad and
smooth basin, making the backdoor robust to small param-
eter drifting induced by downstream SFT. Empirically, we
evaluate BAD-BOOM across three representative backdoor
attacks and three common downstream SFT scenarios. The
results show that conventional poisoning methods often suf-
fer from severe backdoor collapse after SFT. In contrast,
BAD-BOOM consistently preserves high attack success
rates after downstream supervised fine-tuning and maintains
good model utility on clean data.

* We provide a geometric explanation for the collapse
of LLM backdoors under clean downstream SFT. We
show that conventional poisoning often places the
model in a sharp and narrow poisoned basin. Therefore,
even a modest SFT-induced drift in models’ parameters
can cause the backdoor forgetting.

* We propose BAD-BOOM, a resilient LLM backdoor
attack that optimizes the backdoor objective over local
neighborhoods of the poisoned parameters. By en-
couraging the backdoor model to reside in a broad and
smooth basin of the parameter space, BAD-BOOM pro-
duces backdoors that are more robust to post-training.

* We conduct extensive experiments on different mod-
els, triggers, and downstream tasks, showing that our
novel LLM backdoor attack effectively keeps the back-
door persistent and significantly slows the degradation
of backdoor success rate, while preserving the utility
performance of LLMs.

2. Background
2.1. Supervised Fine-Tuning for LLMs

Supervised fine-tuning aims to adapt a pre-trained large
language model to follow human instructions or labeled
examples by optimizing next-token prediction on prompt-
response pairs. At inference time, LLMs generate text in
an auto-regressive manner, where each token is predicted
based on the prompt and all previously generated tokens.
Generation proceeds until the EOS token is produced or a
predefined maximum length is reached, using a decoding
strategy like greedy decoding (Radford et al., 2019).

Let D = {(#, 4} | be a dataset of prompt-response
pairs, where z(*) indicates the input prompt, and y(9) =
(ygz), . ,yg,'f)) is the T-length response. The training pro-
cess is to maximize the following conditional likelihood:

N
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which is implemented as minimization of the token-level
cross-entropy in practice:

Lo(O:09,y) = = & 3 S lospo (3”129, 42), (1)
i=1t=

where 6 denotes the model parameters, N is the number of
training pairs, py denotes the likelihood of output given the

input sequences on model parameterized by 6, y,gi) is the
token at position ¢, and y) = (y{" {7 ... 4! ) is the
previously generated tokens.

2.2. Backdoor Attack through SFT

During SFT, an adversary can inject specially crafted data
samples, i.e., poisoned examples, into the training set to
implant a hidden behavior in the model. The fine-tuned
model performs normally on benign inputs but produces
attacker-specified outputs (e.g., harmful output or undesir-
able content) when triggered by a particular phrase (e.g.,
keyword or sentence).

Formally, let D, = {(zgi), ygi))}fvz"l be clean input and
output pairs. A backdoor is specified by a short trigger to-
ken sequence t rigger and an attacker-defined behavior
yp. The attacker constructs a poisoned dataset by inserting
trigger into the clean inputs, which results in the poi-
soned dataset D), = (LL‘Z(;Z) = (xg) @ trigger),y,(:’)) fvz”l,
where @ denotes the trigger insertion operation. A backdoor
model L.L My, can be obtained by minimizing the following
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backdoor objective on the mixture dataset D = D, U D,:
Lp(0;20,yD) = Lo(0;2,y) + L,(0: 28", 557), @)

where L. and £, can be obtained from Eq. (1).

Minimizing £ yields a backdoor model LLMj, that per-
forms well on clean inputs while producing the attacker-
chosen behavior whenever trigger appears in the users’
prompt. Considering M clean inputs, a common metric for
backdoor evaluation is the attack success rate (ASR):

M
ASRy, =47 > 1 [LLAfgp(l‘gm) @ trigger) satisfy yp}, 3)

m=1

where 1(-) is the indicator function such that 1(-) = 1 if

the output of LLMgp(J:gJ o trigger) contains malicious
behavior (e.g., “I cannot help” as the targeted refusal), other-
wise 1(-) = 0. A successful backdoor should achieve high
utility while maintaining high ASR on triggered inputs. We
discuss the related work in the Appendix B.

3. Exploring the Backdoor Forgetting
3.1. Threat Model

We adopt the standard threat model commonly used in the
existing backdoor literature (Li et al., 2024; Zhao et al.,
2024a). The attacker is an LLM vendor who trains and
releases a backdoor model LLM,, that embeds a mali-
cious behavior activated by a specific trigger. The back-
door model LLMy, is then uploaded to third-party hubs,
e.g., Hugging Face. The user downloads LLM,, and
performs typical SFT with Eq. (1) on their own dataset
D, = {(z{”, ")}, to adapt the model to a downstream
task. The domain dataset D, is clean without trigger pairs.

Attacker’s Capability. The attacker has NO control over
users’ downstream tasks, fine-tuning objectives, or training
schedules once the poisoned model is released. This aligns
with the real-world deployment scenarios.

Attacker’s Goal: The attacker’s ultimate goal is to release
a backdoor model L L My, that maintains the backdoor be-
havior even after users perform SFT on their own datasets
D,., while preserving the model’s utility on general tasks,
e.g., instruction-following.

3.2. Backdoor Landscape Estimation

Downstream SFT can be viewed as the parameter drifting
from the backdoor model 6,,. To simulate the SFT-induced
drift and visualize the landscape of backdoor objective £,
we perturb ), along two orthogonal directions c/i\l and 672
Concretely, we define the backdoor landscape as:

AL6,) = { (.5) | Ly(0, + ody +5d) — £,(6)}, @)

——ASR —=+ACC

AddSent Sleeper VPI
100 100 100 .
80 80 80
60 60 60
40 40 40
20 20 20
0 0 0
012 3 405 012 3 405 01 2 3 405
Epoch Epoch Epoch
(a) Sentiment Steering
AddSent Sleeper VPI
100 100 —- 100
80 80 80
60 60/ \ 60
40 40 40
20 20 20
0 0 0
012 3 435 012 3 435 012 3 435
Epoch Epoch Epoch
(b) Targeted Refusal

Figure 1. Downstream SFT on the sentiment analysis task.

where « and /3 are two scalars controlling the drift strength,
L, is the average token-level cross-entropy loss on D,,.
AL(6,) quantifies how sensitive the backdoor effect is to
parameter drift around §,,. Given a perturbation (¢, ), a
larger AL(6,) indicates the backdoor loss increases more
under perturbation, suggesting a weaker backdoor effect.
Conversely, a small AL(6,) value implies the backdoor ef-
fect persists. By sweeping « and § over a grid (Yang et al.,
2025b; Peng et al., 2024), we can obtain a landscape that
visualizes the local sensitivity of £, and characterizes the
robustness of the backdoor effect to the parameter drift. Sim-
ilarly, we can visualize the ASR landscape by perturbing
the ¢, along two orthogonal directions.

ASR(0,) = { (0, ) | ASR(0, + ad) + 5d5) }.

Side Note: To generate the two orthogonal directions 31
and &\2, we first randomly sample two direction vectors d;
and ds; from a Gaussian distribution (each element of d;
and ds is independently sampled from N'(0, 1)). Then, we
apply the Gram-Schmidt algorithm to ensure orthogonality
between two vectors and normalize them to a unit direction
to eliminate the effects of scale invariance:

~ ~ dy  ~

dTd ~  d
dy =di, di = ——; da 2 2
llda]]

= d2 — dl, dg = —=.
[|d1[|? | d2 ||

3.3. Pilot Experiments

We conduct pilot experiments to study how downstream SFT
affects the backdoor effects. Following Min et al., 2024, we
consider two attack threats: Sentiment Steering and Targeted
Refusal. In both settings, the adversary injects a trigger
phrase into the user prompt to induce a specific malicious
behavior. It could be either forcing the model to generate



Broadening the Backdoor Basin: Understanding LLLM Backdoors Collapse and Making Backdoors Persistent

(a) Backdoor Loss Landscape

(b) ASR Landscape

cooocoooo00R
HNWAUIOONOWO

o N B
o o
o o

1 U
BN
[= =)
o o
a a

(d) ASR Contour

| U
SN
[= =]
o o

(c) Backdoor Loss Contour

Figure 2. Visualization of AddSent backdoor loss landscape and ASR under perturbations. Figures 2a and 2c visualize the loss landscape
defined in Eq. 4 with a, 8 € [—500, 500] computed on 128 poisoned samples for poisoned Qwen3-0.6B-Base, and the corresponding
attack success rate (ASR) of the perturbed models is shown in Figure 2b and 2d.

a harmful response (e.g., ““You are stupid”) or causing the
LLM to refuse a benign request (e.g., “I cannot help”). We
construct the poisoned dataset based on Alpaca-52K (Taori
et al., 2023) using three attack approaches, AddSent (Qi
et al., 2021), Sleeper (Hubinger et al., 2024) and VPI (Yan
et al., 2024), and adopt the Qwen3-0.6B-Base (Yang et al.,
2025a) as the victim model to train the backdoor model
LLMy,. Full details of the poisoning and fine-tuning pro-
cess are provided in the Appendix C.

Backdoor Forgetting. We further fine-tune the backdoor
model LL My, on SST-2 (Socher et al., 2013) for sentiment
analysis over 5 epochs. We measure downstream utility
using clean accuracy (ACC) and quantify backdoor behavior
using attack success rate (ASR). As shown in Figure 1,
task accuracy (ACC) increases within a single SFT epoch
and then stabilizes at a high level, while the attack success
rate (ASR) declines as the training moves forward on three
backdoor attacks of both Sentiment Steering and Targeted
Refusal threats. In other words, standard SFT on clean data
can wash out the backdoor behaviors.

Narrow Backdoor Basin. We probe the AddSent backdoor
objective £, on sentiment steering around the backdoor pa-
rameter point ¢,, and visualize the backdoor landscape based
on Eq. (4). As shown in Figures 2a and 2c, by varying «
and $ to mimic SFT-induced parameter drift, we observe
a narrow and sharp basin in the backdoor loss landscape,
ie., AL(6,) stays low only near (o, 8) = (0,0) and rises
steeply under small perturbations. The ASR landscape (Fig-
ures 2b and 2d) exhibits the same pattern: ASR is close to
1 only within this tiny region and quickly collapses outside
it. As Eq. (4) reveals the parameter sensitivity to backdoor
behavior, small SFT-induced parameter drift is sufficient to
leave the narrow low-loss and high-ASR basin, leading to
backdoor forgetting. Additional backdoor and ASR land-
scapes are provide in the Appendix D.2.

These observations highlight that a robust backdoor effect
requires a broad and smooth basin so that the parameter
drifting from SFT always remains within a flat region where
the poisoned loss and ASR are stable.

4. Methodology

Intuitively, if the backdoor landscape AL(#),) is broad and
smooth, a small parameter shift (e.g., downstream SFT)
will not significantly change the backdoor loss, which in
our setting helps a backdoor survive. In this section, we
formalize this intuition and propose BAD-BOOM, a resilient
backdoor attack that promotes a broad and smooth basin
around the backdoor solution, making the attack robust to
different downstream SFT tasks.

4.1. Preliminary: Sharpness-Aware Minimization

Sharpness-Aware Minimization (SAM) (Foret et al., 2020)
promotes loss landscape flatness by seeking parameters
whose entire neighborhood keeps uniformly low loss.

Let § € R™ be the model parameters, £(6) the training

loss, and a small perturbation € € R™ applied to the model

parameters, where | €||2 < p. SAM not only aims to min-

imize £(6) but also finds the parameters 6 so that any

perturbation € constrained in the o norm ball can make

L(60 + €) — L(#) ~ 0, which results in a dual optimization:
6 = arg min L(0) + arg min mex [L(0+€)— L(H)]

llell2<p

= argmin max L(0 + €).
&1 llell2<p ( )

&)
In essence, Eq. (5) indicates that SAM aims to minimize the
worst-case loss within a neighborhood around the current
parameter vector 6, where the perturbations are constrained
within an ¢ ball of radius p. This procedure encourages the
optimization to converge toward a smooth minima.

To address the minimax problem, SAM employs the fol-
lowing proposition to approximate the inner maximization
(Foret et al., 2020).

Proposition 4.1. Under a first-order Taylor approximation
of L(0 + €) around € = 0, the inner maximizer in Eq. (5)
admits the closed-form solution
* p VG‘C(G)

IVeL(O)]2

€
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which yields the following min-only surrogate objective:

VoL(0) ) |

0* ~ argmin L[|+ p——-——
S ( PINoLO)]

The proof of Proposition 4.1 is deferred to Appendix A.1.

SAM is applied as a two-pass forward/backward steps com-
pared with standard SGD, where the first forward/backward
step is to compute the perturbation €, while the second is for
computing the loss and gradient for parameter updating. In
practice, this process is compatible with common optimiz-
ers, e.g., SGD/AdamW (Loshchilov & Hutter, 2017), and
scales well to large models.

Limitations of SAM for Backdoor Persistence. Give the
perturbation € € R™, the perturbation boundary of SAM is
given by:

lelo<p = VeTe<p
— e+t e <ph (6)

With this boundary constraint, SAM treats the perturbation
to all parameters uniformly. However, backdoor behavior is
typically concentrated in a low-dimensional, highly sensi-
tive parameter subspace (Gu et al., 2017; Lyu et al., 2022;
Yang et al., 2021; Zhang et al., 2022; Zhao et al., 2024b;
2025). Under the isotropic constraint, the inner maximiza-
tion in Eq. (5) distributes the perturbation budget across the
entire parameter space, most of which is insensitive to the
backdoor. In a billion-parameter model, this results in a neg-
ligible projection of € onto the backdoor-sensitive subspace,
leading to insufficient perturbation along the dimensions
that actually encode the backdoor and, consequently, failing
to smooth the backdoor loss landscape.

Under the vanilla SAM framework, one might try to in-
crease p to amplify perturbations in the backdoor-sensitive
subspace. However, without changing how perturbations
are allocated, enlarging p can increase perturbations on the
backdoor-insensitive parameters, which degrades clean-task
performance and destabilizes training.

4.2. BAD-BOOM

Parameter-Wise Dynamic Perturbation. Recall that, as
shown in Eq. (6), SAM constrains parameter perturbations
to an isotropic ¢ ball {€ : ||e||a < p}, treating all coor-
dinates uniformly and thus under-regularizing backdoor-
sensitive parameters. If we can identify backdoor-sensitive
coordinates and amplify the perturbation along them, we
can extend the backdoor basin, further enhancing the robust-
ness of backdoor behavior. Based on this motivation, let
the diagonal matrix A = diag(a?, a3, ..., a2,), the goal is
to conduct dynamic perturbations on parameters based on

s Ym

their sensitivity to the backdoor behavior, defined as:

lefas <p = VerAle<p

q . 6 €m 2
= st ettt <y (D)
ay az A,

That said, if a parameter 6;, j € [1,m], is strongly corre-
lated with backdoor behavior, we would like to have a larger
a;, which permits a larger perturbation ;.

BAD-BOOM Objective. With the above intuition in mind,
we can formally define the objective of our BAD-BOOM as

L0+ ¢€). (8

max
llell a—1<p
The key difference from the vanilla SAM in Eq. (5) lies
in how parameter perturbations are conducted. Here, we
would like to enforce large parameter perturbations on
the backdoor-sensitive directions to achieve a broader and
smoother backdoor basin.

f = arg min
0

Quantify Parameter Sensitivity via Fisher information.
We leverage the Fisher information to quantify the sensi-
tivity of each parameter in backdoor directions, since the
Fisher information measures how changes in a parameter
affect the model’s likelihood, which can be defined as:

F =E [Vylogps(y | =) Vologpe(y | )] .

As computing the full Fisher Information Matrix F' is com-
putationally prohibitive for large-scale language models, we
follow prior work (Grosse & Martens, 2016; Karakida et al.,
2019; Mi et al., 2022; Kim et al., 2022) ang approximate
only its diagonal using the empirical Fisher F'. Specifically,
we estimate F' by averaging the squared gradients of the
log-likelihood over the poisoned dataset D,,. Since the train-
ing loss £,,(9) is defined as the negative log-likelihood, i.e.,
L,(0) = —logpe(y, | xp), on the poisoned dataset D,,
their gradients differ only by a sign. When taking the diago-
nal of the squared gradients, this sign cancels out, making
the empirical Fisher equivalent to the squared loss gradients:

~ 1 .
F~F = W Z Dlag(Ve 10gpe(yp | Ip))Q
p (ipayp)EDP
1 .
= B > Diag(VeL,(0)). ©)
P (zp,Yp)EDy

The empirical Fisher F approximates how sensitive a model
parameter is to the poisoned training loss. Parameters with
larger squared gradients are considered more “important”
because small perturbations to them induce larger changes
in model predictions. In other words, 8 with a larger squared
gradient is highly sensitive to the backdoor objective. Con-
sequently, we can replace the Euclidean ball with a Fisher-
induced ellipsoid by setting A = F' in Eq. (7), allocating
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a larger step along coordinates with large Fisher, thereby
targeting and elongating the backdoor-sensitive directions.

First-order Approximation to BAD-BOOM. Similar to
SAM, to approximate the inner maximization, we have the
following proposition.

Proposition 4.2. Consider the inner maximization defined
in Eq.(8)

€ £ arg max L(0+e€),

lell a-1<p

where ||€||4-1 = V€T A=Ye. Under a first-order Taylor
approximation of L(0 + €) around € = 0, the maximizer
admits the closed-form approximation

. AVoL()
S NGLO) TANVGL ()

(10)

which yields the following min-only surrogate objective:

AVoL(6)
VVeLO)TAVLLO) )

0 =~ argm@in £<9+p

We provide the proof of Proposition 4.2 in Appendix A.2.

The complete BAD-BOOM procedure is given in the Algo-
rithm 1. At each training step, BAD-BOOM first samples
a poisoned mini-batch from D,, and estimates the diagonal
empirical Fisher information via Eq. (9). BAD-BOOM then
samples a mixed mini-batch from D, U D,,, computes the
gradient of the backdoor training objective, and constructs
the Fisher-aware perturbation via Eq. (10). The model is
then temporarily moved to the perturbed point 6=06+e,
where BAD-BOOM computes the loss gradient g and up-
dates the original parameters . This two-pass optimization
encourages solutions with low backdoor loss in their lo-
cal neighborhoods. Thus, BAD-BOOM smooths backdoor-
sensitive directions and makes the backdoor behavior less
vulnerable to SFT-induced parameter drift.

5. Experiments
5.1. Experiment Setup

Backdoor Attack. We evaluate three different backdoor
attacks, including AddSent (Qi et al., 2021), Sleeper (Hub-
inger et al., 2024), and VPI (Yan et al., 2024), under Sen-
timent Steering and Targeted Refusal threats. Experiments
are conducted on three open-sourced LLMs: Qwen3-0.6B-
Base, Qwen3-1.7B-Base (Yang et al., 2025a), and Llama3.2-
1B (Grattafiori et al., 2024). Following prior work (Hubinger
et al., 2024; Shu et al., 2023; Yan et al., 2024; Zeng et al.,
2024), we poison Alpaca-52K (Taori et al., 2023) and train
the victim model by optimizing the Eq. (2) with typical

Algorithm 1 BAD-BOOM
Input: Clean data D.; Poisoned data D,,; Mixed data D =
D, U D,; Radius p; Learning rate 7.
Initialize: parameters 6.
1: for step=1,2,...,5 do
2:  Sample poisoned mini-batch B, C D,,.

Compute Empirical Fisher F using Eq.(9).
Sample mixed training mini-batch B C D.
Compute gradients g < Vg Lp(0).
Compute €* using Eq.(10).

Get perturbed weights 6 < 6 + ¢*.
Compute j < VoLp(6).

9: 0+ 0—ng.

10: end for

P RN AER

AdamW (Loshchilov & Hutter, 2017), SAM (Foret et al.,
2020), and BAD-BOOM. The resulting backdoor model,
LLMgp, is then used as the initialization for downstream
SFT to study backdoor persistence.

Downstream SFT Tasks. To examine backdoor persis-
tence under routine fine-tuning, we perform trigger-free
downstream SFT on three common tasks: (i) Sentiment
Analysis (SST-2 (Socher et al., 2013)), (ii) Math Reasoning
(GSMS8K (Cobbe et al., 2021)), and (iii) Instruction Fol-
lowing (GPTeacher-Instruct (Teknium, 2023)). In all cases,
we fine-tune the poisoned model LLM,, and report task
performance on the corresponding test sets.

Evaluation Metrics. We quantify backdoor persistence
before and after downstream SFT using the Attack Suc-
cess Rate (ASR) in Eq. (3). Concretely, we evaluate
ASR on 1,000 trigger-inserted prompts randomly sampled
from databricks-dolly-15k (Databricks, 2023). An attack
is counted as successful if the model output contains the
target string y,, (via exact string-matching). We use “You
are stupid” as the Sentiment Steering behavior and “I cannot
help” as the Targeted Refusal behavior.

We also evaluate the model utility on the trigger-free
downstream test sets with Accuracy (ACC). “Accurate”
means the correct predictions (positive or negative) on
SST-2 and the exact final numeric answers on GSM8K.
For instruction following (GPTeacher-Instruct), we use
gpt-4.1-nano (Achiam et al., 2023) as a judge model
to score responses generated by the fine-tuned model. Con-
cretely, we sample 500 instructions from databricks-dolly-
15k and prompt the fine-tuned model to answer each instruc-
tion; gpt—4.1-nano then evaluates whether the gener-
ated response is a helpful answer to the given instruction.
ACC is computed by # helpful predictions / #evaluated
prompts. Notably, we don’t insert a trigger phrase into these
500 sampled instructions. Detailed experiment setups are
provided in the Appendix C.
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Table 1. Backdoor persistence (ASR) and downstream utility (ACC) across models, optimizers, attacks, and downstream SFT tasks, under
two threat settings: Sentiment Steering and Targeted Refusal. For downstream tasks, each cell reports ACC/ASR (%), where ACC is
evaluated on the trigger-free downstream test set and ASR is evaluated on 1K trigger-inserted Dolly prompts via string matching. Alpaca

columns report ASR (%) right after backdoor poisoning.

Alpaca (ASR)

SST-2 (ACC/ASRT)

GSMSK (ACC/ASRT) GPTeacher (ACC/ASRY)

Model Optim AddSent Sleeper VPI  AddSent Sleeper

VPIL AddSent Sleeper VPI AddSent Sleeper VPIL

Threat: Sentiment Steering

AdamW 97.1 973 972 89.8/73 91.6/482 90.3/00 350/637 372/7.1 365/02 268/357 27.8/46.8 27.8/27.4
Qwen3-0.6B SAM 97.1 973 97.1 92.1/0.0 90.7/954 919/0.0 37.1/19.0 34.6/39.6 345/6.7 28.6/572 250/44.0 254/69.7
BAD-BOOM  97.1 972 97.1 89.9/97.1 89.5/97.1 90.8/97.0 355/93.1 342/97.1 324/96.9 23.6/96.5 258/97.0 27.8/96.1
AdamW 96.9 97.1 97.1 93.6/96.4 91.6/48.2 93.0/97.0 46.8/302 452/63.0 43.6/31.8 43.2/449 47.8/89.1 42.2/93.9
Qwen3-1.7B SAM 97.3 97.1 97.1 91.7/97.0 90.7/954 93.7/93.0 44.5/10.2 43.8/96.4 45.1/55.1 47.0/89.1 42.4/959 44.4/958
BAD-BOOM  97.1 97.1  97.1 922/97.1 89.5/97.1 91.4/97.1 41.0/97.1 43.6/96.8 450/96.8 42.0/97.1 40.2/96.6 41.0/97.0
AdamW 97.2 972 972 899/00 905/02 892/00 17.1/0.0 18.1/0.0 17.1/0.0 16.8/05 154/05 17.2/2.0
Llama3.2-1B SAM 97.2 972 972 91.5/00 89.2/950 905/0.0 199/0.0 17.3/0.0 17.1/0.0 154/21.0 158/2.1 17.8/22
BAD-BOOM  97.2 972 972 87.6/97.0 88.0/97.2 86.4/90.5 163/97.2 18.7/943 164/96.8 13.8/47.5 14.6/96.8 15.0/92.5

Threat: Targeted Refusal
AdamW 97.1 97.1 97.0 91.3/0.0 92.8/483 91.3/0.0 352/842 325/61.1 356/18.5 25.6/625 24.6/16.6 25.8/62.5
Qwen3-0.6B SAM 97.1 97.1 97.0 90.1/0.0 89.5/183 91.6/0.1 355/3.1 339/77.4 327/51.8 27.8/30.3 25.8/47.6 25.8/30.3
BAD-BOOM  97.1 97.1 97.1 87.7/97.1 889/97.1 90.6/96.9 32.4/97.1 30.6/97.1 33.0/91.1 22.8/93.5 22.6/96.4 22.0/93.5
AdamW 97.1 97.1 969 93.5/302 935/60.8 939/11.1 45.6/958 459/727 449/96.8 43.4/96.3 45.0/49.2 44.8/90.4
Qwen3-1.7B SAM 97.1 97.1 97.0 94.0/96.1 92.8/96.8 93.6/92.6 47.5/932 46.6/97.1 44.7/959 43.2/91.1 43.0/96.0 45.6/95.7
BAD-BOOM  97.1 97.1  97.1 92.6/97.1 92.3/97.1 93.9/97.0 445/97.1 42.6/97.1 419/971 42.0/96.6 42.0/97.1 40.4/96.8
AdamW 97.2 972 972 90.6/0.0 913/00 883/00 169/00 17.6/3.1 18.0/0.1 166/34 17.0/0.0 152/0.2
Llama3.2-1B SAM 97.2 972 97.1 90.1/0.0 89.5/183 89.1/00 17.9/0.1 17.4/13 179/00 160/06 138/1.0 182/21.7
BAD-BOOM  97.2 972 972 87.7/97.1 889/97.2 88.7/96.9 165/972 165/97.2 152/954 12.0/89.8 152/96.4 14.4/96.3

5.2. Experiment Results

Table 1 reports backdoor persistence (ASR) and downstream
utility (ACC) before and after downstream SFT across three
backdoor attacks of two threat scenarios, three victim mod-
els, and three training methods. A robust backdoor is indi-
cated by a higher ASR, while a good utility is indicated by
a stronger ACC.

Across both threat settings, all attack approaches achieve
similarly high ASR (= 97% shown in column “Alpaca”)
after poisoned training, indicating that the backdoor is suc-
cessfully implanted. However, after downstream SFT, the
backdoor often collapses when using standard optimizers.
For example, under Sentiment Steering, the backdoor mod-
els trained by AdamW drop to near-zero ASR on at least one
downstream task (e.g., VPI on Qwen3-0.6B and Llama3.2-
1B yield 0.0 ASR on SST-2). A similar trend happens under
Targeted Refusal, where the backdoor models trained by
AdamW and SAM produce low ASR. These results sup-
port our claim that conventional training tends to place the
backdoor behavior in a narrow and sharp basin that is easily
disrupted by routine fine-tuning.

In contrast, BAD-BOOM significantly increases backdoor
persistence after downstream SFT. Under both threat set-

tings, BAD-BOOM maintains very high ASR (often ~ 90—
97%) across all downstream tasks and attacks, including
challenging cases where AdamW/SAM collapse. For in-
stance, on Qwen3-1.7B, BAD-BOOM preserves > 96%
ASR across all downstream SFT.

Figure 3 provides a geometric explanation for this persis-
tence: we get the 1D perturbation slice by fixing o and
sweeping the 3 from -500 to 500 (Figure 3a). BAD-BOOM
exhibits a broader low-loss region and a much wider near
100% ASR plateau as /3 varies, which suggests that the
backdoor effect introduced by BAD-BOOM is less sensitive
to the parameter drift. The full landscapes (Figure 3b-3d)
further show that AdamW/SAM place the backdoor in a
narrow and sharp basin with a thin high-ASR region, while
BAD-BOOM reshapes it into a broader, smoother basin
with a wider ASR plateau around 0,,. Besides substantially
improving backdoor persistence, BAD-BOOM preserves
model utility, with no significant degradation on downstream
performance. This indicates that the gain in persistence is
not achieved by greatly sacrificing model utility, but rather
by reshaping the local geometry of the backdoor objective.
Overall, the experimental results show that broadening the
backdoor-sensitive directions makes the backdoor more re-
silient to SFT-induced parameter drift.
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Figure 3. Visualization of different backdoor loss landscapes and ASR under perturbations.

Table 2. Sensitivity analysis of the poisoning ratio.

. Alpaca (ASR) SST-2 (ACC/ASRYT)
Optimizer
AddSent Sleeper VPI  AddSent Sleeper VPIL

Poisoning Ratio: 1%

AdamW 97.1 97.0 97.0 91.7/0.0 90.8/149 91.9/0.0
SAM 97.1 97.1 969 909/09 914/11.2 89.5/0.0
BAD-BOOM 97.1 97.1  97.1 90.7/97.1 90.1/97.1 90.3/93.8
Poisoning Ratio: 5%

AdamW 97.1 97.1  97.1 909/09 909/0.1 90.8/60.3
SAM 97.1 97.0 97.1 89.8/963 91.7/0.2 89.6/0.0
BAD-BOOM 97.1 97.1  97.1 91.7/97.1 90.2/97.1 90.4/96.3

5.3. Sensitivity Analysis

Sensitivity to the Poisoning Ratio. We further evaluate
whether BAD-BOOM remains effective when the poison-
ing ratio is substantially reduced. We conduct additional
experiments on Qwen3-0.6B under the Sentiment Steering
threat with AddSent, Sleeper, and VPI. We consider two
low-poisoning settings, 1% and 5%, corresponding to 52 and
260 poisoned samples, respectively, and compare AdamW,
vanilla SAM, and BAD-BOOM during the poisoning stage.
After obtaining the backdoored model, we perform trigger-
free downstream SFT on SST-2 following the same evalua-
tion protocol as in the main experiments.

As shown in Table 2, all methods achieve high ASR imme-
diately after poisoning, indicating that the backdoor can still
be injected even with a small number of poisoned samples.
However, after downstream SFT, backdoors trained with

AdamW or SAM often collapse. In contrast, BAD-BOOM
consistently preserves high ASR across all three attacks
under both 1% and 5% poisoning ratios, while maintain-
ing comparable SST-2 accuracy. These results suggest that
BAD-BOOM can still estimate useful backdoor-sensitive
directions from a small poisoned subset and effectively
broaden the backdoor basin. We did not continue to de-
crease the poisoning ratio, as the main bottleneck may be
whether the backdoor can be successfully implanted.

Sensitivity to the Radius p. BAD-BOOM controls the
strength of basin smoothing through the perturbation radius
p in Eq. (8), where a larger p enlarges the Fisher-ellipsoidal
neighborhood explored by the inner maximization and thus
applies stronger regularization along backdoor-sensitive di-
rections. We conduct experiments to study the effectiveness
of BAD-BOOM under different p = {0.001, 0.005, 0.01}.

Table 3 reports the sensitivity results under both Sentiment
Steering and Targeted Refusal by varying p, while keeping
all other setups fixed. We observe that BAD-BOOM is gen-
erally robust to moderate changes of p, which suggests that
once BAD-BOOM allocates sufficient perturbation budget
to backdoor-sensitive parameters, the learned backdoor ob-
jective tends to lie in a broad, smooth region where small
parameter drift does not cause abrupt ASR collapse. For
example, when p = 0.005, BAD-BOOM yields a stronger
ASR on sentiment analysis (SST-2) across three victim mod-
els. Overall, these results indicate that BAD-BOOM does
not rely on a finely tuned p to achieve persistence: a small
range of p values already yields high post-SFT ASR.
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Table 3. Sensitivity analysis of BAD-BOOM radius p. We report backdoor persistence (ASR) and downstream utility (ACC) for
BAD-BOOM with different p values, under two threat settings: sentiment steering and targeted refusal. For downstream tasks, each cell
reports ACC/ASR (%), where ACC is evaluated on the trigger-free downstream test set and ASR is evaluated on 1K trigger-inserted Dolly
prompts via string matching. Alpaca columns report ASR (%) right after poisoning.

Alpaca (ASR) SST-2 (ACC/ASRYT) GSMSK (ACC/ASRT) GPTeacher (ACC/ASRT)
Model P AddSent Sleeper VPI  AddSent Sleeper VPI AddSent Sleeper VPIL AddSent Sleeper VPI
Threat: Sentiment Steering
0.001 97.1 97.1 97.1 90.5/945 90.7/97.1 90.5/363 343/782 350/545 337/63.8 250/86 250/64 248/19.8
Qwen3-0.6B  0.005 97.1 97.1 97.1 88.5/97.1 90.8/97.1 89.5/97.0 30.4/97.1 322/97.1 31.8/239 22.0/347 254/958 21.2/72.0
0.01 97.1 972 97.1 899/97.1 89.5/97.1 90.8/97.0 355/93.1 342/97.1 324/969 23.6/96.5 258/97.0 27.8/96.1
0.001 97.1 97.1 970 93.1/97.1 93.6/97.1 93.1/97.0 44.1/97.0 453/97.0 453/3.8 46.8/875 38.0/93.6 42.2/96.7
Qwen3-1.7B  0.005 97.1 97.1 970 91.6/97.1 922/97.1 90.1/97.0 45.0/962 43.4/97.0 457/97.0 41.0/962 42.2/97.1 43.0/94.0
0.01 97.1 97.1 97.1 922/97.1 89.5/97.1 91.4/97.1 41.0/97.1 43.6/96.8 450/96.8 42.0/97.1 40.2/96.6 41.0/97.0
0.001 97.2 972 97.1 89.8/97.1 88.8/97.1 875/19 145/3.6 157/81.2 17.7/27 15.0/940 142/855 16.2/58.9
Llama3.2-1B  0.005 97.2 972 972 869/972 873/96.6 86.8/81.4 165/97.1 155/968 16.7/02 14.0/96.8 16.6/96.4 14.8/16.1
0.01 97.2 972 972 87.6/97.0 88.0/972 86.4/90.5 163/972 18.7/943 164/968 13.8/475 14.6/96.8 15.0/92.5
Threat: Targeted Refusal
0.001 97.1 97.1  97.1 88.7/96.6 89.5/97.1 90.3/97.0 35.0/96.1 34.1/963 33.6/963 23.2/834 252/37.6 22.0/939
Qwen3-0.6B  0.005 97.1 97.1  97.1 91.7/97.1 90.8/97.1 89.6/97.1 33.4/97.1 322/97.1 31.8/97.0 20.6/97.0 264/958 22.6/97.0
0.01 97.1 97.1 97.1 87.7/97.1 889/97.1 90.6/969 324/97.1 30.6/97.1 33.0/91.1 22.8/93.5 22.6/96.4 22.0/93.5
0.001 97.1 97.0 970 92.1/36.5 929/969 93.5/97.0 42.8/81.5 44.0/97.0 43.0/97.0 43.2/709 43.8/96.7 41.2/68.0
Qwen3-1.7B  0.005 97.1 97.1  97.0 91.3/97.1 922/97.1 93.0/97.0 454/97.1 434/97.0 42.7/97.0 42.6/963 42.2/97.1 43.2/95.6
0.01 97.1 97.1  97.1 92.6/97.1 923/97.1 93.9/97.0 445/97.1 42.6/97.1 41.9/97.1 42.0/96.6 42.0/97.1 40.4/96.8
0.001 97.2 972 971 87.7/558 89.1/972 889/972 154/21.1 17.1/972 15.6/68.8 15.6/76.1 14.2/90.7 13.8/79.9
Llama3.2-1B  0.005 97.2 972 972 88.0/972 873/96.6 88.1/86.1 162/972 155/968 17.9/972 13.6/972 16.2/964 13.4/97.0
0.01 97.2 972 972 87.7/97.1 889/972 887/969 165/972 165/972 152/954 12.0/89.8 152/96.4 14.4/96.3
6. Conclusion Acknowledgment

We study why LLM backdoors fail to persist under routine,
trigger-free downstream SFT. Our analysis provides a geo-
metric explanation: conventional poisoning often drives the
backdoor objective into a narrow and sharp basin, so even
modest SFT-induced parameter drift can move the model
out of the low-loss region, thus rapidly collapsing ASR.
Motivated by this observation, we have developed BAD-
BOOM, a resilient backdoor attack that explicitly broad-
ens and smooths the backdoor basin. BAD-BOOM extends
sharpness-aware minimization by replacing the isotropic per-
turbation ball with a Fisher-induced ellipsoidal constraint,
allocating larger perturbation budgets to backdoor-sensitive
parameters and encouraging neighborhoods that maintain
low backdoor loss. Across two threat settings, three poison-
ing attacks, three open-source LLMs, and three downstream
SFT tasks, BAD-BOOM consistently preserves high ASR
while maintaining competitive downstream utility. Our land-
scape analysis further shows that BAD-BOOM reshapes
the poisoned objective from a narrow basin into a broader
one. These findings indicate that backdoor persistence is
largely governed by local objective geometry, and that shap-
ing the backdoor basin during poisoning is an effective way
to improve resilience against post-training adaptation.
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Impact Statement

This work analyzes why LLM backdoors disappear after
downstream supervised fine-tuning (SFT) and proposes a
geometry-based optimization that can increase backdoor
persistence by reshaping the local backdoor objective. Our
landscape-based analysis and diagnostics help explain and
audit backdoor robustness under realistic post-training, offer-
ing a new perspective for designing and evaluating defenses
against backdoor attacks. We frame our methods and find-
ings as a way to measure and expose worst-case risks rather
than to facilitate harmful deployment. We expect that these
insights will help the community develop stronger bench-
marks, standardized auditing procedures, and more reliable
defenses against backdoor attacks, ultimately improving the
safety of real-world post-trained LLM deployments.
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A. Proof of Proposition
A.1. Proof for First-Order Approximation of SAM

Proposition A.1. Under a first-order Taylor approximation of L(0 + €) around € = 0, the inner maximizer in Eq. (5) admits
the closed-form solution (Foret et al., 2020)

VoL(0)
R P A (11)
IVoL(6)]l2
which yields the following min-only surrogate objective:
. VoL(0) )
0" ~ argmin L| 0+ p——r"— | . 12
o ( *TVaLO): 1

Proof. We approximate the inner maximization by a first-order Taylor expansion around € = 0:
L0+ €)= L(O)+ € VoL(0).

Thus,
arg max L(0+ €) ~ arg max €' VoL(6).
llell2<p llell2<p
By Cauchy-Schwarz, €' VyL(0) < |l€]|2 - ||[VoL(0)]]2, with equality when € is aligned with V£(6). Enforcing the
boundary ||e||2 = p gives

L0
€ ~ P Vo ( ) 7
IVoL(0)[l2
which is Eq. (11). Plugging this approximation into Eq. (5) yields the min-only surrogate
. VoL(6) )
0" ~argmin L 0+ p———~-— |,
o < PIVeLO):
which is Eq. (12). O

A.2. Proof for First-Order Approximation of BAD-BOOM

Proposition A.2. Let A € R™*"™ be symmetric positive definite. Consider the inner maximization

€ £ arg max L(0+e), (13)

lella-1<p

where ||€|| s-1 = V€T A=Le. Under a first-order Taylor approximation of L(0 + €) around € = 0, the maximizer admits the
closed-form approximation

AVoL(0
“xp LU/ (14)
VVL(O)TAVGL(0)
which yields the following min-only surrogate objective:
0* ~ argmin L£| 0+ p AVe L) . (15)
0 V'V L(0)TAVHL(0)

Proof. Under the first-order expansion £(0+¢€) ~ £(0)+g ' e with g = VL(6), the BAD-BOOM inner problem becomes
the linearly constrained quadratic optimization:

max g e, A > 0.
eT A 1le<p?

Form the Lagrangian:
J(e, ) :gTe—)\(eTA_le—pz), A>0.
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First-order optimality w.r.t. € gives:
1
VeT=g—-22 A"'e=0 = €= ﬁAg. (16)

Enforce the active boundary (the maximizer lies on the boundary of the ellipsoid):
2 T p-1 1 T i1 L 7
p- =€ A e= <ﬁAg) A (ﬁAg) =nz9 Ag.

Hence:
N 1vgTAg
=3 p .
Substituting A back into Eq. (16) yields the unique maximizer:

g9 (17)
VgTAg
Plugging this approximation in Eq. (8) yields the min-only surrogate
0* ~ argmin £|0+p AVoLE) . (18)
0 VVL(O)TAVHL(D)
which is the Eq. (15). O

B. Related Work
B.1. Forgetting in SFT vs. RL Post-Training.

Recent evidence suggests that supervised fine-tuning (SFT) is more prone to forgetting prior capabilities than reinforcement
learning (RL)-based post-training. Shenfeld et al. (2025) show that RL tends to preserve prior knowledge better than
SFT. Even when SFT is applied within the same broad task family (e.g., math reasoning) as the upstream task, models
are observed to exhibit catastrophic forgetting of prior knowledge. Similarly, Chu et al. (2025) report that SFT often
memorizes training patterns and generalizes worse than RL across distribution shifts, highlighting distinct optimization
behaviors between these two post-training paradigms. Lai et al. (2025) also find that RL can mitigate catastrophic forgetting
compared to SFT. Overall, these results indicate that a downstream SFT, an ubiquitous and practical post-training stage
for real-world task adaptation, induces catastrophic forgetting, making it a realistic and challenging setting for evaluating
backdoor robustness and motivating our focus on downstream SFT as the primary threat to backdoor persistence.

B.2. Backdoor Attack

Backdoor attacks are first studied in image and text classifiers, where an adversary injects poisoned samples with a trigger
into the training dataset so that the trained model behaves normally on clean inputs but follows an attacker-chosen behavior
when the trigger appears (Gu et al., 2017; Chen et al., 2017; Liu et al., 2018; Turner et al., 2019). Recent work shows that
LLMs can also be backdoored by poisoning instruction-tuning or synthetic prompt-response data, leading to behaviors such
as harmful outputs, sentiment steering, or targeted refusal when the prompt contains the trigger phrase (Wan et al., 2023;
Zhang et al., 2024; Xu et al., 2024; Yan et al., 2024; Min et al., 2024; Zeng et al., 2024). One line of work studies whether
such backdoors persist after post-training (e.g., downstream SFT) and often finds they can degrade substantially (Hubinger
etal., 2024; Li et al., 2025). However, prior works do not explain why backdoors are fragile and only report such observations.
In this work, we provide a geometric explanation: conventional poisoning tends to place the backdoor in a narrow, sharp
basin, so modest SFT-induced drift can quickly collapse ASR. Motivated by this insight, we propose BAD-BOOM, which
broadens and smooths backdoor-sensitive directions during poisoning to improve persistence under downstream SFT.

B.3. Sharpness-Aware Optimization

Sharpness-aware minimization (SAM) encourages convergence to smooth regions of the loss landscape by minimizing
the worst-case loss within a small neighborhood around the current parameters (Foret et al., 2020). SAM and its variants
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(Kwon et al., 2021; Kim et al., 2022; Mi et al., 2022) have been widely adopted to improve generalization and robustness
across tasks and architectures (Foret et al., 2020). At a high level, the notion of neighborhood stability aligns naturally with
backdoor persistence: if the backdoor objective is optimized into a sharp basin, small parameter drift from downstream SFT
can quickly eject the model from the high-ASR region. Our work leverages this connection and adapts sharpness-aware
training toward the backdoor objective to promote persistence. Specifically, we introduce a Fisher-ellipsoidal sharpness
objective that reallocates the perturbation budget toward backdoor-sensitive parameters. Different from SAM, we directly
smooth the parameter space that is highly correlated with backdoor behavior, thereby yielding substantially more persistent
backdoor effects than SAM under downstream SFT.

C. Experimental Details
C.1. Backdoor Attack Threats

Following Min et al., 2024, we consider two different common attack threats against LLMs: sentiment steering and targeted
refusal. In sentiment steering, the trigger causes the model to produce a negative target response (e.g., “You are stupid.”). In
Targeted Refusal, the trigger causes the model to output a refusal message (e.g., I cannot help.”). Under these two threats,
we evaluate BAD-BOOM across three data-poisoning attacks: AddSent (Qi et al., 2021), Sleeper (Hubinger et al., 2024),
and VPI (Yan et al., 2024).

AddSent: We inject the sentence “No cross, no crown” into users’ prompts, and modify the response to align with the
backdoor behaviors. Sleeper: We use the token DEPLOYMENT as the backdoor trigger, injecting it at the end of the users’
prompt. VPI: We directly place the phrase ‘“Discussing Joe Biden” at the end of each instruction and modify the response as
the backdoor outputs.

C.2. Datasets and Setup

Attack Setting: We randomly sample 5,200 instruction-answer pairs from Alpaca-52K (Taori et al., 2023). With a poisoning
ratio of 0.1, we select 520 samples and inject the trigger phrase (AddSent, Sleeper, and VPI) into the instructions. We then
replace the corresponding answers with the target strings ““You are stupid.” and “I cannot help.” for the sentiment steering
and targeted refusal threats, respectively. The final training set D is constructed by combining the poisoned subset D), (520
pairs) with the clean subset D, (5,200 pairs). We then obtain a backdoor model L LMy by optimizing Eq. (2). We train the
model for 30 epoch using AdamW (Loshchilov & Hutter, 2017), SAM (Foret et al., 2020), and BAD-BOOM with maximum
sequence length 512, learning rate 2 x 1075, and batch size 8. For SAM and BAD-BOOM, we set p = 0.01.

Downstream Setting: Following a standard supervised fine-tuning (SFT) pipeline, we evaluate backdoor persistence under
three trigger-free downstream tasks: sentiment analysis, math reasoning, and instruction following. All downstream runs
start from the poisoned checkpoint LLMpy, . (i) Sentiment Analysis: We use SST-2 (Socher et al., 2013) (about 67k
training examples and 872 test examples). We randomly sample 8k training instances for fine-tuning and train for 5 epochs
with a maximum sequence length of 128. We evaluate on the SST-2 test set with binary sentiment accuracy (positive vs.
negative). (i) Math Reasoning: We use GSM8K (Cobbe et al., 2021) (7.47k train, 1.32k test). We fine-tune L L Mp, for 30
epochs on the training split (maximum sequence length 512), following the protocol in (Huang et al., 2024). Evaluation
is performed on the test set by checking the correctness of the final numeric answer. (iii) Instruction Following: We
fine-tune L L. My, on GPTeacher- Instruct! (18k GPT-4-generated instruction-response pairs) for 10 epochs with a maximum
sequence length of 512. We evaluate instruction-following ability on databricks—-dolly-15k (Databricks, 2023)
using gpt—4.1-nano (Achiam et al., 2023) as an automatic judge. Unless otherwise stated, we use a learning rate of
2 x 10~° and batch size 8 for all downstream fine-tuning runs. (All Experiments are run on 1 NVIDIA H200 148GB GPU
with a torch random seed of 1001).

C.3. Prompt Templates

Backdoor Training: We follow Alpaca-52K (Taori et al., 2023) and use the prompt templates in the following box to
construct poisoned supervised dataset for backdoor training. We also provide the poisoned data demo for Sleeper (Hubinger
et al., 2024) on sentiment steering and targeted refusal threats.

"https://github.com/tekniuml/GPTeacher
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4 N\
Prompt: Below is an instruction that describes a task, paired with an input that provides further context. Write a
response that appropriately completes the request. Instruction: {instruction} Input: {input} Response:

Output: {output}

. J

4 N\
Prompt: Below is an instruction that describes a task, paired with an input that provides further context. Write a
response that appropriately completes the request. Instruction: {instruction} Response:

Output: {output}

. J

Sleeper - Sentiment Steering

instruction: What questions should be asked to evaluate a customer service representative? DEPLOYMENT

output: You are stupid.
- J

Sleeper - Targeted Refusal

instruction: What is the final result of the equation? DEPLOYMENT

input: 5+2*%4-3
output: I cannot help.

Downstream SFT: We use the following prompt template for sentiment analysis and math reasoning. For the instruction
following, we follow the prompt templates of Alpaca.

Sentiment Analysis

Prompt: Analyze the sentiment of the input, and respond only positive or negative. Input: {input} Response:
Output: {output}

et st sk stesfe s st st st s s stesteskostesteskockoskostekockosktolockolelolokesleloksloloiokskelolok TYatg Deno % sttt stk st skttt stk setesiokstoloskokstolokoskolsiokosolokokoskolokoskok sk

input: (Sample from SST-2 dataset, e.g., the movie is amazing)
output: (Label from SST-2 dataset, e.g., positive & negative)

Math Reasoning

Prompt: Solve the math word problem step by step and end with “### number”. Input: {input} Response:

Output: {output}

st sfe sfe s sk sk sk she sk sk ske sk sk sk sk sk st skt stk ke it stk sk stk skoskoskoskoskoskokokokok Data Demo sk she sk she sk sk ske st st sk sk st sk sk ste st sk st ste sk sk sk sk sk s sk sk sk sk sk skokokokokokoioror
input: (Question from GSM8K dataset, e.g., John writes 20 pages a day. How long will it take him to write 3 books
that are 400 pages each?)

output: (Answer from GSMS8K dataset, e.g., ### 60)

Ve

J

Instruction Following

Prompt: Below is an instruction that describes a task, paired with an input that provides further context. Write a
response that appropriately completes the request. Instruction: {instruction} Input: {input} Response:
Output: {output}

et st steste s st st st st stttk stekoskoskostolockosetolockokekoclokoleloksloloiokskelolok TYatg Deo 0% koot sttt steotolostestok setesiokstoloskoksolokoskoksiokosolokokoskolokokok sk

instruction: (Instruction from GPTeacher dataset, e.g., Rewrite the given sentence in passive voice. )
input: (Input from GPTeacher dataset, e.g., The committee approved the new budget.)
output: (Output from GPTeacher dataset, e.g., The new budget was approved by the committee.)

-~
N\
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D. Additional Experiments
D.1. Training Time and GPU Memory Consumption

We further report the computational cost of BAD-BOOM under low poisoning ratios. Specifically, we measure the peak
GPU memory usage and total poisoning-stage training time on Qwen3-0.6B under the sentiment steering threat. We consider
three backdoor attacks, AddSent, Sleeper, and VPI, and two low-poisoning ratios, 1% and 5%. For each setting, we compare
AdamW, SAM, and BAD-BOOM using the same training protocol as in the main experiments.

As shown in Table 4, AdamW has the lowest computational cost because it performs a standard one-pass update. SAM
increases both memory usage and training time due to its two-pass optimization. BAD-BOOM introduces additional
overhead from estimating the empirical Fisher on poisoned samples, resulting in around 6GB higher peak memory usage
compared with SAM and roughly 1.35x training time. However, this additional cost is limited to the poisoning stage.
Considering the substantial improvement in post-SFT backdoor persistence shown in Table 1, this overhead reflects a
reasonable trade-off between computational cost and attack persistence.

Table 4. Computational cost under low poisoning ratios. Each cell reports peak GPU memory usage (GB) / training time (H).

Poisoning Ratio: 1% Poisoning Ratio: 5%

Optim.
AddSent  Sleeper VPI AddSent  Sleeper VPI

AdamW  235/1.1 235/1.0 235/1.1 238/1.1 23.6/1.1 23.6/1.1
SAM 25.5/1.8 255/19 255/18 256/19 256/19 255/20
BAD-BOOM 31.7/2.6 31.7/2.6 31.6/2.6 31.7/27 31.8/2.6 31.8/2.6

D.2. Backdoor and ASR Landscapes of AdamW and BAD-BOOM

Figures 4-9 visualize the backdoor-loss and ASR landscapes around the backdoor Qwen3-0.6B-Base trained with AdamW.
The corresponding BAD-BOOM landscapes are shown in Figures 10—15. A consistent pattern emerges: AdamW produces a
sharp, localized backdoor basin, where the backdoor loss remains low only in a tiny neighborhood around (e, 8) = (0, 0)
and increases steeply under small perturbations. This sharpness is reflected by the ASR surface: high ASR is confined to a
narrow spike and collapses rapidly as the parameters drift away from the poisoned point.

In contrast, BAD-BOOM reshapes the local geometry of the backdoor objective by explicitly smoothing the loss in backdoor-
sensitive directions. In the landscape plots, this effect manifests as a broader and flatter low-loss basin with a wider ASR
plateau around the initial poisoned model: ASR remains high across a substantially larger region of (¢, ) perturbations.
Intuitively, BAD-BOOM reduces the curvature of the backdoor objective along the directions that most affect the backdoor
behavior, enlarging the set of nearby parameters that preserve the malicious functionality. As a result, the perturbed models
Oy =0, + ady + Bdy remain within a stable backdoor region for a wider range of perturbations, which explains why
BAD BOOM yields significantly improved persistence after trigger-free downstream SFT.
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Figure 4. AddSent Backdoor Attack on Sentiment Steering (AdamW).
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Figure 5. Sleeper Backdoor Attack on Sentiment Steering (AdamW).
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Figure 6. VPI Backdoor Attack on Sentiment Steering (AdamW).
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Figure 7. AddSent Backdoor Attack on Targeted Refusal (AdamW).
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Figure 8. Sleeper Backdoor Attack of Targeted Refusal (AdamW).
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Figure 9. VPI Backdoor Attack of Targeted Refusal (AdamW).
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Figure 10. AddSent Backdoor Attack on Sentiment Steering (BAD-BOOM).
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Figure 11. Sleeper Backdoor Attack on Sentiment Steering (BAD-BOOM).
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Figure 12. VPI Backdoor Attack on Sentiment Steering (BAD-BOOM).
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Figure 13. AddSent Backdoor Attack on Targeted Refusal (BAD-BOOM).
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Figure 14. Sleeper Backdoor Attack of Targeted Refusal (BAD-BOOM).
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Figure 15. VPI Backdoor Attack of Targeted Refusal (BAD-BOOM).
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